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Abstract 

 

There are millions of songs available on the Internet. For instance, one of the 

major online music service Spotify announced that the size of their digital music 

library contained over 30 million tracks. Such vast amount of data allowed users to 

easily access music anytime and anywhere. However, the overflow of data also 

arose a drawback known as the paradox of choice in which users have difficulties 

in finding the appropriate music that fits the user’s need. Therefore, the need for 

novel technologies to guide users search and discover music is arising. 

There are many technologies that guide users to search and discover music. 

While it is difficult to strictly separate music search and music discovery, it is 

possible to distinguish the two based on the requirement of a prior knowledge on 

the music the user is seeking for. Music search requires a specific knowledge in the 

music the user is seeking for. For example, if a user intends to buy a specific song 

from iTunes, the user can query “Psy Gangnam Style” and the system will retrieve 

the exact song. On the other hand, music discovery involves retrieving novel music 

for the users. There is no requirement of prior knowledge in music. For instance, if 

a user listens to music from Last.fm for a certain period of time, the system 

analyzes the listening pattern and retrieves novel songs to the user. 

During the procedure of both music search and music discovery, the 

information provided by the user and the similarity measure implemented by the 

system are two important aspects. The information provided by the users includes 

specific user queries, music listening history, music purchase history, etc. While 

most of the technologies available nowadays utilize various information provided 
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by the users to identify relevant music, in most cases the user’s music listening 

context is neglected. Also, the similarity measures implemented by various systems 

do not regard the user’s music listening context. However, since music is consumed 

in couple of minutes and the preference in music change rapidly based on which 

context the user is in when seeking for the music, the need for including the user’s 

context was upraised in the past years and research in enabling context-based 

music search and discovery is steadily increasing. 

In this dissertation, we present a top-down approach in enhancing music 

description by including user’s contextual information. Our main idea is to extract 

user’s contextual information from user-generated documents and include this 

information when describing music. Users create these documents, which contain a 

personal story followed by a song request. In our first proposed method, we 

perform Latent Semantic Analysis and probabilistic Latent Semantic analysis to 

find similar documents. We evaluate our system in a quantitative manner using 

metrics such as precision-recall and reciprocal rank. Additionally, we conduct a 

user study to evaluate our system in a qualitative manner. The experiment results 

show that people in similar situation share similar music preference and that there 

is a strong association between the personal story and the song request. 

Our second proposed method utilizes the findings from the first approach and 

attempts to overcome some of the limitations of the first approach. One major 

limitation of our first approach is the requirement of an input document with 

sufficient length. This is not feasible for conventional keyword-based search. 

Additionally, our system suffers the well-known popularity bias, in which popular 

music are more easily discovered compared to non-popular music. To overcome 

these limitations, we implement a novel system that utilizes context-relevant 
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keywords as music descriptors. Our system computes normalized term frequency – 

inverse document frequency on massive collections of user-generated documents to 

create a generalized Keyword Dictionary. Using the generalized Keyword 

Dictionary, we describe each song by computing the frequency distribution of the 

terms within the associated documents. Since there are multiple documents 

requesting the same song, the music descriptors will capture the consensus of 

user’s contextual background in listening to the song. We evaluate our system by 

comparing the extracted keywords with social tags provided from Last.fm to show 

that our system produces much more context-relevant terms. Additionally, we 

perform various experiments in order to identify the correlation between the 

proposed music descriptors and conventional features. We used acoustic features 

and lyrics as the conventional features since they are widely used in works related 

to music retrieval. Finally, we qualitatively evaluated our system by comparing the 

performance of our proposed music descriptors with other conventional features for 

music retrieval. The results showed that the performance of the proposed music 

descriptors was competitive with conventional features, thereby suggesting their 

potential use for describing music in semantic music search/retrieval. 

This dissertation provides two major contributions to the research field of 

music information retrieval. First, it presents a framework to extract user’s 

contextual information accurately by utilizing documents written by users. Second, 

it presents a framework to develop generalized context-relevant music descriptors, 

which will allow semantic music search and discovery. Lastly, it can be applied to 

practical applications such as automatically recommending music to services that 

use text and searching/retrieving music using keywords related to music listening 

context in a natural language setting. 
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1. Introduction 

 

[Figure 1] Number of scientific articles related to music recommendation 

indexed by Google Scholar. 

 

The need for a novel music search and discovery technologies to guide users 

retrieve music they are seeking for has emerged. Figure 1 shows the number of 

papers1 regarding music recommendation, which is one of the technology that 

guide users to discover novel music. We collected the statistics from Google 

Scholar2 by counting the papers that included “music recommendation” or “music 

recommender” in their title. The statistics is an evidence for the increasing interest 

in discovering a powerful technology that can aid users when seeking for music. 

Need for such powerful technology is a consequence of users being able to access 

                                                      

1 Indexed by Google Scholar November 8, 2016. 
2 http://scholar.google.com 
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music with ease. Lower costs of hardware and advances in technology have led to a 

rapid growth in digital music which resulted in popular online music services 

storing millions of tracks by millions of artists in their digital music library. In 

addition, development of mobile devices allowed users to listen to music anytime 

and anywhere. On the contrary, easy access to such vast amount of available music 

data has made it more difficult for users to search and discover the music that 

satisfies their information and entertainment needs, known as the Paradox of 

Choice [117]. Consequently, technologies are required to support users search and 

discover the music they are seeking for. 

In this dissertation, we describe one such technology that utilizes user-

generated documents to embed user’s music listening context for semantic music 

search and discovery. People listen to music in various contexts. A user might seek 

for music before going to bed while another user seeks for music to listen to during 

exercising in a gym. In general, the person going to bed would prefer calm music 

to energetic music and the person exercising would prefer energetic music to calm 

music. In this specific scenario, depending on the activity, music preference could 

differ. Not only does activity influence what music one wants to listen to but other 

context-related aspects such as mood, location, situation, and surrounding 

environment all contribute to user’s selection of music. We infer the music 

listening context of users by utilizing user-generated documents where each 

document contains a personal story with an anticipation of what music (s)he wants 

to listen to. Detailed description of the document will be discussed in Chapter 2. 

We use the term semantic to indicate that our method enables searching for music 

using musically relevant concepts in a natural language setting. For example, a user 

can search and retrieve music to listen to on a “rainy autumn day near an ocean.” 
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In this chapter, we first describe the current technologies that guide users to 

search and discover music. We then examine the two important elements involved 

during music search and discovery which will highlight the need for considering 

user’s music listening context for music retrieval. Finally, we will describe the goal 

and contribution of this dissertation. 

 

 

1.1. Music Search & Discovery 

Given the excessive amount of available music, there is a need for a tool that 

could aid the users to find music. Based on the current technologies, we can 

identify two different use cases: music search and music discovery [91]. Music 

search is generally performed when the user has some background information on 

the music (s)he is seeking for such as the artist name, title, and genre. For example, 

you read an article about the new album by Bruno Mars and you want to buy the 

album from a music download site such as the Apple iTunes. On the other hand, 

music discovery does not require specific information about the music but rather 

some general criteria that one wish to satisfy when seeking for music. For example, 

my personal taste in music is ballad and I wish to discover new ballad songs 

released within the past month. While often used intertwiningly, music search 

requires a prior knowledge of the music and music discovery involves finding 

music that is previously unknown to the user. There are various techniques in 

music search and music discovery. Table 1 and Table 2 summarize the current 

technologies applied for music search and discovery, respectively. We discuss these 

technologies in detail in the following sections. 
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[Table 1] Summary of current technologies applied for music search. 

 Editorial Data User Performance Acoustic Fingerprint 

Focus 

Artist name, song title, 

released data, lyrics, 

etc. 

Imitation of the 

acoustic characteristics 

of music 

A snippet of the audio 

signal 

Pros 

Produces the most 

accurate result by 

retrieving the exact 

song the user is 

expecting. 

The background 

knowledge on the 

editorial data of music 

is not required. 

Neither the 

background 

knowledge of music 

nor imitation is 

required. 

Cons 

Discovery limited to 

the user’s background 

knowledge in music. 

Imitating acoustic 

characteristics of the 

song is not easy for 

general people. 

The performance 

depends on the 

presence of noise. 

Use 

Cases 

Search for Bruno Mars 

new released album. 

 Query-by-

humming 

 Query-by-tapping 

 Query-by-

beatboxing 

Search for music 

played in a café. 
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[Table 2] Summary of current technologies applied for music discovery. 

 Recommenders Social Tags 
Predefined 

Playlists 
Popularity 

Focus 

Purchase 

history, ratings, 

currently 

listening music 

Non-music 

related terms 

assigned in a 

collaborative 

platform 

Predefined 

mood, genre, 

and theme 

Music charts 

provided by 

music services 

Pros 

Novel and 

relevant music 

discovered 

Possible to 

discover music 

in a natural 

language setting 

User’s music 

listening context 

reflected to a 

certain extent 

Possible to 

discover popular 

and novel music 

Cons 

 Popularity 

bias 

 Cold-start 

problem 

 “Similar 

music” is ill-

defined 

 Cold-start 

problem 

 Most tags 

related to 

the music 

content 

 Shallow 

coverage 

 Mostly 

focused on 

mood 

 Popularity 

bias 

 Popularity 

bias 

Use 

Cases 

Music 

recommended 

from iTunes. 

Discover music 

written by New 

York born 

musicians. 

Discover calm 

music from 

Allmusic. 

Play top 100 

songs from the 

billboard chart 

ranking. 
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1.1.1. Music Search 

The most common method when searching for music is to use the editorial 

data as the query. Editorial data is information associated with the music provided 

by the producing company. This includes, the song title, the album title, artists, 

genre, and release data. Users can retrieve music from a database by specifying a 

text-based query related to the editorial data. For example, users can find “Westlife 

songs that were released within the last 5 years.” The most popular systems 

providing such technique are commercial music retailers such as the Melon3, Apple 

iTunes, and Spotify4. A user can also search for music using the lyrics as the query. 

A user can query Google with “And now the end is near” and the system will 

retrieve the song My Way by Frank Sinatra. Using editorial data as the query 

produces the most accurate result since the search is directly querying the expected 

result. However, the scope of possible search is limited to the user’s background 

knowledge on the editorial data of music. While this could be efficient if one 

knows what music one is seeking for, it becomes less evident if prior knowledge 

such as the artist name or the song title is unknown. 

Another technique to search for music is based on human performance of 

imitating the acoustic characteristic of the music such as query-by-humming [39, 

56], query-by-beatboxing [64], and query-by-tapping [59]. Soundhound is one of 

the music service providers that implemented the technology. Users can search 

music without knowing the specific editorial data of music. For instance, you can 

find the music that you heard while walking on a streetway without knowing any 

                                                      

3 http://www.melon.com 

4 http://www.spotify.com 
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other information of the music. However, to mock the acoustic characteristics of 

the music is not an easy task for general users. 

Similar to query-by-humming, query-by-fingerprint is a technology that finds 

music using a snippet of the audio as the query [44]. Rather than a human imitating 

the acoustic characteristics of the music, the actual audio is required. For example, 

users can find the music played in a café by using the smartphone application 

provided by companies such as Shazam, Gracenote, and Naver. 

As described above, based on what and how the user queries the system, there 

are various technologies implemented by music service providers that help users 

easily search for music. In most cases, some prior knowledge on the music one is 

searching for is required. Music search systems are successful in retrieving 

accurate results when one is searching for a specific music. However, the results 

are less satisfying if the user is seeking for novel music. In the following section, 

we introduce some typical techniques that help users discover novel music. 

 

1.1.2. Music Discovery 

The most easily encountered technology for music discovery is music 

recommendation systems. Depending on how the system retrieves similar music, 

music recommendation systems are usually classified into three categories: 

collaborative filtering-based recommenders, content-based recommenders, and 

hybrid recommenders [1]. 

Collaborative filtering-based music recommender systems find similar users 

or items, using information such as purchase histories and item ratings, to 

recommend music to users [103, 119]. For this approach, it is important for the 
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items to have sufficient information, such as ratings and reviews, provided by the 

users [105]. The lack of such information is a major problem, known as the Cold-

start problem, in which the recommender system cannot process new items 

correctly since there is not enough, if any, information to analyze. Another problem 

with collaborative filtering methods is the poor diversity of recommended items 

[145]. This problem stems from the Long Tail phenomenon [2], in which the 

majority of users consume the very few, popular items while the rest of the users 

consume the less popular items. Celma showed that the music industry follows the 

Long Tail phenomenon and since collaborative filtering methods utilizes the 

preferences of users to generate recommendation, the system is only able to 

provide recommendations from a pool of generally popular music [23]. 

Content-based music recommender systems analyze the low-level acoustic 

features to find similar items [20, 22, 135]. Unlike the collaborative filtering 

methods, this approach does not face the cold-start problem or popularity bias. 

However, content-based approaches that use acoustic features require a significant 

amount of computational power to analyze the content. Thus, with digital music 

libraries of modern sizes, such approaches are less efficient for commercial use 

compared to collaborative filtering methods. Another problem identified in [37] is 

similar to the popularity bias. The authors identified that songs similar to very 

many other songs according to the audio similarity function appear unwontedly 

often in the recommendation lists keeping a significant portion of the audio 

collection from being discovered at all. 

Since both methods proved to have their own drawbacks, there have been 

several approaches in combining these two methods. Yoshii et al. used a Bayesian 

network called an aspect model to integrate both user rating and the music content 
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data when recommending music [143]. Their evaluation results showed that their 

hybrid method outperforms both the collaborative filtering method and content-

based method in terms of accuracy. Lu and Tseng proposed a personalized hybrid 

system by combining content-based, collaboration-based, and emotion-based 

methods [85]. They built an independent model for each method and altered the 

weights assigned to each model based on the user’s listening behavior. Such hybrid 

methods have shown to overcome some of the problems discovered in each 

recommendation methods. 

In an attempt to expand text-based description of music, Last.fm5 launched a 

collaborative platform allowing users to assign terms or short phrases for a music 

track, album, or an artist [8]. Once there are enough tags gathered from various 

users, they will contain valuable information of each music track, album, and artist 

that are difficult to discover in any other information source such as the editorial 

data. For example, users tagged Jay Z with New York because the birthplace of the 

artist is New York. This enables users to discover music written by artists born in 

New York. Utilizing social tags for music discovery have been attempted in several 

works [79, 126]. The power of social tags is that if there is massive number of 

users tagging an artist or a music track, a rich and complex view of the artist or the 

song emerges. However, Lamere pointed out that most social tags in Last.fm are 

related to the music content such as the artist, title, genre, and instrument [73]. 

Another method to discover novel music is by browsing predefined playlists, 

generally created by the music service providers. Musical genre is common 

information used to create the playlists. Traditionally, labeling music with genre 

                                                      

5 http://www.last.fm/ 
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was a manual task. However, improvements in computing power have led to 

automatically labeling music with genre [134]. Such improvement allowed music 

service providers to create playlists based on genre so that users can browse music 

of their favorite genre. For instance, if you are a major fan of Rock music, you can 

discover novel music by browsing music under the Rock genre. However, genre is 

an ill-defined term for describing music [5]. There is no consensus in the genre list 

provide by different music service companies. For instance, the genre list provided 

by Allmusic differs from the genre list provided by Amazon. Moreover, user’s 

paradigm in listening to music is shifting towards genre independent playlists 

because music preference change rapidly [74]. For example, your preference in the 

morning could be Rock music but in the afternoon, after tiresome day at work, it 

could change to relaxing Ballad music. 

Due to the limitations of genre-based browsing systems, several music 

services utilize other information when creating the playlists. For instance, 

Allmusic6 provide playlists based on the mood of the song and theme. There are 

approximately 400 predefined moods and users can browse music categorized 

under each mood. Some of the provided moods are Ironic, Joyous, and Malevolent. 

Similarly, there are over 200 predefined themes to help users discover new music. 

Adventure, Goodbyes, and TGIF (Thank God It’s Friday) are some themes 

provided by the system. By browsing the mood or theme, a user can discover music 

that satisfy his/her informational and entertainment needs. On the other hand, 

valence and arousal, the fundamental dimensions of musical emotions [40], are 

                                                      

6 http://www.allmusic.com/ 
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also used to discover music. For example, Musicovery7 provides a valence-arousal 

interface to guide users discover novel music based on musical emotions. 

Another common technique to discover music is by recommendation based on 

popularity. Music websites utilize information such as the number of downloads 

and number of play counts, to rank music for a given time. Korean music websites 

such as Melon and Bugs8 provide a simultaneous ranking chart that updates music 

popularity every hour. They also provide charts on a daily and weekly basis. 

Last.fm records the listening habits of each of their users around the world and 

builds custom record charts that are provided to each user. Utilizing these charts, 

provided by music services, users can easily discover popular and trendy songs. 

Based on the requirement of prior knowledge on music, we distinguished 

between music search and music discovery and illustrated several techniques that 

guide users to search and discover music. However, it is difficult to strictly separate 

music search and music discovery since in many cases, music search leads to 

discovering novel music. For instance, social tags and lyrics are used to both search 

and discover music. Users use social tags to search for music or artists and at the 

same time, use them to discover novel music. In addition, websites that provide 

lyrics such as SimilarLyrics9 provide users to discover songs that have similar 

lyrics to the query lyrics. 

In this section, we introduced several technologies that guide users to search 

and discovery music. During the process of music search and discovery, users 

                                                      

7 http://www.musicovery.com/ 

8 http://www.bugs.co.kr 

9 http://similarlyrics.com 
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provide information to the system and the system analyzes the given information to 

retrieve relevant or similar music. In the following section, we will discuss these 

two important elements during the procedure of music search and discovery. 

 

 

1.2. Elements of Music Search & Discovery 

 

[Figure 2] General procedure of music search and discovery. 

 

The two elements involved during the music search and discovery process are 

information provided by the user and the similarity measure implemented by the 

system to retrieve relevant music. The general procedure of music search and 

discovery is shown in Figure 2. For instance, when a user is searching for a specific 

song “Let it be” sung by The Beatles, (s)he queries the system “Beatles let it be” 

and then the system runs a string-matching algorithm to retrieve the song. It is 

crucial that a music search and discovery system retrieves similar music given the 

information provided by the user, so that the result can satisfy the user’s 

information and/or entertainment needs. In this section, we discuss the two 
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elements in detail and provide insights for the motivation of the dissertation. 

 

1.2.1. Information Provided by the User 

Based on the current technologies that aid users search and discover music, 

the information provided by the user can be categorized into explicit information 

and implicit information. The explicit information contains data that are directly 

provided from the users. Metadata-based queries and user performance-based 

queries are examples of the explicit information provided by users. As explained in 

the previous section, users can retrieve a specific music one is seeking for by 

querying the system with artist name and song title via text. As shown in this 

example, explicit information provided by the users is usually effective when one is 

seeking for a specific music. Therefore, background knowledge of the music is 

required to some extent. 

On the other hand, implicit information provided by the users includes but is 

not limited to user rating of music, user purchase history of music, and user playlist. 

Given these information, the system infers the user’s preference of music and 

guides the user to discover novel music. Collaborative filtering-based music 

recommendation system well utilizes such implicit information to recommend 

music. Implicit information is valuable since it is possible to utilize a large amount 

of data to identify the user’s long-term preference in music. For instance, if a user’s 

purchase history over the past 10 years are mainly focused on Rock music, the 

system is able to identify that the particular user is interested in Rock music and 

hence, can provide novel Rock music that are purchased by other Rock preferring 

users. 

Both implicit and explicit information provided by the users are useful when 
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searching and discovering music. However, each of the information has 

weaknesses. As mentioned above, explicit information requires some background 

knowledge of which music the user is seeking for. This requires an additional 

cognitive processing by users and moreover, it is difficult to discover novel music. 

Implicit information is limited to identifying the user’s long-term music preference. 

This is inappropriate to recent music listening pattern, where users can access to 

enormous amount of music easily resulting in short-term music preference being 

more important. Such drawbacks show possibilities for a development of a more 

user friendly input query that could capture the short-term music preference of 

users. 

 

1.2.2. Music Description via Computational Features 

Once the information is provided by the user, the system needs a similarity 

measure to retrieve relevant music. Estimating the perceived musical similarity is 

commonly achieved by describing aspects of the music entity or the listener via 

computational features. Schedl et al. described four aspects that influence the 

perceived musical similarity: music content, music context, user properties, and 

user context [109]. 

Music content refers to every feature extracted from the audio signal. In 

general, it is possible to categorize the features as spectral features and temporal 

features. Spectral features are extracted from the spectrum of the audio signal. 

Some examples are timbre, melody, and harmony. Various works extracted such 

spectral features to identify similar music [4, 17, 34, 70, 84, 97]. Especially, 

spectral features extracted from the audio signal are well known to capture the 

aspects related to timbre. The most widely used spectral feature is the Mel 
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Frequency Cepstrum Coefficients (MFCCs), an acoustic feature widely used in 

audio speech recognition [99] and also successful in capturing the timbre 

characteristic of music [17, 34]. These works show that it is possible to determine 

similar music using the MFCC extracted from the audio signal. There are also 

works that utilize rhythm as the similarity measure for music retrieval [7, 43, 131]. 

Recently, the development of machine learning algorithms such as the Restricted 

Boltzmann Machine has resulted in a paradigm shift of using music content related 

features. Rather than extracting each feature separately, machine learning 

algorithms are applied to identify the latent aspects from the signal in an attempt to 

capture various acoustic characteristics of the audio signal [116, 135, 140]. 

Searching for music via query by user performance and discovering music via 

content-based music recommendation systems implement music content similarity 

measures to search and discover music. 

Music context includes factors related to the music piece that cannot be 

extracted from the audio signal. For instance, metadata, lyrics, and social tags are 

under this category. Metadata contain less interesting information and is difficult to 

use them for similar music discovery. However, as mentioned in the previous 

section, metadata is effective when a user is seeking for an exact song. On the other 

hand, lyrics contain much more information about the music and hence, various 

works utilized lyrics to determine similar music [35, 38, 88, 93]. Social tags also 

enhance metadata and provide information that is related to the music piece or the 

artist. For instance, the instruments used in a music piece cannot be discovered in 

the metadata but can be found in the social tags. Searching for music using 

metadata, discovering music via lyrics, and discovering music via social tags are 

techniques that use features categorized in music context to search and discover 
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music. 

User properties refer to constant or only slowly changing features of the user 

such as musical experience, demographics, and long-term music preferences. 

Collaborative filtering based recommendation systems well utilize features 

categorized under user properties to guide users discover music. By aggregating 

the user’s music purchase or streaming history, recommendation systems are able 

to create user profiles. The recommendation systems then discover users with 

similar user profile, and suggest music that one might like. 

While similar to user properties, features under user context capture the 

rapidly changing features of the user. For instance, mood, situation, activities, 

social context, spatio-temporal context, and short-term music preferences are 

included in this category. In the industry, Allmusic and Musicovery utilize some of 

these features and guide users to discover music based on their mood and theme. 

They provide predefined lists of mood/theme and guide users to browse them to 

discover music that are appropriate for their mood/theme status. In the academia, 

interest in exploiting user context is increasing. Numerous research exploit various 

music listening context for music search and discovery. We will introduce works 

related to user’s music listening context in detail in Chapter 2. Such increasing 

interest to infer user’s music listening context during music search and discovery 

highlights the motivation of the dissertation which is explained in the following 

section. 
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1.3. Research Motivation 

Based on the analysis of current technologies, we identified that there are 

possibilities for improvements in music search and discovery systems by utilizing 

the music listening context of the users. In this section, we examine the paradigm 

shift in music listening behavior and show that music listening context of users is 

important information that must not be neglected by music search and discovery 

systems. 

 

1.3.1. Paradigm Shift in Music Listening Behavior 

Based on the analysis of query types for music search, Bischoff identified that 

the largest proportion was usage context such as wedding music and graduation 

music [10]. This infers that users are demanding for music retrieval systems to 

integrate user’s music listening context for music search and discovery. 

Additionally, there has been a paradigm shift in music listening behavior. Lamere, 

the director of developer platform for The Echo Nest at Spotify10, analyzed the top 

100 playlist names played by Spotify users and discovered that 41% of the playlist 

names were related to the music listening context while only 17% of the playlist 

names were genre related11. Such analysis indicates that the paradigm of genre-

based music listening behavior is shifting towards context-based music listening 

behavior. Therefore, it is possible to imply that the needs of regarding users’ 

contextual information when retrieving music are increasing. However, while 

                                                      

10 http://spotify.com 

11 https://insights.spotify.com/es/2015/03/17/how-we-listen-sxsw-2015/ 
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current technologies that successfully guide users retrieve relevant music widely 

use features categorized under music content, music context, and user properties, 

current technologies merely use user context and hence, fails to cope with the 

paradigm shift of user’s music listening behavior mentioned above. 

 

1.3.2. Importance of Music Listening Context of Users 

Apart from the analysis on the user’s music listening behavior conducted from 

the industry, several researchers introduced the needs of utilizing the music 

listening context of users when searching and discovering music. Especially, 

Schedl emphasized the necessity of including the user’s music listening context 

when retrieving music through various works [108, 109, 111]. As mentioned in the 

previous section, he included user context as one of the important aspects when 

determining music similarity. Additionally, Yang and Liu introduced how various 

music listening context of the users influence their selection of music [142]. Figure 

3 shows various aspects that are related to the music listening context of users that 

influence their selection of music. The figure was adopted from [142] with 

modifications of including season, weather, and situation as additional aspects that 

affect the user’s music listening context. 
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[Figure 3] Music listening behavior 

 

Despite the uprising importance of embedding user’s music listening context 

during music search and discovery, current music retrieval systems rarely consider 

user’s music listening context. There are music websites that provide interfaces to 

aid users to discover music based on mood or theme but other contextual 

information that influence user’s music listening behavior are still under research. 

Even the music websites that provide mood/theme related interfaces to discover 

music confront a severe problem, which is inherited by the limitation of social tags. 

Allmusic, one of the website that provide mood/theme based music discovery 

technique, provides user with various predefined mood/theme based on the social 
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tags associated to the music track. However, as indicated by Lamere in [73], most 

of the social tags are related to the music content. Therefore, the moods labeled by 

users are actually descriptors of the music track rather than the actual user’s mood 

when seeking for that track. For example, difficult category contains songs that are 

difficult to understand by ordinary users such as the Beatles song Revolution 9. 

The phenomenon of modeling musical mood rather than the mood of the user when 

seeking for the music results in an additional cognitive processing by the users, 

which is to select a musical mood category based on his/her mood status. While 

such approach preserves personalization of user’s preference, the additional 

cognitive process could be burdensome. Imagine a scenario where the user wants 

to listen to music prior to his/her wedding day. There could be multiple emotions 

encountered by the user. Since marriage requires a great amount of responsibility, 

the user could be worried and at the same time due to being able to live with the 

person one loves the user could be extremely happy. In this example, it is difficult 

to select the appropriate musical mood. Should the user select calm music based on 

of the former worrisome mood or select exciting music based on the latter 

happiness mood? As shown in this scenario, if multiple user moods are affecting 

music selection, it is difficult to select an appropriate musical mood without 

additional cognitive process. 
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[Figure 4] Search results from Google using mood and activity information for 

music discovery. 

 

Another problem current technologies that intend to utilize user context for 

music search and discovery confront is the lack of regarding multiple aspects of 

music listening context of user when seeking for music. For instance, music 

websites along with other popular search engines such as Google do not provide 

satisfying results when searching “music for exhausted day after work.” Given the 

query, a popular music website Last.fm fails to retrieve any song. Google succeeds 

in retrieving results but the results are not satisfying. The top three results retrieved 

from Google is shown in Figure 4. The results are related to “exhausted day after 

work” but no music is suggested. As shown in the example, even for such common 

and simple query, composed of a user mood and activity status, current systems fail 

to retrieve relevant songs. 



 

22 

1.4. Research Goal 

In an attempt to resolve the problems mentioned in the previous section, we 

utilize user-generated documents, comprising personal stories and an anticipation 

of music, to embed various user’s music listening context for music search and 

retrieval. The main idea is to enable semantic music search in a natural language 

setting for music retrieval. To build a system that allow semantic music search, 

each music piece should be described with text containing various user’s music 

listening context. Text that describes the user’s music listening context can be 

obtained from various sources such as the social network services, webpages, and 

hashtags. However, to identify an association with the music being played at the 

moment of the post is a difficult task. In our dissertation, we collect the documents 

posted in Korean radio program’s Internet bulletin board. These documents 

comprise personal stories along with a song request. Since the personal story and a 

song request are provided simultaneously by the same writer, it is valid to assume 

that there is an association between the music being requested and the personal 

story. We describe the characteristics of the Korean radio broadcasting system in 

detail in Chapter 2. 

Utilizing the documents collected from the Korean radio program’s Internet 

bulletin board, we first verify if it is feasible to use such documents to extract the 

music listening context of the user by identifying the association between the 

personal story and the anticipated music written in each document. This is required 

as if there is no association between the personal story and the anticipated music, it 

will be invalid to use the documents to utilize music listening context of users 

during music recommendation. We also verify if it is appropriate to recommend 
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songs based on similar music listening context of the users. This is required as if 

people do not share a common music preference in certain context our system will 

fail to provide satisfying results to the user seeking music. The detailed method and 

results are discussed in Chapter 3. 

In our first approach, we discover that there is an association between the 

personal stories with the anticipated music. However, we also identify some 

limitations. One limitation is that the suggested system requires a sufficient length 

of text input for an appropriate music recommendation. This is not feasible for 

semantic music search and discovery as in many cases, the query length for music 

search is usually less than 10 words [27]. Another limitation is that popular music 

is more frequently requested than non-popular music. This leads to bias in the 

number of personal stories associated to music where popular music is associated 

to multiple stories and non-popular music is associated to only couple of stories. 

Such bias in story association will result in a well-known popularity bias, in which 

popular music is more easily recommended compared to non-popular music. To 

overcome these limitations, we build generalized context-relevant music 

descriptors to use as a feature set when discovering similar music. This method 

involves extracting keywords from a mass collection of user-generated documents 

to build a general set of terms often used when anticipating a song. We verify if the 

proposed music descriptors are valid and could be used as a feature set to be used 

for semantic music search and discovery. The detailed process is described in 

Chapter 4. 

Throughout the two approaches, we show that it will be possible to perform 

semantic search in a natural language setting for music search and discovery by 

utilizing user-generated documents to describe music with context-relevant music 
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descriptors. In this section we described how we intend to solve the problem of 

embedding user’s music listening context during music search and retrieval. We 

will summarize the contributions resulting from the goal of the dissertation in the 

following section. 

 

 

1.5. Summary of Contributions 

The main contributions of this dissertation are two-folds. 

1. We introduce a novel music discovery system that embed user’s music 

listening context by performing document analysis on user-generated 

documents. By utilizing these documents, we expect the following 

advantages to occur: 

(a) it discovers and recommends music purely based on document 

analysis. 

(b) it identifies that people in similar context share similar music 

preference. 

(c) it considers various aspects of the music listening context of users 

when discovering similar music. 

(d) it contains more accurate and detailed description of the user’s music 

listening context. 

 

2. We develop novel generalized music descriptors including terms related 

to the user’s music listening context by extracting keywords from a 

massive collection of user-generated documents. By describing music 
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using the generalized context-relevant music descriptors, the following 

advantages are expected to occur: 

(a) it includes terms related to the various music listening context of the 

users that are often used when seeking for music. 

(b) it identifies correlation between the user’s music listening context and 

the music content which can be expanded to auto-tagging music with 

music listening context related terms for generalization. 

(c) it will allow semantic music search in a natural language setting. 

 

 

1.6. Dissertation Outline 

This dissertation is organized as follow. In the next chapter, we review 

numerous works that attempt to embed music listening context of users during 

music search and discovery. We also introduce works that utilize documents for 

music description to discriminate our approach of using documents collected from 

the Korean radio program’s Internet bulletin board. In Chapter 3, we introduce our 

first approach, which utilize the user-generated documents to discover association 

between user’s music listening context and music. We then perform document 

analysis to recommend music based on the user’s music listening context. In 

Chapter 4, we illustrate our second method, which is to create generalized context-

relevant music descriptors to enhance music description. This process involves 

extracting keywords from a massive collection of the user-generated documents. 

We describe in detail how it can be applied to music search and discovery engines. 

Finally, in Chapter 5, we conclude this dissertation by providing a summary of the 
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dissertation, theoretical and technical implications, and limitations and future work. 
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2. Background 

As described in Chapter 1, emphasis on exploiting music listening context of 

users for music search and discovery has been made during the past decade. As the 

result, research to embed user’s music listening context for music search and 

discovery is attracting more attention. In this chapter, we review several works that 

infer user’s music listening context during music retrieval. Additionally, since our 

data source to extract user’s music listening context is documents collected from 

Korean radio program’s Internet bulletin board, we introduce works that use 

documents to enhance music description. We then illustrate the Korean radio 

broadcasting system to highlight the main contribution of the dissertation, which is 

utilizing user-generated documents to extract user’s music listening context for 

music search and discovery. Finally, we introduce document analysis algorithms 

implemented in this dissertation. 

 

 

2.1. Music Listening Context of Users 

As mentioned earlier, user’s music preference is dependent on various music 

listening context. Research about inferring the contextual information for music 

retrieval is relatively novel and has started to attract attention in the research field 

of music information retrieval during the last decade. Especially, works intending 

to understand the influence of user’s mood status, situation, and spatio-temporal 

context on music preference are increasing. 
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2.1.1. Mood 

Amongst various music listening context that affect the user’s music 

preference, research on understanding the connection between user’s mood and 

music preference has been the most active. The fact that music affecting user’s 

mood is trivial as poets, playwrights, and composers attested it throughout the 

history. Especially, in the 20th century, scholars in the field of psychology 

conducted various user experiments to identify correlation between user’s mood 

and music. Several works are illustrated in [18] and [19]. The findings provided 

psychological support that the user’s mood significantly influences the music one 

wants to listen. Therefore, importance of providing music based on the user’s mood 

emerged. In order to provide music based on the user’s mood, music tracks require 

mood labels. Unfortunately, prior to the distribution of digital music, it was 

difficult to assign mood labels for each music piece. Therefore, the most probable 

solution to retrieve music that satisfies the user’s mood status was to ask the clerks 

working at record shops. However, with the development of computing power in 

the beginning of the 21st century, digital music started to appear. Consequently, 

studies on methods to associate mood with music gained attention. 

There are numerous features, obtained from the audio signal that can be used 

to associate mood with music. Feng et al. analyzed two music dimensions, tempo 

and articulation, to assign music to one of the four emotional categories; happiness, 

anger, sadness, and fear [36]. This categorization is based on the Thayer’s model of 

mood [130] and Juslin’s theory [60], where slow or fast tempo and staccato or 

legato articulation adequately convey mood information from the performer to the 

audience. The authors used time domain energy of the audio signal to determine 

articulation while tempo was determined by implementing the Dixon’s beat 
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detection algorithm [31]. Liu et al. extracted timbre, intensity, and rhythm features 

to associate music with mood [82]. They adopted Thayer’s model of mood [130] 

for mood taxonomy and categorized music to one of the four moods, contentment, 

depression, exuberance, and anxious. The authors extracted intensity feature based 

on the audio signal’s energy in each sub-band. Timbre was measured by the 

spectral shape and contrast of the signal while rhythm information was extracted 

using its regularity, intensity and tempo. Li and Ogihara added MFCC to define 

timbre feature and along with the Daubechies Wavelet Coefficient Histograms 

introduced in [81], they classify Jazz music based on mood [80]. While these early 

works focused on assigning a single mood label to music, work by Trohidis et al. 

assigned multiple mood labels to music [132]. Using rhythmic features, derived by 

extracting periodic changes from a beat histogram, and timbre features, comprised 

of MFCC, spectral centroid, spectral rolloff, and spectral flux, the authors mapped 

multiple mood labels to music. The authors compared four multi-labeling 

algorithms and showed that random k-labelsets, introduced in [133], performed the 

best. 

While acoustic features, obtained from the audio signal, are widely used to 

associate music with mood, there are work that embed other features to associate 

mood with music. Yang and Lee implemented a three-layer dimensional model of 

emotion introduced in [128] and developed a system that disambiguates music 

emotion using software agents [141]. Additional to the acoustic features, the 

authors utilize lyrics and cultural metadata to classify music by mood. The textual 

lyrics and cultural metadata helped distinguish between closely related emotions. 

Oh et al. classified music based on mood using the intro and refrain parts of lyrics 

[94]. The authors suggest that the intro part of lyrics include information related to 
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the atmosphere of the song and the refrain part of lyrics contain the most important 

keywords of the song. Utilizing only the lyrics, the authors classifies music using 

eight basic emotions introduce in [96]. Wang et al. analyzed symbolic musical data 

to classify the emotion of music [138]. The authors addressed the issue of 

subjectivity within mood classification of music. Statistical and perceptual features 

were extracted from the MIDI song files and Support Vector Machines (SVMs) 

were trained according to different users’ preferences. Using the SVMs, the authors 

classified the emotion of music. Another useful tool to associate mood with music 

is film. Shan et al. utilized music from film to recommend music based on emotion 

[118]. The authors manually annotated film with emotions selected from [100] and 

extracted music features such as mode, melody, rhythm, and tempo from the film. 

Modifying the Mixed Media Graph, proposed in [98], the authors introduced the 

Music Affinity Graph algorithm and Music Affinity Graph-Plus algorithm to 

discover the affinities between the film music features and the emotions. 

Web documents are also valuable source to associate mood with music. Chen 

et al. collected user-generated documents from LiveJournal, a social blog website, 

to identify the association between music and mood [24]. Documents from 

LiveJournal12 contain personal articles with a background music and mood tags. 

The authors convert the articles to an emotional word vector using the lexicon of 

Affective Norms for English Words, introduced in [13]. The background music is 

associated with emotion by utilizing the emotional word vector and mood tags. 

Deng et al. utilized microblogs, another type of web documents, to extract user 

emotion and associated music with mood [29]. Given a timestamp of a user 

                                                      

12 http://www.livejournal.com 
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listening to a music piece, the authors gathered posts prior to the timestamp and 

generated an emotional vector, which is then associated to the music piece the user 

is listening. Saari and Eerola utilize social tags (they are not web documents but 

since they are collected from a collaborative platform, we refer them as web 

documents) to associate mood with music [101]. 

As shown in this section, numerous researches intend to embed user’s mood 

for music search and discovery. While the early approaches focused on analyzing 

the acoustic signal to associate mood with music, recent approaches utilize various 

sources such as the web documents, lyrics, and social tags. 

 

2.1.2. Situation 

People encounter various situations every day. For instance, a user wakes up at 

seven in the morning, takes a bath, eats breakfast, and goes to work. After working 

for a couple of hours, the user leaves work and goes to the nearby fitness center to 

exercise. After exercising, the user eats dinner, returns home, and prepares to go to 

sleep. Given such numerous situations, user short-term preference of music rapidly 

changes [78, 92]. Therefore, the necessities of guiding users discover music that is 

appropriate for the given situation is required. As a result, works intending to 

identify the correlation between user’s situation and music have increased. 

Some works relate to a specific situation. As identified in [120], driving is one 

of the most popular situation when users listen to music. Consequently, multiple 

works attempted to identify the correlation between driving and music. Brodsky’s 

work is one of the early works that identified the effects of music during a driving 

situation [16]. He conducted a stimulated driving experiment, discovering that 

music tempo consistently affects both simulated driving speed and perceived speed 
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estimates. Additionally, he identified that the tempo of music affected the number 

of virtual traffic violations. Baltrunas et al. implemented an android application that 

performs collaborative filtering recommendation regarding the user’s driving status 

[6]. The authors defined eight contextual factors that influence driving status and 

by performing an online subjective judgement task, associated music with various 

driving contexts. Once creating the association between driving context and music, 

the authors extended the Matrix Factorization algorithm to recommend music 

based on the driving status. Helmholz et al. conducted an experiment that plays 

music based on the aggregated surroundings (urban or rural) and mental load of the 

driver [49]. The authors used the driving speed regarding the surroundings and the 

actual speed limit to identify the mental load of the driver. If the mental load of the 

driver was high, the system automatically played slow tempo music. Hu et al. 

implemented a recommendation system in order to diminish fatigue and negative 

emotion of the drivers [53]. The authors extract six acoustic features, zero-crossing 

rate, unit power, low energy rate, tempo, spectral centroid, and tonal type to 

associate mood with music. Then they utilize various sensors to infer the real-time 

mood-fatigue degrees of driver. Finally, based on the user’s fatigue degree, the 

system recommends music utilizing the mood association. 

While embedding the driving status when retrieving music attracted many 

researcher, there are also works that study the relationship between music and other 

situations. For instance, works in [66, 129] verified that there are psychophysical 

effects of music in exercise, especially when the exercise require motivation due to 

it being boring, painful, and tiring. Correspondingly, research to identify 

relationship between music and exercise increased. Hayakawa et al. performed a 

user study to identify how music influence the user during a bench stepping 
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exercise [48]. The participants were to exercise given background music of 

Japanese traditional folk song, aerobic dance music, and no music. The authors 

identified that depending on what music was played during the exercise, the level 

of fatigue altered. Karageorghis et al. studied the linear relationship between 

exercise intensity and music tempo preference [65]. The authors conducted a user 

study where the participants selected music with three different tempi (slow, 

moderate, and fast) given three treadmill walking conditions (40%, 60%, and 75% 

maximal heart rate reserve). They identified that there was linear relationship 

between exercise intensity and music tempo. By taking advantage of the influence 

of music in exercise performance, Oliver and Flores-Mangas developed a mobile 

phone based system to assist runners achieve predefined exercising goals [95]. The 

system uses a set of physiological sensors to monitor the user’s heart rate and based 

on the data, the system plays music to control the pace of the runner. Moens et al. 

investigated the relationship between music tempo and the user's pace while 

walking or jogging, where they suggested that if the music tempo is sufficiently 

close to the user's pace, then the user tends to synchronize their steps with the beat 

[90]. 

Compared to the plentiful research in determining the relationship between 

music and a specific situation, there are less works that designate to discover the 

link between music and multiple situations a user encounters in a day. Dorbush et 

al. developed a mobile device XPod, which is able to infer the user’s situation 

status by analyzing data collected from a human body-sensing device developed by 

BodyMedia13 [32]. The sensor collects skin temperature, heat flow, two dimensions 

                                                      

13 BodyMedia was a consumer-facing wearable device company acquired by 
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of acceleration, cadence, and galvanic skin response, which measures the amount 

of sweat on the user’s skin. XPod is trained utilizing the physical data collected 

from the BodyMedia device and user’s preference in music at various physical 

situations (exercise, mild activity, and rest). After the training, XPod is able to 

retrieve music that is appropriate for the given physical situation of the user. Wang 

et al. proposed a music recommendation system based on six different situations 

frequently encountered during daily life [139]. The predefined situations were 

running, walking, sleeping, studying, working, and shopping. Utilizing the 

collected data such as acceleration, ambient noise, and time of day via mobile 

sensors, the authors implemented a probability model to differentiate between the 

predefined situations. Finally, their system recommends music based on the 

inferred user situation. Utilizing user input and feedback, Dias et al. related music 

with five different situations; walking, relaxing, running, sleeping, and shopping 

[30]. The authors associated each situation with music through a web-application 

where the participants were to categorize music using the given five situations. 

Features for the music was collected from the EchoNest14 service and by using the 

CfsSubsetEval attribute evaluator along with the best-fit search method from Weka 

[45], four acoustic features, acousticness, energy, loudness, and tempo were 

selected. Cunningham et al. investigated how various user’s music listening context 

such as the user's emotion, situation, and surrounding environment are related to 

music, where they implicitly collected contextual information for users based on 

                                                                                                                                       

Jawbone in 2013. As of 2015, Jawbone stopped making BodyMedia Fit devices 

and shut down the BodyMedia website. 

14 http://the.echonest.com 
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their heart rate, motion data, temperature, and other parameters [26]. According to 

their findings, they proposed a fuzzy logic model to create music playlists that 

reflect the user's contextual information. 

In this section, we examined numerous works that embed various situations, 

easily encountered in a user’s daily life, for music search and discovery. While 

research that focused on a specific situation has been active since the beginning of 

the 21st century, research considering multiple situations is steadily increasing. 

 

2.1.3. Spatio-Temporal Context 

Spatio-temporal context is related to the time and location of the user when 

listening to music. In the late 20th century, Hines and Mehrabian conducted a 

research in conceptualizing location in terms of pleasure, arousal, and dominance 

[50]. Pleasure, arousal, and dominance are three factors that influence people’s 

interactions and interpretation of their contextual surroundings [89]. While the 

work by Hines and Mehrabian is not related with music, the results indicate that 

user’s emotional state changes given different locations. As shown in the previous 

section, emotion affects music listening behavior and hence, it can be inferred that 

location is also an important aspect that influences music listening behavior. This 

inference is supported by the work in [71], where the authors identify the 

relationship between location and music preference. Several works consider user’s 

location for context-aware music search and discovery. 

Kaminskas and Ricci proposed a context-aware recommendation system that 

selects music content appropriate for the place of interest [62]. In order to establish 

the similarity of two different items, music and place of interest, the authors 

represented both items using emotionally related tags. They designed a web 
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interface to collect emotional tags for both classical music and place of interest. 

Using the collected tags, the authors implemented various similarity measures to 

identify music that is appropriate for the given place of interest. The authors 

expanded their work in [15, 63]. Schedl and Schnitzer integrated geospatial notions 

of similarity to build a hybrid recommendation system [114]. Particularly, the 

authors used the dataset of music listening activities inferred from microblogs [107] 

to extract the user’s geospatial information when listening to music. The authors 

modeled a hybrid (music content and music context) model and a standard user-

based collaborative filtering model to compare their location-aware model. They 

identified that including location information is effective for music discovery. 

Cheng and Shen utilized users’ location related context and global music 

popularity trends to build an effective social music recommendation system [25].  

Another important aspect of users’ context when listening to music is time. 

For instance, user’s preference in music could differ between in the morning and 

before going to bed. Liu et al. included time along with other necessary features 

extracted from both the symbolic and waveforms of the music files when 

recommending music [83]. Their results indicated that the time parameter had a 

major effect on user's music listening behavior. Su et al. utilized heartbeat, body 

temperature, air temperature, noise volume, humidity, light, motion, time, season, 

and location data, where they combined this information with content analysis 

based on music data to build a pattern database, thereby linking the music with the 

users [125]. Their results demonstrated that the system provided more effective 

recommendation lists. 

In this section, we introduced several works that identify correlation between 

user’s spatio-temporal context and music. From the works, it is possible to infer 
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that spatio-temporal information of the user is mostly related to the user’s mood 

and hence, is another important aspect that influences the user’s music listening 

pattern. 

 

 

2.2. Utilizing Documents to Describe Music 

In the previous section, we described various works that discover the 

correlation between music and user’s various music listening contexts. Review on 

these works was necessary since the dissertation intends to integrate user’s music 

listening context for semantic music search and discovery. Another crucial aspect 

of the dissertation is that we are trying to develop a music search and discovery 

system that would allow semantic music search and discovery in a natural language 

setting. Consequently, it is important to describe music via text. In this section, we 

discuss several works that utilize documents to describe music. 

 

 

[Figure 5] Timeline of when each text data is generally created. 

 

Text is a powerful tool to describe music since it is possible to express various 

information of the music. For instance, we can describe Marry You by Bruno Mars 

as “an energetic song with Pop genre that is related to marriage and is often sung in 



 

38 

weddings or marriage proposals.” It is impossible to obtain such rich description of 

the music without using the text. Consequently, various works attempt to exploit 

text when describing music. While there is overwhelming amount of text data for 

music description, we identify four main sources that are useful to describe music: 

text data associated by the music provider, documents collected from microblogs, 

tags collected from a collaborative platform, and music reviews gathered via 

Internet websites. Based on when the text data is created, each data can be located 

on a timeline consisting of the music release time and the time of the music being 

heard by a user. Figure 5 illustrates the timeline of when each text data is created. 

The first text data is associated by the artist or the producer of the music. Such 

data include metadata and lyrics. These data are mostly created prior to the music 

release date and is open to the public at the same time of the music release date. As 

mentioned in Chapter 1, metadata compose valuable data such as the title, genre, 

production date, etc. It has been widely used in various music search engines and 

showed great success in fast and accurate retrieval. More interesting data is the 

lyrics. In various works, researchers identified the effects of lyrics on the music 

listening user’s mood [14, 54, 77, 93, 94, 122, 136]. From these works, it is 

possible to infer that song lyrics have great influence on the user’s music listening 

mood. As the result, lyrics have been used in various works that intend to integrate 

user’s music listening mood for music search and discovery. Usually, the analysis 

on the acoustic signal is comprehensively performed along with lyrics analysis for 

a better classification performance. Whatsoever, lyrics itself is one of the powerful 

text-based description of music where it is possible to associate music with the 

music listening mood of users. However, it is difficult to infer other music listening 

contexts directly from lyrics as lyrics do not comprise information on why the 
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users are listening to the music. 

Another text-based description of music is obtained from microblogs such as 

Twitter and Facebook. Posts available from microblogs can be obtained prior to the 

release date of the music but those posts will be of no interest since they will not 

have significant influence in the current music listening behavior of the user. 

Therefore, we locate posts from microblogs near the music played to indicate that 

our interest is in those posts near to the user listening to a specific music. There are 

two interesting aspects of the microblogs regarding music listening behavior. The 

first aspect is that users frequently share what they are listening to via hashtags. For 

example, Twitter provides a hashtag of #nowplaying to allow users share what 

music they are listening to. There has been a work utilizing this hashtag data to 

predict the future billboard chart [68]. The authors showed that it is possible to 

utilize the #nowplaying hashtag to infer what music is popular and hence, show 

possibilities to enter the billboard chart. Additional to such tendency to share what 

music users are listening to, users can record their momentary context in short 

phrases via microblogs. For instance, a user can post “Very irritated due to the 

traffic jam while heading to work.” Assuming that there are posts about a user’s 

context followed by a hashtag, indicating the music one is listening to, it could be 

possible to associate music with the user’s music listening context by analyzing 

prior posts. From the above example, if the user hashtags a song couple of minutes 

after the post about the traffic jam, it could be inferred that the user is listening to 

that music to emotionally mitigate the irritation. Due to such characteristics of 

microblogs, there are recent works that intend to utilize posts collected from 

various microblogs to associate user’s music listening behavior [29, 47, 67, 106, 

107, 110, 115, 144]. While most works focus on identifying the user’s music 



 

40 

listening mood prior to listening to a music piece, they show that it is possible to 

embed user’s music listening context by describing music via text collected from 

microblogs. However, it is difficult to thoroughly analyze the user’s music listening 

context since posts from microblogs are usually extremely short and only couple of 

posts can be regarded as an indicator to explain the reason for the music being 

played. This might be one of a reason most works that utilize microblogs to infer 

user’s music listening context limit their scope of coverage to couple of mood 

status. 

Tags collected from collaborative platforms are also an enhancement of music 

description using text. As explained in Chapter 1, social tags are created by users 

using keywords or short phrases that are appropriate to the given music piece, artist, 

and music album. Since users can tag a music piece once it is released, we locate 

social tags being created right after the music is released. Social tags are an 

enhancement to metadata by including terms and short phrases that are neither 

given by the music production company nor the artist. More specifically, they 

include terms related to the user’s music listening context such as mood, opinion, 

location, etc. While most social tags are still biased towards information regarding 

the music content, there are various works that use them to associate user’s music 

listening mood/theme with music [11, 33, 46, 61, 79, 101, 126]. However, as 

Lamere pointed out, most of the tags are still related to the music content [73]. This 

limits the scope of coverage of possible music listening context and also confronts 

a problem of not being able to build a consensus on the contextual background 

when listening to a specific music piece. 

The last data source is music reviews obtained from websites. There can be 

numerous documents related to music in the Internet. For instance, by querying 
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artist-title in Google, the search engine returns a huge number of related webpages. 

Since such overwhelming results include numerous repetitions of the same data 

and noise data that would not be useful to describe music, we limit the result to 

music reviews. Since music reviews are created after the reviewer listens to the 

song, we locate music reviews as text data created after being played. Music 

reviews comprise both objective and subjective information. Objective information 

includes statistically official information such as the billboard ranking history of 

the music piece and sales history. On the other hand, subjective information is an 

interpretation of the music by the reviewer. This includes a personal review or 

opinion on the music piece. There are some works that classify music by utilizing 

such music reviews [69, 70, 112, 113, 127]. 

Discriminating from these data sources, we utilize documents retrieved from a 

Korean radio program’s Internet bulletin board where each document comprises a 

personal story and a song request. The documents are similar to the posts gathered 

from microblogs in a way that the time of the creation is near or equivalent to the 

time of the music being played. This is due to the music request which is an 

anticipation of the music piece given the specific music listening context included 

in the personal story. These documents are lengthier than posts gathered from 

microblogs and since each document is created by different users, with the same 

structure of including a personal story and a song request, it could be more 

comprehensive in inferring the user’s various music listening contexts. We will 

describe the structure of the documents in detail in the following section. 
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2.3. Documents from Korean Radio Programs 

As shown in the previous section, text-based information that can be used to 

enhance music description is not fully satisfying in inferring the user’s music 

listening context. However, if the information regarding user’s music listening 

context can be obtained explicitly from a source that contains most of the possible 

contextual scenarios when listening to music, this would provide an ideal context-

relevant representation of their preferred music, and thus the use of this 

representation could fully satisfy the user's needs when seeking for music. 

We discovered such source from the Korean Radio Programs’ Internet bulletin 

board. Radio programs in Korea follow a general routine when playing songs on 

the air. The program host reads documents sent to the radio station, which are 

usually short, personal stories about an interesting event that occurred to the writer. 

After the host reads the documents, the requested song that is accompanied with 

the story is played. User posts such documents, or stories, on the program’s website, 

in which the interesting stories are selected by the staff to be used on the program. 

An example document is illustrated in Figure 6. 

 

 

[Figure 6] Example of a document with a song request. 
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The user writes his personal story about his wife and his love for her. 

Additionally, he requests a song that he would like to air. In most cases, the user 

requests a song that would be appropriate for his or her story. We believe that such 

stories contain situational information. Thus, these documents can provide a 

significant link between music and its relevant contextual information. Therefore, 

we aim to use document similarity to find similar music. 

We examined some English-speaking countries’ Internet website of radio 

programs but could not find any documents that conveyed contextual information 

of the listener along with song information. However, if we could find such 

documents, we would be able to extend our work to any other foreign countries. 

One possible method is to gather personal blog pages or online diaries that have 

background songs. Then we would be able to extract the song information and 

obtain the documents required for our system. Another possible approach could be 

to simply translate the gathered Korean documents using online translators. 

Since we utilize text-based documents as the data source to infer the user’s 

music listening context for music search and discovery, we used various document 

analysis algorithms. We will explain the algorithms used in this dissertation in the 

following section. 

 

 

2.4. Document Analysis Algorithms 

In this dissertation, we used three different document analysis algorithms: 

Latent Semantic Analysis (LSA), probabilistic Latent Semantic Analysis (pLSA), 

and Latent Dirichlet Allocation (LDA). The documents described in the previous 
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section can be represented as a co-occurrence matrix of word and document. 

However, to use this co-occurrence matrix in a raw form is inappropriate since the 

matrix is very sparse. Therefore, it is necessary to transform the sparse matrix into 

a new low dimensional space by discovering the latent properties of the sparse 

matrix. In our first approach, we compared the performance between LSA and 

pLSA. LSA has been widely used since the late 20th century to discover similar 

documents in the research field of Natural Language Processing (NLP) [28, 41, 

121]. PLSA, a modified version of LSA, was introduced in 1999 by Hoffmann 

which showed better performance than LSA in discovering similar documents [51, 

52]. In our second approach, we used LDA which is a more recent algorithm. LDA, 

a generative model of pLSA, was introduced in order to overcome the often-

criticized shortcoming of pLSA which is that the model is not efficient for new 

documents. LDA has shown success in various research fields including business, 

NLP, and tag analysis [3, 72, 87]. Since these three algorithms are widely used for 

document analysis, we implemented them to perform document analysis on user-

generated documents described in the previous section. We discuss each algorithm 

in detail in the following. 

 

2.4.1. Latent Semantic Analysis 

LSA processes the sparse co-occurrence matrix to discover the latent meaning 

of the documents or the words. Since each document is represented as a sparse 

BoW vector, the vectors can be aggregated to form a 𝑡×𝑑 sparse word-document 

matrix, where 𝑡 is the size of the entire word set and 𝑑 is the size of the document 

set. LSA processes this sparse word-document matrix to discover the latent 

meaning between documents and words. LSA also reduces the dimension of the 
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vector that represents documents. This is a controllable parameter and will be 

explained in detail below. With the processed word-document matrix containing 

the latent meaning, we are now able to find similar documents by using 

conventional distance metrics such as the cosine distance or Euclidean distance. An 

important algorithm used when performing LSA is the Singular Value 

Decomposition (SVD), in which the sparse co-occurrence matrix is decomposed 

into a set of rotation and scaling matrices. The result of the decomposition is shown 

in Equation (1), 

 𝑀 = 𝑈𝑆𝑉𝑇 (1) 

where 𝑀 ∈ ℝ𝑡×𝑑  is the original sparse co-occurrence matrix,  𝑈 ∈ ℝ𝑡×𝑡  is the 

matrix representing the words, 𝑆  is a diagonal matrix of size ℝ𝑡×𝑑  containing 

singular values, and 𝑉 ∈ ℝ𝑑×𝑑 is the matrix representing the documents. Both 𝑈 

and 𝑉 are orthogonal. 

Once the decomposition is done, the diagonal matrix 𝑆 and the document 

relevant orthogonal matrix 𝑉𝑇 are multiplied to find the semantic discriminations 

between the documents. The parameter that can be altered is the number of singular 

values to use. The number of singular values determines the dimension of the 

vector space where the reduced document vector will be projected. The result of 

the projection can be shown as: 𝐷′ = 𝑆′×𝑉′𝑇  where 𝐷′ ∈ ℝ𝑘×𝑑  is the reduced 

approximation matrix, 𝑆′ is the reduced version of the diagonal matrix using 𝑘 

singular values, and 𝑉′ is the reduced document relevant orthogonal matrix. After 

the projection, a distance metric is used to calculate the distance between the 

document vectors. In our experiments, we used the cosine distance, which proved 

to outperform the Euclidean distance in our previous works [57, 58]. 

 



 

46 

2.4.2. Probabilistic Latent Semantic Analysis 

Similar to LSA, pLSA discovers the latent meaning between documents and 

words to process the sparse word-document matrix. This processed word-document 

matrix containing the latent meaning can then be used to find similar documents. 

The main difference between LSA and pLSA is that each method uses different 

algorithms when attempting to find the latent meaning between the documents and 

words. While LSA uses Singular Value Decomposition (SVD) to estimate the 

transformation matrix, pLSA uses a statistical latent class model or aspect model to 

estimate the transformation matrix [52]. This is achieved by assigning probability 

distributions over classes to words and documents. The joint probability of 

document 𝑑 and a word 𝑤 based on a latent variable 𝑧 can be shown as Equation 

(2). Here, the aspect model assumes that the word w and document 𝑑  are 

independent if the latent class 𝑧 is given. 

 𝑃(𝑑, 𝑤) = 𝑃(𝑑) ∑ 𝑃(𝑤|𝑧)𝑃(𝑧|𝑑)

𝑧

 (2) 

The model is fitted to a document collection using the Expectation–

maximization (EM) algorithm. The E-step of the EM-algorithm is shown in 

Equation (3) and the M-step of the EM-algorithm is shown in Equations (4)–(6). 

 𝑃(𝑧|𝑑, 𝑤) =
𝑃(𝑧)𝑃(𝑑|𝑧)𝑃(𝑤|𝑧)

∑ 𝑃(𝑧′)𝑃(𝑑|𝑧′)𝑃(𝑤|𝑧′)𝑧′
 (3) 

 𝑃(𝑤|𝑧) =
∑ 𝑓(𝑑, 𝑤)𝑃(𝑧|𝑑, 𝑤)𝑑

∑ 𝑓(𝑑, 𝑤′)𝑃(𝑧|𝑑, 𝑤′)𝑑,𝑤′
 (4) 

 𝑃(𝑑|𝑧) =
∑ 𝑓(𝑑, 𝑤)𝑃(𝑧|𝑑, 𝑤)𝑤

∑ 𝑓(𝑑′, 𝑤)𝑃(𝑧|𝑑′, 𝑤)𝑑′,𝑤
 (5) 

 𝑃(𝑧) =
∑ 𝑓(𝑑, 𝑤)𝑃(𝑧|𝑑, 𝑤)𝑑,𝑤

∑ 𝑓(𝑑, 𝑤)𝑑,𝑤
 (6) 
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The parameters used in the EM-algorithm are randomly initialized. After 

fitting the model into the reduced dimensional representations of documents in the 

collection, we use a folding-in process to project the test documents 𝑞 into the 

model. The folding-in process performs the E-step as mentioned above and in the 

M-step, keeps all the 𝑃(𝑤|𝑧)  constant and recalculates 𝑃𝑓(𝑧|𝑞)  [51]. The 

representation of the newly projected test documents is shown in Equation (7). 

 𝑃𝑓(𝑤|𝑞) = ∑ 𝑃(𝑤|𝑧)𝑃𝑓(𝑧|𝑞)

𝑧

 (7) 

Once the vectors are projected into the space, similar to LSA, the cosine 

distance is used to find similar documents. 

 

2.4.3. Latent Dirichlet Allocation 

Blei et al. first introduced LDA, which is a generative statistical model where 

unobserved or latent groups are used to explain the observations [12]. For example, 

given the task of discovering similar documents, LDA represents each document 

using a mixture of topics where a distribution over words characterizes each topic. 

The modeling process of LDA can be described as finding 𝑃(𝑧|𝑑), with each 

topic described by the probability distribution of words 𝑃(𝑤|𝑧). This process can 

be formalized as shown in Equation (8). 

 𝑃(𝑤𝑖|𝑑) = ∑ 𝑃(𝑤𝑖|𝑧𝑖 = 𝑗)𝑃(𝑧𝑖 = 𝑗|𝑑)

𝑍

𝑗=1

 (8) 

𝑃(𝑤𝑖|𝑑) is the probability of the 𝑖th word for a given document 𝑑 and 𝑧𝑖 is 

the latent topic. 𝑃(𝑤𝑖|𝑧𝑖 = 𝑗) is the probability of the 𝑖 th word in topic 𝑗  and 

𝑃(𝑧𝑖 = 𝑗|𝑑) is the probability of selecting a word from topic 𝑗 in the document 𝑑. 

Estimation of 𝑃(𝑤|𝑧)  and 𝑃(𝑧|𝑑)  can be accomplished by performing Gibbs 
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sampling [42]. Gibbs sampling is an algorithm to obtain a sequence of observations 

which are approximated from a specified multivariate probability distribution, 

when direct sampling is difficult. The obtained sequence of observations can then 

be used to approximate the joint distribution or the marginal distribution of one of 

the variables. 

In our two approaches, we utilize user-generated documents to identify the 

music listening context of users for music search and discovery. Since documents 

are represented in a co-occurrence matrix of terms and documents, it is required to 

implement the document analysis algorithms described in this section. There are 

also variants of the three models that produce a better result but since our focus is 

in capturing the user’s music listening context from text-based documents and 

these three algorithms produce stabilized performance, we implemented these three 

algorithms. In the following two chapters, we will explain our approaches in detail. 
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3. Discovering Similar Music based on Document 

Similarity 

In this chapter, we introduce a novel system, which extracts the user’s music 

listening context by finding similar documents of the query document. The concept 

of the proposed music recommender is shown in Figure 7. 

 

 

[Figure 7] Concept of the proposed system. 

 

Users post documents to the radio program’s Internet bulletin board, where 

they describe their personal stories followed by song requests. The idea of the 

proposed system is to perform LSA or pLSA on these documents to search for 

similar documents. The hypothesis is that documents with common song requests 
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will likely have similar situations or contexts. Given a query document, the 

proposed system should be able to discover relevant songs by searching for similar 

documents and using the associated song requests. By using these documents, our 

system benefits in inferring a wide range of various user-related contexts. 

Additionally, there is novelty in our approach since our system recommends music 

purely based on document analysis on the user-generated documents. 

 

 

3.1. Proposed System 

In this section, we describe our recommender system, which uses documents 

from listeners submitted to the websites of Korean radio stations to extract the 

contextual information in order to recommend music. The proposed system is 

composed of three steps: preprocessing, discovering similar documents, and music 

recommendation. In the preprocessing step, a morpheme analysis is performed on 

the documents to remove unnecessary words such as stop-words and stemmed 

words. In the following step, the documents are divided into training and test sets. 

Next, LSA and pLSA are performed on the training set to obtain a transformation 

matrix. By varying the controllable parameters of the text analysis algorithms and 

by using various test sets, we find the optimal parameters and compare pLSA with 

LSA. Finally, in the recommendation step, we use these transformation matrices to 

project the documents from the test set into the vector space. These projected 

documents are then ranked for recommendation. To check the validity of our 

system, we conduct a user study. The overall process of our system is shown in 

Figure 8. In the following sections, we will talk about each step of our system in 
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more detail. 

 

 

[Figure 8] Overall process of the proposed system. 

 

3.1.1. Preprocessing 

In our system, we use document similarity to generate a recommendation list. 

In order to find similarity between the documents, we first need a comparable 

representation of the documents. This is accomplished by using the Bag-of-Words 

(BoW) model. The BoW model represents each document as a vector where each 
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element of the vector is the frequency of the words used in the document. However, 

using the entire set of words without any preprocessing has two major problems. 

One problem is that the raw word set contains stop-words, such as ‘and’, ‘the’, and 

‘at’, which are insignificant words that can degrade the performance of the text 

analysis. Another problem is that the raw word set contains stemmed words. For 

example, without any preprocessing, ‘eat’, ‘ate’, and ‘eating’ all come from the 

same stem word ‘eat’ but is regarded as distinct words. This too hinders the 

performance of the text analysis. To overcome these problems, a morpheme 

analysis is performed prior to representing the documents in a BoW model. We use 

the morpheme analysis tool, provided from the Kookmin University Korean 

Language Processing and Information Retrieval Laboratory15, to remove the stop-

words and to discover the stem word. 

 

3.1.2. Similar Documents Retrieval 

Through the preprocessing step, each document is represented as a BoW 

vector where the stop-words and stemmed words have been removed. However, a 

major problem still exists when using the preprocessed BoW vectors to calculate 

the similarity between documents: the number of words used in each document is 

extremely small compared to the entire set of words used in all of the documents 

(the word pool), which results in sparse BoW vectors. Such sparse BoW vectors do 

not provide accurate results and are a common problem in using the BoW model. 

In the field of language processing, LSA and pLSA have been proved as efficient 

algorithms to overcome this problem and compare sparse BoW vectors [51, 75]. 

                                                      

15 http://nlp.kookmin.ac.kr/ 
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Therefore, we adopt LSA and pLSA to discover similar documents to identify 

similar personal stories. 

 

3.1.3. Music Recommendation 

By performing text analysis, a transformation matrix is created that projects 

the test document vectors to the same vector space for comparison. The input 

matrix, which would be a set of preprocessed test document vectors, is projected to 

the vector space by performing LSA and pLSA. The distances between each vector 

are compared to generate a ranked list, with closer vectors being documents that 

are more similar. Therefore, assuming that people prefer similar music in similar 

situations, recommending music requested by similar documents would be a 

feasible recommendation. 

 

 

3.2. Evaluation 

In this section, we explain the dataset and the metrics used for evaluating our 

system. As mentioned in Section 4.1, our assumption is that people in similar 

situations prefer similar songs. Since our system extracts contextual information 

from personal documents sent to radio stations, based on our assumption, 

documents that request the same songs would also be similar. In order to validate 

our assumption, we first gathered the requested songs found in the documents. 

Then we marked documents that requested the same song and regarded them as 

relevant to each other. We then applied conventional precision and recall and 

reciprocal rank metrics to evaluate our system. We compared the quality of the two 
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text analysis algorithms, LSA and pLSA and also performed a user evaluation test. 

 

3.2.1. Dataset 

We collected 15,000 documents sent from listeners of a radio show, which 

aired between 10:00 PM and 12:00 AM, from the show website. Only Korean pop 

music was aired in this program. We removed documents that contained less than 

10 words since documents with too few words would be inappropriate for training 

and evaluating. Removing such documents left us with 13,520 documents. Among 

the 13,520 documents, 8,364 documents were used as a training set for LSA and 

pLSA. The remaining 5,156 documents were used for evaluation. We then 

extracted the requested songs for all 5,156 evaluation documents. 

In order to make this an automatic process, we first created a Korean pop song 

database by mining the title and artist of the songs from an online Korean music 

provider. We then extracted sentences that could possibly contain song requests 

from the documents by searching for words such as ‘request’, ‘song’, ‘listen’, and 

‘play’. Using the words in the retrieved sentences, we searched through the Korean 

song database to find any matching titles and artists. After each document was 

associated with an artist and title of the requested song, we calculated the 

frequency of each requested song. Since the sentence to request songs, including 

the artist and title of the song, can be noisy data when performing text analysis, 

such sentences were deleted from the documents after the frequency of each 

requested song was computed. Finally, we created three test sets for evaluation by 

selecting songs that were associated with more than 15, 20, and 25 documents. 

From here on, documents requesting the same song will be denoted as relevant 

documents. The detailed information of the test sets are shown in Table 3-5. 
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[Table 3] Test set used for evaluation. The test set includes songs with 15 or more associated relevant documents. 

Test set ID Song ID Song title No. of relevant documents Sum of relevant documents 

1 

1-1 Thank you 22 

469 

1-2 Start 27 

1-3 Superstar 18 

1-4 Smiling angel 29 

1-5 The way to me 30 

1-6 You were impressive 19 

1-7 It should be good 22 

1-8 Goodbye 18 

1-9 Two people 65 

1-10 On the road 22 

1-11 Become a song 29 

1-12 The day you were here 15 

1-13 I like it 48 

1-14 Solar system 22 

1-15 Oh my goddess 46 

1-16 You are my spring 16 

1-17 Hoi Hoi 21 
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[Table 4] Test set used for evaluation. The test set includes songs with 20 or more associated relevant documents. 

Test set ID Song ID Song title No. of relevant documents Sum of relevant documents 

2 

2-1 Thank you 22 

383 

2-2 Start 27 

2-3 Smiling angel 29 

2-4 The way to me 30 

2-5 It should be good 22 

2-6 Two people 65 

2-7 On the road 22 

2-8 Become a song 29 

2-9 I like it 48 

2-10 Solar system 22 

2-11 Oh my goddess 46 

2-12 Hoi Hoi 21 
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[Table 5] Test set used for evaluation. The test set includes songs with 25 or more associated relevant documents. 

Test set ID Song ID Song title No. of relevant documents Sum of relevant documents 

3 

3-1 Start 27 

274 

3-2 Smiling angel 29 

3-3 The way to me 30 

3-4 Two people 65 

3-5 Become a song 29 

3-6 I like it 48 

3-7 Oh my goddess 46 
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3.2.2. Quantitative Evaluation 

Metrics 

For every test sets, we used each document as the input and the remaining 

documents were ranked based on document similarity. To measure similarity, we 

used the cosine distance as it outperformed Euclidean distance in a pilot study. 

Using conventional precision and recall, we calculated the interpolated precision, 

eleven-point interpolated average precision, and mean average precision (MAP). 

Along with these metrics, we also computed the mean reciprocal rank (MRR) to 

evaluate our system. We compared the MAP and MRR of our algorithm with that 

obtained when the documents were ranked randomly. We also compared the impact 

of different dimensions of the vector space by calculating the average values of 

MAP and MRR using 16, 32, 64, 128, 256, 512, and 1024 singular values and 

latent variables when training LSA and pLSA respectively. 

 

Results 

Figure 9 shows the overall results of the averaged MAP and MRR using LSA 

and pLSA as the number of singular values and latent variables varies. In Figure 10 

are shown the results for each test set. 
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[Figure 9] Averaged MAP and averaged MRR of LSA and pLSA using 

different number of singular values and latent variables, respectively. 
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[Figure 10] Averaged MAP and averaged MRR of LSA and pLSA for each test 

set. 

 

The results show that pLSA outperformed LSA in every dimension. 

Additionally, pLSA performed the best when 512 latent variables were used while 
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LSA performed best when using 128 singular values. However, since the 

performance of LSA does not degrade significantly with singular values greater 

than 128, we used a 512-dimensional vector space to compare the performance of 

LSA and pLSA. The result of MAP for each evaluation set is shown in Figure 11. 

 

 

 

 

[Figure 11] Map comparison between LSA, pLSA, and random 

recommendation for each test set. 
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Our system showed good performance particularly for songs ‘Thank you’, 

‘Start’, ‘Two People’, and ‘Hoi Hoi’; possibly because the characteristics of the 

songs matched the context of the documents in which they were requested. We 

manually examined the documents that requested these songs and found several 

interesting points. 

‘Hoi Hoi’ showed the best performance when using pLSA for document 

analysis. However, we found out that most of the documents that requested this 

song were nearly identical and caused the MAP to approach nearly one, which is an 

extraordinarily good result. This is probably due to someone spamming the internet 

bulletin board, which we did not filter out prior to gathering the data. 

In most of the documents that requested ‘Thank you’ and ‘Start’, the main 

keyword was ‘thankful’ and ‘new start’, respectively. The reason for the writers 

being thankful varied but the main point was they wanted to thank someone. The 

correlation between the documents and the song can be found in the lyric of ‘Thank 

you’, as the lyric is about thanking someone. Similarly, the reason for people 

wanting to have a new start varied but they all commonly wanted to start 

something new, which is the context of the lyric for song ‘Start’. Figure 12 shows 

the eleven-point interpolated average precision, an indicator of how well the 

relevant documents were retrieved, for song ‘Start’. 
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[Figure 12] Eleven-point interpolated average precision for song ‘Start’. 

 

As mentioned several times, our assumption is that people who prefer similar 

music will share similar context. Since we can think as the same song to be 

extremely similar, based on our assumption, documents that request the same song 

should be similar. Therefore, as the result indicates that our algorithm successfully 

retrieved relevant documents, it proves that document similarity has close 

correlation with song similarity. 

Documents that requested ‘Two People’ shared a common context regarding 

love. The lyric is about two people in love, but in this case, we think that the 

cheerful melody of the song was more crucial for people requesting this song in a 

loving context and thus, people who shared a similar situation regarding love 

wanted to listen to a cheerful song. In addition, the DJ of the radio show happened 

to be the artist of Song 9, resulting in a relatively high number of requests. This is 
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the reason for the MAP to be higher than other test sets. 

Another observation from the results was that the MAP value for test set 1–3 

gradually increases regardless of which algorithm is used. A possible explanation 

for this phenomenon is that the decrease in the number of total documents within 

the test set leads to a higher ‘saturation’ of relevant documents than before. Since 

random recommendations are created by randomly sorting the test documents, the 

probability of finding relevant documents increases as the number of total 

documents decreases. For example, assume that there are 10 relevant documents 

among 1,000 test documents. If the test documents are sorted randomly using a 

uniform distribution, there will be approximately one relevant document within 

every 100 documents. On the other hand, if there are 100 test documents, then 

there will be approximately 1 relevant document for every 10 documents, resulting 

in an increase in MAP value. This explains the gradual increase of MAP values for 

test set 1–3. 

As shown by the song ‘You were Impressive’, there were some cases where 

our system did not perform well. This can be explained by the characteristics of the 

song. ‘You were Impressive’ is a bright ballad song. However, the lyrics of the 

song are about breaking up, which in most cases is assumed to have a sad, gloomy 

melody. Thus, people whose preferences are more dependent on the melody could 

prefer the song in a cheerful, relaxing situation. On the other hand, people whose 

preferences are more dependent on the lyrics could prefer the song in a more 

reminiscing situation. We believe that such contradictions between the overall 

mood of the song and the lyrics were the cause of the sub-par results. 
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3.2.3. Qualitative Evaluation 

Metrics 

Although the conventional metrics explained above are quantitative 

indications of accurate recommender systems, it does not prove our assumption in 

a qualitative manner that people in similar situations will prefer similar music. 

Therefore, in order to show this, we performed a user evaluation test. We selected 

10 documents randomly to be used for the user evaluation. Each participant was 

given five documents among the 10 selected for the user evaluation. Each 

document was presented to the participant along with three songs trimmed to 30-s 

lengths: the actual requested song in the document, the song recommended by the 

proposed system, and a random song. The participants were asked to give ratings 

on a 5-point scale based on how well each song fits the document. The experiment 

was a blind test meaning that no information other than the 30s audio clip and the 

document was provided to the participants. The experiment was conducted to both 

Koreans and foreigners in order to investigate if our assumption could hold 

worldwide and whether the lyrics have an effect in users’ response. Foreigners 

were provided with an English-translated version of the documents but were 

provided with the original Korean songs. A total of 46 Korean participants and 20 

foreign participants took part in the user test. 

 

Results 

Along with conventional Information Science metrics, we performed a user 

evaluation test on Korean participants and foreigner participants. When we 

examined the quantitative results, several musical characteristics seemed to be the 
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reason for the user’s music request. Especially, lyric seemed to have a major impact 

when users chose which music to listen to. As mentioned above, in order to 

examine this we performed the user evaluation test on foreign participants since 

they would not understand the Korean lyrics. The average rating results are shown 

in Figure 13. 

 

 

[Figure 13] Mean and standard deviation for the ratings obtained from the 

user evaluation test. 

 

In the case of Korean participants, the overall average of the ratings showed 

that our system’s recommendations performed better than random 

recommendations but did not outperform the original requested songs. However, 

the overall average did not show significant difference between different 

algorithms. Therefore, we examined each document’s ratings and found out there 

were cases where the ratings between different algorithms showed significant 

difference. Especially for documents 4, 6, 9 and 10, our system’s recommended 

song showed significantly higher average rating than the randomly selected song (p 

< 0.05). The results of documents 4, 6, 9, and 10 for the Korean participants are 
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shown in Figure 14. 

 

 

[Figure 14] Mean and standard deviation for the ratings obtained from the 

Korean participant’s user evaluation test for documents 4, 6, 9, and 10. 

 

For foreigner participants, while the originally requested songs’ ratings 

performed the best, the average ratings between the songs recommended by our 

system and those selected randomly was not significantly different. Despite the fact 

that the overall average did not show much difference, by examining each 

individual document, we found that in case of documents 4 and 9, the 

recommended song generated by our system showed significantly higher average 
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ratings than the randomly selected song (p < 0.05). The results of documents 4 and 

9 for foreigner participants are shown in Figure 15. 

 

 

[Figure 15] Mean and standard deviation for the ratings obtained from the 

foreign participant’s user evaluation test for documents 4 and 9. 

 

An interesting finding was that our system’s recommendation for documents 4 

and 9 showed good results for both Korean and foreigner participants, which 

indicates that the lyrics were not important in these two contexts. Document 4 was 

about a couple breaking up. The original song requested by the writer of document 

4 was a slow R& B song with a desperate, sad tone. The recommended song by our 

system was a ballad song with a similar tempo and tone to the originally requested 

song. On the other hand, the randomly generated song was a powerful dance song. 

Document 9 was about a man’s marriage proposal to a woman. The original song 

requested by the writer was a cheerful ballad song with a bright tone. Our system 

recommended a soft, slow ballad song also with a bright tone. However, the 

randomly recommended song was an electronic song with a mystical tone. The 
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results indicate that in certain contexts, musical features such as rhythm and tone 

have more influence than lyrics. 

Document 6 showed that the average rating of our system’s recommendation 

was significantly higher than the average rating of the randomly selected song for 

Korean participants only. The document, similar to document 9, was about a 

marriage proposal. The originally requested song was a soft, bright ballad with 

lyrics about two people in love. The recommended song by our system was a 

cheerful ballad song where the lyrics were actually about marriage proposal. The 

random song was also a cheerful ballad with lyrics about how to overcome a 

melancholy day. Due to similarity in tone and tempo, it was probably difficult to 

decide which song was more appropriate without knowing the lyrics, which led to 

the Korean participants’ results showing significant difference between our 

system’s recommendation and that generated randomly while the results of 

foreigner participants results did not. 

For Korean participants, document 10 also showed that the recommended 

song from our system obtained significantly higher average rating than the 

randomly recommended song. Document 10 was about the writer feeling pity to 

her friend that could not get over her first love. The writer of the document 

requested a song that was actually titled ‘First Love’. The song was a rock song 

with a bright tone. However, the lyrics were about a first love and overcome the 

loss. Our system recommended a slow, soft ballad song where the tone was placid. 

The lyrics were about thanking the past lover. The randomly recommended song 

was a ballad song with a blues tone. In this case, the lyrics were about a lover that 

promised to come back but never did. For this document, the results indicated that 

lyrics were the dominant criteria in rating the songs. 
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[Figure 16] Mean and standard deviation for the ratings obtained from the 

worst results: (a) Korean participants worst result obtained from document 1 

and (b) foreign participants worst result obtained from document 7. 

 

On the other hand, Figure 16 shows that document 1 and document 7 

performed the worst for Korean participants and foreigner participants, respectively. 

Document 1 showed that the average rating for the originally requested song was 

significantly higher than the average rating of our system’s recommended song (p 

< 0.05). On the other hand, the average rating between our system’s recommended 

song and randomly recommended song was not significantly different (p < 0.05). 

This document is about the writer feeling regret and disgrace for liking a person 

who turned out to have an extremely selfish personality. The originally request 

song was a slow ballad with a melancholy tone. The lyrics were also about being 

sad and under the weather, thus, suiting the document well. On the other hand, our 

system recommended an R& B song with a bright tone while the randomly 

recommended song was a slow, sad ballad. Since our system’s recommendation 

was a bright song, it seemed to fit less to the story than the randomly recommended 
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song. 

Document 7 showed that the average rating for randomly recommended song 

was significantly higher than the average rating of our system’s recommended song 

(p < 0.05). This document was about the writer cheering up the DJ as the DJ was 

suffering from negative comments online. The originally requested song and 

randomly recommended song were both bright toned R& B songs while our system 

recommended a soft, intimate ballad. In this case, since the lyrics were irrelevant to 

the foreigner participants, the tone and overall mood of the songs mattered the most. 

Thus, people preferred bright music over the intimate ballad in this context. 

We evaluated our system using conventional statistical measures (MAP, RR) 

and a user evaluation. Despite some limitations, most of the statistical results 

showed that our system outperformed the results generated randomly using LSA 

and pLSA. Additionally, in most cases, pLSA outperformed LSA. Throughout the 

analysis of the user evaluation, we found that in certain contexts, people shared 

similar preferences in music and the criteria for deciding songs were tone, tempo, 

and lyrics. Thus, our assumption that people share similar music preferences in 

similar situations proved correct and our approach to perform text analysis to 

gather contextual information in recommending music showed potential. 

 

 

3.3. Summary 

In this chapter, we described our system that extract user’s contextual 

information from documents created by the users by performing text analysis such 

as LSA and pLSA. We found out that rather than implicitly guessing the contextual 
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information of the users, it is possible to use documents, written by the users, to 

extract contextual information explicitly. We gathered documents written by 

individuals via the radio station’s website and performed text analysis to identify 

the semantic meanings and find similar documents. Since each document was 

associated with a song request, the song requested in the most similar document 

could be recommended. As our assumption was that people in similar situation 

would prefer similar music, we evaluated our system using documents that 

requested the same songs. The results showed that there was close correlation 

between document similarity and song similarity, and thus it would be possible to 

recommend music purely based on document analysis. Additionally, the results of 

the user evaluation suggested that our assumption was valid and thus, feasible. 

Our contribution is twofold. First, we provide a more complete statistical 

evaluation and compare the performance of LSA and pLSA algorithms using 

various datasets and controlling various parameters of the algorithms. Second, by 

performing a user evaluation test, we provide a qualitative measure of our system 

to prove our assumption that people in similar situation would prefer similar music. 

Additionally, by conducting the user evaluation test for both Koreans and 

foreigners, we investigated cultural and linguistic dependency of music preference. 

One limitation in our experiment was that the documents retrieved were 

limited to those written for Korean radio stations. However, the main purpose of 

this research was to check the validity of the approach in using text mining and 

analysis to extract the contextual information of the user when recommending 

music. We showed that in most cases, people requested similar songs in similar 

situation. Thus, it proved the possibility of performing text analysis when 

recommending music. We could implement our system to foreign countries if we 
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can obtain documents conveying both the user’s contextual information and song 

information. 

There are some more crucial limitations with this approach. First, the 

algorithm requires a document with a certain length as an input query, which is 

insufficient when searching for music. Second, popular songs will have more 

document associations because various users will request them more frequently. As 

a result, the system will recommend popular music more frequently, thereby 

leading to the well-known popularity bias. Third, the system is affected by the cold 

start problem due to the song-document association requirement. The cold start 

problem arises when the system cannot draw any inferences about songs due to an 

insufficient number of documents. Therefore, the system will never discover songs 

that are not associated with any documents. 

In order to overcome these limitations, we introduce another method that 

utilizes keyword extraction to enrich music description, which is explained in the 

following chapter. 
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4. Describing Music Using Extracted Keywords 

In this chapter, we utilize music listening context-relevant keywords as music 

descriptors. The concept of the proposed system is illustrated in Figure 17. 

 

[Figure 17] Concept of describing music using generalized Keyword 

Dictionary. 

 

Each document comes from a radio program's Internet bulletin board, where it 

comprises a personal story and a song request. In the previous chapter, we showed 

that there is a strong correlation between personal stories and song requests. There 

are massive collections of such documents, so we consider that some general terms 

will be used to describe the user's contextual background when requesting songs. 

Therefore, by performing keyword extraction based on these documents, we create 
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a generalized Keyword Dictionary, which comprises context-relevant terms. We 

then use the generalized Keyword Dictionary to describe music for music search 

and retrieval. Our approach is similar to auto-tagging music in a sense that we 

develop music descriptors using the user-generated documents. Therefore, we 

examine works that auto-tag music in the following section and describe 

uniqueness of our method. 

 

 

4.1. Proposed System 

In this section, we explain our system, which uses context-relevant keywords 

to describe music. Figure 18 shows a block diagram that illustrates our system and 

the evaluation process. 

 

 

[Figure 18] Block diagram of the proposed system and evaluation procedure. 
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Our system comprises three steps: preprocessing, music descriptor generation, 

and music discovery. In the preprocessing step, we extract the song information 

from each document to create song-document associations. We also remove stop-

words and stemmed words during this step. In the subsequent music descriptor 

generation step, we develop two different music descriptors: 1) a global dictionary 

(GD) comprising terms used in the complete document collection, and 2) a 

generalized keyword dictionary (gKD) comprising terms that users generally 

employ to describe their context when listening to music. Finally, a bag-of-words 

(BoW) model using these dictionaries represents each song, and our system can 

discover music with a similar user context background by implementing a text 

analysis algorithm. 

 

4.1.1. Preprocessing 

As mentioned earlier, our system utilizes documents that comprise personal 

stories and song requests. First, we needed to extract the song information from 

each document to create a song-document association. The target radio program 

airs Western pop songs, so the users typically wrote their personal stories in Korean 

whereas they wrote their song requests in English. Therefore, we used the Million 

Song Dataset (MSD) to discover the song information within each document [9]. 

The documents were created by users, so the strings that formed the song requests 

contained misspelled words, which made it difficult to find exact matches in MSD. 

Therefore, we found the closest candidate match in MSD by implementing a fuzzy 

string matching algorithm. 

Fuzzy string matching is a process for finding strings that match a pattern 

approximately rather than exactly. It is widely applied in commercial applications 
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because real-world data contain many errors. We used the well-known Levenshtein 

distance in the fuzzy string matching process. The Levenshtein distance is the 

minimum number of single-character edits, such as insertions, deletions, or 

substitutions, required to change one word into another. After calculating the 

Levenshtein distance between the song request and each song in MSD, we 

associates the song that had the lowest Levenshtein distance with the given 

document. 

Our approach utilizes documents that are generated by users, so there are two 

significant problems when we use the words as they appear in documents: words 

stemmed from a single word and stop-words. Stemmed words are derived from the 

same word but they have different spelling formats, e.g., go, going, and gone are 

stemmed from the word go. If we do not discover the stem of the word, all of the 

stemmed words are regarded independently, which degrades the performance of 

our system. Similarly, stop-words such as and, the, and at have no meaning, and 

thus they should be removed to improve performance. We used the Korean 

morpheme analysis tool developed by Kookmin University to eliminate stop-words 

and to discover the stem of each word. 

The documents comprise a personal story and a song request, but excessively 

short documents contain little or no contextual information. Therefore, we removed 

documents with less than 20 words after applying the Korean morpheme analysis. 

 

4.1.2. Generating Music Descriptors 

In this section, we describe two different features used by our system: Global 

Dictionary (GD) and generalized Keyword Dictionary (gKD). To generate the GD, 

we first listed the unique terms used in the massive collection of documents. We 
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then counted the occurrence of each term to determine the distribution. Part of the 

distribution is shown in Figure 19, which indicates that the distribution is 

extremely long-tailed. The top 5,000 terms account for approximately 83% of the 

total occurrences. We are interested in general terms that can be used to describe 

the context of the user when requesting a song, so it is not necessary to use terms 

that are located in the tail. We assume that the top 5,000 high occurrence terms will 

include all the necessary context-relevant terms, and thus they can be used as music 

descriptors. 

 

 

[Figure 19] A snippet of the word distribution. 

 

During the generation of the GD, we removed occasionally used terms, but the 

GD still contained frequently used terms. However, frequently used words such as 

do, have, and song request are unnecessary because they do not contain meanings 

that distinguish the contextual characteristics of songs. In addition, we considered 
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that the GD included many noisy terms that were not suitable for use as general 

terms for describing the user's context when listening to music. Therefore, we 

extracted the keywords by performing term frequency-inverse document frequency 

(TF-IDF) to remove frequently used terms and noisy terms. 

The TF-IDF metric evolved from the IDF metric, which was introduced by 

Sparck Jones, and it has been used widely to extract keywords from documents 

[123, 124]. The TF is the weight of a term occurring in a document and the IDF is a 

measure that determines whether the term is common or rare in all of the 

documents. The simplest method for computing TF is counting a term's occurrence. 

However, if the lengths of the documents differ significantly, TF will be biased 

toward terms that occur in longer documents. In longer documents, terms are used 

repeatedly, which leads to a bias over shorter documents if the occurrence of the 

terms is not normalized. We gathered the documents from an Internet bulletin 

board, so there were no restrictions on their length, thereby resulting in 

significantly different document lengths. Therefore, we normalized TF by using the 

Smart system's augmented TF factor to overcome this problem [102]. The 

equations for TF and IDF are shown in (8) and (9), respectively. 

 𝑇𝐹(𝑡, 𝑑) = 0.5 + 0.5×
𝑓𝑡,𝑑

𝑚𝑎𝑥 {𝑓𝑡′,𝑑: 𝑡′ ∈ 𝑑}
 (8) 

 𝐼𝐷𝐹(𝑡, 𝐷) = log
𝑁𝐷

|{𝑑 ∈ 𝐷: 𝑡 ∈ 𝑑}|
 (9) 

In the given equations, 𝑓𝑡,𝑑 indicates the occurrence of term 𝑡 within document 𝑑, 

𝐷 is the complete document corpus, 𝑁𝑑 is the number of documents in the corpus, 

and |{𝑑 ∈ 𝐷: 𝑡 ∈ 𝑑}| is the number of documents that contain the term. TF-IDF is 

the product of TF and IDF. 
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After computing TF-IDF for each term, we conducted an experiment to 

determine the most appropriate number of terms extracted from each document. 

After varying the number of terms extracted from each document, we manually 

inspected the extracted keywords. We found that selecting the top 10% of terms 

provided the most reasonable keywords for use when describing the user's 

contextual information. Therefore, we decided to retrieve the top 10% of terms 

with the highest TF-IDF values from each document to create a keyword list. Using 

this keyword list, we counted the occurrence of each term in the massive collection 

of documents and we defined 500 keywords with the highest occurrence as the 

gKD for describing music. This process is illustrated in Figure 20. 

 

 

[Figure 20] An example of creating the generalized Keyword Dictionary. 

 

Using the GD and gKD, each document was represented as a BoW model. In 
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the massive collection of documents, multiple documents requested the same song, 

which indicated that for each song, there were numerous stories by various 

listeners. Therefore, by aggregating the BoW vectors for each song, we built a 

generalized, context-relevant representation of the song. The number of documents 

associated with each song varied, so we normalized each representation by dividing 

each element of the BoW vector by the total sum of the BoW vector. 

 

4.1.3. Music Discovery 

Among the total number of documents in the dataset, only a small proportion 

was associated with each song. Hence, the BoW vector representation of the song 

was sparse. According to previous studies of information retrieval, it is not 

practical to compute the distance between the sparse vectors directly, but instead 

various algorithms such as LSA, pLSA, and LDA can be used to discover the 

underlying meanings between terms. The system then transforms the sparse vector 

into a non-sparse vector, thereby facilitating the appropriate calculation of the 

distance between vectors. In this study, we implemented LDA to compute the 

distance between the BoW vectors that described music.  

Our approach uses documents that contained an association between a 

personal story and a song request. As identified in Chapter 3, people in similar 

contexts prefer similar music implying that people who request the same song will 

share similar stories. Therefore, the resulting topics will reflect a collaborative-

shared view of the song. 
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4.2. Evaluation 

In this section, we first introduce the dataset used in our experiments. We then 

describe our experiment procedure that is organized in four steps. The first step 

involves comparing the label distribution of the terms extracted by our system with 

the terms gathered from Last.fm. Since it is difficult to manually label all the terms 

in the Global Dictionary (GD), we only compare the terms in the generalized 

Keyword Dictionary (gKD). In the second step, we perform a pilot test to 

determine if gKD can be used to describe music. We then examine the correlation 

between the proposed music descriptors and conventional music features. Since 

acoustic features and lyrics are widely used for similar music retrieval, we use 

them to identify the correlation with the proposed music descriptors. Finally, we 

conduct a user evaluation to evaluate our system qualitatively. 

 

4.2.1. Dataset 

Since our evaluation includes comparing the proposed features with lyrics and 

acoustic features, there are three requirements for the dataset: 1) there must be a 

song-document association, 2) lyrics data must be available, and 3) an audio clip 

must be available to extract acoustic features. The purpose of identifying the 

correlation between conventional features and the proposed music descriptors is to 

show that the proposed features are competitive to the conventional features. 

However, when building song-document associations, some noise are included due 

to the error produced during the fuzzy string matching process. Since this could 

become a bias, we build two different datasets: 1) Noise Removed Dataset (NRD), 

and 2) dataset with no manual processing, i.e. Real World Dataset (RWD). NRD is 
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only used during the experiments to identify the correlation between conventional 

features with the proposed music descriptors and RWD is used during the user 

evaluation. 

We used the documents explained in Chapter 3 to build song-document 

associations. We collected 186,656 documents sent from the listeners of the radio 

program aired between 6:00 PM and 8:00 PM. This program only plays Western 

pop songs. After the preprocessing step described in Chapter 5.1.1, we were left 

with 156,667 documents. 

NRD is composed of songs with more than 20 document associations. To have 

a noise free dataset, we manually removed documents associated with the incorrect 

song. As the result, there are 350 songs with minimum 20 and maximum 365 

documents associated with a song. The lyrics data for NRD was manually 

downloaded from various Internet sites such as MetroLyrics and LyricsFreak. We 

selected these two websites due to the abundance of lyrics data. Finally, we 

downloaded the whole mp3 file from a Korean online music service provider to 

extract the acoustic features.  

On the other hand, songs with at least one document association are included 

in NRD. No manual noise filtering was performed. The lyrics for RWD were 

obtained from MusiXMatch, the official lyrics collection for the MSD. The audio 

clip for songs in RWD was collected by downloading audio preview clips provided 

by 7Digital. The length of the clips varied between 30-60 seconds. After fulfilling 

the three requirements, there were 7,192 songs included in RWD. A summary of 

the two datasets is shown in Table 6. 
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[Table 6] Summary of the datasets used for evaluation. 

 Noise Removed Dataset Real World Dataset 

Song Source Million Song Dataset 

Document Source Internet bulletin board of Korean radio program 

Lyrics Source Various websites MusiXMatch 

Audio Clip Source www.bugs.co.kr www.7digital.com 

Number of Songs 350 7,192 

 

4.2.2. Pilot Tests 

Social Tags vs. Context-Relevant Music Descriptors 

In order to show that our music descriptors contained more context-relevant 

terms than social tags, we compared the terms in gKD with the social tags provided 

by Last.fm. For this comparison, we first categorized the terms and the tags with 

several labels. Lamere (2008) used the labels Genre, Locale, Mood, Opinion, 

Instrumentation, Style, Misc, Personal, and Organization to categorize Last.fm tags. 

Our aim was to examine the distribution of music-related words and context-

related words, so we combined the music-related labels Genre and Instrumentation 

to create a Content label. In addition, we labeled artist-related words as Content. 

Finally, we added more specific context-related labels such as Date, Weather, and 

Situation. The labels Style, Personal, and Organization were included in Misc, 

which we used to label words with little meaning or those for which it was difficult 

to give a specific label. Excluding Content and Misc, the labels were regarded as 

context-relevant. The complete label set and some examples are shown in Table 7. 

 



 

85 

[Table 7] Labels used to categorize each term with some examples. 

Label Example Words 

Content The Beatles, rock, guitar, Let it be 

Locale Korea, office, school 

Situation Love, final exam, birthday 

Date November, weekend, Christmas 

Mood Exciting, sad, happy 

Weather Winter, rain, hot day 

Opinion Different, favorite, romantic 

Misc Political, radio, Mr. Bae 

 

For each song in NRD, we collected the 20 most frequently applied social tags 

from Last.fm. Using the labels described above, we categorized the collected social 

tags. We also manually categorized the terms in the gKD. Ten different people 

participated in this process and the label with the majority vote was assigned. 

Finally, we compared the label distribution of the social tags with the terms 

included in the gKD. 
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[Figure 21] Label distribution comparison between social tags and terms 

included in our proposed generalized Keyword Dictionary (gKD). 

 

Figure 21 illustrates the label distribution of the social tags gathered from 

Last.fm and the label distribution of the terms in our proposed context-relevant 

music descriptors. The distribution of Last.fm has a similar pattern to that 

described by Lamere (2008). Over 66% of the social tags are content-related terms, 

thereby indicating that social tags are more focused on providing information 

regarding the music content itself. The terms within the gKD only contained 9% of 

the content-related terms. Over 64% of the terms were context-relevant, which 

indicates that our method produces far more context-relevant music descriptors 

than social tags. 
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User Categorization of Context-Relevant Music Descriptors 

To verify that our proposed context-relevant music descriptors can be used to 

describe music, we conducted a pilot test. We performed a user evaluation test 

where each participant was given a snippet of the song along with song related 

information such as artist, title, and lyrics. Additionally, the 20 keywords assigned 

to each song by our system were provided to the participants. Finally, the 

participants were to answer whether they thought the word was proper when 

describing the given song. There were 60 participants in total: 37 male participants 

and 23 female participants. The age distribution was as follows: 34 participants in 

their 20s, 14 participants in their 30s, 9 participants in their 40s, and 3 participants 

over 50. 

By comparing tags from Last.fm with keywords extracted by our system, we 

showed that our system provides much more context-relevant terms. However, this 

does not indicate that the terms provided by our system are valid. Therefore, we 

performed a pilot test observe if the proposed context-relevant keywords can be 

used to describe music. We first gathered of all the results and analyzed them by 

labels. The results for all 20 keywords assigned to describe each song were 

accumulated and the result is shown in Figure 22. The result shows that the 

proportion of the proper responses was highest for label Content and lowest for 

label Locale. 
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[Figure 22] Number of responses for proper/non-proper for each label (a) and 

the proportion of the proper responses (b). 

 

We also performed an analysis based on majority vote. For each label related 

to context in each song, we counted the number of terms that the majority of people 

voted as proper. We then divided that by the total number of terms for each label 

and computed the proportion. The result is described in Table 8. 
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[Table 8] Proportion of terms where majority of participants voted proper. 

Results over 50% are shown in bold. N/A indicates that there are no terms for 

the given label. 

 S1 S2 S3 S4 S5 S6 S7 S8 S9 S10 

Locale N/A 0 N/A 0 N/A N/A N/A N/A N/A 0 

Situation 16.7 62.5 63.6 10 50 25 0 57.1 30 55.6 

Date 0 N/A N/A 0 100 0 0 N/A N/A 0 

Mood 75 100 100 100 50 100 100 N/A N/A 0 

Weather 0 0 N/A 0 N/A 0 33.3 100 100 N/A 

Opinion N/A N/A N/A N/A N/A N/A N/A 0 N/A 0 

 S11 S12 S13 S14 S15 S16 S17 S18 S19 S20 

Locale 0 0 N/A N/A 0 N/A 66.7 0 N/A N/A 

Situation 54.6 55.6 10 0 70 16.7 92.3 62.5 0 33.3 

Date N/A 0 N/A N/A N/A N/A 100 N/A 0 N/A 

Mood 100 100 75 100 N/A N/A 100 100 0 N/A 

Weather N/A N/A N/A 0 0 N/A N/A 50 N/A N/A 

Opinion N/A 100 N/A 0 N/A N/A N/A 0 N/A N/A 

 S21 S22 S23 S24 S25 S26 S27 S28 S29 S30 

Locale 0 N/A N/A 0 N/A 0 0 0 N/A N/A 

Situation 14.3 25 18.2 25 0 0 22.2 46.2 50 60 

Date N/A N/A 0 N/A 0 50 N/A N/A N/A 0 

Mood 100 100 100 N/A 100 100 0 N/A 100 100 

Weather 50 50 0 N/A 0 N/A 0 N/A N/A 100 

Opinion 0 0 N/A N/A N/A N/A N/A N/A 50 N/A 

 

The result shows that in general, there is at least one context-relevant keyword 

where the majority of the participants voted as proper at describing the given song. 

S17, showing the best performance, had 3, 13, 1 and 1 terms labeled as Locale, 
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Situation, Date, and Mood, respectively. Only two terms, one labeled as Date and 

the other as Situation, saw disagreement from the majority of the participants as 

relevant to the music. The Date labeled term was the whole country. The term 

seemed relevant since the World Cup syndrome occurred all over the country but 

only the half of the participants regarded it as proper, while the other half regarded 

it as irrelevant. The Situation labeled term was go, which is vague in its specific 

meaning, resulting in a majority of the people disagreeing that the term was 

relevant to the music. 

Additionally, the issue date of the song seemed to have a connection with the 

extracted keywords. For example, S5, which is the song "Yesterday once more," 

had 12 terms labeled as Situation and six out of 12 terms were voted as proper by 

the majority of the participants. Situation labeled terms such as mother, memories, 

father, friend, grandmother, and people showed positive results. Such results for 

memory and friend can be explained by the song's lyric. Other terms such as 

mother, father, and grandmother can be explained by correlations between the age 

distribution of the participants and the song's issue date. A majority of the 

participants are in their 20s. The song was issued in 1973, which indicates that it 

was the participants' parents' era. Therefore, terms related to parents were extracted 

as the context-relevant descriptors, and the majority of the participants agreed that 

the terms were relevant. 

Another finding was that in many cases, context-relevant descriptors were 

mostly lyric dependent. For example, songs with love-related lyrics such as "I was 

born to love you" and "My love," terms such as love, wife, husband, and marriage 

were included in the extracted keyword list. 

On the other hand, S19 showed the worst performance. The keywords 
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assigned to "Creep" included context-relevant terms such as birthday, flu, marriage, 

and study. This can be interpreted as the song not being able to build a consensus. 

Some people listened to the song when they were ill, while some people listened to 

it when they were studying. In other words, personal preferences concerning the 

song were more important in this case, and hence we cannot build a general 

context-relevant keyword representation. 

 

 

[Figure 23] Correlation between the number of proper terms and term rank. 

 

Finally, we performed an additional analysis in order to examine the 

correlation between the term rank and the proportion of proper responses. As 

mentioned in the previous section, our system extracts the top 20 keywords with 

the highest occurrence. A higher ranked term indicates that the term was used more 

frequently than the lower ranked term. Therefore, we examined how many terms 

for each rank the majority of the participants voted as proper. We performed the 

analysis on both including and excluding the Content and Misc labeled terms. The 

result is shown in Figure 23. The result shows that in general, with a fall in 
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rankings, the majority of the participants voted fewer terms as proper. This 

becomes more apparent when the Content and Misc labeled terms are excluded. 

Such a phenomenon indicates that a majority of people agreed that the higher 

ranked terms are appropriate in representing music. We fixed the number of 

keywords to be used, so the lower ranked terms caused our evaluation results to 

degrade in general. 

In this section, we performed a pilot test to examine if the context-relevant 

music descriptors can be used to describe music. The results indicated that people 

actually agreed with using the terms generated by our system as appropriate music 

descriptors and hence, the context-relevant music descriptors could be used for 

music search and retrieval. 

 

4.2.3. Examining the correlation with conventional features 

Metrics 

There are many works that use acoustic features and lyrics to retrieve similar 

music. Therefore, we use these two features to examine if it is possible to use our 

proposed music descriptors for similar music discovery. If the proposed music 

descriptors contain valuable information which can be used during similar music 

retrieval, it will have some correlation with the well-used acoustic features and 

lyrics. Therefore, we examine the correlation between the proposed features with 

acoustic features and lyrics by adopting recent music retrieval systems that use 

acoustic features and lyrics when identifying similar music. 

Recently, Schluter and Osendorfer implemented the mean-covariance 

Restricted Boltzmann Machine for music retrieval [116]. We adopt this work and 

utilize it as the baseline algorithm using acoustic features. Following the same 
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procedure in the work by Schluter and Osendorfer, we first extract the Mel-

spectrum of the audio clip and concatenate 39 neighbor frames to generate the Mel-

spectral blocks. Due to the high dimension of the Mel-spectral block, PCA 

whitening is applied where the least significant components are discarded. Finally, 

the mcRBM is trained using 200,000 blocks. We avoid over-fitting by using 

different segments of each song for training and evaluation. 

Sasaki et al. introduced a system that uses lyrics for music retrieval [104]. 

Adopting the procedure of lyrics analysis in the referred work, we implement LDA 

to represent the lyrics of the songs in NRD using a mixture of latent topics. To 

avoid overfitting when training LDA, we use 50,000 lyrics of the songs that are not 

included in both NRD and RWD during training procedure of LDA. 

Since our proposed algorithm implements LDA to discover music, a latent 

topic space that captures the characteristics of the context-relevant music 

descriptors is created. From here on, we call this feature space as “Context-relevant 

Feature Space (CFS).” We use the gKD to create CFS. Additionally, by 

implementing the baseline algorithms explained above, we create two feature 

spaces; one that represents the acoustic characteristics of music and the other that 

represents the characteristics of lyrics. We call the former feature space as 

“Acoustic-relevant Feature Space (AFS)” and the latter as “Lyrics-relevant Feature 

Space (LFS).” 

We project the songs within NRD into these feature spaces and compute the 

distance between each song using the Cosine distance metric. Using the distance 

matrix, we then compute the similarity matrix using Equation 9. 

𝑆𝑖𝑚_𝑀𝑎𝑡𝑟𝑖𝑥 = 1 − 𝐷𝑖𝑠𝑡𝑎𝑛𝑐𝑒_𝑀𝑎𝑡𝑟𝑖𝑥 (9) 

We normalized each similarity matrix by dividing the maximum value so that 
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all matrices would have values between zero and one. Once we find the similarity 

matrix for all three feature spaces, we examine the correlation between CFS and 

other feature spaces by performing the Mantel test. Mantel test is a statistical test 

used to compute the correlation between two similarity (distance) matrices [86]. 

We then provide examples that show the highest correlation between CFS and AFS, 

and between CFS and LFS. 

 

[Table 9] Genre distribution of NRD and RWD. Since there are songs that 

have no genre information provided by AllMusic, the total number of genre 

assigned songs does not equal the total number of songs within the dataset. 

 Noise Removed Dataset Real World Dataset 

Blues 0 20 

Country 2 97 

Electronic 3 196 

Folk 0 34 

Jazz 1 48 

Latin 2 84 

Rap 4 236 

Reggae 1 37 

R&B 14 531 

Pop-Rock 124 4454 

 

Additionally, similar to works regarding music retrieval, we attempted to 

evaluate the performance of our system by using genre as the ground truth 

information. Assuming those songs within the same genre as relevant, we 

compared the performance of music retrieval using the context-relevant music 



 

95 

descriptors against using conventional lyrics and low-level acoustic features. We 

gathered the genre information of both NRD and RWD from AllMusic. Similar to 

the work in [55], we excluded genres with little or no songs, resulting in 10 unique 

genres: blues, country, electronic, folk, jazz, Latin, rap, reggae, R&B, and pop-rock. 

The number of songs for each genre is shown in Table 9. 

As shown in the table, the genre distribution of both datasets is extremely 

skewed towards pop-rock. Especially, is not plausible to use NRD due to lack of 

songs in other genres. However, while RWD is also skewed towards pop-rock, 

there are at least 20 songs for every genre. Therefore, we use RWD to evaluate our 

system using genre information. To reduce the bias produced by pop-rock, we 

limited the maximum number of songs per genre to 50 songs. Assuming those 

songs within the same genre as relevant, we compute conventional precision-recall 

and reciprocal rank to evaluate our system. 

While we followed the general evaluation procedure of music retrieval 

systems and used genre to define relevant songs, we found it not sufficient to 

validate our approach for three main reasons. 1) The genre distribution of the 

evaluation set is biased, 2) nowadays, it is difficult to assign one genre to a song 

and even worse, there is no standard in defining the genres, and 3) our approach 

includes user's context when discovering similar music and it is difficult to 

understand the correlation underlying between genre and user context. Therefore, 

we excluded the results obtained using genre as the ground truth information. 

 

Results 

As described in Chapter 4.2, we use two different approaches to evaluate our 

system: identifying the correlation between our proposed music descriptors with 
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conventional features and using genre information as the ground truth data of the 

retrieval. We first discuss the results obtained by the former approach. Using each 

generalized Keywords Dictionary, acoustic features, and lyrics, we computed the 

similarity matrix between songs. The result is shown in Figure 24. 

 

 

 

[Figure 24] Similarity matrices computed using different musical features. 

 

From the similarity matrices, we can observe that if the proposed music 

descriptors are used as musical features, most songs are regarded similar while if 
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the lyrics are used as musical features, most songs are regarded different. Such 

difference can be explained by the different size of the dictionary. The dictionary 

size of the proposed music descriptors is 500 while the dictionary size of lyrics is 

5000. Hence, lyrics are much more descriptive than the proposed music descriptors 

distinguishing each song more precisely. On the other hand, acoustic features show 

that they are somewhere in between lyrics and the proposed music descriptors. 

However, from the similarity matrices, it is difficult to identify rather if our music 

descriptor is feasible or not. 

 

[Table 10] Correlation coefficients between the similarity matrix computed 

using the proposed music descriptors and the similarity matrix computed 

using the conventional features. 

 Correlation Coefficient 

Acoustic Features 0.0009 

Lyrics 0.0243 

 

We additionally performed the Mantel test to observe the correlation between 

similarity matrices. The results are shown in Table 10. The results show that the 

proposed music descriptors are more correlated to lyrics than the acoustic features. 

This can be interpreted as lyrics having more influence on which music to listen to 

given a music listening context. In many cases, lyrics include information of when 

it is good to listen to the song. For instance, if a song has lyrics that include a story 

about love, people who are dating someone will likely listen to the song. On the 

other hand, acoustic features are less related to the music listening context. The 

acoustical characteristic is vague information in determining which music to listen 
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to given a music listening context. 

While the proposed music descriptors are more correlated to lyrics than 

acoustic features, there are some songs that showed high correlation between the 

proposed music descriptors and acoustic features. Therefore, we provide examples 

that showed highest correlation for each acoustic features and lyrics. The song with 

the highest correlation between the proposed music descriptors and acoustic 

features was “Dancing Queen” by Abba. The word cloud for the context-relevant 

keywords assigned to the song is shown in Figure 26 (left). On the other hand, the 

song with the highest correlation between the proposed music descriptors and 

lyrics was “Nothing’s gonna change my love for you” by Glenn Medeiros. We 

illustrate the context-relevant keywords assigned to the song in Figure 25 (right). 

 

 

[Figure 25] Word cloud of the song with highest correlation between the 

proposed music descriptors and acoustic features (left) and between the 

proposed music descriptors and lyrics (right). 

 

By examining the word cloud of “Dancing Queen”, it is possible to find terms 

that are related with the musical characteristics of the song. Since “Dancing Queen” 
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is a dance song with a bright melody, people requesting this song often used 

positive terms. For example, happiness, exciting, and joyful was frequently used 

which harmonize with the acoustic characteristics of the song. 

On the other hand, the word cloud of “Nothing’s gonna change my love for 

you” have direct connection with the lyrics. The lyrics of the song are about 

passionate love. Therefore, users who requested this song used words such as love, 

like, and marriage often. Also, words that indicate the subject of the love, for 

instance, mother, husband, and wife, were also frequently used. 

From these examples, we were able to examine the correlation of the proposed 

music descriptors and conventional features. Since the proposed music descriptors 

can explain the music piece with terms related to music listening context and there 

are some correlations with conventional features, we assume that it can be feasible 

to use these music descriptors for similar music retrieval. 

In this section, we displayed the metrics and results of the experiments 

conducted in order to identify the correlation between the proposed music 

descriptors and conventional musical features. The results showed that our 

proposed music descriptors, composed of context-relevant terms, are correlated to 

lyrics and acoustic features. In numerous recent works, lyrics and acoustic features 

have been used to find similar music. Therefore, it is possible to use our proposed 

method to describe and discover music. 

 

4.2.4. Qualitative Evaluation 

Method 

By comparing the label distribution of social tags obtained from Last.fm with 

the label distribution of terms within our proposed context-relevant music 
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descriptors, we showed that our approach contains richer context-relevant terms. 

However, this does not indicate that our method is valid. Therefore, to verify that 

our method is valid, we conducted a user evaluation test. As mentioned earlier, we 

used the RWD for user evaluation. 

We randomly selected two songs from each genre resulting in 20 query songs. 

As mentioned in the previous section, genre information was retrieved from 

Allmusic. Each participant was given 10 query songs, randomly. An audio clip with 

duration of 30 seconds along with song related information such as artist, title, and 

lyrics was provided. While listening to the query song, the participants were asked 

to recollect the memories of the song or to imagine a situation where the song is 

likely to be heard. After listening to the query song, the participants were given a 

questionnaire containing four songs. The songs were retrieved using lyrics, 

acoustic features, GD, and gKD. We follow the methods explained in the previous 

section to discover similar music using lyrics and acoustic features. For each 

retrieved song, the participants were asked to answer two questions. 

 

 Q1. Is the song similar to the query song? 

 Q2. Does the song fit the memories/situation recalled/imagined from the 

query song? 

 

The first question is adopted from the human evaluation task from MIREX 

Audio Music Similarity and Retrieval and the second question is adopted from the 

paper by Wang et al. with some modification [137]. We asked the participants to 

answer both questions on a five-point scale. Finally, the participants were required 

to give demographic information such as gender and age. The songs used for user 
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evaluation is described in Table 11. 

 

[Table 11] Information of the query songs used for user evaluation. 

Title Artist Genre 

What a wonderful world B. B. King 
Blues 

All aboard The Wiyos 

Cry Faith Hill 
Country 

Somewhere over the rainbow Impellitteri 

Everytime A1 
Electronic 

As long as you love me Backstreet Boys 

White lies Rose Cousins 
Folk 

It’s a long way to the top Lucinda Williams 

Take five Dave Brubeck 
Jazz 

Don’t know why Norah Jones 

Que lloro Sin Bandera 
Latin 

Mas que nada Tamba Trio 

Rebirth AZ 
Rap 

The anthem K-OS 

Need your love Aswad 
Reggae 

Danger Thriller U 

Hold my hand Van Hunt 
R&B 

C.R.U.S.H. Ciara 

Last Christmas Wham 
Pop-Rock 

November rain Guns & Roses 
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Results 

We collected the responses of the user evaluation for ten days. There were 50 

participants with valid responses. 34 participants were male and the remaining 16 

female. The participant's age varied from 20 to 60. The mean ratings for Q1 and Q2 

are shown in Figure 26. 

 

 

[Figure 26] Mean ratings for Q1 and Q2. 

 

Except for lyrics, all other features showed a significant difference between 

ratings on Q1 and Q2 (p < 0.05) where ratings for Q2 outscored ratings for Q1. 

Such results indicate that there are some discrepancies between music similarity 

and context similarity. Some participants regarded the recommended music to fit 

the context of the query song regardless of music similarity which implies that it is 

important to consider user's context when recommending music. From here on, we 

mainly analyze the results of Q2 since our key interest is in discovering adequate 

features so that the user's contextual information is considered when discovering 

music. While the mean ratings for Q1 and Q2 showed that there is significant 

difference between Q1 and Q2, the mean ratings between different features in Q2 
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did not show significant differences. Therefore, we perform further analysis by 

computing the mean ratings for each genre. The result is shown in Figure 27. 

 

 

[Figure 27] Mean ratings for Q2 per genre. 

 

The results show that using lyrics performed best in Blues while our proposed 

feature gKD and GD ranked second and third, respectively. A possible explanation 

for such result could be found in the characteristic of the recommended songs. One 

of the songs in Blues was “What a beautiful world.” When lyrics were used to 

discover similar music, a cover song was retrieved since cover songs share nearly 

identical lyrics. This resulted in a boost in the ratings for the music retrieved based 

on lyrics similarity. Our proposed features also proved competitive due to people 

sharing similar context when requesting the songs in Blues. For instance, 

“Somewhere over the rainbow” by Il Divo was retrieved when gKD was used. 

Some common terms used to describe both songs were classical, calm, and 

delightful. Therefore, it is possible to imply that people share similar contextual 

background when listening to songs in Blues. 

For the songs under Latin, using acoustic features outperformed using other 
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three features by a considerable amount. Such result could be explained by the 

rhythmic characteristics of Latin music. While there are variants of the rhythm, the 

most fundamental rhythm is called clave. In most of Latin songs, the rhythm 

structure is based on clave and hence, such strong rhythmic characteristic is 

distinguishable from other genres. The AFS well explained the rhythmic structure 

resulting in good retrieval performance. On the other hand, the remaining three 

features showed poor performance which indicates that for Latin songs, 

participants agreed on neither lyrics similarity nor contextual background similarity. 

A possible reason for such result could be found in the language of the lyrics. Latin 

songs are in Latin causing the participants unable to understand what the lyrics 

meant. Therefore, only the acoustic characteristics could have been considered 

when providing the ratings. 

Both of our proposed features outperformed conventional features for Pop-

rock. Such result indicates that the participants agreed on the similarity of the 

contextual background for the query song and the retrieved song. The two query 

songs under Pop-rock genre are “Last Christmas” by Wham and “November rain” 

by Guns & Roses. Terms such as winter, present, Christmas, and snow, showed 

high occurrence for “Last Christmas” and terms such as autumn, November, and 

rain showed high occurrence for “November Rain”. From these words, it can be 

inferred that the two songs are often heard and requested on specific time or season. 

For instance, “Last Christmas” is mostly heard during the winter season and more 

specifically, during the Christmas season. The retrieved song for “Last Christmas” 

was “All I want for Christmas” by Rupaul. This song is also a Carol sharing similar 

contextual representation. On the other hand, “November rain” seems to be often 

heard during autumn and on rainy days. The retrieved song for “November rain” 
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was “Shape of my heart” by Sting. By inspecting the context-relevant 

representation of “Shape of my heart”, we found out that autumn related terms 

were frequently used. For these two songs, a consensus of when the songs are 

likely to be heard was built and hence, the participants gave high ratings for those 

songs retrieved using our context-relevant representations. 

One interesting but trivial finding was that lyrics performed the best for Rap 

genre. The result follows the characteristic of Rap. Due to the complex rhyme 

structures, lengthy lyrics, and distinctive vocabulary, Rap was easily distinguished 

from other genres by using lyrics as a feature when retrieving similar music. 

Given the task of discovering music that fits the user's contextual background, 

we found out that our proposed features are competitive to conventional lyrics and 

acoustic features in most of the genres. However, analysis based on genre showed 

some limitations. For example, two songs under Jazz, “Take Five” by Dave 

Brubeck and “Don't know why” by Norah Jones, showed varying results. By 

computing the mean value, it was possible to say that GD showed great 

performance, but if the result for each song was inspected separately, different 

conclusions could have been derived. Two different reasons could explain such 

phenomenon: 1) the vagueness of dividing music based on single genre, and 2) 

contextual background of listening to music being dependent on each song rather 

than genre. Therefore, we analyze songs with best and worst performance using our 

proposed descriptors. The results are shown in Figure 28. 
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[Figure 28] Best and worst ratings for Q2 per proposed features. 

 

The best performance using GD to retrieve music was shown for the query 

song “Somewhere over the rainbow” by Impellitteri. The retrieved song was 

“Aubrey” by Bread. By manually inspecting GD, we found out that terms such as 

tranquil, peaceful, and soft were often used to describe both songs. A possible 

explanation can be due to both songs having soft beat and moderate tempo. 

Another interesting finding was that both songs shared family-related terms such as 

mother, father, uncle, etc. We further inspected the documents associated with the 

songs and discovered that such family-related terms were used due to both songs 
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being released more than 20 years ago. Several people were requesting these songs 

because their mother, father, or uncle liked the song. Since GD has a rich 

contextual representation, it was possible to capture such pattern. 

On the other hand, the query song “As long as you love me” by Backstreet 

Boys showed the best performance when gKD was used. The retrieved song was 

“It's my life” by Bo Bice. In this case, it is hard to find a common theme within the 

lyrics. The query song is about love while the retrieved song about a way to live 

one's life. However, a possible explanation for such result could be attributed to the 

acoustical characteristics of the songs. Both songs shared a similar tempo and 

melody structure which led to sharing several mood related words within gKD and 

hence, receiving high ratings from the participants. Such result implies that the 

context-relevant music descriptors well captured the acoustic characteristics of the 

two songs and satisfied the participants. 

The worst performance using GD was shown for query songs “Everytime” by 

A1 where the retrieved song was “My life” by Guce. The reason for such low 

performance was due to the inaccuracy of the fuzzy string matching algorithm. We 

manually inspected the documents associated to “My life” and discovered that the 

context was similar to the context described in documents associated to “Everytime” 

but the song request was not “My life.” Since fuzzy string matching algorithm tries 

to discover the most likely candidate, “My life” was assigned resulting in a 

mismatch in the song-document association. 

When we used gKD to retrieve similar songs, the query “White lies” by Rose 

Cousins showed the worst mean ratings. The retrieved song was “Metamorphosis” 

by Evile. A possible reason for such poor performance could be due to the lack of 

documents associated with the song. There was only one document associated with 
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each song where the context written in each document being similar. However, it is 

difficult to generalize the contextual background when listening to music with only 

one document association. Such phenomenon resulted in failing to convince the 

participants to give high ratings. 

Throughout the user evaluation, while we discovered some limitations, we 

showed that our proposed music descriptors were competitive to the conventional 

features for music discovery. Therefore, our proposed algorithm that utilizes 

context-relevant keywords could be used to describe music. 

 

 

4.3. Summary 

In this chapter, we described a novel method to represent music using context-

relevant keywords. By using a massive collection of documents containing the 

contextual information from users and a song request, we built song-document 

associations. We then extracted keywords from each document to obtain context-

relevant music descriptors, which we used to explain the user's general contextual 

information when searching for music. Finally, we represented each song using 

general context-relevant music descriptors. 

We evaluated our method by comparing the keywords generated using our 

system with the social tags gathered from Last.fm, which showed that our approach 

provides richer contextual information than social tags. We also performed various 

experiments in order to identify the correlation between our proposed music 

descriptors with conventional features such as lyrics and acoustic features. Our 

statistical analyses showed that there were correlations between the context-
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relevant representations with lyrics and acoustic features, and thus our proposed 

music descriptors could be used to enhance music descriptions. We also performed 

qualitative evaluations and showed that our proposed features can compete with 

conventional features at discovering music. 

The main contribution of our method is that we employed user-generated 

documents to represent music with context-relevant keywords. The keywords were 

extracted from the documents created by users, so the scope of the context-relevant 

terms is not limited, which facilitates richer context-relevant music descriptions. 

By including contextual information when describing music, it is possible to search 

for music using context-relevant terms and this is an improvement compared with 

current music search systems, which are focused mostly on content-relevant words, 

such as the artist, title, and genre. In addition, we statistically demonstrated that 

there were correlations between the proposed context-relevant music descriptors 

with lyrics and acoustic features. These correlations mean that is possible to utilize 

our music descriptors to auto-tag songs without song-document associations, 

thereby addressing the cold start problem. 

Based on our different experiments, we discovered some limitations. First, 

incorrect song-document associations could be produced because of inaccurate 

context-relevant representations of music. This limitation was due to errors 

generated when computing the Levenshtein distance using the fuzzy string 

matching algorithm. However, this limitation may be resolved by providing a 

formal platform that could allow users to write their personal stories and song 

requests. Another possible solution could be using a better algorithm for the fuzzy 

string matching process. The second limitation was the production of insufficient 

documents associated with a song, which could be resolved by employing the 
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correlations that we determined between our proposed music descriptors and 

conventional features. For the songs with few document associations, we could 

implement an algorithm to auto-tag them by discovering similar songs with 

abundant document associations using lyrics and/or acoustic features. This remains 

as future work. 
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5. Conclusion 

The dynamics of the music industry are changing to meet the information 

and/or entertainment needs of the users. The available digital music has rapidly 

increased during the past decade and is still growing. Additionally, smart devices 

allow users to interact with music anytime and anywhere. Consequently, the role of 

music services to guide users to search and discover relevant music is becoming 

more important. While music services provide various technologies to search and 

discover music, the question of rather such systems regard the user’s music 

listening context for music search and discovery is still unsolved. This question 

arises from the paradigm shift towards listening to music based on the music 

listening context which is analyzed from a popular music service provider. Many 

researchers also emphasize the importance of integrating user’s music listening 

context for music search and discovery. Motivated from such paradigm shift and 

emphasis on importance of user’s music listening context, we studied how to 

integrate user’s music listening context more efficiently and more accurately. 

In this final chapter of this dissertation, we summarize our work, discuss the 

practical and technical implications, explain the contributions, and illustrate the 

limitations and future directions. 

 

 

5.1. Summary of the Research 

In this dissertation, we illustrated a novel method to embed user’s music 

listening context from user-generated documents for semantic music search and 

discovery. We utilized documents collected from Korean radio program’s Internet 
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bulletin board. Along with a song request, each document comprises a personal 

story which is regarded as the music listening context of the writer. Using these 

documents as the data source for extracting user’s music listening context, we 

developed two different systems to embed user’s music listening context for music 

search and discovery. 

In our first approach, we used these documents to recommend music based on 

similar music listening context. More specifically, we identified documents that 

shared similar stories and recommended the requested music written within the 

most similar document. In order to validate if the document is a valid data source 

for extracting user’s music listening context, we assumed that personal stories and 

the song request had associations. If our assumption is valid, then people 

requesting the same song would share similar context, i.e. have similar stories. In 

order to verify if our assumption is valid, we evaluated our system using 

conventional information retrieval evaluation metrics, namely precision-recall and 

reciprocal rank. We developed an evaluation set where multiple documents 

requested the same song. By computing the precision-recall, we verified that our 

assumption was valid and hence, could recommend music based on similar 

documents. To examine if the recommended music was satisfying to the users, we 

performed a user evaluation test. The participants were given a personal story, 

randomly selected from the collection of documents, and three songs: song actually 

requested from the given personal story, song requested from the most similar 

document, and a randomly selected song. After reading the personal story, 

participants were to rate if each song fits the context of the personal story. From the 

results of the user evaluation, we were able to infer that it is possible to recommend 

music embedding user’s music listening context purely based on document analysis. 
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However, the first approach was limited to Korean pop songs. Additionally, due to 

different distribution of documents associated to music, popularity bias was found 

resulting in popular music being easily recommended while less popular music 

merely found. In order to overcome these limitations, we proposed a second 

approach where we described music using keywords extracted from the same 

documents. 

In our second approach, we collected a larger amount of documents from the 

Korean radio program’s bulletin board. We collected documents from a different 

program in order to generalize our approach to Western pop music. This program 

only played Western pop music making it possible to associate personal stories 

with Western pop music. We used the collected documents to create two different 

word dictionary containing terms related to the user’s music listening context. The 

first dictionary was created by counting the top 5,000 terms that were frequently 

used in the collected documents. Another dictionary was created by extracting the 

keywords from each of these documents. Three steps were involved when creating 

the dictionary using keyword extraction. First, we computed the normalized TF-

IDF value for each terms used in each document and assigned the top 10% terms 

with the highest TF-IDF value as the keywords for the given document. We then 

created a list of keywords by accumulating the keywords for each document. 

Finally, using the keywords list, we counted how many times each term within the 

keywords list was used throughout the document collection and assigned the top 

500 most frequently used keywords as the generalized keywords dictionary. Using 

these proposed novel descriptors of music, we embedded user’s music listening 

context for music search and discovery. In order to validate our system, we first 

compared the proposed music descriptors with social tags collected from Last.fm to 
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identify that our music descriptors contain more context-related terms than social 

tags. The result was promising as the distribution indicated that approximately 64% 

of the terms within the proposed music descriptors were related to the user’s music 

listening context while Last.fm only showed 27%. Since our music descriptors did 

indeed comprise terms related to the music listening context of the users, we 

examined if the proposed music descriptors can be used to discover similar music 

by identifying correlations with acoustic features and lyrics. We were able discover 

that there was correlation between our proposed music descriptors and 

conventional features. For further evaluation, we performed a user evaluation task. 

Given a query song, we used three different music descriptors, our proposed 

context-relevant music descriptors, acoustic features, and lyrics to discover the 

most similar music. We then gave the participants the query song along with three 

similar songs and asked the participants to rate if each song is an appropriate 

recommendation given the query song. From this result, we were able to identify 

that in several cases, our music descriptors outperformed conventional features and 

hence, could be used as an enhancement to music description for a semantic music 

search and discovery. 

In this section, we summarized the research processed throughout the 

dissertation and identified that it is feasible to use the documents collected from the 

Korean radio program’s Internet bulletin board to embed the music listening 

context of users for semantic music search and discovery. In the following section 

we overview the implications of the research. 
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5.2. Implications 

We have introduced a novel method to embed user’s music listening context 

for music search and discovery by utilizing user-generated documents. Throughout 

a thorough evaluation process, we identified that our approach is valid and hence, it 

is possible to infer user’s music listening context for semantic music search and 

discovery. In this section, we discuss the theoretical, technical, and practical 

implications of the research. 

 

5.2.1. Theoretical Implications 

By recommending music based on document analysis on documents collected 

from the Korean radio program’s Internet bulletin board, we showed that users in 

similar music listening context share similar music preference. This approves the 

theoretical background of the relationship between music and user’s music 

listening context described in [142] where the authors stated that the user’s various 

music listening context contributes to what music the user listens to. We considered 

documents with similar personal stories to have similar music listening context and 

assumed that if the theoretical background would hold, then those documents 

would share similar music preference, i.e. have the same request song. Throughout 

both quantitative and qualitative evaluation, we succeeded in verifying that the 

proposed approach agrees with the theory and hence, it is possible to embed user’s 

music listening context and recommend music by document analysis. The 

underlying assumption in the proposed method was that there is an association 

between the personal story and the anticipated request song within each document. 

This leads to another theoretical implication which is that we verified the 
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assumption and discovered the association. 

As mentioned above, each document comprises a personal story along with an 

anticipated song request. If the two data have no association, then it would be 

meaningless to analyze to personal story to infer the user’s music listening context. 

It would be the same as recommending music randomly. However, we computed 

the precision-recall assuming that documents requesting the same song share 

similar personal stories and hence, are relevant. The mean average precision 

computed after performing document analysis to retrieve relevant documents 

significantly outscored the mean average precision computed after randomly 

distributing the documents (p < 0.05). This infers that there are association between 

the personal story and the anticipated request song and as a consequence, the 

documents are a valuable data source where researchers can infer the user’s music 

listening context for music search and discovery. 

In our second framework, where we describe music using music listening 

context-related keywords extracted from the same documents mentioned in the 

previous paragraph, we identified that the proposed music descriptors had 

correlation with acoustic features and lyrics. In the evaluation process, we first 

retrieved music similar to the query based on acoustic feature similarity and lyrics 

similarity. The retrieved songs were assumed to be the ground truth information for 

the evaluation process. We then retrieved similar music by describing music using 

the proposed music descriptors and computed the precision-recall. From the results, 

we identified that in many cases, the context-relevant keywords music descriptors 

had correlation with acoustic features and lyrics. This indicates that user’s music 

listening context is related to the acoustic characteristics of music and/or the 

characteristics of lyrics. This provides insight in resolving the cold-start problem, 
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which occurs when there is no personal story associated to music. 

In this section, we explained the theoretical implications of the dissertation 

which can be summarized in three-folds. First, we confirmed that user’s in similar 

music context share similar music preference. Second, we identified that there is 

correlation between the personal story and the song request comprised in the user-

generated documents collected from the Korean radio program’s internet bulletin 

board. Finally, we discovered that music listening context-related music descriptors 

have correlation with the acoustic characteristics and/or the lyrics of the music. In 

the next section, we describe some technical implications of the dissertation. 

 

5.2.2. Technical Implications 

Throughout the method described in Chapter 3, we identified that it is possible 

to recommend music purely based on document analysis. In most of the current 

music recommendation systems, which implements the collaborative filtering 

algorithm, purchase history or the rating history of the user is needed. By analyzing 

these information provided by the users, music recommenders identifies similar 

users to recommend novel music. However, the information that can be inferred 

from the purchase and rating histories, lacks information regarding the user’s music 

listening context. This does not cope with the paradigm change in which users are 

listening to music based on their music listening context and hence, the 

recommendation is not satisfying enough. On the other hand, content-based music 

recommendation systems analyze the audio signal of the music to retrieve relevant 

music. Again, the user’s music listening context cannot be found within the music 

content and hence, fails to incorporate the user’s music listening context during 

recommendation. Other recommendation systems, attempting to embed the user’s 
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music listening context, analyze various information of the user obtained from 

diverse data sources such as mobile sensors, social tags, websites, etc. Whatsoever, 

in most cases, the analyzed user’s music listening context is used along with signal 

processing or analysis on the information used in collaborative filtering 

recommenders. Our approach is unique in a sense that the retrieval of similar music 

is based on the user’s music listening context by only performing document 

analysis on the collected data. 

Another technical implication is that we identified and compared existing 

algorithms that could well support our goal which is to embed user’s music 

listening context by analyzing user-generated documents. There are two core 

algorithms involved in our system: similar document retrieval algorithm and 

keyword extraction algorithm. We utilized three stable algorithms, LSA, pLSA, and 

LDA for similar document retrieval as they showed success in various NLP related 

research. More recently, we found out that machine learning approach, more 

specifically the binary Restricted Boltzmann Machine, succeeded in identifying the 

latent meanings between terms and classifying documents [76]. However, when we 

implemented the same algorithm for our specific documents, the result did not 

outperform pLSA and LDA. This might be due to the characteristic differences of 

the document used in [76] and the document we used. By comparing the 

performance of LSA, pLSA, and LDA, we discovered that LDA is the best 

algorithm for the documents used in the dissertation. Another core algorithm is the 

keyword extraction algorithm which is used in our second approach mentioned in 

Chapter 4. There are various methods to extract keywords from a collection of 

documents. We examined TF-IDF, clustering method described in [21], and 

utilizing Shannon’s entropy described in [21]. After performing various 
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experiments, we identified that the normalized TF-IDF, widely used for collection 

of documents with different lengths, showed the best performance. The clustering 

method and utilizing Shannon’s entropy to extract keywords outperformed TF-IDF 

in books where chapters were divided and each chapter had different theme/topic. 

However, since our documents do not have a legit division of chapters, the 

clustering method and Shannon’s entropy did not perform well. 

In this section, we explained the technical implications of the dissertation by 

explaining how we utilized existing algorithms in order to fulfil the goal of the 

dissertation. Since our goal is to introduce a novel framework that well embeds 

user’s music listening context for music search and discovery, modifying the 

existing algorithms for performance improvement was not necessary. Therefore, we 

identified the combination of existing algorithms that reaches the goal of the 

dissertation in maximum. In the following section, we will discuss the practical 

implications of the dissertation. 

 

5.2.3. Practical Implications 

In this dissertation, we embed user’s music listening context by performing 

document analysis on user-generated documents collected from the Korean radio 

program’s Internet bulletin board. We introduced two different methods to utilize 

these documents to infer the user’s music listening context for music search and 

discovery: recommending music based on document similarity and describing 

music using music listening context relevant keywords for semantic music search 

and discovery. 

By recommending music based on document similarity, our method can be 

implemented to retrieve music where text is used such as personal diaries, social 
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network services, etc. Once the user writes something about their daily life, our 

system will be able to retrieve music that is relevant to the written article. In other 

words, it is possible to build an automated DJ system that regards the user’s music 

listening context when playing a song. However, we did not implement such 

system as the focus of this dissertation was to identify the data source where we 

could infer a wide range of user’s music listening context for music search and 

discovery. 

Another practical implication of this dissertation is that it will allow semantic 

music search and discovery in a natural language setting. In our second approach, 

we described music using keywords that are widely used to describe the user’s 

music listening context. We extracted keywords from a massive collection of user-

generated documents and created a generalized keywords list including terms 

related to the music listening context to describe music. Since music is described 

by terms related to user’s music listening context, it is possible to search for music 

using music listening context-related terms and hence, by implementing the 

proposed method, it will grant users to search and discover music semantically in a 

natural language setting. 

 

 

5.3. Contributions 

As explained in Chapter 1, the main contribution is two-folds. The novelty of 

utilizing user-generated documents, comprising the user’s music listening context 

and an anticipation of a song, to embed user’s music listening context for music 

recommendation is the first main contribution. According to the knowledge of the 
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author, there is no work that has a similar framework to our approach probably due 

to failing to discover documents that have association between user’s music 

listening context and music. We verified that to use these documents for music 

recommendation was feasible by showing our assumption, user’s in similar music 

listening context will share similar music, was valid. The quantitative evaluation 

results showed that discovering similar documents via Latent Semantic Analysis 

and probabilistic Latent Semantic Analysis significantly outperformed randomly 

distributed documents (p < 0.05). The qualitative evaluation results also were in 

favor of our approach where the ratings for the songs recommended by our 

algorithm significantly outperformed the ratings for the songs randomly retrieved 

(p < 0.05). Both evaluations are in favor of our approach and hence, indicate that it 

is possible to recommend music purely based on document analysis. Additionally, 

by collecting big number of such documents, our system successfully embeds 

user’s various music listening context since there would be various stories written 

by various users. With these advantages, our approach could be implemented to 

systems using text such as SNS and blogs to suggest music that could harmonize 

with the context of the document. 

Another contribution is that we identified generalized music descriptors that 

are comprised of the terms generally used to explain the user’s music listening 

context. Describing music using the generalized music descriptors not only 

overcomes several limitations of the proposed music recommendation based on 

document analysis but also provides an insight for semantic music search and 

discovery in a natural language setting. While we did not implement a music search 

and discovery system that utilizes the generalized music descriptors, throughout the 

evaluation we identified the possibility of such system. From the pilot test, we 
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verified that the proposed generalized music descriptors contained more terms that 

related to the music listening context of users than social tags collected from 

Last.fm. Throughout the quantitative evaluation we identified the generalized 

music descriptors, comprising terms related to the user’s music listening context, 

had correlation with the conventional features such as acoustic features or lyrics. 

This indicated that our music descriptors could include valuable information which 

could be used for music search and discovery. Hence, we performed a user 

evaluation test and the results indicated that the proposed music descriptors are 

competitive to the conventional features. Therefore, it is feasible to utilize the 

generalized music descriptors, including keywords related to the user’s music 

listening context, for music search and discovery. Also, once there are couple of 

thousands music described by the generalized music descriptors, it will be possible 

to overcome the cold-start problem by implementing similar frameworks 

introduced in works related to auto-tagging music with tags. 

In this section we described the contributions of this dissertation in detail. We 

showed that the goal of the dissertation, which is to utilize user-generated 

documents to infer user’s various music listening context, is accomplished. 

However, there also were numerous limitations identified while conducting the 

research and will be discussed in the following section. 

 

 

5.4. Limitations and Future Directions 

Since the dissertation is about utilizing user-generated documents to embed 

user’s music listening context for music search and discovery, our approach 
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confronts a practical limitation in the evaluation procedure: there is no stable 

ground truth data. This is a common limitation that many researches regarding 

music recommendation confront. Building a ground truth dataset for music 

recommendation is difficult due to the difficulty in defining similar music. Even for 

cover songs, if the original song is a Ballad song and someone created a cover song 

in a Rock tone, is it possible to say that the two are similar? This is a difficult 

question and is still an open problem. There are some datasets such as the Million 

Song Dataset [9] containing artist similarity but they lack similar track information. 

However, as acoustic features and lyrics are frequently used in research regarding 

similar music retrieval, we decided to utilize the two features to assign similarity 

on a track level for our music dataset. These two features are still not a stable 

method to assign similar music and hence, to build a stabilized ground truth data 

which can be used for music recommendation system’s evaluation should be 

attempted. Since embedding music listening context for music search and 

discovery is gaining more interest, the ground truth dataset should contain 

information regarding the music listening context. 

Additionally, it was difficult to examine how music listening context in 

different cultures influence music preference as we only utilized documents 

collected from the Korean radio program. This was due to the authors being unable 

to discover documents with similar format in English. Unlike the Korean radio 

programs, the DJ decided which music to play lacking interaction with the users in 

radio programs aired in the United States of America. As the result, there was no 

document that comprised user’s music listening context and an anticipated song 

request. To discovery such documents which could be used to extract user’s various 

music listening context, will have impact as it will allow analysis on 
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interrelationship between music listening context and music preference in various 

cultural setting. 

It could be useful to have a formatted platform where users can post their 

personal story along with a song request. In the case of Korean radio program’s 

Internet bulletin board, it was similar to a blog where users were able to write in 

the title field and the message field. Consequently, the personal story and the 

anticipation of a song were written in the message field requiring a preprocessing 

step of identifying the song request. Depending on the performance of the 

preprocessing step of identifying the song request within the document, the 

system’s performance can change dramatically. Due to its simplicity, we used the 

Levenshtein distance to discover the anticipated music in this dissertation. There 

are more recent algorithms which can improve the performance and moreover, 

research regarding fuzzy string algorithm is another area of interest that could 

improve the performance of the proposed method. 

In this dissertation, the research goal was to utilize documents to extract the 

user’s music listening context for music search and discovery. We introduced two 

different methods which fulfilled the research goal. We identified that the 

documents collected from the Korean radio program’s Internet bulletin board 

included valuable information about the user’s music listening context and the 

information was associated to music allowing our system to discover music based 

on user’s music listening context similarity. It is a novel method to utilize such 

documents for music search and discovery. There are still various aspects that 

could be improved. For instance, we only used existing algorithms for document 

analysis but attempts to discover a better algorithm should be taken into 

consideration. 



 

125 

Finally we conclude the dissertation by indicating that the documents 

collected from the Korean radio program’s Internet bulletin board is useful to 

extract user’s music listening context and hence, in the future, with a cleaner 

dataset similar to the documents we collected, it will be possible to implement a 

fully automated DJ system where the system recommends music based on the 

given user’s music listening context. Additionally, we hope that this dissertation 

will provide insights and act as the starting point which will lead to users search 

music semantically in a natural language setting where the retrieved results will 

more satisfy the user’s entertainment and/or information needs for music. 
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Abstract in Korean 

 

디지털 음원의 숫자는 갈수록 많아지고 있다. 예를 들어 주요 온라인 

음악 서비스 중 하나 인 Spotify는 디지털 음악 라이브러리에 3천만개가 

넘는 트랙을 보유하고 있다고 발표했다. 이러한 방대한 양의 데이터로 

사용자는 언제 어디서나 음악을 쉽게 들을 수 있게 되었다. 그러나 선택

할 수 있는 데이터가 너무 많아짐에 따라 사용자가 사용자의 필요에 맞

는 적절한 음악을 찾는 데 어려움을 겪는 Paradox of Choice로 알려진 

단점이 야기되었다. 따라서 사용자가 음악을 검색하고 발견하는 새로운 

기술에 대한 필요성이 제기되고 있다. 

사용자가 음악을 검색하고 발견하도록 도와주는 기술은 많다. 음악 검

색과 음악 발견을 엄격하게 구분하는 것은 어렵지만 사용자가 찾고자 하

는 음악에 대한 사전 지식의 요구 사항에 따라 두 가지를 구분할 수 있

다. 음악 검색에는 사용자가 찾고자 하는 음악에 대한 특정 지식이 필요

하다. 예를 들어 사용자가 iTunes에서 특정 노래를 구입하려면 사용자

는 “싸이 강남스타일”과 같은 쿼리를 해야 하고 그러면 시스템은 정확한 

노래를 찾아준다. 반면에 음악 발견은 사용자가 새로운 음악을 찾는 것

과 관련이 있다. 따라서 음악에 대한 사전 지식이 필요하지 않다. 예를 

들어, 사용자가 Last.fm에서 특정 시간 동안 음악을 청취하면 시스템은 

청취 패턴을 분석하고 사용자가 좋아할만한 새로운 노래를 찾아준다. 

이처럼 음악 검색 및 발견을 도와주는 기술이 다양하게 있는데 검색 

및 발견의 과정에서 중요한 요소가 두 가지 있다. 첫째는 사용자가 제공 
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하는 정보이고 둘째는 시스템에서 유사한 음악을 찾는데 사용하는 음악 

특성이다. 사용자가 제공하는 정보에는 음악에 대한 평점, 음악 청취 이

력, 음악 구매 이력 등을 포함한다. 음악을 검색하고 발견하는데 도움을 

주는 현재 대부분의 기술은 사용자가 제공 한 다양한 정보를 이용하지만, 

대부분의 경우 사용자의 음악 청취 컨텍스트는 무시한다. 또한, 시스템

에서 유사한 음악을 찾기 위해 사용하는 음악 특성은 다양한데 대부분의 

특성들은 사용자의 음악 청취 컨텍스트를 고려하지 않고 있다. 그러나 

음악은 몇 분 만에 소비되고 음악에 대한 선호도 역시 음악을 검색 할 

때 사용자가 어떤 상황에 있는지에 따라 빠르게 변하기 때문에 지난 몇 

년 동안 사용자의 컨텍스트를 포함 할 필요성이 제기되었고, 이에 따라 

컨텍스트 기반 음악 검색 및 발견에 관한 연구가 꾸준히 증가하고 있다. 

본 학위 논문에서는 사용자의 음악 청취 컨텍스트 정보를 고려한 음악 

추천 시스템을 제안한다. 이 시스템의 핵심 아이디어는 사용자가 직접 

생성한 라디오 사연에서 사용자의 음악 청취 컨텍스트를 추출한다는 점

이다. 라디오 사연에는 개인적인 이야기와 함께 해당 이야기에 근거한 

노래 신청이 포함된다. 이러한 라디오 사연을 활용하여 사용자의 음악 

청취 컨텍스트를 추출하고 이를 두 가지 방법으로 음악 추천에 활용한다. 

첫 번째 방법에서는 Latent Semantic Analysis와 probabilistic Latent 

Semantic Analysis를 통해 유사한 사연을 찾고 해당 사연에서 신청한 

노래를 추천해준다. 시스템을 정량적으로 평가하기 위하여 정보검색 연

구에서 흔히 사용되는 precision-recall을 사용하였고 정성적으로 평가

하기 위해 사용자 평가를 진행하였다. 실험 결과에 따르면 유사한 상황



 

144 

에 있는 사람들은 비슷한 음악을 선호하였고 라디오 사연에 포함 되어 

있는 개인적인 이야기와 노래 신청간에 강력한 연관성이 있음을 확인하

였다. 

두 번째 방법에서는 첫 번째 방법의 결과를 활용하고 첫 번째 방법에

서 발견된 한계점을 극복하려고 시도하였다. 첫 번째 방법에서의 한 가

지 중요한 한계는 충분한 길이의 입력 문서가 필요하다는 것이다. 이는 

인터넷에서 흔히 사용 되는 키워드 기반 검색에는 적합하지 않다. 또한 

잘 알려지지 않은 음악에 비해 대중 음악이 더 쉽게 발견되는 한계가 있

다. 이러한 한계를 극복하기 위해 사용자의 음악 청취 컨텍스트와 관련 

된 키워드를 음악 특성으로 사용하는 시스템을 제안한다. 이 시스템은 

대량으로 수집한 라디오 사연으로부터 사용자들이 음악을 듣고 싶어하는 

컨텍스트를 묘사할 때 흔히 사용되는 키워드들을 단어 빈도와 역문서 빈

도 값을 활용하여 추출한다. 해당 단어들을 활용하여 일반화 된 키워드 

사전을 구성하고 이를 각 음악의 특성으로 사용하다. 동일한 노래를 신

청한 사연이 여러 개 있기 때문에 이 사전을 활용하여 단어 빈도수를 계

산하게 되면 사용자들이 해당 노래를 들을 때의 일반적인 배경에 대한 

정보가 생성된다. 이 특성을 활용하여 유사한 음악을 찾아 사용자에게 

추천을 해주는 방식이다. 우리는 이 시스템에서 제안하는 음악 특성이 

Last.fm에서 제공 한 소셜 태그보다 훨씬 더 많은 컨텍스트 관련 용어

를 포함하고 있는 것을 확인하였다. 또한 제안한 특성이 기존의 음악 추

천 시스템에서 흔히 사용한 음악 특성들과 어떤 연관성이 있는지 확인하

였다. 마지막으로 사용자 평가를 통하여 제안한 사용자 음악 청취 컨텍
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스트를 반영한 사전이 유용한 음악 특성인지를 평가하였다. 그 결과, 제

안 된 음악 특성은 기존의 음악 특성들과 경쟁력이 있다는 점을 확인하

였고 따라서 이를 음악 추천시스템에서 활용할 수 있다는 결론을 도출하

였다. 

이 논문은 음악 정보 검색의 연구 분야에 크게 기여를 한다. 첫째, 사

용자가 작성한 문서를 활용하여 사용자의 문맥 정보를 정확하게 추출 할 

수 있는 프레임워크를 제시했다. 둘째, 시맨틱 음악 검색 및 발견을 가

능하게 하는 사용자의 음악 청취 컨텍스트가 반영 된 음악 특성을 개발

하기 위한 프레임워크를 제시했다. 마지막으로 텍스트를 사용하는 서비

스에 음악 자동 추천, 음악 청취 컨텍스트와 관련된 키워드를 사용하는 

자연어 기반 음악 검색 등과 같은 실용적인 응용 프로그램에 적용 할 수 

있다. 

 

 

주요어: 시멘틱 음악 추천, 음악 청취 컨텍스트, 라디오 사연, 문서 유사

도, 키워드 추출 
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