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Abstract

A smart space, which is embedded with networked sensors and smart devices, can

provide various useful services to its users. For the success of a smart space, the prob-

lem of tracking and identification of smart space users is of paramount importance. We

propose a system called Optimus for persistent tracking and identification of users in a

smart space, which is equipped with a camera network. We assume that each user car-

ries a smartphone in a smart space. A camera network is used to solve the problem of

tracking multiple users in a smart space. For robust tracking, tracklets are constructed

from human detections and then track-level association is used to combine tracklets

to build longer trajectories of users. Lastly, accelerometers in smartphones are used

to disambiguate identities of trajectories. The performance of the proposed system is

evaluated extensively in experiments.

keywords: Tracking, Identification, Smart space, Smartphone, Camera Network,

Accelerometer

student number: 2011-20894
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Chapter 1

INTRODUCTION

It is envisioned that ordinary spaces, such as home, offices, classrooms, buildings, and

vehicles, can be turned into smart spaces using networked embedded sensors and smart

devices, enabling ubiquitous and pervasive computing. The networked embedded sen-

sors in smart spaces can collect useful information about users’ locations, companions,

and other aspects of their daily activities [33] to provide convenience and easy acces-

sibility to the users.

Recently, smart spaces have received significant attention by a number of research

groups in academia and industry. Johanson et al. [17] developed a meeting room in

which users are tracked using pressure sensors to enable interactions between users and

projector displays. In [12], the user context information is extracted by locating people

based on the WaveLan wireless signal strength and positions of wireless access points.

The proposed system is used to create an environment that can adapt to the users’

context and needs. A dense network of ultrasound sensors are used to locate users in

a smart space for interaction between users and electronics in [14]. Brumitt et al. [6]

detected the presence of users using cameras in order to adjust environment settings

such as the lighting condition and to control computers and electronics. Kindberg et

al. [19] proposed a system which could locate users using IR beacons and allow users

to access the Web resources using devices such as digital cameras, printers, and PDAs.
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Figure 1.1: An illustration of tracking and identification of users in a smart space. Each

user carries a smartphone and moves around in a smart space, which is equipped with

a camera network. Based on location and identification of users, various services can

be provided in a smart space.

For many systems designed for smart spaces, it is crucial to track and identify smart

space users reliably. When tracking or identification is failed, the context or situation

in a smart space will be incorrectly perceived and invalid services will be provided to

the users. In this paper, we consider the problem of persistent tracking and identifica-

tion of users in a smart space which is equipped with visual sensors (see Figure 1.1).

We assume that, in addition to visual sensors or a camera network, each user carries

a smart device with an accelerometer. We propose a system called Optimus, which

combines visual information from a camera network and accelerometer readings from

smart devices to track and identify multiple users simultaneously in a smart space.

In an indoor environment, it is not possible to obtain precise localization using a

method such as a GPS, wireless signal strength, or wireless fingerprinting. Hence, a

large number of prior work on tracking and identification of indoor users has been

based on visual information using cameras. However, there is a fundamental limita-

tion to reconstruct the situation using 2D images since information is lost when the
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3D world is projected on to the 2D image plane. Furthermore, problems such as occlu-

sions, distortions, and ambiguities, make tracking and identification more challenging.

Therefore, persistent and reliable tracking and identification in a complex environment

is not possible using visual information alone. In this paper, we use smartphones as ad-

ditional sensors to improve the quality of tracking and identification of multiple users

in a smart space.

In order to track and identify multiple users persistently using a camera network

and smartphones carried by users, a number of issues have to be addressed. First, we

need to reliably detect human subjects from images. This is not a trivial task as a

human subject is deformable and the scene can change dynamically. We resolve this

issue by detecting heads of smart space users using cameras which are mounted higher

than the height of a person. The histograms of oriented gradients (HOG) features [8]

are applied to detect human heads at various orientations. Next, we need to robustly

track multiple users in a dynamic scene. Unexpected and complex movements of peo-

ple must be handled and the tracking algorithm must be able to operate robustly even

when the detection algorithm does not provide completely accurate information. The

proposed system solves this problem using tracklets and delayed track-level associa-

tion. A tracklet is a small segment of a trajectory with no association ambiguity, which

is detected from two consecutive frames in our case, and the delayed track-level as-

sociation method delays the decision to associate a tracklet to an existing track until

there is an enough evidence that they are trajectories of the same subject. Lastly, we

need to accurately identify trajectories for all users. We use accelerometer readings

from the user’s smartphone to identify each user’s trajectory. When the length of a tra-

jectory is long enough, we show that we can reliably identify its user using movement

information from an accelerometer of the user’s smartphone.

The remainder of this paper is organized as follows. In Section 1.0.1, related work

is discussed. The tracking and identification problem using visual information and

accelerometer readings is formally described in Section 2. Multi-person tracking and
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identification algorithms are described in Section 3 and Section 4, respectively. The

performance of the proposed system is extensively evaluated in Section 5.

1.0.1 Related Work

While a complete survey of tracking and identification is beyond the scope of the

present paper, we describe the most related work in multi-object tracking and user

identification using accelerometers in this section.

Object tracking is a fundamental problem in computer vision and many other ar-

eas and it has been studied for many years. While significant advances have been

made recently in visual tracking of a single target, such as kernel tracking [23, 29],

silhouette-based tracking [28], and statistical methods [5], multi-target tracking is still

a challenging problem due to its inherent difficulty in data association from noisy mea-

surements.

Wren et al. [34] detected foreground blobs using the connected component anal-

ysis to track multiple targets. The major limitation of the algorithm is that there is no

one-to-one correspondence between a blob and an object. Particle filters are used to

manage multiple targets in [1, 4] based on current and past observations. But trajec-

tories can be drifted by noisy observations or missing observations due to occlusions.

In [21], object detection and space-time trajectory estimation problems are considered

as a coupled optimization problem. However, this approach cannot handle a complex

scene with a long sequence of occlusions due to the exponential growth of possible

hypotheses. Fleuret et al. [11] generated a probabilistic occupancy map and estimated

trajectories of objects greedily by applying dynamic programming sequentially. There

is a growing number of multi-target tracking methods which are based on tracklets

(short trajectories with no ambiguity about data association), including [18,26,31,36].

A tracklet-based approach first solves easy data association problems to generate track-

lets and difficult association problems between tracklets are considered later when an

enough evidence is accumulated to make a correct decision. It has been demonstrated
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that tracklet-based approaches are quite effective for multi-target tracking in a complex

environment.

There have been attempts to identify a person using an accelerometer carried by the

person while the person is tracked visually. In [30], a tracking algorithm CAMSHIFT

[3] was used to track people and normalized cross correlation (NCC) was applied to

identify them. NCC was used to compare the low-pass filtered acceleration informa-

tion from both visual information and accelerometer readings. The visual acceleration

information was obtained by differentiating the velocity of a tracked object. However,

only one subject was tracked and identified at a time, making it unsuitable for tracking

many users interacting in a smart space. In [32], moving people were tracked using

a camera mounted on the ceiling looking downwards and accelerometers were placed

on each person’s belt. Each person’s moving speed was calculated from accelerometer

readings and compared to the speeds of people tracked by a camera. The correlation

between velocities computed by accelerometers and a camera was used to identify

people. Since the camera is looking downwards, there is no occlusion and it becomes

trivial to detect and track moving objects using a simple background subtraction al-

gorithm. But, in general, cameras are installed to look sideways to increase coverage.

Hence, the suggested camera configuration will be quite expensive to install and main-

tain for the same coverage compared to the general camera configuration.

In this paper, we assume that cameras are mounted on the wall looking sideways,

which is a standard configuration of a camera network. Although the side view from a

camera gives a larger field of view, it results in frequent occlusions. Hence, sophisti-

cated human detection and tracking algorithms are required as a simple background

subtraction algorithm is no longer a suitable option. Furthermore, smartphone ac-

celerometer readings are not as reliable as accelerometers used in [30, 32]. Hence,

it is required to find the right representation of smartphone accelerometer readings for

reliable identification of users.
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Chapter 2

AN OVERVIEW

We assume that a smart space is equipped with a camera network and a user in the

smart space can carry a smartphone. All users move freely in and out of the view

of cameras at any time. Our goal is to track all users and identify them by fusing

visual information from cameras and accelerometer readings from smartphones. For

simplicity, we assume that there is a single camera. When there are multiple cameras,

a hierarchical multi-sensor multi-object tracking method, such as [24], can be applied,

but we need to consider multi-view geometry constraints for more accurate tracking

results if there are overlapping fields of views.

Let us denote the current time by t. Let At and It be accelerometer readings and

an image taken at time t, respectively. Suppose that there are K users and U ≤ K of

them are carrying smartphones in the smart space. The accelerometer readings At has

U elements, i.e., At = {a1
t , ..., a

U
t }, where akt is an accelerometer reading from the

k-th user at time t. At each time t, our goal is to estimate trajectories and then identify

trajectories of U users {τ (k) : 1 ≤ k ≤ U} using I1:t and A1:t, where τ (k) is described

below, Ia:b = {Ia, Ia+1, . . . , Ib}, and Aa:b is defined similarly, for a < b.

The overall structure of the proposed Optimus system is given in Figure 2.1. In the

detection stage, human subjects are detected from It using a human detection algo-
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Figure 2.1: A flowchart of the Optimus system.

rithm. Let Dt be a set of all detections and

Dt =
{
d1
t , ..., d

nt
t

}
,

where dnt is n-th detection at time t and nt is the number of detections at time t. Each

detection represents a rectangular patch in an image and dnt represents the location and

size of the detected patch, i.e.,

dnt = (xnt , y
n
t , w

n
t , h

n
t ) , (2.1)

where (xnt , y
n
t ) is the center of the n-th detection in the image plane, and wnt and hnt

are the width and height of the detected patch, respectively. Note that we may drop the

subscript t, which indicates the current time, when it is clear from the context.

In the tracking stage, trajectories of users are extracted from consecutive detec-

tions. Let Tt be the set of all trajectories computed until time t, such that

Tt =
{
τ1, ..., τmt

}
, (2.2)

where mt is the total number of extracted trajectories at time t. Tt is generated based

on the {D1, ..., Dt}. Each track τ ∈ Tt is a collection of detections up to time t and it

can be specified as follows:

τ =
{
d
n(τ,i)
t(τ,i) : 1 ≤ i ≤ |τ |

}
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where |A| denotes the cardinality of set A, t(τ, i) returns the detection time of the i-th

detection of τ , and n(τ, i) returns the corresponding detection number at time t(τ, i).

It is important to note that a trajectory can contain at most one detection at each t since

a user can be at one particular location at each time.

Accelerometer readings A1:t from all users are collected from their smartphones.

Since the orientation of a smartphone can influence accelerometer readings and the

digital compass of a smartphone is not accurate indoor, it is difficult to compute the

exact acceleration or velocity of its user. Hence, we only determine whether there has

been a movement or not using accelerometer readings. The accelerometer reading ak1:t

from the k-th user is converted into a binary vector φk1:t, where the value 1 indicates a

movement and the value 0 indicates no movement.

In the identification state, we compute mobility information for each trajectory

τ ∈ Tt. Let p(τ) be a binary vector representing movements of the trajectory τ . We

identify a trajectory of each user by matching φk1:t and p(τ). Lastly, we denote the

identified trajectories by Ωt to avoid confusion, where

Ωt =
{
τ (1), ..., τ (U)

}
. (2.3)

Note that a trajectory in Ωt can be a concatenation of multiple trajectories from Tt.

In the following sections, we describe each step of the Optimus system in detail.
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Chapter 3

MULTI-PERSON TRACKING

Tracking multiple people from visual data is a difficult task due to missing detec-

tions, occlusions, and unpredictable movements of people. In order to track multi-

ple human subjects reliably, we have adopted two well-known methods: tracking-

by-detection [2, 13, 25, 35] and tracklets [31, 36]. The tracking-by-detection approach

tracks an object by linking consecutive detections. A tracklet is a segment of a trajec-

tory and it is generated when there is no ambiguity about association between detec-

tions over time. Hence, it is safe to assume that all tracklets have correct associations.

A trajectory is constructed by linking multiple tracklets over time. In our implemen-

tation, newly established tracklets are associated with existing trajectories when there

is new information to disambiguate. In this paper, a tracklet consists of two detections

over two consecutive frames.

Under our general assumption about the smart space, users are moving freely and a

number of occlusions can be introduced. In order to minimize the effect of occlusions,

we detect a person’s head instead of a whole body as shown in Figure 3.1. Since we

assume that cameras are mounted higher than the height of a person, a head is relatively

less occluded than any other body parts. Human detection based on histograms of

oriented gradients (HOG) [8] is a well-known method to detect human subjects from

an image. To detect human heads from images, we have trained a linear support vector
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Figure 3.1: A view from a camera with detected heads.

machine (SVM) [7] on HOG descriptors of many positive and negative examples of

image patches of heads. An example is shown in Figure 3.2. With the trained SVM, it

is possible to detect heads in various shapes and poses as shown in Figure 3.1.

3.0.2 Tracklet Generation

A tracklet is generated when there is no ambiguity about associating two consecutive

detections and this is when an object is detected far from other objects. Since the speed

of a human subject cannot be arbitrarily large, we only consider pairs of detections,

(dut−1, d
v
t ) ∈ Dt−1 × Dt when ‖(xut−1, y

u
t−1) − (xvt , y

v
t )‖ ≤ Vmax, where Vmax is the

maximum speed of a user. We used the Farneback optical flow method [9] for gener-

ating tracklets. An example of head detections and associated optical flows from two

targets is shown in Figure 3.3. For each pair of detections, a candidate for a tracklet,
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Figure 3.2: A positive example of a head used to train the head detection algorithm is

shown in the left and the corresponding HOG feature is visualized on the right.

Figure 3.3: Head detections at time t − 1 are shown in the left and head detections

at time t are shown in the right. In the right figure, previous detections are shown in

dotted lined boxes and arrows are the computed optical flows.

we count the number of optical flows leaving dut−1 and arriving at dvt . If the percentage

of optical flows from dut−1 that are arrived at dvt is larger than θf and the percentage

of optical flows arrived at dvt which are originated from dut−1 is larger than θb, then the

pair of detections (dut−1, d
v
t ) is declared as a tracklet. To guarantee unique associations,

θf and θb have to be larger than 50 %.

Let Tt be a set of tracklets found from Dt−1 and Dt. Tracklets are added to the set

of trajectories found at time t−1, i.e., Tt−1, to form Tt as follows. For (dut−1, d
v
t ) ∈ Tt,

if dut−1 6∈ τ for all τ ∈ Tt−1, then (dut−1, d
v
t ) is inserted into Tt as a new track. If

dut−1 ∈ τ for some τ ∈ Tt−1, we extend τ by adding dvt and the extended track is

inserted into Tt. We copy the remaining tracks in Tt−1, which are not extended, into Tt

11



to form a new set of tracks. Now, it is possible that Tt contains segments of trajectories

from the same user. Segments of trajectories are connected to form longer trajectories

using track-level association discussed in the following section.

3.0.3 Track-Level Association

Tt contains two types of trajectories or tracks. The first type is so-called a set of live

tracks which have been newly generated or extended at time t. The second type is a

set of terminated tracks which have been terminated before t − 1. Terminated tracks

can be further categorized into two groups: (1) recently terminated tracks which still

have possibilities to be associated with live tracks, and (2) tracks which have been

terminated a while ago and have no chance of being associated with live tracks. Hence,

we perform track-level association between live tracks and recently terminated tracks

in order to extend tracks. Let T Lt be a set of live tracks and T Rt be a set of recently

terminated tracks, where

T Lt = {τ ∈ Tt : t(τ, |τ |) = t} (3.1)

T Rt = {τ ∈ Tt : t− (λ+ 1) ≤ t(τ, |τ |) < t− 1}. (3.2)

Here, λ is a time-lagging parameter which determines which tracks are the recently

terminated tracks.

We perform track-level association between T Lt and T Rt . Let NL = |T Lt | and

NR = |T Rt |. Algorithm 1 describes the proposed track-level association method. For

each pair of tracks, we compute its association costCT (i, j) for τi ∈ T Lt and τj ∈ T Rt .

The computation of the association cost is explained in the next section. Then a cost

matrix CT ∈ RNL×NR is constructed, where [CT ]ij = CT (i, j). We use the Hun-

garian algorithm [20] to perform track-level association. The output of the Hungarian

algorithm isMT , a set of pairs of tracks. TheMT is further tested against trajectory

constraints (see Algorithm 2) before updating Tt. The main benefit of the proposed

track-level association is that it can correctly associated a terminated track with a newly
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established or extended track based on the motion and appearance of the target.

Algorithm 1 Track-level association
1: INPUT Tt

2: OUTPUT Tt

3: compute T Lt and T Rt using (3.1) and (3.2).

4: for all u ∈ {1, . . . , NL} and v ∈ {1, . . . , NR} do

5: calculate CT (u, v) using (3.3)

6: end for

7: MT = Hungarian(T Lt , T Rt , CT )

8: MT = Trajectory-constraints(MT , T Lt , T Rt )

9: (Algorithm 2)

10: for each pair (τk1 , τk2) inMT do

11: τ = τk1 ∪ τk2 , where τk1 ∈ T Lt , τk2 ∈ T Rt
12: remove τk1 and τk2 from Tt

13: insert τ to Tt

14: end for

3.0.4 Track-Level Association Cost

In order to faithfully match tracks, two types of models are considered to compute

track-level association costs: an appearance model and a motion model. For a pair

of tracks τu ∈ T R and τv ∈ T L, the appearance model Pa measures how well ap-

pearances match between two tracks and the motion model Pm measures how well

velocities of two tracks match. The overall likelihood can be computed as

L(τu, τv) ∝ Pa(τu, τv)× Pm(τu, τv)

The association cost between two tracks is evaluated as:

CT (v, u) = − logL(τu, τv). (3.3)
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Each observation model is described below.

The appearance model is based on color histograms of human subjects. Since the

color of a head is not distinguishable, we collect color histograms of a torso region of

the tracked subject. Each torso region is determined based on the size and location of

the detected head. Let Hu be the color histogram computed from the torso region be-

low dnu
tu , where tu = t(τu, |τu|) and nu = n(τu, |τu|), andHv be the color histogram

of the torso region below dnv
tv , where tv = t(τv, 1) and nv = n(τu, 1). The appearance

model is based on the Bhattacharyya coefficient between two histograms Hu and Hv

as follows:

Pa(τ
u, τv) ∝

Nh∑
i=1

√
Hu(i)Hv(i),

where Nh is the number of bins in a color histogram.

The motion model describes the smoothness of the movement of a user. We com-

pute a velocity vector of each track based on detection positions. For a track from T R,

we compute a forward velocity vf and, for a track from T L, we compute a backward

velocity vb as shown in Figure 3.4. We assume that a person is moving at a constant

speed for a short duration of time. Based on the constant speed model, we can predict

the position of τu ∈ T R at time t(τv, 1), which is denoted by xf. Using the back-

ward dynamics, we can predict the position of τv ∈ T L at time t(τu, |τu|), which is

denoted by xb. Let xt be the position of τu at time t(τu, |τu|) and xh be the position

of τv at time t(τv, 1). We assume that the true motion is corrupted by a mean-zero

noise whose variance is σ2
c (∆t) = (Vc∆t)

2, where Vc is a user defined constant and

∆t = t(τv, 1) − t(τu, |τu|). Assuming a Gaussian noise process, the forward motion

likelihood can be computed as follows:

Pf =
1

2π|Σ|
exp

(
−1

2
(xh − xf)

TΣ−1(xh − xf)

)
, (3.4)

where

Σ =

 σ2
c (∆t) 0

0 σ2
c (∆t)

 . (3.5)
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Figure 3.4: The motion model for track-level association. The black line is the trajec-

tory of τu ∈ T R and the red line is the trajectory of τv ∈ T L. The motion model

computes the likelihood that τu and τv are from the same target based on forward and

backward velocities, vf and vb.

The backward motion likelihood is computed similarly.

Pb =
1

2π|Σ|
exp

(
−1

2
(xt − xb)TΣ−1(xt − xb)

)
, (3.6)

where Σ is defined in (3.5). Combining (3.4) and (3.6), the motion model is obtained

as Pm = Pf × Pb.

Once the cost matrix is computed, a lowest cost matchingMT between T R and

T L is found by the Hungarian algorithm [20]. We can consider the following logical

constraints to make Tt a consistent set of trajectories.

1. A detection belongs to at most one track at each time.

2. A track has at most one detection at each time.

3. A track has a limited speed.

The first two requirements are obvious since a person can be present only at one loca-

tion at each time. The last requirement limits the maximum speed of a person similar
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to the tracklet generation step. Trajectory constraints are summarized in Algorithm 2,

where ζ(∆t) = Vmax∆t and ∆t = t(τ b, 1)− t(τa, |τa|).

Algorithm 2 Trajectory-constraints
1: INPUTMT , T Lt , T Rt
2: OUTPUTMT

3: for each pair (τa, τ b) inMT do

4: if τa ∩ τ b 6= ∅ then

5: delete (τa, τ b) fromMT ; next

6: end if

7: ta = {t(τa, i) : i = 1, ..., |τa|}

8: tb = {t(τ b, i) : i = 1, ..., |τ b|}

9: if ta ∩ tb 6= ∅ then

10: delete (τa, τ b) fromMT ; next

11: end if

12: let xt be the position of τa at time t(τa, |τa|).

13: let xh be the position of τ b at time t(τ b, 1).

14: if ‖xt − xh‖ > ζ(∆t) then

15: delete (τa, τ b) fromMT ; next

16: end if

17: end for

An example of track-level association is shown in Figure 3.5. When two people

are crossing each other, we cannot make a correct association, hence, we delay our

decision about tracklet associations. Once two people are separated, new tracklets are

correctly associated with existing tracks to form longer tracks based on the appearance

and motion models.
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Figure 3.5: An example of track-level association between two crossing people.
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Chapter 4

MULTI-PERSON IDENTIFICATION

Given an updated set of trajectories Tt, we have to find unique associations to known

smartphones in order to identify users. Here, we assume that smartphones are con-

nected to a server and send accelerometer readings. By comparing the received ac-

celerometer readings and visual information from the camera, the server solves the

identification problem. Since we have two types of information from two different sen-

sors, we need to convert them into the same representation in order to make compar-

isons. We cannot compute accurate movement information from accelerometer read-

ings, such as a velocity or acceleration, since smartphone accelerometers are not reli-

able and the digital compass of a smartphone is inaccurate in an indoor environment.

As mentioned earlier, we convert the accelerometer reading ak1:t of the k-th user into a

binary vector φk1:t, where the value 1 indicates a movement and the value 0 indicates no

movement. From each trajectory τ ∈ Tt, we also compute a binary movement vector

p(τ).

Let us consider the construction of a binary motion vector p(τ) ∈ {0, 1}t−1. for a

track τ ∈ Tt. Let p(τ, s) be the s-th element of p(τ). If dk1s and dk2s+1 are two consecu-

tive detections in τ , then p(τ, s) is set to 1 if

‖[xk2s+1, y
k2
s+1]T − [xk1s , y

k1
s ]T ‖

wk2s+1

> εv, (4.1)
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where [xks , y
k
s ] is the center of k-th detected patch at time t,wks is the width of the patch,

and εv is a user defined threshold; otherwise, p(τ, s) is set to zero. The movement

detection is based on the distance between the camera and the detected object and

a near object is required to move more than a distant object in order to indicate a

movement. If τ does not contain a detection at time s+ 1, p(τ, s) is set to zero.

For each smartphone, we extract its movement information using the mean and

standard deviation of accelerometer readings at each time. We first converted raw ac-

celerometer readings into the standard G units using device-specific parameters based

on the normalization scheme in [22].

Let a = (ax, ay, az) be a raw accelerometer reading and n = (nx, ny, nz) be the

normalized accelerometer reading along each axis. The following function is used in

normalization:

f(nx, ny, nz) =
√
n2
x + n2

y + n2
z (4.2)

naxis = Kaxisaaxis + baxis, (4.3)

where Kx,Ky, and Kz are the respective scaling factors and bx, by, and bz are the

offsets of the accelerometer. When the phone is stationary, the function f is assumed

to be one. Hence, to find the normalized accelerometer readings nx, ny, and nz , we

need to estimate parameters Kx,Ky,Kz, bx, by, and bz which make the function f

unity when the phone is stationary. To solve this parameter estimation problem, we

use a least square estimator based on the linear approximation of function f .

The value f in (4.2) represents the magnitude of a normalized accelerometer read-

ing. We follow the movement detection method proposed in [16]. Suppose there areN

accelerometer readings from s and s+ 1 and let

Ss = {fs1, fs2, . . . , fsN}

be a set of magnitudes of normalized accelerometer readings from s and s+1. Suppose

that we are detecting movements of the k-th smartphone. Then the movement vector
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Figure 4.1: An example of movement detection from accelerometer readings from a

smartphone. The black line is the normalized accelerometer reading over time and the

blue line is the movement detection result.

φk is computed as follows:

φks =

 1 if σs
µs
≥ α

0 if σs
µs
< α,

(4.4)

where

µs =
1

N

N∑
j=1

fsj , (4.5)

σs =

√√√√ 1

N

N∑
j=1

(fsj − µs)2, (4.6)

and α is a threshold. Figure 4.1 shows an example of movement detection from ac-

celerometer readings.

We now describe the method to compare track movement vectors and accelerom-

eter movement vectors. A direct comparison is not possible since a track can provide

only a segment of the trajectory of the user and there can be frequent missing detec-

tions. Consider a track movement vector p(τu) from track τu and an accelerometer
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movement vector φv1:t−1 of the v-th smartphone. Let V −c (u, v) be the Hamming dis-

tance between two movement vectors and V +
c (u, v) = (t − 1) − V −c (u, v) be the

number of equal values between two vectors. V +
c (u, v) is not a good metric to find the

similarity between two movement vectors since V +
c (u, v) prefers a longer track. We

compute the distance between two movement vectors as follows:

dV (u, v) = ω1

(
1− Vr(u, v) exp

(
−ω2

V −c (u, v)

|p(τu) ∩ φv1:t|

))
, (4.7)

where

Vr(u, v) =
V +
c (u, v)

|p(τu) ∩ φv1:t|

and ω1 and ω2 are coefficients determined from experiments. Vr(u, v) is the ratio be-

tween the length of matching movements between τu and φv and the length of τu.

dV (u, v) = 0 when two movement vectors match completely. dV (u, v) decreases as

Vr(u, v) gets larger and V −c (u, v) gets smaller. Using dV (u, v), we define the cost of

associating τu and φv as

CA(u, v) = max
(
β−|τ

u|, dV (u, v)
)
. (4.8)

The maximum operation between β−|τ
u| and dV (u, v) is to prevent shorter tracks from

getting low costs. Based on the cost matrix CA = [CA(u, v)], tracks are identified

using Algorithm 3. In Algorithm 3, Λ is used to store the last identity of each track

and T E is a set of tracks that have no possibility to be associated with live tracks

for the first time. After associations are made and a set of matching pairs MA =

{(τ, φk)} is computed, we check additional constraints described in Algorithm 4 to

eliminate potentially incorrect identifications. In Algorithm 4, θ andw are user defined

parameters.

The identity of a track can be changed as we process new frames. But, as the length

of a track increases, we can be more cartain about its identity. Hence, the identity of a

track must be its identity when it was a live track for the last time. The data structure Λ

is used to record the identity of each track when it is alive. The value of Λ for each track
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Algorithm 3 Track identification
1: INPUT Tt, A1:t,Ωt−1,Λ

2: OUTPUT Ωt,Λ

3: for all u ∈ {1, ..., |T R ∪ T L|} and v ∈ {1, ..., U} do

4: calculate CA(u, v) using (4.8), where τu ∈ T R ∪ T L

5: end for

6: MA = Hungarian(T R ∪ T L, φ1:t, CA)

7: MA = Identification-constraints(MA, T R ∪ T L, φ1:t)

8: (Algorithm 4)

9: for every pair (τ, φk1:t) inMA do

10: if τ ∈ T L then

11: Λ(τ) = k

12: end if

13: end for

14: let T E = {τ ∈ Tt : t(τ, |τ |) = t− (λ+ 2)}

15: for all k ∈ {1, . . . , U} do

16: for all τ ∈ T E such that Λ(τ) = k and τ (k) ∩ τ = ∅ do

17: extend τ (k) ∈ Ωt−1 by adding τ

18: end for

19: insert τ (k) into Ωt

20: end for
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Algorithm 4 Identification-constraints
1: INPUTMA, T R ∪ T L, φ1:t

2: OUTPUTMA

3: for every pair (τa, φb1:t) inMA do

4: if ∃τ c such that V +
c (a, b) ≤ V +

c (c, b) and |τa| < |τ c| then

5: delete pair (τa, φb1:t) fromMA

6: end if

7: let pw(s) = [p(τa, s), . . . , p(τa, s+ w)]T

8: if ∃s such that dV (pw(s), φbs:s+w) > θ then

9: delete pair (τa, φb1:t) fromMA

10: end if

11: end for

can change when the track is alive. Once a track has been terminated a while ago and

has no possibility of associating with live tracks, we add the track to the corresponding

identified track based on the value of Λ. Once again, the decision about the identity

of a track is delayed until an enough evidence is collected to avoid incorrect decision.

However, while the algorithm is running, Λ can be used to display current belief about

track identities if necessary. Using Algorithm 3, multiple tracks will be associated with

a single identity over time.

There are two constraints when we make track identification in Algorithm 4. The

first constraint makes sure that a shorter track is not associated with a smartphone if

there is a longer track with more number of matching movements. The second con-

straint is to make sure that the distance dV (u, v) is maintained small uniformly.
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Chapter 5

EXPERIMENTAL RESULTS

We perform the experiments with a camera which is mounted on the wall of a room,

taking images at a resolution of 440×330. An example of an image from the camera is

shown in Figure 3.1. This is not a trivial environment as there can be many occlusions

by moving people. In addition, varying lighting condition, reflections of fluorescent

lights on the floort, and shadows caused by moving people make detection and tracking

more challenging. We have synchronized the camera and smartphones based on the

sampling rate of accelerometers in smartphones. The time interval is set to 0.1 second

and each smartphone generates 10 sets of accelerometer readings per second. The

number of samples for one accelerometer reading is eight, i.e., N = 8. We also took

images from the camera at 10 frames per second. Our proposed algorithm runs at

80 ms per image with the GPU acceleration of optical flow computation and 90 ms

without the GPU acceleration. Hence, we can comfortably run the overall system at 10

frames per second. For the following experiments, parameters are adjusted as follows:

Vmax = 20 pixels per frame, λ = 20 frames, Vc = 10 pixels per frame, εv = 0.08,

α = 0.0085, β = 1.07, θ = 80, and w = 20 frames.
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5.0.5 Head Detection

The HOG descriptor [8] has been widely used to detect pedestrians from images. In

order to detect heads from images, we trained a HOG detector proposed in [10] using

the PETS 2009 [27] and HIIT6 headpose datasets [15]. All training images are resized

to 24×24 before HOG descriptors are extracted. The performance of the HOG detector

can be optimized by finding the optimal values for the cell size and the window stride

size [8]. After a number of trials, we have found that the cell size of four and the

window stride size of (4, 4) work the best in our system. The performance of our

head detector on four different scenarios is shown in Table 5.1. In total, there are 3,344

frames and 18,626 heads in those four scenarios. The detection results of the algorithm

are compared to the ground-truth values to compute precision and recall. As seen from

Table 5.1, there is a close relationship between the density of people and recall. When

there are more people in the scene, there will be more occlusions and the detector

misses some heads, decreasing the recall value. Hence, it is difficult to increase the

recall of the detector when the density of people is high. While a person is not detected

in the current frame, there is a possibility that the same person will be detected in a

past and future frame. Hence, we can still find a trajectory of the person reliably if the

number of false alarms is small, despite the fact that the recall of the detector is low.

Therefore, we have fine-tuned the detector in order to increase its precision to prevent

false detections. It can be seen from the table, the precision values are all above 96 %

for all cases.

5.0.6 Multi-Person Tracking

For this experiment, we have collected ten three-minute long video sequences, where

we simulated realistic scenarios, such as standing, walking, talking with each other,

reading a book, playing a game using an iPad, eating, and drinking. Some snapshots

from the scenarios are shown in Figure 5.1. Currently, we only have an access to

three programmable smartphones. Hence, in each video sequence, there are three peo-
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Table 5.1: HOG-based head detection results on four different scenarios.
Scenario 1 2 3 4

No. of frames 375 440 620 1,909

No. of heads 3,750 3,520 3,720 7,636

Number of people 10 8 6 4

Density (/m2) 0.40 0.32 0.24 0.16

Precision 0.985 0.973 0.960 0.992

Recall 0.642 0.682 0.765 0.799

ple with smartphones and the other person do not carry a smartphone. Note that the

ground-truth data is collected manually and each sequence is 1,800 frames long. The

detailed descriptions of scenarios are summarized in Table 5.2 The number of heads

is the ground-truth number of heads from 1,800 frames for each scenario. The number

of detections is the number of detected heads by the head detection algorithm. The

number of tracks (or the number of tracklets) is the outcome of the proposed multi-

person tracking algorithm without the track-level association step. For a single person,

there can be multiple tracks since optical flow based tracking algorithm cannot handle

occlusions or missing detections.

To analyze the tracking result, we first computed the precision (PG) and recall

(RG) for the tracklet generation step. For each time t, we counted the numbers of

correct and incorrect associations between detections at time t− 1 and t. Let G be the

number of ground-truth associations for all times. Let TG and FG be the number of

correct associations and the number of incorrect associations, respectively. Then the

precision and recall are computed as follows:

PG =
TG

TG + FG
, RG =

TG
G
.

We also computed the precision (PA) and recall (RA) for the track-level association

step. Let L be the total number of tracks. The number of correctly associated tracks

is TA and FA is the number of incorrectly associated tracks. The track-level precision
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Table 5.2: Ten scenarios used in Section 5.0.6 and Section 5.0.7.

Scenario Number of Number of Number of

heads detections tracks

1 6,943 6,132 103

2 6,136 5,834 130

3 5,896 5,320 107

4 6,769 5,888 128

5 6,296 5,921 133

6 7,021 6,260 112

7 7,012 5,764 109

8 7,010 5,913 118

9 6,970 5,902 114

10 6,996 5,716 172

and recall are computed as follows:

PA =
TA

TA + FA
, RA =

TA
L
.

Results for ten scenarios are summarized in Table 5.3.

As we can see from the table, both tracklet generation and track-level association

steps have high precisions. Note that the recall of the tracklet generation step is similar

to the recall of the detection result with four people. It shows that almost all detec-

tions are used to generate tracklets and optical flow based tracklet generation is robust.

The precision of track-level association is maintained at a high value of 0.957, demon-

strating that the most of recovered tracks are correctly associated by the track-level

association algorithm.
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Figure 5.1: Sample frames from ten scenarios used in Section 5.0.6 and Section 5.0.7.

5.0.7 Identification Using Smartphones

We now examine the performance of track identification of the system based on ten

scenarios from the previous section. Let TI be the total length of correctly identified
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Table 5.3: The performance of tracklet generation and track-level association on ten

scenarios. PG and RG are precision and recall for tracklet generation, respectively. PA

and RA are precision and recall for track-level association, respectively.

Scenario PG RG PA RA

1 0.987 0.837 1.00 0.583

2 0.962 0.813 0.951 0.600

3 0.972 0.803 0.961 0.692

4 0.987 0.816 0.933 0.656

5 0.988 0.866 0.905 0.647

6 0.967 0.825 0.957 0.598

7 0.962 0.776 0.986 0.651

8 0.974 0.783 0.973 0.602

9 0.979 0.779 0.960 0.632

10 0.981 0.755 0.947 0.733

Average 0.976 0.805 0.957 0.639

tracks and FI be the total length of incorrectly identified or unidentified tracks. Let

GI be the total length of ground-truth tracks of three users with smartphones. The

performance of track identification is measured by two metrics:

PI =
TI

TI + FI
, RI =

TI
GI

.

PI is the ratio between the total length of correctly identified tracks by the algorithm

and the total length of all tracks produced by the algorithm. RI is the ratio between

the total length of correctly identified tracks by the algorithm and the total length of

identifiable tracks. Resulting PI and RI are shown in Table 5.4. On average, 72 % of

trajectories produced by the algorithm is correctly identified and 65 % of identifiable

trajectories is correctly recovered by the algorithm.

The effect of track identification can be better measured by how much we can
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Table 5.4: The performance of track identification. See the text for the description of

each metric used in the table. Ratio is defined as LI/LT .

Scenario PI RI LT LI Ratio

1 73.8 64.3 154 991 6.44

2 54.2 42.5 136 578 4.25

3 82.1 71.8 203 1296 6.38

4 61.5 57.4 157 864 5.50

5 68.6 62.0 146 879 6.02

6 61.9 53.9 133 822 6.18

7 79.9 74.9 140 1102 7.87

8 79.2 77.6 125 1142 9.14

9 76.1 64.3 159 942 5.94

10 82.8 80.8 130 1182 9.09

Average 72.0 65.0 148 980 6.62
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extend a track of a single user by the identification step. We analyze the benefit of

track identification by comparing the average length of tracks before and after the track

identification step. Let LT be the average length of a track before track identification

and LI be the average length of a track after track identification. Let T be a set of all

tracks and Ω be a set of all identified tracks, i.e., T = Ttf and Ω = Ωtf , where tf is

the last frame number. The average lengths LT and LI are defined as follows:

LT =
1

|T |
∑
τ∈T
|τ |, LI =

1

|Ω|
∑
τ∈Ω

|τ |.

The results on average lengths are also shown in Table 5.4. On average, the length of

a track is 6.62 times longer after track identification, demonstrating a clear benefit of

track identification.

5.0.8 Tracking and Identification Under Heavy Traffic

To analyze the performance of proposed system under a heavy traffic environment, we

doubled the number of people in the smart space to eight, i.e., tracking and identifying

three out of eight people in the smart space. As shown in Table 5.1, the recall value for

a scenario with eight people is lower than 70%. Considering the fact that the movable

area in the image can be fully covered by 15 people, the probability that there are one

or more occlusions by eight people is approximately 90% (this is the probability that

two or more people out of eight people occupy same regions when the image is divided

into 15 regions). Hence, it is extremely difficult to reliably detect and track all eight

people in this scenario. We have conducted two trials with a total of 20,379 heads in

3,848 frames. A total of 527 tracks were generated without track-level association. The

results from the experiment is summarized in Table 5.5.

The result shows that the precisions are similar to the scenarios with four people

and the recalls are decreased by less than 10%. Considering the growth in the number

of occlusions introduced by doubling the traffic, the recall values show the robustness

of the proposed method. Results in detection and tracking are also shown in Figure 5.2

31



Table 5.5: The performance of Optimus under heavy traffic.

Trial PG RG PA RA PI RI

1 0.981 0.664 0.911 0.622 0.711 0.628

2 0.991 0.733 0.915 0.558 0.716 0.564

and Figure 5.3.

Figure 5.2 demonstrates tracklet generation and track-level association under heavy

traffic. In the figure, we show consecutive sequences of 16 frames which contain eight

people moving around. The figure shows two rows per frame. The upper row shows

the detection result with detected heads with green boxes and the lower row shows

results from tracklet generation and track-level association. A different color is used

for a different track. Small segments of tracks in white are detected tracklets. In or-

der to demonstrate how the algorithm initializes, we have initialized tracks at frame

1,175. From D1175 and D1176, we can see that tracklets are generated in frame 1,176

(white lines in the bottom row). Based on T1176 and D1177, we can see that tracks are

extended in frame 1,177 by combining newly generated tracklets.

As mentioned before, the main difficulties in tracking are missing detections, oc-

clusions, and indistinguishable background. They are shown in this sequence. The

green track, which is established in frame 1,177, is occluded from frame 1,178 to

frame 1,184. (The green track is a trajectory of the third person from the left in frame

1,175.) But, with the help from track-level association, the green track is successfully

associated with a tracklet generated from D1184 and D1185 based on the appearance

and motion models. The yellow track established in frame 1,179 has missing detec-

tions in frame 1,180 and frame 1,182, i.e., there are no green head detection boxes for

the track in frames 1,180 and 1,182. (The yellow track is a trajectory of the first person

from the left in frame 1,175.) Due to the missing detections, tracklets are not generated

for frames from 1,180 to 1,183. However, two consecutive detections at frame 1,183

and 1,184 have produced a tracklet and the yellow track is correctly recovered. The
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Figure 5.2: 16 Consecutive frames from a scenario used in Section 5.0.8. See the text

for an explanation.
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brown track (the second person from the right in frame 1,190) has no detections from

frame 1,183 to frame 1,189 due to the background which has a similar color as his hair

color. But as demonstrated in frame 1,190, the brown track is successfully associated

with a track detected in frame 1,182 by the system, demonstrating its robustness and

persistence.

Figure 5.3 shows the result of tracking and identification. The figure shows track-

ing and identification results for every 10 frames from frame 1,185. In the figure, a

different color of a track represents a different individual. People with numbers above

their heads are identified users who are carrying smartphones and the numbers repre-

sent their identification numbers. A dashed white line is shown when two tracks are

associated to the same user after the identification step. For example, the green track

lost detections from frame 1,250 to frame 1,264 and visual tracking has failed to asso-

ciate a new tracklet to the green track in frame 1,265 because the user has changed his

moving direction by 180 degrees. However, the proposed algorithm was able to suc-

cessfully link two tracks by associating visual information to accelerometer readings

from smartphones. Another example is shown in frame 1,315. The blue track is suc-

cessfully maintained by linking tracks using track identification. Another interesting

result is shown in frames from 1,425 to 1,455. The owner of the green track has moved

out of the camera view in frames 1,435 and 1,445. But the system was able to correctly

identify the track once the user reappeared in frame 1,455.

Based on the tracking and identification results, it is possible to extract all users’

trajectories for the entire sequence as shown in Figure 5.4. Based on the location and

trajectory of each user, different applications in a smart space can provide more per-

sonalized services to the smart space users.
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Figure 5.3: Tracking and identification results (Section 5.0.8). See the text for an ex-

planation.
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Figure 5.4: Identified trajectories of all users for the entire sequence. Three users’

trajectories are shown in different colors. The starting position of a track is shown

using a yellow dot and the ending position of a track is marked by a yellow triangle.
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Chapter 6

CONCLUSIONS

We have presented a system that can persistently track and identity multiple users

moving in a smart space by fusing information from a camera and smartphones. In or-

der to overcome difficulties such as occlusions, missing detections, and indistinguish-

able background regions, we have optimized a human head detector with an improved

precision and solved the missing detection or occlusion problems using tracklets and

delayed track-level association. The track is further refined using track identification

which can lengthen a trajectory over six times on average. The performance of the

proposed system is carefully analyzed in a number of realistic scenarios.
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[9] Farnebäck, G.: Two-frame motion estimation based on polynomial expansion.

Image Analysis pp. 363–370 (2003)

[10] Felzenszwalb, P., Girshick, R., McAllester, D., Ramanan, D.: Object detection

with discriminatively trained part-based models. IEEE Transactions on Pattern

Analysis and Machine Intelligence 32(9), 1627–1645 (2010)

[11] Fleuret, F., Berclaz, J., Lengagne, R., Fua, P.: Multicamera people tracking with

a probabilistic occupancy map. IEEE Trans. Pattern Analysis and Machine Intel-

ligence 30(2), 267–282 (2008)

[12] Garlan, D., Siewiorek, D., Smailagic, A., Steenkiste, P.: Project Aura: Toward

distraction-free pervasive computing. Pervasive Computing 1(2), 22–31 (2002)

[13] Grabner, H., Bischof, H.: On-line boosting and vision. In: Proc. of the IEEE

Computer Vision and Pattern Recognition (2006)

[14] Harter, A., Hopper, A., Steggles, P., Ward, A., Webster, P.: The anatomy of a

context-aware application. Wireless Networks 8(2), 187–197 (2002)

[15] HIIT 6 Head pose dataset: URL https://sites.google.com/site/diegotosato/ARCO/iit

[16] Hwang, I., Cho, J., Oh, S.: Privacy-aware communication for smartphones using

vibration. In: Proc. of the International Workshop on Cyber-Physical Systems,

Networks, and Applications (2012)

[17] Johanson, B., Fox, A., Winograd, T.: The interactive workspaces project: Ex-

periences with ubiquitous computing rooms. Pervasive Computing 1(2), 67–74

(2002)

39



[18] Kaucic, R., Amitha Perera, A., Brooksby, G., Kaufhold, J., Hoogs, A.: A unified

framework for tracking through occlusions and across sensor gaps. In: Proc. of

the IEEE. Computer Vision and Pattern Recognition (2005)

[19] Kindberg, T., Barton, J., Morgan, J., Becker, G., Caswell, D., Debaty, P., Gopal,

G., Frid, M., Krishnan, V., Morris, H., et al.: People, places, things: Web presence

for the real world. Mobile Networks and Applications 7(5), 365–376 (2002)

[20] Kuhn, H.: The Hungarian method for the assignment problem. Naval research

logistics quarterly 2(1-2), 83–97 (2006)

[21] Leibe, B., Schindler, K., Van Gool, L.: Coupled detection and trajectory estima-

tion for multi-object tracking. In: Proc. of the IEEE International Conference on

Computer Vision (2007)

[22] Lu, H., Yang, J., Liu, Z., Lane, N.D., Choudhury, T., Campbell, A.T.: The Jigsaw

continuous sensing engine for mobile phone applications. In: Proc. of the ACM

International Conference on Embedded Networked Sersor Systems (2010)

[23] Meer, P.: Kernel-based object tracking. IEEE Transactions on Pattern Analysis

and Machine Intelligence 25(5) (2003)

[24] Oh, S., Schenato, L., Chen, P., Sastry, S.: Tracking and coordination of multi-

ple agents using sensor networks: system design, algorithms and experiments.

Proceedings of the IEEE 95(1), 234–254 (2007)

[25] Okuma, K., Taleghani, A., Freitas, N., Little, J., Lowe, D.: A boosted particle

filter: Multitarget detection and tracking. Proc. of the European Conference on

Computer Vision (2004)

[26] Perera, A., Srinivas, C., Hoogs, A., Brooksby, G., Hu, W.: Multi-object tracking

through simultaneous long occlusions and split-merge conditions. In: Proc. of

the IEEE Computer Vision and Pattern Recognition (2006)

40



[27] PETS 2009 Benchmark data: URL http://www.cvg.rdg.ac.uk/PETS2009/a.html

[28] Sato, K., Aggarwal, J.: Temporal spatio-velocity transform and its application

to tracking and interaction. Computer Vision and Image Understanding 96(2),

100–128 (2004)

[29] Shi, J., Tomasi, C.: Good features to track. In: Proc. of the IEEE Computer Vision

and Pattern Recognition (1994)

[30] Shigeta, O., Kagami, S., Hashimoto, K.: Identifying a moving object with an

accelerometer in a camera view. In: Proc. of the IEEE Intelligent Robots and

Systems (2008)

[31] Singh, V., Wu, B., Nevatia, R.: Pedestrian tracking by associating tracklets us-

ing detection residuals. In: Proc. of the IEEE workshop on Motion and video

Computing (2008)

[32] Teixeira, T., Jung, D., Dublon, G., Savvides, A.: Identifying people in camera

networks using wearable accelerometers. In: Proc. of the ACM International

Conference on Pervasive Technologies Related to Assistive Environments (2009)

[33] Wang, X., Dong, J., Chin, C., Hettiarachchi, S., Zhang, D.: Semantic space: An

infrastructure for smart spaces. Computing 1(2), 67–74 (2002)

[34] Wren, C., Azarbayejani, A., Darrell, T., Pentland, A.: Pfinder: Real-time track-

ing of the human body. IEEE Trans. Pattern Analysis and Machine Intelligence

19(7), 780–785 (1997)

[35] Wu, B., Nevatia, R.: Detection and tracking of multiple, partially occluded hu-

mans by Bayesian combination of edgelet based part detectors. International

Journal of Computer Vision 75(2), 247–266 (2007)

41



[36] Xing, J., Ai, H., Lao, S.: Multi-object tracking through occlusions by local track-

lets filtering and global tracklets association with detection responses. In: Proc.

of the IEEE Computer Vision and Pattern Recognition (2009)

42



국문초록

네트워킹이가능한센서들과스마트기기들로이루어진스마트스페이스는

사용자들에게다양하고유용한서비스를제공할수있다.이를위해서는사용자

들의추적과식별이가장중요한문제이다.본논문에서는카메라네트워크가설

치되어있는스마트스페이스에서사용자들을추적하고식별하는 Optimus라는

시스템을제안한다.사용자들은스마트폰을가지고있다고가정하였고,카메라

네트워크는다수의사용자를추적하는데사용되었다.안정적인추적을위해서

사람 검출 결과로부터 생성된 경로 조각과 경로 단위의 연관성을 판단하여 더

긴경로를만들었다.스마트폰의가속도계정보는각각의경로가어떤사용자의

것인지식별하는데사용되었다.제안된시스템의성능은다양한실험을통하여

검증되었다.

주요어:추적,식별,스마트스페이스,스마트폰,카메라네트워크,가속도계

학번: 2011-20894

43


	1 INTRODUCTION
	1.0.1 Related Work

	2 AN OVERVIEW
	3 MULTI-PERSON TRACKING
	3.0.2 Tracklet Generation 
	3.0.3 Track-Level Association  
	3.0.4 Track-Level Association Cost 

	4 MULTI-PERSON IDENTIFICATION
	5 EXPERIMENTAL RESULTS
	5.0.5 Head Detection 
	5.0.6 Multi-Person Tracking 
	5.0.7 Identification Using Smartphones  
	5.0.8 Tracking and Identification Under Heavy Traffic

	6 CONCLUSIONS
	Abstract (In Korean)


<startpage>11
1 INTRODUCTION 1
 1.0.1 Related Work 4
2 AN OVERVIEW 6
3 MULTI-PERSON TRACKING 9
 3.0.2 Tracklet Generation  10
 3.0.3 Track-Level Association   12
 3.0.4 Track-Level Association Cost  13
4 MULTI-PERSON IDENTIFICATION 18
5 EXPERIMENTAL RESULTS 24
 5.0.5 Head Detection  25
 5.0.6 Multi-Person Tracking  25
 5.0.7 Identification Using Smartphones   28
 5.0.8 Tracking and Identification Under Heavy Traffic 31
6 CONCLUSIONS 37
Abstract (In Korean) 43
</body>

