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ABSTRACT

Riemannian Distortion Measures for

Non-Euclidean Data

by

Cheongjae Jang

Department of Mechanical and Aerospace Engineering

Seoul National University

A growing number of problems in machine learning involve data that is non-

Euclidean. A naive application of existing learning algorithms to such data often

produces results that depend on the choice of local coordinates used to parametrize

the data. At the same time, many problems in machine learning eventually reduce

to an optimization problem, in which the objective is to find a mapping from one

curved space into another that best preserves distances and angles. We show that

these and other problems can be naturally formulated as the minimization of a

coordinate-invariant functional that measures the proximity to an isometry of a

iii



mapping between two Riemannian manifolds. We first show how to construct gen-

eral coordinate-invariant functionals of mappings between Riemannian manifolds,

and propose a family of functionals that measures how close a mapping is to being

an isometry. We then formulate coordinate-invariant distortion measures for man-

ifold learning of non-Euclidean data, and derive gradient-based optimization algo-

rithms that accompany these measures. We also address the problem of autoen-

coder training for non-Euclidean data using our Riemannian geometric perspec-

tive. Both manifold learning and autoencoder case studies involving non-Euclidean

datasets illustrate both the underlying geometric intuition and performance advan-

tages of our Riemannian distortion minimization framework.

Keywords: Manifold Learning, Non-Euclidean Data, Riemannian Geometry, Dis-

tortion, Harmonic Map, Autoencoder

Student Number: 2012-20700
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1
Introduction

1.1 Minimizing Distortion of Mappings in Machine Learning

Many problems in machine learning can be characterized as trying to model a

given set of input-output data as a mapping f : X → Y between an input space X
and an output space Y. Often the process of constructing such a model eventually

reduces to an optimization problem; in this thesis, we argue that the objective to

be minimized can be interpreted as the distortion associated with the mapping

f : X → Y between the two spaces. We start by illustrating this idea with well-

known examples from machine learning.

Example 1.1.1. Line and circle fitting. Curve fitting corresponds to finding

a curve that best fits a given set of data points. In line fitting, given a collec-

tion of points in Euclidean space, the line should preserve pairwise distances be-

tween data points as much as possible when the data are projected onto a line (see

Figure 1.1(a), where the data points are represented as black dots, and projected

points are shown as white dots).
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2 Introduction

Define a mapping f : R2 → R to represent the projection of points in R2 onto

a line along the directional vector w ∈ R2, ‖w‖2 = 1, i.e., f(x) = w>x for a point

x ∈ R2. Given data points xi ∈ R2, i = 1, . . . , N , the objective function to be

minimized can be defined as follows:

min
w

N∑
i=1

N∑
j=1

(
‖xi − xj‖2 − (w>xi − w>xj)2

)2
. (1.1.1)

Figure 1.1(b) shows the result of line fitting; the line that best matches the pair-

wise distances of projected points to those of the original data is obtained.

Next, assume we know a priori that data are distributed in a circular shape

in the two-dimensional plane as shown in Figure 1.1(c) (the data points are rep-

resented as black dots in the figure). Then one can think of fitting a circle to the

data, in the sense that the local pairwise distances between data points are pre-

served as much as possible after the points are projected onto the circle.

Denoting the radius of the circle by r and the center of the circle by (p, q), the

projected points onto the circle can be represented along the arc via the mapping

f : R2 → R, whose output is expressed as

f(x) = r · arctan

(
x2 − q
x1 − p

)
,

where x = (x1, x2) ∈ R21 (the projected points are shown as white dots in Fig-

ure 1.1(c)).

Given data points xi ∈ R2, i = 1, . . . , N , the objective function to be minimized

for circle fitting can be defined as

min
p,q,r

N∑
i=1

∑
j∈NNk(i)

(
‖xi − xj‖2 − (f(xi)− f(xj))

2
)2
, (1.1.2)

1In this thesis we adopt the tensorial notation of differential geometry and use superscript
notation to represent local coordinates.
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Figure 1.1: Line and circle fitting examples.



4 Introduction

where NNk(i) denotes the set of k-nearest neighbors of xi. Note that the distance

between f(xi) and f(xj) may need to be replaced by r∆θij to resolve the discon-

tinuity in f , where ∆θij denotes the angle between the vectors from the center of

the circle to the points xi and xj (see Figure 1.1(c)).

When compared to the objective function in (1.1.1), we only consider the k-

nearest neighbor distances in (1.1.2). This is because, as any two points on (or

near) a circle become more distant, the Euclidean distance between the two points

may deviate considerably from the distance measured along the arc of the circle

(which seems to be more meaningful here to represent the relationship between

data points). An example of circle fitting with k = 3 is shown in Figure 1.1(d);

the obtained circle fits the given data reasonably well.

Example 1.1.2. Principal component analysis and multidimensional scal-

ing. One common interpretation of principal component analysis (PCA) is as a

linear dimensionality reduction method. Given data points in an m-dimensional

Euclidean space, consider finding an n-dimensional linear subspace (with n < m)

that best preserves the variance of the projected data. Another possible interpre-

tation of PCA is to minimize the squared error between the original inputs and

their projections onto the linear subspace.

For an input x ∈ Rm, the output of a linear map f : Rm → Rn is expressed

as f(x) = Wx + b ∈ Rn, where b ∈ Rn is constant (usually required to make the

mean of the output zero), and W = [w>1 , . . . , w
>
n ]> ∈ Rn×m denotes a matrix where

each row wi ∈ Rm represents a basis of the subspace (the bases are assumed to

be orthonormal, i.e., WW> = I). Assuming inputs with zero mean, the problem

of finding the subspace (or equivalently, W ) is formulated as

min
W

N∑
i=1

‖xi −W>Wxi‖2, (1.1.3)
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subject to the equality constraint WW> = I ∈ Rn×n. The resulting problem is an

eigenvalue problem for the covariance matrix of the input data; the eigenvectors

corresponding to the n maximal eigenvalues of the covariance form the bases of

the desired subspace.

Similarly, from the inputs in an input space X with its distance function de-

fined as dist(·, ·), classical multidimensional scaling (MDS) finds the output em-

beddings in Rn that best preserve pairwise distances between data points. Given

input data points xi ∈ X , i = 1, . . . , N , assume the mapping f : X → Rn is defined

implicitly from the output embeddings yi = f(xi) ∈ Rn, i = 1, . . . , N . Then the

optimization problem associated with classical MDS is formulated as follows:

min
yi
‖τ(DX)− τ(DY )‖2F , (1.1.4)

where τ(D) = −1
2HDH ∈ RN×N , H ∈ RN×N is the centering matrix with its

(i, j) entry defined as Hij = δij − 1
N (δij denotes the Kronecker delta function),

DX ∈ RN×N and DY ∈ RN×N denote the pairwise distance matrices with the (i, j)

entries for each defined as dist2(xi, xj) and ‖yi − yj‖2, respectively, and ‖ · ‖2F de-

notes the Frobenius matrix norm. It is known that classical MDS becomes equiv-

alent to PCA when the input space is Euclidean.

Figure 1.2 shows the results of PCA on data points sampled from a three-

dimensional space; the obtained two-dimensional subspace is drawn as a grid to-

gether with the bases. The resulting two-dimensional representations (obtained by

projecting the data points onto this subspace) also preserve pairwise distances be-

tween the input data points as much as possible (in the sense of classical MDS).

Example 1.1.3. Isomap. When data points lie on a nonlinear curved space as

shown in Figure 1.3(a), PCA or classical MDS may fail to capture the structure
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Figure 1.2: An example of principal component analysis (PCA).

of the data (see Figure 1.3(b)). To deal with such cases, many nonlinear dimen-

sionality reduction algorithms have been proposed; two popular examples are the

Isomap algorithm [1] and the locally linear embedding method [2] (the latter will

be discussed in detail later in this thesis).

Given D-dimensional input points xi ∈ RD, i = 1, . . . , N , the Isomap algo-

rithm constructs a graph by connecting neighboring input points, with the graph

distance set to be the length of the shortest path between two points on the graph.

Here the graph distance reflects the geodesic distance on the manifold formed by

the data points. The output embeddings yi ∈ Rd, i = 1, . . . , N (usually d � D)

are then sought to minimize the discrepancy between the graph distance and the

pairwise distance of the outputs, so that the graph distances reflecting the nonlin-

ear structure of the data points in the high-dimensional space can be maximally
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preserved in a low-dimensional Euclidean space. The corresponding objective func-

tion for the Isomap algorithm is defined based on the formulation of classical MDS

in (1.1.4) as follows:

min
yi
‖τ(DG)− τ(DY )‖2F , (1.1.5)

where DG ∈ RN×N denotes the pairwise distance matrix with (i, j) entry defined

as the squared graph distance between xi and xj . Minimizing (1.1.5) results in an

eigenvalue problem [1].

An application of the Isomap algorithm is shown in Figure 1.3(c), where the

Euclidean distances between two points approximate the graph distances constructed

from the data in Figure 1.3(a) (examples of such distances for a pair of data points

are shown as red lines).

Example 1.1.4. Regularization in polynomial regression. Model overfitting

is a common phenomenon in machine learning, particularly when models with a

large number of parameters are used to fit noisy data. Regularization is a common

technique to mitigate the effects of overfitting. As an illustrative example, consider

a polynomial regression problem (this can also be considered as a curve fitting

method) for given input-output scalar pairs (xi, yi) for i = 1, . . . , N . Suppose the

regression model is set to be a p-th order polynomial y = f(x; a) =
∑p

i=0 aix
i,

where a = (a0, . . . , ap) ∈ Rp+1 is a vector of coefficients of the polynomial. Training

a model then reduces to finding the coefficients a of the polynomial that minimize

min
a

N∑
i=1

‖yi − f(xi; a)‖2 + λ‖a‖2, (1.1.6)

where the first term is the squared error for regression, and the second term de-

notes a (L2-)regularization term with coefficient λ. Augmenting the objective func-

tion with the ‖a‖2 term acts as a soft constraint on the available set of coefficient
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Figure 1.4: Polynomial regression: λ is the regularization parameter.

vectors a, to prevent the model from being overly complex (or distorted) by ig-

noring the effects of noise.

In Figure 1.4, ten data pairs are generated from a second-degree polynomial

(our target function) with additional noise and fitted using polynomials of degree

five with varying values for the regularization parameter λ. In the figures, dots

represent data pairs, the solid line represents the target function, and the dashed

line is the polynomial obtained from solving (1.1.6). Even though it might not
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be the primary objective in this regression task, by minimizing the distortion of

a mapping f represented by a regularization term, regression accuracy increases

considerably in this example.

In summary, a variety of machine learning problems and techniques including

curve fitting, dimensionality reduction, and regularization methods ultimately re-

duce to the optimization of different objectives, e.g., those in (1.1.1)-(1.1.6); these

can be interpreted as minimizing the distortion of some mapping f between two

appropriately defined spaces.

The notions of distortion considered in the above examples can be categorized

as follows:

(i) the difference between some geometric quantities, such as the distances, mea-

sured on the input spaces and the output spaces (in Example 1.1.1, 1.1.2, and

1.1.3);

(ii) the degree to which a mapping between two spaces is complex (in Exam-

ple 1.1.4).

Both notions depend fundamentally on the metric properties of the input and out-

put spaces, and any measure of distortion should be formulated in an intrinsic way,

independent of the choice of coordinates to parametrize the data. Note that one

can quickly verify the coordinate-dependence of the results for the above examples,

even from a linear change of coordinates in the input space, i.e., x 7→ x′ = A · x
for an input space Rm with appropriate m and a nonsingular matrix A ∈ Rm×m.

In the next section, we argue that differential geometry is the “correct”—in the

sense of measuring distortion in an intrinsic, coordinate-invariant way—framework

for formulating and numerically minimizing these assorted measures of distortion

that arise in various machine learning contexts.
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Figure 1.5: Map-making: finding a mapping from a sphere to a Cartesian plane.

1.2 A Differential Geometric View

Analyzing the distortion inherent in a mapping between two spaces has been a

core problem in differential geometry. In this thesis, we make the case that tools

from differential geometry can be utilized in machine learning problems, and that

differential geometry offers a rigorous and practical framework in which to address

these problems. We begin with a discussion of distortion from a geometric perspec-

tive.

1.2.1 Example: Map-Making

One of the fundamental and classic problems of minimizing distortion in a differen-

tial geometric setting is the problem of making a map of the earth; approximating

the surface of the earth to be a sphere, a mapping from a two-dimensional sphere

to a two-dimensional Cartesian plane is sought while preserving specific intrinsic

geometric quantities (defined following the purpose of the map) in representing the

earth (see Figure 1.5).
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Figure 1.6: Maps of the earth.
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(a) The Mercator projection (angle-preserving)

(b) The Gall-Peters projection (area-preserving)

Figure 1.7: Two examples of maps of the earth.
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As can be seen from Figure 1.6, there exist a wide variety of maps of the earth.

Each is based on different projection methods, e.g., cylindrical, conic, azimuthal,

polyhedral, or others; some of the maps preserve geometric quantities such as an-

gles, areas, distances from a given point, while others attempt to balance these in

some fashion. Figure 1.7 shows two representative maps, the Mercator projection

and the Gall-Peters projection. In the figures, each ellipse represents how the (in-

finitesimal) equiareal circle attached to the corresponding point on the sphere is

mapped to the two-dimensional plane.2 The discrepancy of the ellipses to the orig-

inal circles, e.g., how the lengths and directions of the principal axes or the areas

of the ellipses are different from those of the circles, then represents the local dis-

tortion inherent in the maps. The Mercator projection in Figure 1.7(a) preserves

angles while the areas are distorted (two equiareal regions on the map will differ

in actual areas in general). The Gall-Peters map in Figure 1.7(b) preserves areas

even though the shapes are distorted.

As an ideal case, one would hope for a map of the earth without any distor-

tion, i.e., a map preserving all the distances, angles, geodesics (the shortest path

between two points on the surface), and areas—an isometry. In classical differen-

tial geometry, Gauss’s Theorema Egregium (Latin for ‘remarkable theorem’) states

that there are no isometries between two surfaces of different Gaussian curvatures

(the Gaussian curvature is a scalar measure of the curvature at a point of a sur-

face). A plane has Gaussian curvature zero everywhere, while the sphere has con-

stant positive Gaussian curvature at every point; hence a sphere cannot be mapped

to a plane in a distortion-free way.

The problem of map-making discussed above, i.e., finding a mapping from a

2The collection of such ellipses are called Tissot’s indicatrices.
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sphere to a plane to minimize the inherent distortion of the mapping, and char-

acterizing a mapping according to its preserved geometric quantities such as dis-

tances, angles, and areas, can be generalized to the case of a mapping between

two Riemannian manifolds of arbitrary dimensions. The formulation or further op-

timization of measures of distortion associated with a mapping between two Rie-

mannian manifolds can be most naturally addressed in the language of differential

geometry.

1.2.2 Non-Euclidean Data

At the same time, differential geometry offers tools to deal with data on non-

Euclidean domains, which arise in a growing number of problems in machine learn-

ing. Here we denote such data sampled from curved spaces or Riemannian man-

ifolds by the term ‘non-Euclidean data’.3 It goes without saying that learning

problems involving non-Euclidean data should also be formulated and solved in

a coordinate-invariant way. Rather, when framing the problem, the choice of Rie-

mannian metric, which determines how distances and angles on Riemannian man-

ifolds are calculated, should be the critical underlying determinant. We begin with

some illustrative examples of non-Euclidean data.

Example 1.2.1. Hyperspherical data. The n-dimensional hypersphere (or n-

sphere) Sn is the set of all points which are equidistant (with some radius r) from

the origin in Rn+1, i.e., Sn = {p ∈ Rn+1 | ‖p‖ = r}.

Example 1.2.2. Symmetric positive-definite matrices. The space of n × n

symmetric positive-definite matrices, denoted P(n) throughout this thesis, arises

3Note that the term ‘non-Euclidean data’ is used in other ways in the literature, e.g., func-
tions defined on manifolds or graphs are also referred to as non-Euclidean data in [3].
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Figure 1.8: Some examples of non-Euclidean data.
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in a wide variety of practical settings. For the case n = 2, P(2) becomes a three-

dimensional space, with an element P ∈ P(2) expressed as

P =

a b

b c

 , (1.2.7)

satisfying a, c > 0 and ac−b2 > 0. This space can be represented as a region inside

an open cone in three-dimensional space as shown in Figure 1.8(a).

Example 1.2.3. Diffusion tensor imaging (DTI). Diffusion tensor imaging

(DTI) is a brain imaging method that can reveal the microstructure of the brain

tissues. Mathematically, a DTI datum is a three-dimensional image in which each

voxel (or pixel of a three-dimensional array) is assigned a value of a 3 × 3 sym-

metric positive-definite matrix, i.e., an element of P(3) [4] (see Figure 1.8(c); the

diffusion tensors are visualized as ellipsoids, with length and direction of the prin-

cipal axes respectively determined from the eigenvalues and eigenvectors of the

diffusion tensors).

Example 1.2.4. Mass-inertia data. The physically consistent inertial parame-

ters (which is made up of the mass, the first moment of mass distribution, and

rotational moments of inertia) become an element of P(4) [5]. Mass-inertia data

of multibody systems can then be represented by a tree-topology graph with val-

ues consisting of both 4 × 4 symmetric positive-definite matrices and elements of

the Special Euclidean Group SE(3) of rigid body motions (see Figure 1.8(b) for

an example of human mass-inertia data; each ellipsoid represents the mass-inertial

parameters of each link with respect to the link frames).
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Example 1.2.5. Two- and three-dimensional shapes. Two-dimensional shape

data have been defined in the complex projective space4 [6]. Three-dimensional

shape data are also represented as elements of some direct products of Lie groups

in [7], [8].

Example 1.2.6. Other examples. Directions in three-dimensional Euclidean space

(two-sphere S2), k-dimensional linear subspaces of the n-dimensional Euclidean

space (the (n, k) Grassman manifolds), rotation matrices (the Special Orthogonal

Group SO(3)), rigid body motions (SE(3)), the general linear group GL(n) and its

various subgroups, or combinations of the aforementioned manifolds (as Cartesian

product spaces) are also possible examples of non-Euclidean data.

It is important to note that merely applying existing algorithms to non-Euclidean

data may lead to results that depend on the choice of local coordinates used to

parametrize the data, which is obviously undesirable at many levels. Preferably, we

argue that it is more natural to frame the problem in a way such that the choice

of Riemannian metric is the essential notion to be specified. We now illustrate

how the choice of Riemannian metric impacts data analysis problems involving

non-Euclidean data.

Example 1.2.7. Sample means and geodesics on P(2). Consider the prob-

lem of finding the sample mean from a given set of non-Euclidean data points.

A natural choice for the sample mean would be a point that minimizes the sum

of squared distances from a given set of data points.5 Suppose two data points

4Given k landmark points in a complex plane as zi ∈ C, i = 1, . . . , k, a pre-shape can
be obtained by sequentially connecting the points as (z1, . . . , zk) ∈ Ck. Since the shape data
are considered to be invariant under translation, rotation, and scaling, removing such degrees
of freedom from Ck results in the complex projective space CPk−2, which is the set of the
equivalence class [z] = {(wz1, . . . , wzk−1) | w ∈ C} [6].

5In the event that a unique minimizer exists, the minimizer is called the intrinsic sample
mean in [9].



1.2. A Differential Geometric View 19

2 4 6

2

4

6

Figure 1.9: Sample means and geodesics on P(2).

A = (5, 0, 1) and B = (1, 0, 5) in P(2) are given (we use (a, b, c) defined in (1.2.7)

as the coordinates for P(2); see Figure 1.9 which depicts the plane b = 0). Their

sample means according to the affine-invariant metric (explained in more detail

later in this thesis) and the Euclidean metric are then obtained as C = (
√

5, 0,
√

5)

and D = (3, 0, 3), respectively.

Observe that the sample mean from the affine-invariant metric maintains the

value of the determinant from the original inputs, while that from the Euclidean

metric increases this value. The determinant of a symmetric positive-definite ma-

trix can be given an interpretation as the volume of the ellipsoid constructed from

the matrix, and it may not be desirable if averaging two points with identical vol-

umes results in an increase in the volume.

Now consider the problem of finding the minimal geodesic between two points

on a Riemannian manifold, analogous to finding the path of shortest distance be-

tween two points in Euclidean space (a straight line in this case). Not surpris-

ingly, geodesics depend on the choice of Riemannian metric. The solid curve in
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Figure 1.9 represents the geodesic connecting A and B obtained according to the

affine-invariant metric; all points on the geodesic remain in P(2) while maintaining

the determinant values of A and B. The solid line depicts the geodesic connect-

ing A and B in terms of the standard Euclidean metric; note that points on the

geodesic do not preserve the determinant values, and the geodesic cannot be ex-

tended to infinity (dashed lines in Figure 1.9 depict the segments not belonging

to P(2)).

In summary, coordinate-invariant formulations are essential in properly treat-

ing non-Euclidean data. Furthermore, there may exist particular choices of Rie-

mannian metrics that are well-suited to the data at hand. We argue that the dif-

ferential geometric framework, from problem formulation to analysis and optimiza-

tion, is the most effective way to address such problems. Rather than struggling

with which local coordinates to use, the geometric framework keeps the focus on

the intrinsic structure of the input and output Riemannian manifolds, including

the choice of Riemannian metrics on these spaces. We now introduce some rele-

vant works in the literature that draw upon elements of this perspective.

1.3 Related Works

How to measure the distortion of a mapping is one of the defining features of

methods for manifold learning; in manifold learning, we seek a lower-dimensional

Euclidean representation of high-dimensional data that best preserves metric quan-

tities such as distances and angles between data points. The more well-known

manifold learning and dimensionality reduction methods, e.g., Isomap [1], locally
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linear embedding [2], Laplacian eigenmap [10], diffusion map [11], Hessian eigen-

map [12], local tangent space alignment [13], offer different ways of construct-

ing a lower-dimensional embedded manifold from the set of high-dimensional data

points, and of obtaining a Euclidean parametrization of this manifold.

Some works have attempted to understand and explain manifold learning meth-

ods via a unified framework. The work in [14] offers a kernel principal component

analysis (PCA) [15] perspective of manifold learning, with each manifold learn-

ing algorithm corresponding to a different choice of kernel function. The work

in [16] classifies manifold learning algorithms into Laplacian-based, Hessian-based,

and parallel field-based approaches.

The above and other related recent works try to capture, at least implicitly, the

general intuitive features of distortion. For example, in [17], the manifold learn-

ing problem is formulated as searching for an isometric mapping from a lower-

dimensional Riemannian manifold—the Riemannian metric is estimated from high-

dimensional data points using methods described in [18]—into a higher-dimensional

Euclidean space.

The notion of distortion of a mapping is also fundamental to regularization

methods. Some semi-supervised learning algorithms have been developed by adopt-

ing Laplacian-based regularization methods, which lead to models that map neigh-

boring points in the input space to be adjacent to each other in the output space

[19], [20].

A Hessian-based method of measuring the distortion of a mapping between

Riemannian manifolds has been suggested in [21] and applied as a regularization

method to regression tasks between Riemannian manifolds. Their Hessian-based

regularization method induces a mapping to be close to a totally geodesic map-

ping, i.e., a mapping that maps geodesics of the input manifold to geodesics in
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the output manifold; a useful analogy is seeking a linear mapping in the Euclidean

space that maps straight lines to straight lines. Their distortion measure has also

been applied as a regularizer for semi-supervised dimensionality reduction tasks in

[22] (the method reduces to the Hessian eigenmap method [12] in an unsupervised

setting).

Meanwhile, there exist a growing number of works dealing with data on Rie-

mannian manifolds in the literature. One of the most widely studied non-Euclidean

data is diffusion tensor imaging (DTI) data; the Riemannian geometry of P(3) has

been considered on the calculus and statistical analyses of DTI data [23], [24], [25],

[26], [27]. The Fisher information metric on the space of three-dimensional normal

distributions has also been adopted some DTI applications in [28].

Mass-inertia data have also been interpreted as symmetric positive-definite ma-

trices in [5]. A method for robust mass-inertial parameter identification of multi-

body systems has been proposed by taking the affine-invariant Riemannian metric

in P(4) [29]. Two-dimensional shape data also have been regarded as data on Rie-

mannian manifolds [6], and some direct products of Lie groups are defined and

used to represent three-dimensional shapes in [7], [8].

In addition to applications targeting specific types of non-Euclidean data, there

exists a developing literature on the foundations and mathematical tools that ap-

ply to non-Euclidean data in a more general sense. Some generalizations of vector

space optimization methods to the case of matrix manifolds have been proposed

in [30], [31]. Key concepts needed for statistical analysis on Riemannian mani-

folds have been established, e.g., generalizations of the notions of probability den-

sity, sample mean, median, covariance, the central limit theorem, and the law of

large numbers to Riemannian manifolds [32], [9], [33], [34]. Principal component

analysis (PCA) has been generalized to handle non-Euclidean data in principal
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geodesic analysis (PGA) [7], [24], and geodesic PCA [35]. Regression problems on

Riemannian manifolds are discussed in [36], [37], [38]. Kernel-based methods also

have been extended to include applications involving non-Euclidean data in [39],

[40]. Recently, a survey on geometric deep learning [3] introduces a variety of deep

learning methods for data defined on non-Euclidean domains emerging in relevant

fields.

1.4 Contributions of This Thesis

1.4.1 Riemannian Distortion

This thesis presents a unified geometric framework for capturing the distortion of

mappings between Riemannian manifolds in a coordinate-invariant way, and shows

how a wide range of problems in machine learning can be formulated within this

framework. We first show how to construct general coordinate-invariant functionals

of mappings between Riemannian manifolds inspired by the theory of harmonic

maps [41]. Then we propose a family of functionals that measures the proximity

of a mapping to being an isometry, naturally leading to minimizing objectives for

various machine learning problems.

The proposed framework naturally admits problems in which the data are non-

Euclidean; the results do not depend on the choice of local coordinates, but only

on the Riemannian metrics for the input and output spaces, which we argue are

more physically meaningful and intuitive to choose.

Using our Riemannian distortion framework, we mainly focus on the follow-

ing two unsupervised learning problems involving non-Euclidean data: (i) manifold

learning, and (ii) autoencoder training. The details of formulating the two prob-

lems as well-defined Riemannian distortion minimization problems are the main
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focus of this thesis.

1.4.2 Manifold Learning for Euclidean and Non-Euclidean Data

We formulate manifold learning as a Riemannian distortion minimization prob-

lem, and then expand the basic algorithms to cover the case of non-Euclidean

data, i.e., data sampled from non-Euclidean ambient spaces. In manifold learning

for Euclidean data, typically data points are assumed to lie on a low-dimensional

submanifold in Euclidean ambient space, and the geometry of the submanifold is

captured from a discrete set of data points using the graph Laplacian [42], [10],

[11]. We suggest a way to expand Laplacian-based methods, e.g., [10], [11], [17],

[18], to the case of non-Euclidean data, and provide its mathematical justification.

A natural gradient-based optimization algorithm is then proposed to numer-

ically optimize the proposed set of Riemannian distortion measures for manifold

learning. Several manifold learning algorithms are derived from different choices of

distortion measure. Specifically, a manifold learning algorithm inspired by the har-

monic mapping distortion is newly suggested: when the output space is Euclidean,

a closed-form solution can be obtained from given embeddings of the boundary

points. An extension of the algorithm is provided to find the boundary embed-

dings in the event that they are unspecified.

A taxonomy of manifold learning algorithms is developed from our Riemannian

distortion framework, which includes some well-known locality-preserving manifold

learning algorithms as well as newly developed algorithms. For each of the man-

ifold learning algorithms, our Riemannian distortion framework identifies the dis-

tinct roles and assumptions made about the input and output manifolds and their

underlying metrics, and the nature of the objective functions. Our framework also

makes clear the distinction between local versus global measures, and the role of
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boundary conditions and constraints on the mapping and metrics.

Experiments comparing our new distortion measures with other more classical

methods have been performed, and an assessment provided of the relative advan-

tages and disadvantages of each of the methods in association with the developed

taxonomy. Newly developed manifold learning algorithms are also successfully ex-

amined on non-Euclidean data, using both synthetic data and human mass-inertia

data.

1.4.3 Autoencoders for Non-Euclidean Data

An autoencoder is a type of artificial neural network that can be represented by

the composition of two maps f : X → H (the encoder) and g : H → X (the

decoder), where X is an input space and H is a latent space. Among many vari-

ants of autoencoders, regularization techniques adopted in denoising autoencoders

in [43, 44] and contractive autoencoders in [45] depend fundamentally on mea-

sures that capture the distortion of mappings. Based on our Riemannian distor-

tion framework, we propose coordinate-invariant generalizations of autoencoders

for non-Euclidean data, especially focusing on the denoising autoencoder (DAE)

[43], [44], and the reconstruction contractive autoencoder (RCAE) [46].

In [46], it is shown that the derivative of the log-probability density of given

data can be estimated from well-trained denoising autoencoders and reconstruc-

tion contractive autoencoders. From our coordinate-invariant formulation, we show

that the result can be generalized to the case of non-Euclidean data. This gener-

alization is then demonstrated in numerical experiments involving synthetic data.

The training of autoencoders becomes coordinate-invariant, and estimation accu-

racy of the derivative of log-probability functions is comparable to the state-of-

the-art methods in [47], [48], [49].
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The autoencoder is then trained on diffusion tensor imaging (DTI) data. In-

spired from the mean shift method [50], [51], [52], a denoising autoencoder-based

mode-seeking method is proposed and applied to DTI filtering problems. The pro-

posed method is compared to previous methods for DTI filtering in the literature

[23], [27].

1.5 Organization

The thesis is organized as follows. Chapter 2 presents the geometric framework for

formulating, in a coordinate-invariant way, distortion measures for mappings be-

tween Riemannian manifolds. Chapter 3 frames manifold learning for Euclidean

and non-Euclidean data as a Riemannian distortion minimization problem, to-

gether with coordinate-invariant, gradient-based numerical optimization algorithms

for each of the distortion measures. A new type of manifold learning algorithm in-

spired by the harmonic mapping distortion is suggested, and a taxonomy of mani-

fold learning algorithms based on our Riemannian distortion framework is sum-

marized. Chapter 4 presents manifold learning case studies for both Euclidean

and non-Euclidean data; the former focus on revealing the relative advantages

and disadvantages of manifold learning algorithms anticipated from the taxon-

omy, while the latter involve human mass-inertial data represented as symmetric

positive-definite matrices. Chapter 5 examines autoencoder regularization for non-

Euclidean data from a Riemannian distortion perspective, and applies the autoen-

coders to estimate the derivative of the log-probability and the filtering of diffusion

tensor imaging data. In Chapter 6 we conclude this thesis with a summary of our

main results, and discuss directions for future work.
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Riemannian Distortion

In this chapter, we show how to formulate global geometric distortion measures for

a smooth mapping between two Riemannian manifolds. We first provide a brief re-

view of the mathematical background on differentiable manifolds and Riemannian

geometry. We then show how to formulate general coordinate-invariant functionals

for a mapping between two Riemannian manifolds, i.e., the functional is invariant

with respect to the choice of local coordinates for the source and target Rieman-

nian manifolds. Next, we examine those functionals that measure how close the

mapping is to being an isometry, i.e., a mapping that preserves distances and an-

gles. We then conclude this chapter with a discussion of how machine learning

problems can be framed within this Riemannian distortion framework, emphasiz-

ing the similarities and differences with the extant mathematical literature on min-

imum distortion mappings between Riemannian manifolds.

27
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2.1 Mathematical Background

Starting from an example of the sphere, we briefly review some notions related

to differentiable manifolds and Riemannian geometry. For further mathematical

details on differentiable manifolds and Riemannian geometry, we refer the reader

to [53], [54].

2.1.1 Calculus on the Sphere

The unit two-sphere S2 is a set of points (x, y, z) in the three-dimensional Eu-

clidean space satisfying x2+y2+z2 = 1, i.e., S2 = {(x, y, z) ∈ R3 | x2+y2+z2 = 1}.
In spherical coordinates, the points on the unit sphere are parametrized using

(θ, φ) ∈ [0, 2π]× [0, π] as

x = cos θ sinφ

y = sin θ sinφ

z = cosφ.

Given a curve (x(t), y(t), z(t)) for t ∈ R on the sphere, its incremental length

is represented as

ds2 = dx2 + dy2 + dz2 (2.1.1)

= sin2 φ dθ2 + dφ2 (2.1.2)

=
[
dθ dφ

]
G(θ, φ)

dθ
dφ

 , (2.1.3)

where G(θ, φ) =
[

sin2 φ 0
0 1

]
. The matrix G(θ, φ) is called the first fundamental form

in classical differential geometry (or the Riemannian metric in Riemannian geom-

etry).
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(a) A curve and a region on a sphere (b) Corresponding curve and region in

spherical coordinates

Figure 2.1: Spherical coordinates.

Quantities such as the length of a curve or the area of some region on the

sphere can be calculated using the spherical coordinates and corresponding first

fundamental form G(θ, φ). Given a curve C : [a, b] → S2 represented in spherical

coordinates as (θ(t), φ(t)) for t ∈ [a, b] (see Figure 2.1), the length of the curve is

calculated as

Length(C) =

∫ b

a
ds (2.1.4)

=

∫ b

a

√
sin2 φ θ̇2 + φ̇2 dt. (2.1.5)

For a region A on the sphere, its surface area is calculated as

Area(A) =

∫ ∫
A
dA =

∫ ∫
A
| sinφ| dφ dθ, (2.1.6)

where A is the region in spherical coordinates corresponding to A, dA = | sinφ|
· dφ dθ is the area element of the spherical coordinates (see Figure 2.1). Note that

dA corresponds to
√

detG(θ, φ) dφ dθ.

Another important question is how straight lines in Euclidean space can be

generalized to the case of the sphere. Given two points on the sphere, the curve of
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minimum length connecting the two points is called a minimal geodesic. Minimal

geodesics can be obtained as a curve (θ(t), φ(t)), t ∈ [0, 1], that minimizes the

functional ∫ 1

0
sin2 φ θ̇2 + φ̇2 dt, (2.1.7)

for given endpoint conditions θ(0), φ(0), θ(1), φ(1). Note that even though the square

root has been removed from the length equation in (2.1.5), the optimal paths from

both objective functionals become identical under a simple regularity condition in

the parametrization, i.e., (θ̇, φ̇) 6= 0 for all t ∈ [0, 1] [55].

The variational equations (or the Euler-Lagrange equations) of this calculus of

variations problem are obtained as

θ̈ + 2θ̇φ̇ cotφ = 0 (2.1.8)

φ̈− θ̇2 sinφ cosφ = 0. (2.1.9)

Without loss of generality, consider a spherical coordinate with its pole set to be

the initial point, i.e., φ(0) = 0 (note that the value of θ(0) do not change the

initial point in this case). Then setting θ(t) = θ(1) and φ̈ = 0 satisfies the above

equations; the corresponding solution is a curve along the longitudinal lines of the

sphere. Therefore it can be verified that the minimal geodesics on the sphere cor-

respond to the arcs of the great circles.

As a familiar example of the geodesics of the sphere, consider the flight paths

of airplanes; for the most efficient flight, the paths usually follow the shortest path

between two cities on the earth, i.e., the minimal geodesics are arcs of great circles,

and not the shortest path (straight line) on the planar map (see Figure 2.2).

Note that coordinate parametrizations of the sphere other than spherical co-

ordinates are also possible, e.g., stereographic projection, where (x, y, z) ∈ R3 are
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(a) The geodesic path on

the globe

(b) The geodesic path represented on a map

Figure 2.2: The flight path between two cities.

obtained from (u, v) ∈ R2 as follows:

x =
2u

1 + u2 + v2
, y =

2v

1 + u2 + v2
, z =

−1 + u2 + v2

1 + u2 + v2
.

Lengths, areas, and geodesics can be similarly calculated using different choices

of coordinates based on the first fundamental form corresponding to the coordi-

nates. The resultant lengths, areas, or geodesics will be identical regardless of the

choice of coordinates used in the calculation, i.e., coordinate-invariant. Further-

more, other choices of Riemannian metric are possible by adopting different met-

rics on R3, e.g., substituting ds2 = dx2+dy2+dz2 in (2.1.1) by ds2 =
∑3

i=1

∑3
j=1 aij

·dxidxj for a symmetric positive-definite matrix (aij) ∈ R3×3 (here dx1, dx2, dx3

corresponds to dx, dy, dz, respectively).

2.1.2 Calculus on Riemannian Manifolds

The calculus on the sphere can be generalized to the case of Riemannian mani-

folds of arbitrary dimension. We start this section with a brief discussion of dif-

ferentiable manifolds.
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Intuitively, an m-dimensional differentiable manifold M is a space which is lo-

cally diffeomorphic1 to m-dimensional Euclidean space. For every point p ∈ M,

there exists a coordinate chart (U, x), where U is an open subset of M containing

p, and x is a homeomorphism2 of U to an open subset of Rm. Applying x to p

gives the m coordinates of p, i.e., x(p) = (x1(p), . . . , xm(p)) ∈ Rm—each xi is a

real-valued function on U , the i-th coordinate function. Here x is called the lo-

cal coordinates; note that other choices of local coordinates are also possible (in

the example of the sphere in the previous section, both spherical coordinates and

stereographic projection correspond to different local coordinates of the sphere).

A differentiable manifold M endowed with a Riemannian metric is called a

Riemannian manifold. The Riemannian metric is a function defined on the mani-

fold M that assigns to each point p ∈M a bilinear mapping Φp : TpM×TpM→
R, where TpM denotes the tangent space to M at p. Using the local coordinates

x = (x1, . . . , xm), the Riemannian metric can be expressed as

Φ =
m∑
i=1

m∑
j=1

gij(x)dxidxj , (2.1.10)

or ds2 =
∑m

i=1

∑m
j=1 gij(x)dxidxj (this corresponds to the generalization of the

first fundamental form of the sphere). Here gij(x) is assumed to be smooth, i.e.,

infinitely differentiable, and its matrix representation G = (gij) ∈ Rm×m is sym-

metric positive-definite. The Riemannian metric allows one to calculate lengths,

angles, volumes, and even define a distance metric on differentiable manifolds.

1Two manifolds are said to be diffeomorphic if there exists a differentiable mapping between
the two manifolds which is invertible and its inverse is also differentiable. Such a mapping is
called a diffeomorphism.

2A continuous function is called a homeomorphism if it is invertible, and its inverse is
continuous.
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M

V
C

(a) A curve and a region on M

V

Rm

x1

m
x

. . .

(b) Corresponding curve and region in local coordinates

Figure 2.3: A Riemannian manifold M and its local coordinate x.

The length of a curve C = {x(t) ∈M | t ∈ [0, 1]} is then calculated as

Length(C) =

∫ 1

0

√
ẋ(t)>G(x(t))ẋ(t) dt, (2.1.11)

where x(t) ∈ Rm is the local coordinate representation of x(t) (see Figure 2.3).

Given two fixed boundary points x(0), x(1) ∈ M, the curves that minimize the

length (2.1.11) are called the minimal geodesics, and the corresponding lengths

the minimal geodesic distances.

The equations for geodesics are obtained as

d2

dt2
xk +

m∑
i=1

m∑
j=1

Γkij
dxi

dt

dxj

dt
= 0, k = 1, . . . ,m, (2.1.12)

where Γkij denote the Christoffel symbols of the second kind in M, i.e.,

Γkij =
m∑
l=1

1

2
gkl
(
∂gli
∂xj

+
∂glj
∂xi
− ∂gij
∂xl

)
, (2.1.13)

and gkl is the (k, l) entry of G−1 ∈ Rm×m.

On Riemannian manifolds, there exists a (natural) volume element induced

from the Riemannian metric G(x) which is expressed in local coordinates as√
detG(x) dx1 · · · dxm (the analogue of the volume element for the case of the
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Figure 2.4: A mapping f between two manifolds M and N .

sphere is the area element). The volume of a compact subset V ⊆ M is then ob-

tained by the following integral:

Volume(V) =

∫
V

√
detG(x) dx1 · · · dxm, (2.1.14)

where V denotes the domain of integration expressed in local coordinates3 (see

Figure 2.3). The integration of a bounded and continuous function f :M→ R on

the integration domain V is also obtained using the volume element as follows:∫
V
f(x)

√
detG(x) dx1 · · · dxm. (2.1.15)

2.1.3 Isometry

Consider M to be an m-dimensional Riemannian manifold with local coordinates

x = (x1, . . . , xm) and Riemannian metric ds2 =
∑m

i,j=1 gij(x)dxidxj (or G(x) =

(gij(x)) ∈ Rm×m in matrix expression), and N to be an n-dimensional Riemannian

manifold with local coordinates y = (y1, . . . , yn) and Riemannian metric ds2 =∑n
α,β=1 hαβ(y)dyαdyβ (or H(y) = (hαβ(y)) ∈ Rn×n in matrix expression). Given a

mapping f :M→N between the two Riemannian manifolds M and N , to every

3We may also use V rather than V to denote the domain of integration for notational
simplicity.
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point x ∈ M a point f(x) ∈ N is assigned. Similarly, a set of points, e.g., curves

or some regions, on M is mapped to a set of points on N (refer to Figure 2.4

where a point x, a curve C, and a region V are mapped to f(x), f(C), and f(V),

respectively). If the mapping f were an isometry, the geometric quantities such as

distances between points, angles between curves, and volumes of regions would be

preserved between the two manifolds.

In order to determine the conditions for the mapping f to being an isometry, we

start by comparing the length of a curve C on M to that of f(C) on N . Denote the

curve C and f(C) represented in local coordinates by x(t) ∈ Rm and f(x(t)) ∈ Rn

for t ∈ [0, 1], respectively. Then lengths of both curves are calculated as follows:

Length(C) =

∫ 1

0

√
ẋ>G(x)ẋ dt, (2.1.16)

Length(f(C)) =

∫ 1

0

√
ḟ>H(f(x))ḟ dt (2.1.17)

=

∫ 1

0

√
ẋ>J(x)>H(f(x))J(x)ẋ dt, (2.1.18)

where J(x) =
(
∂f i

∂xj
(x)
)
∈ Rn×m (the differential of f at x, dfx : TxM → Tf(x)N ,

expressed in local coordinates), and ḟ = J(x)ẋ is used to derive (2.1.18).

The lengths of the two curves would be identical under an isometry, i.e.,∫ 1

0

√
ẋ>G(x)ẋ dt =

∫ 1

0

√
ẋ>J(x)>H(f(x))J(x)ẋ dt. (2.1.19)

The above equation is satisfied for any curve C on M if the equality G(x) =

J(x)>H(f(x))J(x) holds globally, i.e., for all x ∈ M (here x is expressed in lo-

cal coordinates as x ∈ Rm). The equality G(x) = J(x)>H(f(x))J(x) relates the

Riemannian metrics on M and N via the mapping f; this is the condition for

f : M→ N to being an isometry. Here the matrix J(x)>H(f(x))J(x) can be re-

garded as another metric defined onM, referred to as the pullback metric of H via
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Figure 2.5: Local coordinates, tangent spaces, and Riemannian metrics for the

mapping f :M→N . Local coordinates are denoted in italics.

the mapping f. Note that the pullback metric may become positive-semidefinite,

e.g., when dim(M) > dim(N ); an isometry is unachievable in such cases.

2.2 Constructing Coordinate-Invariant Functionals on

Riemannian Manifolds

In this section, we show how to formulate global geometric distortion measures for

a smooth mapping between two Riemannian manifolds. Referring to Figure 2.5,

let M be an m-dimensional manifold with local coordinates x = (x1, . . . , xm) and

Riemannian metric

ds2 =
m∑
i=1

m∑
j=1

gij(x) dxidxj . (2.2.20)

Let N be an n-dimensional manifold with local coordinates y = (y1, . . . , yn) and

Riemannian metric

dr2 =

n∑
α=1

n∑
β=1

hαβ(y) dyαdyβ. (2.2.21)
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Throughout we use italics to represent local coordinates, e.g., a point x ∈M has

local coordinates x ∈ Rm, the mapping f : M → N is represented in local co-

ordinates as y = f(x). The two metrics will also be denoted in matrix form as

G(x) = (gij(x)) and H(y) = (hαβ(y)), respectively.

Given a smooth mapping f : M → N , x 7→ y = f(x), its differential dfx :

TxM→ TyN is denoted in local coordinates by the matrix

J(x) =

(
∂f i

∂xj
(x)

)
∈ Rn×m. (2.2.22)

Now, at a point x ∈M, first find the characteristic values of the pullback metric

J(x)>H(f(x))J(x) relative to the metric G(x) of M, i.e., the m real roots of the

characteristic polynomial p(λ) = det(J>HJ −Gλ) = 0, which are the same as the

eigenvalues of J>HJG−1; apart from their order, these characteristic values are

intrinsically associated with J>HJ and G. (To see why, observe that under a pair

of local coordinate transformations x 7→ x′ = φ(x) and y 7→ y′ = ψ(y), G, H, and

J transform according to the following rules [54]: (i) G 7→ G′ = Φ−>GΦ−1, where

Φ = ∂φ
∂x ; (ii) H 7→ H ′ = Ψ−>HΨ−1, where Ψ = ∂ψ

∂y ; (iii) J 7→ J ′ = ΨJΦ−1; it is

then straightforward to verify that the characteristic values of J ′>H ′J ′ relative to

G′ remain the same.) An insightful visualization of what the roots of characteristic

polynomials λ1, . . . , λm represent are shown in Figure 2.6, from a special choice of

coordinate transformation x 7→ x′ = φ(x) that satisfies G′(x′) = I.

Let σ(λ1, . . . , λm) be any symmetric function (i.e., a function whose value is

invariant with respect to permutations of its arguments) of the m roots of the

characteristic polynomial p(λ). Then the integral∫
M
σ(λ1, . . . , λm)

√
detG dx1 · · · dxm (2.2.23)

is an intrinsic quantity, i.e., coordinate-invariant.
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Figure 2.6: A visualization to interpret what λ1, . . . , λm means.

2.3 Riemannian Distortion and Isometry

Based on the above, we now examine choices for σ that capture the intrinsic dis-

tortion of the mapping f. The ideal case of no distortion is achieved when f is an

isometry, i.e., angles and distances are preserved everywhere. Mathematically, the

equality J>HJ = G must hold at every x ∈M. If dim(M) ≤ dim(N ), then for an

isometry J>HJG−1 is the identity, or equivalently, the eigenvalues of J>HJG−1

must all identically be one. Any distortion measure attempts to measure the de-

viation from this ideal case. One straightforward choice for σ(λ) is

σ(λ) =
1

2

m∑
i=1

(λi − 1)2 =
m

2
+

m∑
i=1

λ2
i

2
− λi. (2.3.24)

Ignoring the constant term and noting that the sum of a matrix’s eigenvalues is

its trace, while the sum of the squares of a matrix’s eigenvalues is the trace of the

squared matrix, the corresponding global distortion measure assumes the form

1

2

∫
M

Tr
(

(J>HJG−1)2 − 2J>HJG−1
) √

detG dx1 · · · dxm. (2.3.25)

An important feature of this measure is that the integrand also serves as a local

measure of deviation from an isometry. Although the integrand is intuitive and

useful as a local measure, for the integral functional, even the question of existence
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Figure 2.7: Wrapping a curved object made of marble (N ) by an elastic sheet (M)

via a mapping f, while satisfying ∂N = f(∂M).

of solutions to this multidimensional calculus of variations problem is a difficult

one.

A simpler choice for σ is σ(λ) = λ1 + . . .+ λm. The global distortion measure

in this case becomes ∫
M

Tr(J>HJG−1)
√

detG dx1 · · · dxm, (2.3.26)

which corresponds to the integral functional from the theory of harmonic maps

[41]. Although it may not be intuitively clear at first glance whether this integral

measures in any way the deviation of f from an isometry, there is in fact a well-

developed theory of harmonic maps which establishes that, provided the boundary

conditions for f are well-specified (i.e., how the boundary ∂M of the region of in-

tegration in M maps to a boundary ∂N in N ), solutions are in fact extrema of a

global measure of distortion. A useful physical analogy is to imagine wrapping a

curved object made of marble (N ) by an elastic sheet (M), see, e.g., Figure 2.7;

harmonic maps, which are extrema of (2.3.26), can be viewed as solutions corre-

sponding to elastic equilibria [41].
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The variational equations for (2.3.26) are given by

m∑
i=1

m∑
j=1

1√
detG

∂

∂xi

(
∂fα

∂xj
gij
√

detG

)
+

n∑
β=1

n∑
γ=1

gijΓαβγ
∂fβ

∂xi
∂fγ

∂xj
= 0, (2.3.27)

for α = 1, . . . , n, where gij denotes the (i, j) entry of G−1. The first term in (2.3.27)

is the Laplace-Beltrami operator on M, and the Γαβγ denote the Christoffel sym-

bols of the second kind in N , i.e.,

Γαβγ =
n∑
s=1

1

2
hαs

(
∂hsβ
∂yγ

+
∂hsγ
∂yβ

− ∂hβγ
∂ys

)
, (2.3.28)

where hαβ denotes the (α, β) entry of H−1 and y = f(x).

In the general case, although Tr(J>HJG−1) by itself cannot be interpreted as

a local measure of deviation from an isometry, by imposing appropriate boundary

conditions (needed to avoid trivial solutions J = 0, or equivalently f = constant),

the solutions do in fact admit an interpretation as minimum distortion maps.

Here we present some familiar examples of harmonic maps.

Example 2.3.1. Linear functions. Suppose M = N = [0, 1]. Find a mapping

f : [0, 1]→ [0, 1] that minimizes
∫ 1

0 ḟ(t)2dt, with endpoint conditions specified. The

variational equation is obtained as f̈(t) = 0; the minimum distortion mappings are

therefore linear, especially the identity map f(t) = t for the boundary conditions

of f(0) = 0 and f(1) = 1.

Example 2.3.2. Harmonic functions. Suppose N to be the one-dimensional

Euclidean space R. For a mapping f :M→ R, the variational equations in (2.3.27)

then reduce to Laplace’s equation

∆f = 0, (2.3.29)

where ∆ is the Laplace-Beltrami operator on M. The solutions of (2.3.29) are the

harmonic functions.
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There exists a well-known physical interpretation of harmonic functions; given

a metal plate with specified temperature values along its edge (here M can be

identified with a region in R2), the equilibrium temperature distribution of the

plate corresponds to the harmonic functions.

Example 2.3.3. Geodesics. Suppose M to be the one-dimensional Euclidean

space; then a mapping f : R→ N corresponds to a curve on N . Consider finding

a curve f : [0, 1]→ N that minimizes∫ 1

0
ḟ(t)>H(f)ḟ(t)dt, (2.3.30)

with specified endpoints f(0), f(1) ∈ N . The extrema that minimize the value of

(2.3.30) are called minimal geodesics, which correspond to the paths of shortest

distance connecting the two points. Geodesics generalize the notion of straight

lines on Euclidean spaces; a familiar example is the great circles on the two-sphere

S2.

The variational equations for (2.3.30) reduce to the equations for geodesics on

N :
d2

dt2
fα +

n∑
β=1

n∑
γ=1

Γαβγ
dfβ

dt

dfγ

dt
= 0, α = 1, . . . , n. (2.3.31)

By comparing (2.3.31) to (2.3.27), harmonic maps can be interpreted as a gener-

alization of geodesics to the case of mapping between two Riemannian manifolds.

Example 2.3.4. Harmonic mapping from the two-torus T2 to the two-

sphere S2 [56]. Consider a mapping f from the two-torus T2 to the two-sphere

S2. Coordinatize T2 as [0, 2π]× [0, 2π] (more precisely, R2 modulo 2πZ×2πZ) with

local coordinates (u1, u2), and metric ds2 = ε1 du
2
1+ε2 du

2
2, ε1ε2 = 1. Let S2 be the
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Figure 2.8: f : T2 → S2 as a mapping from a cylinder to a sphere.

unit sphere embedded in R3, with spherical coordinates (θ, φ) so that the embed-

ding is given by x = cos θ sinφ, y = sin θ sinφ, and z = cosφ; the induced metric

is then ds2 = dφ2 + sin2 φ dθ2.

The distortion of a map f : T2 → S2 is expressed as∫ 2π

0

∫ 2π

0

1

ε1

((
∂φ

∂u1

)2

+ sin2 φ

(
∂θ

∂u1

)2
)

+
1

ε2

((
∂φ

∂u2

)2

+ sin2 φ

(
∂θ

∂u2

)2
)
du1du2.

The variational equations for the above are obtained as

1

ε1

(
∂2φ

∂u1
2
− sinφ cosφ

(
∂θ

∂u1

)2
)

+
1

ε2

(
∂2φ

∂u2
2
− sinφ cosφ

(
∂θ

∂u2

)2
)

= 0

1

ε1

(
2 cotφ

∂φ

∂u1
· ∂θ
∂u1

+
∂2θ

∂u1
2

)
+

1

ε2

(
2 cotφ

∂φ

∂u2
· ∂θ
∂u2

+
∂2θ

∂u2
2

)
= 0.

Since there are no harmonic maps of degree one from T2 to S2 [57], the maps of

degree two or higher are obtained in [56]. By a symmetry argument, θ is assumed

to be linear in u1, i.e., θ = u1, and φ to be dependent on u2 alone. These assump-

tions are plausible if the T2 to S2 mapping is regarded as a mapping a cylinder

to a sphere, while the cylinder represents half of the torus (see Figure 2.8). Un-

der these assumptions, the variational equations reduce to the following pendulum
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Figure 2.9: Numerical solution of the pendulum equation.

equation:
d2

du2
2

φ(u2)− ε2
ε1

sinφ(u2) cosφ(u2) = 0. (2.3.32)

Note that the boundary conditions for the double-covering solution are φ(0) = 0

and φ(2π) = 2π. From these particular set of boundary conditions, the pendulum

equation above has a unique periodic solution which can be obtained numerically

(see Figure 2.9 for the case of ε1 = ε2 = 1).

We refer the reader to the extensive literature on the theory and applications

of harmonic maps, e.g., [57], [58], [56], [59], [60].

Now we briefly mention some other choices for the symmetric function σ(λ).

Recall that the spectral norm of a square matrix A is defined as the positive square

root of the maximum eigenvalue of A>A. One could then presumably try to min-

imize the spectral norm of J>HJG−1 − I; indeed, it can be easily verified that if

λ1, . . . , λm are the eigenvalues of J>HJG−1, then the eigenvalues of J>HJG−1−I
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are simply λ1 − 1, . . . , λm − 1. The corresponding global measure in this case be-

comes

min

∫
M

max
i

(λi − 1)2
√

detG dx1 · · · dxm. (2.3.33)

Another widely used distance metric on the space of symmetric positive-definite

matrices is given by

dist2(A,B) =
m∑
i=1

log2 λi(A,B), (2.3.34)

where λi(A,B) are the roots of the polynomial det(B −Aλ) = 0 (or equivalently,

the eigenvalues of A−1B). The corresponding global distortion measure for this

choice of metric becomes

min

∫
M

m∑
i=1

(
log2 λi

)√
detG dx1 · · · dxm. (2.3.35)

There may also arise situations where the isometry requirement can be relaxed,

e.g., preserving either shapes or volumes (but not both) is enough. If σ(λ) =

(log(λ1λ2 · · ·λm))2 = (log(det(J>HJG−1)))2, then the corresponding global dis-

tortion functional measures the extent to which volumes are preserved (a volume-

preserving map locally preserves volumes, but not distances and angles). The choice

σ(λ) = λmax/λmin corresponds to the condition number of J>HJG−1; when the

condition number attains the minimum possible value of 1, shapes (but not nec-

essarily their volumes) are preserved.

Finally, if dim(M) > dim(N ), the pullback metric J>HJ as well as J>HJG−1

will always be singular. In this case the above distortion measures are still applica-

ble by using only the nonzero eigenvalues (m−n of the eigenvalues will always be

zero). Isometries are unachievable in this case but the distortion measure is still

valid and physically meaningful.
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2.4 Riemannian Distortion and Machine Learning

Most of the mathematics literature on distortion of mappings assumes that the

source and target Riemannian manifolds (M, G) and (N , H) are specified; the ob-

jective is then to determine a mapping f :M→N that minimizes any of the pre-

vious distortion measures (recall the example of map-making in Section 1.2.1). In

contrast, typical problems in machine learning are much less well-defined. For ex-

ample, in manifold learning, only a collection of points S in some high-dimensional

space V is given; a Riemannian distortion formulation of manifold learning entails

determining some combination of the manifolds M and N , their respective met-

rics G and H, as well as the mapping f :M→N . Often boundary conditions on

f or other constraints are required so as to avoid trivial solutions (e.g., any of the

metrics becoming zero, the mapping f becoming constant). The continuous distor-

tion functional as previously given by an integral over M is also replaced by a

weighted summation over a set of discrete points in M.

Given the numerous tasks involved, existing manifold learning methods for Eu-

clidean data adopt a divide-and-conquer approach, making explicit a priori choices

for, e.g., the manifolds and metrics for the source and target spaces, assuming cer-

tain parametric forms for the mapping between the source and target manifolds,

or using k-nearest neighbor graphs and geodesic distances to fit a low-dimensional

manifold to the data (conceptual visualization of constructing an input manifold

from a neighborhood graph of a data point cloud is shown in Figure 2.10). We dis-

cuss below some of these details for the case of manifold learning for non-Euclidean

data in Chapter 3, with ample case studies involving both Euclidean and non-

Euclidean data in Chapter 4. Autoencoder training for the case of non-Euclidean
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(a) A point cloud (b) Constructing a manifold from the point

cloud

Figure 2.10: Conceptual visualization on constructing a manifold from a neighbor-

hood graph of a point cloud.

data is also addressed in Chapter 5. In all of these cases, we show how our Rie-

mannian distortion framework plays a central role that emphasizes the coordinate-

invariant geometric properties of learning.



3
Manifold Learning for

Euclidean and Non-Euclidean Data

We now consider manifold learning for Euclidean and non-Euclidean data. Build-

ing on our earlier geometric framework described in Section 2.3, our approach will

be to cast manifold learning as a Riemannian distortion minimization problem.

Among the data of possible interest, our focus will be on data drawn from geodesi-

cally complete manifolds, i.e., connected manifolds in which the existence of mini-

mal geodesics is guaranteed [53], [61]. Some well-known examples of such data in-

clude diffusion tensor images in which a voxel is represented by a 3×3 symmetric

positive-definite matrix [4], and two-dimensional shape data in the complex pro-

jective space [6]. Three-dimensional shape data represented as elements of a direct

product of Lie groups [7], [8], and the mass-inertial parameters of rigid bodies rep-

resented as 4× 4 symmetric positive-definite matrices [5] also belong to this class

of examples.

Let A be a geodesically complete manifold of dimension D from which a set

47
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of data points S is drawn. Following the most basic assumption underlying most

manifold learning algorithms, assume the data lie on or near an m-dimensional

submanifold M⊆ A, with m� D. In order to frame manifold learning as a Rie-

mannian distortion minimization problem, it is required to specify a metric G on

M based on any features and properties of the data points in S. One straightfor-

ward and convenient choice is to simply project the Riemannian metric on A to

M. The target manifold N is then taken to be Rn equipped with metric H = I,

where n ≥ m (if n ≥ 2m, then from the strong version of Whitney’s embedding

theorem, f :M→N can be an isometric immersion). With the above steps com-

pleted, the distortion measure σ(λ) is then chosen. Any boundary conditions or

constraints are also specified or determined as needed.

Beginning with the case when only a finite set of data points S is given, we

describe a kernel-based method to capture the Riemannian metric of the lower-

dimensional submanifold reflecting the geometry of A. A gradient-based algorithm

to minimize the Riemannian distortion measures in (2.2.23) is then proposed. A

second manifold learning algorithm based on the global distortion measure (2.3.26)

from harmonic mapping theory is also developed.

3.1 Kernel-Based Estimation of JG−1J>

We begin with some definitions for the Riemannian metrics and local coordinates

of A, M, and N . Referring to Figure 3.1, for the ambient manifold A with local

coordinates u = (u1, . . . , uD), denote the Riemannian metric by M(u) ∈ RD×D

and coordinate function by ϕ : A → RD. For the m-dimensional submanifold M
with local coordinates x = (x1, . . . , xm), the Riemannian metric G is taken to be

the Riemannian metric M on A projected onto M. The inclusion map i : Rm →
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M

u1

uD

x

x1

xm G
i

ϕ
u = i(x)

A

M x

TxM
Tuϕ(M)

ϕ(M)

Figure 3.1: Local coordinates and Riemannian metrics on A and M. Local coor-

dinates are denoted in italics. ϕ(M) denotes the set of local coordinate represen-

tations of all points in M using u = (u1, . . . , uD), hence a submanifold in RD.

RD maps the representation in local coordinates of M to that of A, i.e., x 7→
u = i(x) ∈ RD. The target manifold N is set to be Rn, with local coordinates

y = (y1, . . . , yn) and H = I.

In minimizing (2.2.23) for manifold learning of non-Euclidean data, what is

needed is some means to extract the Riemannian metric G from a finite set of

data points S = {u1, . . . ,uN} for ui ∈ M ⊆ A, i = 1, . . . , N , (xi ∈ Rm in lo-

cal coordinates). For this purpose, the two-step Laplace-Beltrami operator-based

method of [18] for estimating JG−1J> from a finite set of Euclidean data points

can be generalized to the non-Euclidean case relatively straightforwardly. In their

original method, the Laplace-Beltrami operator of the submanifold embedded in
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Euclidean space is first approximated from the given set of Euclidean data points

using a kernel-based method proposed in [42, 11]. Next, for a point p ∈ Rm on the

manifold, the function q(x) = 1
2(fα(x) − fα(p))(fβ(x) − fβ(p)) is defined, where

f : Rm → Rn is the embedding function and fα : Rm → R is a map that extracts

the α-th coordinate of f . Applying the Laplace-Beltrami operator to q at x = p

results in

∆q(p) =
m∑
i=1

m∑
j=1

∂fα

∂xi
∂fβ

∂xj
gij
∣∣∣∣
x=p

, (3.1.1)

which corresponds to the (α, β) entry of JG−1J> at x = p. A discretization of

(3.1.1) is proposed in [18], using the embeddings yi = f(xi) ∈ Rn, i = 1, . . . , N (we

elaborate further on this below). In [17] the above method for estimating JG−1J>

is applied to manifold learning for Euclidean data.

To generalize this estimation procedure for JG−1J> to the case of non-Euclidean

data, it suffices to expand the Laplace-Beltrami operator approximation method to

a submanifold embedded in Riemannian ambient space. Let M be a submanifold

embedded in the geodesically complete manifold A, and define a kernel function

kh : A × A → R of the form kh(u, v) = k
(

distA(u,v)2

h

)
, where k(·) is an exponen-

tially decaying function, e.g., k(t) = exp(−t) for t > 0, h is a bandwidth parame-

ter, and distA(u, v) denotes the length of the minimal geodesic in A between two

points u, v ∈ A. This definition replaces the squared Euclidean distance term in

the kernel function of [11] with the squared geodesic distance, accounting for the

underlying geometry of A.1 Now define the normalized kernel k̃h(u, v) as follows:

k̃h(u, v) =
kh(u, v)

ρg,h(x)ρg,h(z)
, (3.1.2)

1It should be noted that, in generalizing other kernel-based algorithms for non-Euclidean
data, it is important to verify positive-definiteness of the kernel as described in [40].
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where x = (i−1 ◦ ϕ)(u), z = (i−1 ◦ ϕ)(v),

ρg,h(x) = h−
m
2

∫
M
kh((ϕ−1 ◦ i)(x), (ϕ−1 ◦ i)(z)) ρ(z) dz, (3.1.3)

and ρ(x) denotes the data-generating probability density function on M satisfying

ρ(x) ≥ 0 for all x ∈ Rm and
∫
M ρ(x)dx = 1.

Theorem 3.1. For a smooth and bounded function φ :M→ R, let

d̃(x) = h−
m
2

∫
M
k̃h((ϕ−1 ◦ i)(x)), (ϕ−1 ◦ i)(z)) ρ(z) dz, (3.1.4)

K̃(φ) = h−
m
2

∫
M
k̃h((ϕ−1 ◦ i)(x)), (ϕ−1 ◦ i)(z)) φ(z) ρ(z) dz. (3.1.5)

Then ∆φ, i.e., the Laplace-Beltrami operator on M applied to φ, can be approxi-

mated in the limit h→ 0 as

∆φ =
1

c h

(
K̃(φ)

d̃
− φ

)
+O(h), (3.1.6)

where c is a scalar depending on the choice of kernel function.

We refer the reader to Appendix A.1 for a justification of Theorem 3.1.

Given data points ui ∈ M, i = 1, . . . , N , define K,D, K̃, D̃ ∈ RN×N , and

di, d̃i ∈ R, i = 1, . . . , N , as follows:

K = (Kij), di =
∑

jKij , D = diag(di), (3.1.7)

K̃ = D−1KD−1, d̃i =
∑

j K̃ij , D̃ = diag(d̃i), (3.1.8)

where Kij = kh(ui,uj) for i, j = 1, . . . , N . Then di, d̃i respectively correspond to

the sample-based expressions for (3.1.3), (3.1.4) at x = xi, and K̃ corresponds to

the sample-based approximation of the operator on φ in (3.1.5) (upto a constant

for all). Finally, the discretized Laplacian matrix L ∈ RN×N is obtained as

L =
D̃−1K̃ − I

c h
. (3.1.9)
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Algorithm 1 Discretized Laplacian matrix L

Given: Data points ui ∈ M, i = 1, . . . , N , choice of kernel function k : R → R,

kernel bandwidth parameter h, pairwise distance function distA : A×A → R.

Kij = kh(ui, uj) = k
(

distA(ui,uj)
2

h

)
, i, j = 1, . . . , N .

K = (Kij), di =
∑

jKij , D = diag(di).

K̃ = D−1KD−1, d̃i =
∑

j K̃ij , D̃ = diag(d̃i).

L = D̃−1K̃−I
c h .

Output: L, (D̃, K̃ if required).

The matrix L is often referred to as the normalized graph Laplacian [11]. It is

known that the sample-based expression in (3.1.9) converges (almost surely) to the

Laplace-Beltrami operator if h → 0 and Nh
m
2

+1/ logN → ∞ [62]. Other related

convergence results for the graph Laplacians can be found in [42], [63], [64]. The

discretization procedure for L is summarized in Algorithm 1.2

The Laplace-Beltrami operator applied to a continuous function q : M → R

can be approximated as ∆Q = LQ, where ∆Q = (∆q(x1), . . . ,∆q(xN )) ∈ RN ,

Q = (q(x1), . . . , q(xN )) ∈ RN , and ∆q denotes the Laplace-Beltrami operator on

M applied to q. Equation (3.1.1) can then be written

JG−1J>(xi) =
1

2
Y (diag(Li)− eie>i L− L>eie>i )Y >, (3.1.10)

where Y =
[
y1, . . . , yN

]
∈ Rn×N is the matrix representation of the embeddings,

Li ∈ RN is the i-th row of L in (3.1.9), and ei = (0, . . . , 1, . . . , 0) ∈ RN is a

standard basis vector whose i-th component is one. The algorithm for estimating

JG−1J>(xi) and its gradient is summarized in Algorithm 2.

2We note here that, for the choice of exponential kernel function k(t) = exp(−t), we have
c = 1

4
[18].
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Algorithm 2 Estimating JG−1J> [18]

Given: Discretized Laplacian matrix L ∈ RN×N obtained from Algorithm 1.

Input: Current embedding Y ∈ Rn×N .

Iteration:

for j = 1, . . . , n, k = 1, . . . , n do

Compute the (j, k) entry of the estimated JG−1J> at all points ui:

(JG−1J>)jk =
1

2
(L(Yj · Yk)− Yj · (LYk)− Yk · (LYj)) ∈ RN ,

where · denotes the element-wise product, and Yj ∈ RN denotes the j-th

row of Y .

Compute the derivative of the estimated JG−1J> with respect to Yab,

which corresponds to the (a, b) component of Y , a = 1, . . . , n, b = 1, . . . , N :

∂(JG−1J>)jk
∂Yab

=
1

2
(δja(L(eb · Yk)− eb · (LYk)− Yk · (Leb))

+δka(L(Yj · eb)− Yj · (Leb)− eb · (LYj))) ,

where δja = 1 when j = a and 0 otherwise.

end for

Output: JG−1J>,
∂(JG−1J>)jk

∂Yab
for all points ui.
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We introduce one more result needed for the evaluation of (2.2.23). Defining

the probability function ρg ≡ ρ√
detG

, i.e., the probability density normalized with

respect to
√

detG to satisfy
∫
M ρg(x)

√
detG dx = 1 [32], d̃(x) in (3.1.4) can be

approximated in the limit h→ 0 as

d̃(x) =
1

ρg(x)
+O(h). (3.1.11)

(See Proposition A.2 in Appendix A.1 for details.) Then the sample-based expres-

sion d̃i as defined in (3.1.8) is approximated up to a constant by d̃i ≈ c′

ρg(xi)
for

some constant c′ > 0.

3.2 Gradient-Based Optimization

Minimizing (2.2.23) is a multidimensional calculus of variations problem, and here

we consider direct numerical gradient-based methods for their optimization, i.e.,

taking finite-dimensional approximations of the objective function (2.2.23) and the

mapping f :M→N . The integral in the objective function can be approximated

in the usual way as a finite weighted sum of the integrand over a set of discrete

points ui ∈ M (or xi ∈ Rm in local coordinates), with weights d̃i, i = 1, . . . , N .3

The mapping f can be parametrically approximated using the actual embedding

function values yi = f(xi) ∈ Rn for the purpose of manifold learning; in this case

the JG−1J>(xi) also need to be evaluated together with the yi. The optimization

parameter θ is set to θ = (y1, . . . , yN ) ∈ Rp ' Rn × · · · × Rn (an N -fold product

of Rn, i.e., p = nN). In this way, the infinite-dimensional optimization is approx-

imated by a finite-dimensional optimization over θ ∈ Rp.
3The choice of weight 1

N
corresponds to the integration using volume element ρ(x) dx.
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The minimization of (2.2.23) thus reduces to minimizing, over θ ∈ Rp, an ob-

jective function of the form

D(θ) =
N∑
i=1

σ(λ1,i(θ), . . . , λm,i(θ))d̃i, (3.2.12)

where λk,i(θ) denotes the k-th eigenvalue of J>HJG−1 (or equivalently JG−1J>H)

at xi (note the explicit dependence on θ). As we show later, some choices of σ(λ),

e.g., (2.3.33), (2.3.35), require explicit calculation of the eigenvalues, while oth-

ers, e.g., (2.3.25), (2.3.26), do not. In the latter case, the gradient of the objective

function is simply

∂D
∂θ

=

N∑
i=1

∂σ(λ)i
∂θ

d̃i, (3.2.13)

where σ(λ)i denotes the value of σ(λ) at xi. For cases where gradients of the eigen-

values of J>HJG−1 are required, the following formula is useful for calculating the

derivative of the eigenvalues of a matrix A ∈ Rm×m with respect to some scalar

parameter s:
∂λk
∂s

=
1

v>k wk
v>k
∂A

∂s
wk, (3.2.14)

where λk denotes the k-th eigenvalue, and vk, wk ∈ Rm respectively denote the

k-th left and right eigenvectors of A, i.e., Awk = λkwk and A>vk = λkvk hold. If

A is symmetric and the eigenvectors are chosen to be orthonormal, the derivative

simplifies to ∂λk
∂s = w>k

∂A
∂s wk.

The general expression for the gradient of the objective function with respect

to θ is given by

∂D
∂θ

=

N∑
i=1

m∑
k=1

∂σ(λ)

∂λk

∣∣∣∣
λ=λ:,i

∂λk,i
∂θ

d̃i, (3.2.15)

where λ:,i denotes (λ1,i, . . . , λm,i),
∂λk,i
∂θ ∈ Rp is a vector with elements

∂λk,i
∂θj

, j =

1, . . . , p, and
∂λk,i
∂θj

is determined according to (3.2.14) for A = J>HJG−1 at xi
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and s = θj .

Note that the θ become local coordinates of a Riemannian manifold P = N ×
· · · × N , an N -fold product of N with Riemannian metric P (θ) = diag(H(yi)) ∈
Rp×p, i = 1, . . . , N , where each H(yi) ∈ Rn×n is set to the metric H(y) at y = yi.

The natural gradient P (θ)−1 ∂D(θ)
∂θ , which corresponds to the direction of steepest

ascent with respect to the Riemannian metric P (θ), can then be applied in place

of the usual gradient in the numerical optimization procedure.

The gradient-based iterative numerical algorithm is summarized in Algorithm 3.

This algorithm can be directly applied to minimize distortion measures without

further constraints or boundary conditions imposed, e.g., (2.3.25), (2.3.33), (2.3.35);

the algorithms are labelled according to the choice of σ(λ) as least-squares spec-

tral distortion (
∑

i(λi−1)2), Riemannian relaxation (maxi(λi−1)2),4 P(n) distance

metric distortion (
∑

i log2 λi), volume distortion ((log(λ1 · · ·λm))2), and condition

number (λmax/λmin). For the case of (2.3.26), i.e., σ(λ) =
∑

i λi, the additional

boundary conditions imposed on the mapping f require a modified gradient-based

algorithm as explained in the following section.

3.3 Harmonic Mapping Distortion

In the harmonic mapping distortion method, the distortion measure (2.3.26) from

harmonic mapping theory is minimized to find the optimal embedding f :M→N .

As noted in our earlier discussion, the boundary conditions on f is what gives the

harmonic mapping functional its interpretation as a global measure of distortion:

assuming M and N are bounded and simply connected, the requirement that f

map the boundary of M onto the boundary of N ensures that any minimizer f

4The connection between the Riemannian relaxation algorithm of [17] and our Riemannian
distortion framework is explained in Section 3.4.4.
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Algorithm 3 Gradient-Based Minimization Algorithm

Given: Data points ui ∈ M ⊆ A (in local coordinates, xi ∈ Rm), corresponding

weights d̃i ∈ R obtained from Algorithm 1, i = 1, . . . , N , the parameter vector

θ = (y1, . . . , yN ) ∈ Rp (yi = f(xi) ∈ Rn), evaluation methods for JG−1J>(xi) and

its gradient with respect to θ (Algorithm 2), output manifold Riemannian metric

H(y) ∈ Rn×n, objective function σ(λ1, . . . , λm).

Input: Initial parameter value θ0 ∈ Rp, stepsize ε, the maximum number of it-

eration Itermax, the convergence criterion on θ Tolθ, the convergence requirement

on zeroing gradient Tolg.

Initialize: Set θ = θ0, Iter = 0, ‖∆θ‖ > Tolθ, ‖g‖ > Tolg.

Iteration:

while Iter < Itermax and ‖∆θ‖ > Tolθ and ‖g‖ > Tolg do

(y1, . . . , yN )← θ.

for i = 1, . . . , N do

(JG−1J>)i = JG−1J>(xi) using Algorithm 2, Hi = H(yi).

Mi = (JG−1J>)iHi.

for j = 1, . . . , p do

∂(JG−1J>)i
∂θj

= ∂
∂θj

(
JG−1J>(xi)

)
using Algorithm 2.

∂Hi
∂θj

=
∑n

k=1
∂H(yi)
∂(yk)

∂(yki )
∂θj

.

∂Mi
∂θj

= ∂(JG−1J>)i
∂θj

Hi + (JG−1J>)i
∂Hi
∂θj

.

end for

end for
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if explicit calculation of eigenvalues is required then

for i = 1, . . . , N do

(λ:,i, v:,i, w:,i) ← eig(Mi).

for j = 1, . . . , p, k = 1, . . . ,m do

∂λk,i
∂θj

= v>k,i
∂Mi
∂θj

wk,i/v
>
k,iwk,i.

end for

end for

∂D(θ)
∂θ =

∑N
i=1

∑m
k=1

∂σ(λ)
∂λk

∣∣∣
λ=λ:,i

∂λk,i
∂θ d̃i according to (3.2.15).

else

∂D(θ)
∂θ =

∑N
i=1

∂σ(λ)i
∂θ d̃i according to (3.2.13).

end if

∆θ = −εP (θ)−1 ∂D(θ)
∂θ , where P (θ) = diag(Hi).

Update along the natural gradient descent direction, i.e., θ ← θ + ∆θ.

Iter ← Iter + 1.

‖∆θ‖ ←
√

∆θ>P (θ)∆θ.

‖g‖ ←
√

∂D(θ)
∂θ

>
P (θ)−1 ∂D(θ)

∂θ .

end while

Output: Optimized parameter value θopt = θ.
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“wraps” N with M in a minimum distortion way. Denoting by ∂M and ∂N the

respective boundaries of M and N , the objective then is to find the mapping f

that minimizes

min
f

∫
M

Tr(J>HJG−1)
√

detG dx1 · · · dxm, (3.3.16)

subject to the boundary condition f(∂M) = ∂N .

In the event that the boundary conditions are not explicitly specified, the map-

ping h : ∂M→ ∂N itself can be optimized to minimize a distortion measure. For

example, h can be chosen to minimize the harmonic mapping functional itself pro-

vided ∂M and ∂N can be given a Riemannian structure, e.g., induced from M
and N , respectively. If the boundary conditions for h are not specified, this pro-

cedure can be repeated in a recursive fashion until the boundaries reduce to a

curve.

If the boundary ∂N itself is also unspecified, trivial solutions must be excluded

in order to apply the harmonic mapping functional in a meaningful way. Alterna-

tively, ∂N can be determined by minimizing any of the previous distortion mea-

sures in which the integrand is a valid local measure of deviation from an isometry,

e.g., (2.3.25), (2.3.33), (2.3.35).

To develop a numerical optimization procedure for the harmonic mapping dis-

tortion that makes use of Algorithm 3, we consider the following discretization

scheme for the boundary conditions. Given data points ui ∈M ⊆ A, i = 1, . . . , N ,

let their m-dimensional local coordinates be xi ∈ Rm and n-dimensional embed-

dings be yi ∈ Rn. Suppose Nb boundary points are given among the ui, denoted

ub(j) for j = 1, . . . , Nb, with b(j) ∈ {1, . . . , N} all distinct. Letting xb(j) be the lo-

cal coordinate representation for ub(j) and yb(j) = f(xb(j)), let Yb ∈ Rn×Nb be the

matrix with yb(1), . . . , yb(Nb) as its columns, Yr ∈ Rn×(N−Nb) be the matrix with
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the yi corresponding to the interior (non-boundary) points as its columns, and

Y =
[
Yb Yr

]
∈ Rn×N . Then Algorithm 3 can be applied by optimizing only the

interior points, i.e., excluding boundary embeddings yb(j) for j = 1, . . . , Nb from

the optimization parameter θ = (y1, . . . , yN ).

In the case of H = I, further simplification of the problem is possible while

showing intriguing properties; this case will be our primary concern in the remain-

der of this section. The following proposition shows the discretization of the objec-

tive function in (3.3.16) as well as the solution of the corresponding optimization

problem:

Proposition 3.2. Setting H = I, the discrete formulation of the harmonic map-

ping distortion minimization reduces to the following optimization with respect to

Yr:

min
Yr

Tr(Y (D̃ − K̃)Y >) = Tr(Yb(D̃bb − K̃bb)Y
>
b − 2YbK̃brY

>
r + Yr(D̃rr − K̃rr)Y

>
r ),

(3.3.17)

where D̃ and K̃ in (3.1.8) are rearranged and partitioned as

D̃ =

 D̃bb 0

0 D̃rr

 and K̃ =

 K̃bb K̃br

K̃>br K̃rr

 ,
and Yb is a constant matrix specified by the boundary condition.

A closed-form solution exists for Yr, given by Yr = YbW with W = K̃br(D̃rr −
K̃rr)

−1 ∈ RNb×(N−Nb). Y is then of the form

Y = Yb

[
I W

]
. (3.3.18)

Furthermore, assume that K̃ij = K̃ji ≥ 0 for all i, j = 1, . . . , N , a graph with

K̃rr as its adjacency matrix is connected, and K̃br is not a zero matrix. Then every
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entry of W is non-negative, with the entries of each column of W summing to one,

i.e.,
∑Nb

i=1Wij = 1 for j = 1, . . . , (N −Nb).

From Proposition 3.2, the optimal embeddings for the interior (non-boundary)

points according to (3.3.17) can be interpreted as a weighted average of the em-

beddings for the boundary points. The proof of Proposition 3.2 are given in Ap-

pendix A.2.

When the boundary ∂N is unspecified, i.e., Yb is not given, the numerical op-

timization for ∂N can be performed by setting θ = (yb(1), . . . , yb(Nb)) and applying

Algorithm 3 to the objective functions that measure local deviation from an isom-

etry, e.g., (2.3.25), (2.3.33), (2.3.35). Note that if the derivative of the objective

function with respect to Y is available, e.g., from Algorithm 2, the derivatives with

respect to the boundary points can be calculated via simple chain rule:

∂s

∂Yb,ab
=

n∑
i=1

N∑
j=1

∂s

∂Yij

∂Yij
∂Yb,ab

(3.3.19)

=

N∑
j=1

∂s

∂Yaj

[
I W

]
bj
, (3.3.20)

where s is a scalar function on Y , a = 1, . . . , n, and b = 1, . . . , Nb.

In the above, we assumed that those data points corresponding to the bound-

ary points of M were a priori specified, but this need not always be the case. In

the event that boundary points are not specified in advance, one must resort to

some method for designating boundary points (and naturally the results of mani-

fold learning will be affected by the subsequent choice of boundary points). Also,

the choice of kernel function—recall that D̃ and K̃ as defined in (3.1.8) depend

on kh(·, ·)— affects W = K̃br(D̃rr − K̃rr)
−1 and hence the overall performance of

manifold learning. Specifically, if the maximum value among all the entries of W
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in (3.3.18) is small, gaps between the embeddings of the interior and boundary

points can develop. To avoid such unwanted gaps, other choices of kernel function

are possible in constructing the matrix W , e.g., those listed in [10].

3.4 A Taxonomy of Manifold Learning Algorithms

Apart from the development of novel manifold learning algorithms elaborated so

far, we can reformulate some well-known locality-preserving manifold learning al-

gorithms, e.g., the locally linear embedding [2], Laplacian eigenmap [10], and dif-

fusion map methods [11], by our Riemannian distortion framework. According to

the distortion formulation in (2.2.23), the objectives of the algorithms can be char-

acterized to share the same form of σ(λ) = λ1 + · · ·+ λm; the primary differences

among these methods, which we elaborate on below, can be traced to the construc-

tion of (pseudo-)metric G, the choice of the volume element, and the constraints

imposed on the map f : M → N . We provide their formulations in detail and

summarize the results to a taxonomy of manifold learning algorithms.

3.4.1 Locally Linear Embedding

Let ui ∈ RD, i = 1, . . . , N be the N given data points, and yi ∈ Rn, i = 1, . . . , N be

their lower-dimensional embeddings. In the locally linear embedding (LLE) method,

each point ui is approximated as a weighted linear combination of its k nearest

neighbors, with the weights wij ∈ R chosen to minimize

min
wij

N∑
i=1

‖ui −
∑

j∈NNk(i)

wijuj‖2, (3.4.21)

subject to
∑

j∈NNk(i)wij = 1, where NNk(i) denote the indices of the k nearest-

neighbor points to ui. Once the weights wij have been determined, the embeddings
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yi ∈ Rn, i = 1, . . . , N are determined via the following minimization:

min
yi

1

N

N∑
i=1

‖yi −
∑

j∈NNk(i)

wijyj‖2, (3.4.22)

subject to the constraint 1
N

∑
i yiy

>
i = I ∈ Rn×n imposed on the yi to avoid trivial

solutions yi = 0.

The above can be framed as a Riemannian distortion minimization problem

by taking the source manifold M to be an m-dimensional submanifold in the am-

bient Euclidean space RD with local coordinates x = (x1, . . . , xm), and the tar-

get manifold N to be Rn with the Euclidean metric H = I. The data points ui

are represented in local coordinates as xi, with xi mapped to ui via the inclusion

map i : Rm → RD, xi 7→ ui = i(xi). The embedding mapping is then yi = f(xi),

f : Rm → Rn. Define ∆xi = xi−
∑

j∈NNk(i)wijxj , and denote by J(xi) ∈ Rn×m the

linear differential of f at xi. From the first-order approximation of f , the objective

function (3.4.22) can then be written

min
f
D(f) =

1

N

N∑
i=1

‖J(xi)∆xi‖2 . (3.4.23)

Let ρ :M→ R be the underlying probability density generating the data ui (or,

in local coordinates, xi), satisfying ρ(x) ≥ 0 for all x ∈ Rm and
∫
M ρ(x) dx = 1.

The xi can be thought of as independent identically distributed random variables

sampled from this density. In the limit as N increases to infinity, a summation

over the N points with equal weights 1
N becomes an integral over M with volume

ρ(x) dx, allowing us to approximate (3.4.23) as

min
f
D(f) ≈

∫
M

Tr
(
J>J∆x∆x>

)
ρ(x) dx, (3.4.24)

subject to the equality constraint∫
M
f(x)f(x)>ρ(x) dx = I ∈ Rn×n, (3.4.25)
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where ∆x is regarded as a function of x satisfying ∆x(xi) = ∆xi. Note that ∆x(xi)

is the minimum length vector between xi and the subspace spanned by the {xj},
j ∈ NNk(i), and hence depends on how the data points near xi are distributed.5

Comparing (2.3.26) and (3.4.24), it can be seen that the locally linear embed-

ding method corresponds to choosing a rank one inverse pseudo-metric G−1 =

∆x∆x>. Note that ρ(x) dx can be interpreted as a weighted volume element, i.e.,

the natural volume element induced from the metric
√

detGdx is multiplied by a

probability function ρg = ρ√
detG

[32]. Although both the metric G and
√

detG are

not well-defined in this case, observe that ρ(x) dx itself does not depend on G.

3.4.2 Laplacian Eigenmap

As before, let ui ∈ RD, i = 1, . . . , N be the given data points, and yi ∈ Rn,

i = 1, . . . , N be their lower-dimensional embeddings. In the Laplacian eigenmap

(LE) method, both the source manifold M and target manifold N are chosen in

the same way as for the locally linear embedding method, as well as the choice of

metric H = I on N . The resulting optimization problem is of the following form:

min
yi

N∑
i,j=1

wij‖yi − yj‖2, (3.4.26)

subject to
∑

i yiy
>
i si = I ∈ Rn×n, where the weight values wij = wji are chosen to

be an isotropic kernel function inversely proportional to the distance between ui

and uj , e.g., wij = kh(ui, uj), kh(u, v) = exp
(
−‖u−v‖2h

)
for u, v ∈ RD with width

parameter h > 0; si is then defined as si =
∑

j 6=iwij .

Denote by ρ(x) the data-generating density function on M, and define the in-

clusion map i : Rm → RD in the same way as for the locally linear embedding

5Assuming uniform data distribution for ρ(x) and small norm of ∆xi, another assumption
relating the locally linear embedding to the Laplacian eigenmap method is presented in [10].
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method. The objective function (3.4.26) can be approximated in terms of the em-

bedding f : Rm → Rn as follows:

Proposition 3.3. In the limit h → 0 and Nh
m
2

+1/ logN → ∞, the optimization

problem associated with the Laplacian eigenmap method of (3.4.26) is approximated

as

min
f
D(f) =

∫
M

∫
M
kh(i(x), i(z)) ‖f(x)− f(z)‖2 ρ(z) dz ρ(x) dx (3.4.27)

≈
∫
M

Tr
(
J>JG−1

)
ρ(x) dx, (3.4.28)

subject to ∫
M
f(x)f(x)>

ρ(x)2√
detA(x)

dx = I, (3.4.29)

where the inverse metric G−1 on M is chosen as

G−1(x) =

∫
M
kh(i(x), i(z)) (x− z)(x− z)> ρ(z) dz, (3.4.30)

and A denotes the induced metric from the ambient Euclidean space metric, i.e., a

pullback metric of the ambient Euclidean metric via the inclusion map i.

From the perspective of Riemannian distortion, in the Laplacian eigenmap

method, the inverse Riemannian metric G−1 on M in (3.4.30) can be interpreted

as a kernel-weighted covariance of the data at x ∈ Rm, and the volume element is

ρ(x) dx. Details of the approximation are given in Appendix A.3.1.

3.4.3 Diffusion Map

Choose M to be an m-dimensional submanifold in D-dimensional ambient Eu-

clidean space, and let ρ(x) be the data-generating density function on M and

i : Rm → RD be the same inclusion map defined earlier. In [11], given an isotropic
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kernel function kh(u, v) = k
(
‖u−v‖2

h

)
with exponentially decaying k(·) and width

parameter h > 0 (e.g., kh(u, v) = exp
(
−‖u−v‖2h

)
is a popular choice), its normal-

ized kernel k̃h(i(x), i(z)) is defined as follows:

k̃h(i(x), i(z)) =
kh(i(x), i(z))

ρh(x)αρh(z)α
, (3.4.31)

where ρh(x) =
∫
M kh(i(x), i(z)) ρ(z) dz, and α ∈ {0, 0.5, 1} (Note that the use of

local coordinates x here is implicit; the calculation of the normalized kernel func-

tion only requires ui). Using the normalized kernel, a Markov matrix P ∈ RN×N

is defined, in which the (i, j) component of P is given as Pij = w̃ij/d̃i, with w̃ij =

k̃h(ui, uj) and d̃i =
∑

j w̃ij . The Markov chain with transition matrix P is ergodic,

and this P has a set of real eigenvalues {ωl} satisfying 1 = ω0 > |ω1| ≥ |ω2| ≥ · · · ≥
|ωN−1| and corresponding eigenvectors ξl ∈ RN for l = 0, . . . , N − 1 (see [11] for

more details of the properties of P ). The n-dimensional embedding produced by

the diffusion map method is of the form Ωkyi, where Ω = diag(ω1, . . . , ωn) ∈ Rn×n,

yi = (ξ1,i, . . . , ξn,i) ∈ Rn, ξl,i is the i-th component of ξl, and k is a positive integer

denoting the number of iterations in the Markov process.

Here we focus on the problem of finding yi for the case α = 1 in (3.4.31). The

problem can be formulated as

min
yi

N∑
i=1

N∑
j=1

w̃ij‖yi − yj‖2, (3.4.32)

subject to
∑

i yiy
>
i d̃i = I ∈ Rn×n. Choosing N and H = I in the same way

as in the Laplacian eigenmap method, the diffusion map method reduces to the

following minimization over f : Rm → Rn:

Proposition 3.4. In the limit h → 0 and Nh
m
2

+1/ logN → ∞, the optimization
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problem associated with the diffusion map method of (3.4.32) is approximated as

min
f
D(f) =

∫
M

∫
M
k̃h(i(x), i(z)) ‖f(x)− f(z)‖2 ρ(z) dz ρ(x) dx (3.4.33)

≈
∫
M

Tr
(
J>JG−1

)√
detG(x) dx, (3.4.34)

subject to the equality constraint∫
M
f(x)f(x)>

√
detG(x) dx = I, (3.4.35)

where G denotes the projected Riemannian metric from the ambient Euclidean space.

Summarizing, the diffusion map method differs from the Laplacian eigenmap

method in three key aspects: (i) G is chosen to be the projected metric from

the ambient Euclidean space; (ii) The equality constraint is of the form shown

in (3.4.35); (iii) The volume element is given as
√

detG(x) dx. The derivations of

Proposition 3.4 are detailed in Appendix A.3.2.

3.4.4 Riemannian Relaxation

In the Riemannian relaxation method [17], M is chosen to be an m-dimensional

submanifold of Euclidean ambient space RD, with Riemannian metric G corre-

sponding to the Euclidean metric on RD projected onto M. The target manifold

N is set to be Rn for some a priori chosen dimension n ≥ dim(M); the Rieman-

nian metric on N is set to H = I.

Given Euclidean data points ui ∈ RD, i = 1, . . . , N (xi ∈ Rm in local coordi-

nates), denote their n-dimensional embeddings by yi ∈ Rn. The embedding is then

obtained as the solution to the following optimization:

min
yi

N∑
i=1

‖JG−1J>(ui)− I‖2αi, (3.4.36)
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where JG−1J>(ui) denotes the JG−1J> estimated on ui using the method pre-

sented in [18], ‖ · ‖ denotes the matrix spectral norm, and αi are weights. If n >

dim(M), I in (3.4.36) is replaced by RmR
>
m, where Rm = [r1, . . . , rm] ∈ Rn×m

with ri ∈ Rn the i-th singular vector of JG−1J>.

From the perspective of our Riemannian distortion framework, assuming the

rank of JG−1J> is m and the weights αi in (3.4.36) are set to d̃i (defined in

(3.1.8)), the objective function in (3.4.36) can be expressed as

min
f
D(f) =

∫
M

max
i

(λi − 1)2
√

detG dx1 · · · dxm, (3.4.37)

where the λi are the m nonzero eigenvalues of JG−1J>, which are identical to

those of J>JG−1. Since in practice the numerical estimation of JG−1J> ∈ Rn×n

may yield a rank higher than m when n > dim(M), one solution is to impose a

soft constraint on the rank of JG−1J>, e.g., in [17] the optimization is formulated

as

min
f
D(f) =

∫
M

max

(
max
i∈Im

(λi − 1)2, max
i 6∈Im

(
λi
ε

)2
)
√

detG dx1 · · · dxm, (3.4.38)

where λi are the eigenvalues of JG−1J>, Im denotes the set of indices of the

m largest eigenvalues, and ε > 0 is a scalar parameter intended to suppress the

smaller (n−m) eigenvalues.

3.4.5 A Taxonomy of Manifold Learning Algorithms

Table 3.1 summarizes the choice of distortion measure (σ(λ)), inverse (pseudo-

)metric (G−1), volume element, together with the constraints or boundary condi-

tions (when needed) imposed for each method. LLE, LE, DM, HM, LS, RR, PD,

VD, and CN respectively denote the locally linear embedding (LLE), Laplacian
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Table 3.1: A taxonomy of manifold learning algorithms.

Algorithm σ(λ) G−1 Volume element Constraint

LLE
∑

i λi
∆x∆x>

ρ(x) dx

∫
M f(x)f(x)>

(rank-one matrix) ·ρ(x) dx = I

LE
∑

i λi

∫
M kh(i(x), i(z))

ρ(x) dx

∫
M f(x)f(x)>

·(x− z)(x− z)> ρ(z) dz · ρ(x)2√
detA(x)

dx = I

DM
∑

i λi Induced from RD
√

detG(x) dx

∫
M f(x)f(x)>

·
√

detG(x) dx = I

HM
∑

i λi Induced from A
√

detG(x) dx f(∂M) = ∂N

LS
∑

i(λi − 1)2 Same as above Same as above None

RR maxi(λi − 1)2 Same as above Same as above None

PD
∑

i log2 λi Same as above Same as above None

VD (log(λ1 · · ·λm))2 Same as above Same as above None

CN λmax/λmin Same as above Same as above None
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eigenmap (LE), diffusion map (DM), harmonic mapping distortion (HM), least-

squares spectral distortion (LS), Riemannian relaxation (RR), P(n) distance met-

ric distortion (PD), volume distortion (VD), and condition number (CN).

In Table 3.1, the rank-one inverse pseudo-metric of the LLE method is con-

structed from ∆x of which the definition is provided in Section 3.4.1. The matrix

A(x) for the LE method denotes the metric on the Euclidean ambient space pro-

jected onto M, and A of HM, LS, RR, PD, VD, and CN methods denote the

ambient Riemannian manifold. The choices that are identical for all the methods,

e.g., the output manifold as N = Rn and its Riemannian metric H = I, are omit-

ted from the table.

Observe that the classic locally linear embedding (LLE), Laplacian eigenmap

(LE), and diffusion map (DM) methods as well as the harmonic mapping distor-

tion (HM) share the same distortion objective σ(λ) =
∑

i λi, while the inverse

metric G−1, volume element, and constraints or boundary conditions are different.

The primary role of the constraints or boundary conditions is to prevent the

mappings from becoming trivial solutions, i.e., constant mappings. However, since

the equality constraints in the LLE, LE, and DM methods do not consider the ac-

tual shape of the data manifold, distortions of the output embeddings may occur

when the constraints do not fit given data well. For instance, consider the case of

input data uniformly sampled from a thin rectangular-shaped submanifold, under

the unit covariance constraints for the output embeddings as in the LLE method.

One would hope for the output embeddings to recover the original shape of the in-

put submanifold, but the output cannot match the constraints in this case; instead,

the algorithms may force the output embeddings to be highly distorted in an at-

tempt to satisfy the constraints. Some analysis and experimental investigations of

such undesired behaviors of algorithms with normalization constraints have been
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examined in [65].

On the other hand, the HM method is given a boundary condition f(∂M) =

∂N ; when the boundary ∂N is unspecified, it can be determined via further op-

timization with respect to other distortion measures in which the integrand is a

valid measure of deviation from an isometry, e.g., those of LS, RR, or PD, as de-

scribed in Section 3.3. When the boundary ∂N unspecified, the possible mismatch

between the actual structure of the data manifold and the boundary conditions

can be resolved by modifying ∂N .

According to Table 3.1, the main difference between the LE method and DM

method is the effect of the probability density on the choice of inverse Riemannian

metric, volume element, and constraints. Due to the usage of the normalized kernel

in the DM method (as shown in 3.4.31), the effect of probability density is elimi-

nated in the limit h→ 0 and Nh
m
2

+1/ logN →∞ (according to Proposition 3.4 of

Section 3.4.3). As a consequence, the inverse Riemannian metric, volume element,

and constraints for the DM method are only relevant to the underlying geome-

try of the submanifold, which is represented by the projected metric G(x) on the

submanifold from the ambient space metric.

On the contrary, note that both the LLE and LE methods still use the prob-

ability density listed in the table, and recall from Section 3.4.1 that the ∆x term

in the LLE method also depends on how nearby data points are distributed for

a given data point. Hence, for these two methods, the overall embedding results

can be strongly affected by how the datasets are sampled, even for datasets taken

from the identical submanifold.

The distortion objectives from least-squares spectral distortion (LS), Rieman-

nian relaxation (RR), and P(n) distance metric distortion (PD) measure the local

deviation from an isometry, i.e., the case of λi = 1, i = 1, . . . ,m; these distortion
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measures can be optimized to obtain nearly isometric embeddings based on Algo-

rithm 3.6 To relax the requirements for an isometry, the volume distortion (VD)

or condition number (CN) can be minimized when searching for a mapping locally

preserving volumes or shapes, respectively. In the next chapter, the aforementioned

characteristics of each algorithm in the taxonomy will be further verified from case

studies on both synthetic and real data.

6Even though the distortion objectives σ(λ) of the three methods share the identical mini-
mizer for λ, minimizing the distortion measures integrated on the entire submanifold may result
in somewhat different embeddings, partially due to the presence of local minima.



4
Manifold Learning Case Studies

In this chapter, we apply the above manifold learning algorithms to some Eu-

clidean and non-Euclidean data sets and provide both quantitative and qualitative

comparisons of the results as appropriate. The Euclidean data sets we consider are

(i) some variants of the Swiss roll data, (ii) points sampled from a quarter of a

sphere, and (iii) the Freyface face image data set [2]. For non-Euclidean data, we

consider (i) synthetic data on the manifold P(2) of 2×2 symmetric positive-definite

matrices, and (ii) human mass-inertia data.

4.1 Case Studies for Euclidean Data

4.1.1 Swiss Roll and Quarter Sphere

Data points for the three-dimensional Swiss roll (with hole) and quarter sphere

are shown in Figure 4.1; the former are drawn from a two-dimensional “rolled”

surface, while the latter are sampled from a quarter section of a unit sphere in R3.

Using N uniformly sampled points with N = 1, 000 for the Swiss roll with hole and

73
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N = 1, 500 for the quarter sphere, we compare embeddings for each of the datasets

obtained from locally linear embedding (LLE), Laplacian eigenmap (LE), diffusion

map (DM), harmonic mapping distortion (HM), least-squares spectral distortion

(LS), Riemannian relaxation (RR), P(n) distance metric distortion (PD), volume

distortion (VD), and condition number (CN). We also compare our results against

the standard version of the Isomap algorithm [1], which calculates the shortest

graph distance between all data pairs of the dataset and accordingly determines

embeddings that best match pairwise distances.

Algorithm 3 is used to find the embeddings for HM, LS, RR, PD, VD, and CN,

with G chosen to be the Euclidean metric in R3 projected onto M, and H = I ∈
R2×2. For the harmonic mapping distortion (HM), we assume the boundary ∂N
is unspecified, and determine the boundary points to minimize the least-squares

spectral distortion on θ = (yb(1), . . . , yb(Nb)), with b(j) given for j = 1, . . . , Nb; this

method is denoted by HMLS. For the other methods, the optimization parameters

are set to θ = (y1, . . . , yN ).

Since locality preserving embeddings are preferable when using Algorithm 2,

two-dimensional embeddings obtained from the diffusion map (DM) are set to be

the initial guess, with appropriate scaling to match the pairwise distances. Any

other embeddings that preserve locality can also be used as an initial guess, e.g.,

those from locally linear embedding (LLE) or Laplacian eigenmap (LE). Also, note

that the kernel bandwidth parameter h for the approximation of the discretized

Laplacian matrix in Algorithm 2 is chosen to have the same order to the averaged

nearest neighbor distance from each of the data points according to [66].

Manifold learning results obtained for the Swiss roll with hole and quarter
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(a) Swiss roll with hole in R3 (b) Unfolded version of (a) in R2

(c) Quarter sphere data in R3

Figure 4.1: Swiss roll data and quarter sphere data.
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(a) Locally linear embedding (LLE) (b) Laplacian eigenmap (LE)

(c) Diffusion map (DM) (d) Isomap

Figure 4.2: Manifold learning results (LLE, LE, DM, Isomap) obtained for Swiss

roll with hole.
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(a) Harmonic mapping distortion with

boundary ∂N to minimize LS (HMLS)

(b) Least-squares spectral distortion

(LS)

(c) Riemannian relaxation (RR) (d) P(n) distance metric distortion

(PD)

(e) Volume distortion (VD) (f) Condition number (CN)

Figure 4.3: Manifold learning results (HMLS, LS, RR, PD, VD, CN) obtained for

Swiss roll with hole.
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(a) Locally linear embedding (LLE) (b) Laplacian eigenmap (LE)

(c) Diffusion map (DM) (d) Isomap

Figure 4.4: Manifold learning results (LLE, LE, DM, Isomap) obtained for quarter

sphere data.
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(a) Harmonic mapping distortion with

boundary ∂N to minimize LS (HMLS)

(b) Least-squares spectral distortion

(LS)

(c) Riemannian relaxation (RR) (d) P(n) distance metric distortion

(PD)

(e) Volume distortion (VD) (f) Condition number (CN)

Figure 4.5: Manifold learning results (HMLS, LS, RR, PD, VD, CN) obtained for

quarter sphere data.
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Table 4.1: Manifold learning results obtained for Swiss roll data with hole.

Embedding LLE LE DM Isomap HMLS LS RR PD VD CN

Dist. error 56.2 70.7 64.9 53.7 4.69 35.3 43.7 41.3 64.2 63.5

Ang. error 0.257 0.559 0.504 0.294 0.173 0.516 0.516 0.554 0.791 0.671

Table 4.2: Manifold learning results obtained for quarter sphere data.

Embedding LLE LE DM Isomap HMLS LS RR PD VD CN

Dist. error 6.83 4.55 3.87 1.64 0.117 1.47 2.47 2.04 3.96 3.81

Ang. error 0.667 0.550 0.342 0.186 0.0555 0.298 0.398 0.376 0.557 0.540

sphere data are shown in Figure 4.2, 4.3, 4.4, and 4.5. Among the algorithms con-

sidered, Isomap, HMLS, LS, RR, and PD recover reasonably well the original un-

folded manifold of Figure 4.1(b) for the case of Swiss roll data. While an isometric

embedding in two-dimensional Euclidean space is impossible due to nonzero cur-

vature of the sphere, these methods produce intuitively reasonable embeddings for

the quarter sphere data. In contrast, the results obtained for VD and CN differ

little from the initial guess, which can be explained in part by the fact that there

exists a one-parameter family of λmax and λmin with the same value of λmax/λmin

for CN; in the case of VD there is even more freedom in the choice of values for

λ1, . . . , λm with the same product λ1 · · ·λm.

Since the ground truth pairwise distances and angles between tangent vectors

are exactly known for both of the datasets, a quantitative comparison of how well-

preserved those values are between the original and mapped data points can be

evaluated. The pairwise distance error (Dist. error) for k nearest points is defined
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as

Dist. error =
1

kN

N∑
i=1

∑
j∈{NNk(i)}

(‖yi − yj‖ − dist(xi, xj))
2 , (4.1.1)

where yi denotes the optimal embedding of xi, NNk(i) denotes the set of indices

of k nearest neighbor points to xi, and dist(xi, xj) denotes the ground truth dis-

tance between xi and xj , i.e., distances measured from unfolded Euclidean space

embedding in Figure 4.1(b) for Swiss roll data or geodesic distances on the sphere

for quarter sphere data. To measure angles, the tangent vectors are approximated

by the difference between nearest neighbors. The tangent vector angle error (Ang.

error) is defined as

Ang. error =
2

k(k − 1)N

N∑
l=1

∑
i,j∈{NNk(l)}

(acos(〈vi, vj〉)− acos(〈Vi, Vj〉))2 , (4.1.2)

where vi, Vi respectively denote the tangent vector from the l-th data point to the

i-th data point in the optimal embeddings and the original data points, and 〈·, ·〉
denotes the inner product. The pairwise distance error (Dist. error) for all the

pairs, i.e., k = N − 1, and the tangent vector angle error (Ang. error) with k = 30

from each embedding are reported in Table 4.1 and 4.2 (the distance errors in Ta-

ble 4.2 are multiplied by 100 for readability). The minimum distortion embeddings

obtained from HMLS, LS, RR, and PD all reduce the pairwise distance error from

the initial solution obtained via DM. In particular, the embeddings obtained from

HMLS are significantly better than the other methods at recovering the original

structure of the data in terms of pairwise distances and angles between tangent

vectors.

Note that LS, RR, and PD share the common feature of measuring local de-

viation from an isometry, and also produce similar embeddings for both of the

datasets. For this reason, in our subsequent case studies, only the LS method will
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be evaluated as representative among these methods for experimental comparison

purposes.

4.1.2 A Detailed Comparison Between LLE, LE, DM, and HM

According to Table 3.1 of Section 3.4.5, the locally linear embedding (LLE), Lapla-

cian eigenmap (LE), diffusion map (DM), and harmonic mapping distortion (HM)

can be interpreted to share the same distortion objective of σ(λ) =
∑m

i=1 λi. The

primary differences of the methods can be attributed to how the (pseudo-)Riemannian

metric G is constructed, the choice of volume element and boundary conditions

or constraints imposed on the maps to avoid trivial solutions. In this section, we

perform case studies to investigate how those differences affect the resultant em-

beddings and even lead to failure in learning the underlying structure of the data.

For this purpose, we consider two kinds of Swiss roll data presented in Fig-

ure 4.6. The LLE, LE, DM, and HMLS algorithms are applied to both of the data

(here, we use the HMLS method in the same way as described in the previous sec-

tion). Using thin Swiss roll data, we first investigate the effect of the constraints

or boundary conditions of each algorithm. In this case, since the actual data mani-

fold shown in Figure 4.6(b) does not fit well to the constraints which usually force

the embeddings to be isotropic, it is anticipated that the algorithms will not be

able to capture the original structure of the data.

Figure 4.7 shows the embedding results obtained from each of the methods. It

is easy to observe that the embeddings having equality constraints, such as LLE,

LE, and DM in Figure 4.7(a)-(c), fail to capture the original structure of the data

as anticipated from Section 3.4.5; instead U-shaped embeddings are obtained for

these methods to match the equality constraints. On the other hand, the embed-

ding results obtained from the HMLS method in Figure 4.7(d) recovers the original
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(a) Thin Swiss roll in R3 (b) Unfolded version of (a) in R2

(c) Non-uniform Swiss roll in R3 (d) Unfolded version of (c) in R2

Figure 4.6: Two kinds of Swiss roll data.
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(a) Locally linear embedding (LLE) (b) Laplacian eigenmap (LE)

(c) Diffusion map (DM) (d) Harmonic mapping distortion with bound-

ary ∂N to minimize LS (HMLS)

Figure 4.7: Manifold learning results for thin Swiss roll data.
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structure fairly well, due to its capability of adopting boundary embeddings to re-

duce the distortion (more specifically, the least-squares spectral distortion for this

experiment).

Other differences among these methods discovered in Section 3.4.5 are how the

choices of inverse Riemannian metric as well as the volume element are affected

by the probability density of the data on the manifold. To investigate how these

aspects contribute to the resulting embeddings, we conduct manifold learning ex-

periments on non-uniform Swiss roll data shown in Figure 4.6(c); referring to its

unfolded version shown in Figure 4.6(d), data points are sampled uniformly along

its vertical axis and the density along the horizontal axis is set to oscillate.

The embedding results of LLE, LE, DM, and HMLS obtained for non-uniform

Swiss roll data are shown in Figure 4.8. While the DM and HMLS methods ob-

tain a rectangular shape that closely resembles the original data shown in Fig-

ure 4.6(d), both the LLE and LE methods yield embeddings of irregular shapes.

Further experiments confirm that even when the sampling is done repeatedly from

identical distributions, the results from the LLE and LE methods differ consider-

ably for each trial.

Observing Figure 4.8(b) and (c) more thoroughly, one can notice some regions

(usually along the vertical axis) in which data are more highly concentrated. When

compared to the embedding points obtained from the DM method, those obtained

from the LE method are concentrated more in those regions. Such results of the

LE method are partially due to the choice of Riemannian metric, which is inversely

proportional to the data probability density (recall that from Table 3.1, the inverse

Riemannian metric for the LE method becomes G−1(x) =
∫
M kh(i(x), i(z))(x −

z)(x − z)> ρ(z) dz). Under this Riemannian metric, the distances between data

points on regions with higher density may be underestimated when compared to
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Table 4.3: Manifold learning results obtained for thin Swiss roll data and non-

uniform Swiss roll data.

Embedding LLE LE DM HMLS

Thin Dist. error 98.5 117 115 1.11

Swiss roll Ang. error 0.606 1.33 1.46 0.0876

Non-uniform Dist. error 37.8 35.7 21.9 2.74

Swiss roll Ang. error 0.110 0.464 0.289 0.194

those on regions with lower density. Therefore, when one minimizes the distortion

under this choice of metric, the resultant embeddings may show more contractions

on the data-concentrated regions to reduce the distances between data points.

The pairwise distance error for all the pairs and the tangent vector angle error

with k = 30 from embeddings are reported in Table 4.3. It can be seen that, from

both data sets, HMLS shows good performance in recovering the original structure

of the data.

4.1.3 Face Dataset

We now consider the 28×20 grayscale Freyface face image dataset. Each face image

is of dimension 560, and unlike the Swiss roll or quarter sphere, the dimensional-

ity of the face image data manifold is unknown.1 For this case study, we set this

dimension (corresponding to the dimension of the target manifold dim(N )) to be

1Estimating the intrinsic dimensionality of the data manifold also becomes an independent
research topic with its importance [67].
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(a) Locally linear embedding (LLE) (b) Laplacian eigenmap (LE)

(c) Diffusion map (DM) (d) Harmonic mapping distortion with bound-

ary ∂N to minimize LS (HMLS)

Figure 4.8: Manifold learning results for non-uniform Swiss roll data.
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two. Using a thousand randomly chosen images from the Freyface dataset, two-

dimensional embeddings obtained from locally linear embedding, Laplacian eigen-

map, diffusion map, Isomap, HMLS, and LS are compared. For the HMLS and

LS methods, embeddings obtained from the diffusion map are used as the initial

guess. For HMLS, the dataset boundary (i.e., the b(j), j = 1, . . . , Nb described

in Section 3.3) first needs to be specified; assuming the dataset boundary con-

sists of the data points with lower probability function values ρg(xi) = ρ(xi)√
detG(xi)

,

we select points that have higher values of d̃i (obtained from Algorithm 1) from

the approximation d̃i ≈ c′

ρg(xi)
(for a constant c′ > 0) explained in Section 3.1.2

The optimization parameters for the boundary points on ∂N are then set to θ =

(yb(1), . . . , yb(Nb)). The other parameters in Algorithm 3 requiring initialization, e.g.,

G, H, and h, are chosen in the same way as for our earlier Swiss roll case study.

The resulting optimal embeddings for each of the methods are shown in Fig-

ure 4.9, 4.10, and 4.11. Of the thousand images used, four distant outliers are

removed from our analysis. Observe that the output embeddings from LLE, LE,

and DM methods appear curved; this kind of phenomenon occurs if we minimize

the contractive objective function under the normalization constraints on output

embeddings, but the constraints (usually the covariance is set to be identity) do

not match well the actual data manifold structure, e.g., a thin strip-like structure

as considered in the previous section [65].3

It can be seen that the effect of HMLS and LS on the DM output (depicted

in Figure 4.10(a)) is to “flatten” the curved region; this is also evident in the

2When sequentially collecting the points starting from the highest values of d̃i, we exclude
the points that belong to the set of nearest neighbors of previously selected points in order to
broaden the selection range.

3It is known that if the data manifold possesses a thin strip-like structure, similar phenomena
also occur for other manifold learning algorithms minimizing the quadratic form on embeddings
under normalization constraints. We refer the reader to [65] for more details.
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embedding produced by Isomap. Figure 4.9(b), (d), Figure 4.10(b), (d), and Fig-

ure 4.11(b), (d) show the face images corresponding to points in the six embed-

dings (in Figure 4.9, (b) and (d) respectively correspond to LLE and LE, in Fig-

ure 4.10, (b) and (d) respectively correspond to DM and Isomap, and in Fig-

ure 4.10, (b) and (d) respectively correspond to HMLS and LS). Observing the

face images more closely, it can be seen that variations along the direction of the

red line correspond to changes in the face heading angle, while the black axis cor-

responds to changes in the mouth shape.

Unlike the Swiss roll dataset, ground truth information is not available for the

Freyface face image dataset. We, therefore, resort to a qualitative comparison of

the amount of distortion for each embedding, based on the metric estimated from

Algorithm 2 [18]. In Figure 4.9(a), (c), Figure 4.10(a), (c), and Figure 4.11(a),

(c), the red ellipses represent the estimated JG−1J> on randomly selected em-

bedding points. Compared to the identity metric (represented by the black circle),

the metric estimated from LLE, LE, and DM produces ellipses of higher eccen-

tricity, indicating higher distortion. On the other hand, the metric estimated from

LS is the closest to the identity with respect to both the size and shape of the

ellipse. Isomap and HMLS also produce reasonable metric estimates compared to

LLE, LE, and DM, although some variations in shape and size can be observed.

4.2 Case Studies for Non-Euclidean Data

4.2.1 Synthetic P(2) Data

P(n) is the space of n×n symmetric positive-definite matrices. The tangent space

of P(n) at any P ∈ P(n) can be identified with S(n), the space of n× n symmet-

ric matrices. Given X,Y ∈ S(n), the affine-invariant Riemannian metric at P is
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(a) Locally linear embedding (LLE) (b) Actual face images for the corresponding

points in (a)

(c) Laplacian eigenmap (LE) (d) Actual face images for the corresponding

points in (c)

Figure 4.9: Manifold learning results (LLE, LE) obtained for Freyface face image

data.
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(a) Diffusion map (DM) (b) Actual face images for the corresponding

points in (a)

(c) Isomap (d) Actual face images for the corresponding

points in (c)

Figure 4.10: Manifold learning results (DM, Isomap) obtained for Freyface face

image data.
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(a) Harmonic mapping distortion with

boundary ∂N to minimize LS (HMLS)

(b) Actual face images for the corresponding

points in (a)

(c) Least-squares spectral distortion (LS) (d) Actual face images for the corresponding

points in (c)

Figure 4.11: Manifold learning results (HMLS, LS) obtained for Freyface face image

data.
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defined by the inner product

〈X,Y 〉P = Tr(P−1XP−1Y ). (4.2.3)

The geodesic distance between A,B ∈ P(n) with respect to this Riemannian metric

is

dist(A,B) =

√√√√ n∑
i=1

log2 λi, (4.2.4)

where λi, i = 1, . . . , n, are the eigenvalues of A−1B. For more details of the affine-

invariant Riemannian metric, we refer the reader to [68, 69]. As an example of

manifold learning for non-Euclidean data, we consider synthetic data on P(2), the

three-dimensional manifold of 2× 2 symmetric positive-definite matrices.

Consider the following orthogonal decomposition of P ∈ P(2):

P = RSR>, (4.2.5)

where R =

 cos θ − sin θ

sin θ cos θ

 ∈ SO(2) with θ ∈ [0, π2 ), and S = diag(ep, eq) for

scalar p, q. A local coordinate chart can be defined in terms of (p, q, θ) on an open

subset U = {P ∈ P(2) | P 6= cI for c > 0}. The affine-invariant Riemannian

metric in (4.2.3) is then represented in (p, q, θ)-coordinates (at p 6= q) as

ds2 = Tr((P−1dP )2) = dp2 + dq2 + 2
(
ep−q + eq−p − 2

)
dθ2. (4.2.6)

For this case study, we consider the problem of manifold learning for two kinds

of two-dimensional submanifolds of P(2) as shown in Figure 4.12. Dataset A in

Figure 4.12(a) consists of data points with q = 0. The Riemannian metric on this

submanifold induced from (4.2.6) (at p 6= 0) is obtained as

ds2 = dp2 + 2
(
ep + e−p − 2

)
dθ2. (4.2.7)
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(a) Submanifold for dataset A (b) The square root of the coefficient of dθ2

in the metric of the submanifold (in (4.2.7))

with respect to p

(c) Submanifold for dataset B (d) The square root of the coefficient of dθ2

in the metric of the submanifold (in (4.2.8))

with respect to θS

Figure 4.12: Two examples of two-dimensional submanifolds of P(2) data repre-

sented in (p, q, θ)-coordinates.
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Dataset B is generated by joining two cylinders C1 and C2 in (p, q, θ)-coordinates,

where C1 = {(p, q, θ) | p = sin θS , q = −1+cos θS , θS ∈
[
0, 4

3π
]
, θ ∈

[
0, π4

]
} and C2 =

{(p, q, θ) | p = sin θS , q = 1− cos θS , θS ∈
[
−4

3π, 0
]
, θ ∈

[
0, π4

]
} (see Figure 4.12(c)).

The affine-invariant Riemannian metric on this submanifold (at θS 6= 0) is obtained

in terms of coordinates (θ, θS), θS 6= 0, as

ds2 = dθ2
S + 2

(
e1+
√

2 sin(|θS |−π4 ) + e−1−
√

2 sin(|θS |−π4 ) − 2
)
dθ2. (4.2.8)

Because of the nonzero Riemannian curvatures of these two submanifolds, isomet-

ric embeddings in two-dimensional Euclidean space do not exist.

Given a thousand P(2) data points chosen from each submanifold, we obtain

two-dimensional embeddings (that is, we choose N = R2) to minimize the least-

squares spectral distortion (LS), and also the harmonic mapping distortion with

boundary ∂N chosen to minimize LS (HMLS). Algorithm 3 is applied to find the

embeddings for LS and HMLS, with G chosen to be the affine-invariant Rieman-

nian metric on P(2) projected onto each submanifold, and H = I. For HMLS, we

assume the dataset boundary (i.e., b(j), j = 1, . . . , Nb described in Section 3.3) is

specified, with the optimization parameters for the boundary points on ∂N set to

θ = (yb(1), . . . , yb(Nb)) (Nb = 300 for dataset A and Nb = 250 for dataset B).

Both the diffusion map (DM) using the kernel function in (3.1.2) and princi-

pal geodesic analysis (PGA, [24]) are used as the initialization of our optimization

problems. The embeddings from PGA are obtained by first projecting data points

to the tangent space of the intrinsic mean of the dataset via the logarithm map,

and performing principal component analysis on the projected data. The initial

embeddings are scaled with nine different values, and the results that show the

least pairwise distance errors among 50 nearest neighbors are reported. In this

selection, we assume the ground truth pairwise distance errors are not available,
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and the pairwise distance values between the neighbors in the ambient space of

P(2) are set as the reference values. When reporting the final manifold learning

results, for the reference values to evaluate the pairwise distance error, we numeri-

cally obtain the minimal geodesic distances on the submanifold. The inner product

in (4.2.3) is used to calculate the reference values for the angles between tangent

vectors.

Embedding results obtained for dataset A are shown in Figure 4.13 and 4.14.

From the initial diffusion map embedding, both the HMLS and LS methods result

in a set of fan-shaped embeddings; variations along p are captured in a way simi-

lar to those along the radial axis of polar coordinates, with the angular embedding

displacements as anticipated from Figure 4.12(b). On the other hand, the initial

embedding from PGA is already fan-shaped, since the variations of dataset A can

be mostly captured by two orthogonal directions (along ∂
∂p and ∂

∂θ ) from the in-

trinsic mean. The embeddings from HMLS and LS do not deviate much from the

initial guess of PGA.

Table 4.4 compares the pairwise distance errors for all pairs, and the tangent

vector angle errors among 30 nearest neighbors, for each of the embeddings in the

first row (the initial embeddings are indicated in parentheses). Pairwise distance

errors among points inside each fan-shaped region are also reported, i.e., R1 =

{(p, θ) | p ≥ 0}, R2 = {(p, θ) | p < 0, θ ≥ π
4 }, and R3 = {(p, θ) | p < 0, θ < π

4 }, to

investigate how well pairwise distances are preserved locally.

Compared to the diffusion map embedding used as the initial guess, pairwise

distance errors are reduced for both the HMLS and LS methods. The initial PGA

embedding possesses the smallest pairwise distance and tangent vector angle er-

rors, while the HMLS method achieves the best results in preserving local pairwise

distances inside each region.
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(a) Diffusion map (DM)

(b) Harmonic mapping distortion with

boundary ∂N to minimize LS (HMLS)

(c) Least-squares spectral distortion (LS)

Figure 4.13: Manifold learning results obtained for P(2) data from the initial guess

of the diffusion map (DM) embedding (dataset A).
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(a) Principal geodesic analysis (PGA)

(b) Harmonic mapping distortion with

boundary ∂N to minimize LS (HMLS) from

(d)

(c) Least-squares spectral distortion (LS)

from (d)

Figure 4.14: Manifold learning results obtained for P(2) data from the initial guess

of the principal geodesic analysis (PGA) embedding (dataset A).
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Table 4.4: Manifold learning results obtained for P(2) data (dataset A).

Embedding DM HMLS (DM) LS (DM) PGA HMLS (PGA) LS (PGA)

Dist. error 0.208 0.0937 0.125 0.0604 0.0642 0.125

Dist. error (R1) 0.317 3.51e-3 0.107 0.0205 2.62e-3 0.0221

Dist. error (R2) 0.0860 3.25e-3 0.0158 5.84e-3 5.78e-3 8.13e-3

Dist. error (R3) 0.218 5.38e-3 0.0163 8.79e-3 3.29e-3 7.94e-3

Ang. error 0.241 0.166 0.411 0.0570 0.158 0.251

The embeddings obtained for dataset B are shown in Figure 4.15 and 4.16.

Both the initial embeddings from the diffusion map and PGA fail to capture the

variations along θS and θ, but successfully capture those along p and q. The re-

sults for HMLS recover variations in θS along the radial axis and follow the shape

shown in Figure 4.12(d) for the angular embedding displacements. In contrast, the

LS embeddings from both initializations flatten the initially curved embeddings,

capturing the variations in θS along the horizontal axis, with only slight varia-

tions along the vertical axis.

Table 4.5 lists the pairwise distance errors for all pairs, and also the tangent

vector angle errors among 30 nearest neighbors. Pairwise distance errors among

points inside the regions corresponding to θS ≥ 0 and θS < 0 are also listed. For

both the diffusion map and PGA initial embeddings, results of the embeddings

obtained from HMLS and LS both reduce pairwise distance errors and tangent

vector angle errors. Comparing pairwise distance errors over the regions θS ≥ 0

and θS < 0, the embeddings for HMLS more accurately preserve the local structure

of the submanifold.
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(a) Diffusion map (DM)

(b) Harmonic mapping distortion with

boundary ∂N to minimize LS (HMLS)

(c) Least-squares spectral distortion (LS)

Figure 4.15: Manifold learning results obtained for P(2) data from the initial guess

of the diffusion map (DM) embedding (dataset B).
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(a) Principal geodesic analysis (PGA)

(b) Harmonic mapping distortion with

boundary ∂N to minimize LS (HMLS)

(c) Least-squares spectral distortion (LS)

Figure 4.16: Manifold learning results obtained for P(2) data from the initial guess

of the principal geodesic analysis (PGA) embedding (dataset B).
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Table 4.5: Manifold learning results obtained for P(2) data (dataset B).

Embedding DM HMLS (DM) LS (DM) PGA HMLS (PGA) LS (PGA)

Dist. error 0.460 0.109 0.216 2.35 0.177 0.383

Dist. error (θS ≥ 0) 0.347 0.0544 0.237 0.597 0.0583 0.314

Dist. error (θS < 0) 0.379 0.0466 0.297 0.696 0.0990 0.321

Ang. error 0.765 0.172 0.520 0.742 0.176 0.521

4.2.2 Human Mass-Inertia Data

In [5], given the inertial parameters of a rigid body consisting of the mass m, the

first moment of mass distribution h ∈ R3, and rotational moments of inertia I ∈
R3×3, a pseudo-inertia matrix P ∈ R4×4 is defined as

P =

 Σ h

h> m

 , (4.2.9)

where Σ = 1
2Tr(I)I − I with I ∈ R3×3 as the identity matrix. The physically

consistent inertial parameters satisfy P > 0, i.e., become an element of P(4). Us-

ing the affine-invariant Riemannian metric, a robust method for estimating the

mass-inertia parameters of multibody systems is suggested in [29]. Following these

ideas, we define the manifold of human inertial parameters I as an Nl-fold prod-

uct of P(4), i.e., I ' P(4)Nl , where Nl denotes the number of links comprising

the human body. Since P(4) is a ten-dimensional manifold, the total dimension-

ality of human mass-inertia data is 10Nl. Given B = (P1, . . . , PNl) ∈ I, V1 =

(S11, . . . , S1Nl) ∈ TBI, and V2 = (S21, . . . , S2Nl) ∈ TBI, with Pi ∈ P(4) and

Sji ∈ S(4) for i = 1, . . . , Nl, j = 1, 2, by expanding the affine-invariant Riemannian
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metric, we consider the metric on B ∈ I defined by the inner product

〈V1, V2〉B =

Nl∑
i=1

Tr(P−1
i S1iP

−1
i S2i). (4.2.10)

The distance between B1 = (P11, . . . , P1Nl) ∈ I and B2 = (P21, . . . , P2Nl) ∈ I, with

Pij ∈ P(4) for i = 1, 2, j = 1, . . . , Nl, is then defined as

dist(B1, B2)2 =

Nl∑
i=1

dist(P1i, P2i)
2, (4.2.11)

where the distance on P(4) is obtained from (4.2.4).

Since mass-inertial parameter data for humans is not readily available, we use

human shape data from [70] to synthesize this dataset; specifically, assuming uni-

form mass density, we integrate the volumes of the human body shapes to con-

struct mass-inertial parameter data for the corresponding Nl = 10 links. The di-

mensionality of the submanifold formed by the dataset is unknown. To qualita-

tively identify the principal variations in the body shapes of the 1,000 human

subjects, we perform a principal geodesic analysis (PGA) on the dataset using

the Riemannian metric of (4.2.10). These results are then compared to a principal

component analysis (PCA) of the vector space representation of the data, i.e., an

Nl-fold product of ten-dimensional inertial parameter vectors.4

The variations corresponding to the first four principal components of PGA

are shown in Figure 4.17.5 Inertial parameters for each link are plotted as ellip-

soids. It can be observed that different qualitative features are captured by each

of the principal components. The most apparent is principal component 1, which

4The ten-dimensional parameter vector for each link is defined as
(m, h1, h2, h3, I11, I22, I33, I12, I23, I31) ∈ R10, where hi and Iij respectively denote the
i-th component of h and the (i, j) entry of I.

5The principal geodesics in [24] are referred to as the principal components of PGA here
for simplicity.
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(a) Principal component 1 (PGA) (b) Principal component 2 (PGA)

(c) Principal component 3 (PGA) (d) Principal component 4 (PGA)

Figure 4.17: Principal components of the human mass-inertia data obtained from

principal geodesic analysis (PGA). (a)-(d) respectively denote the inertial param-

eter values along the principal components 1-4 obtained from PGA in the range

of ±4 standard deviations from the mean.
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(a) Principal component 1 (PCA) (b) Principal component 2 (PCA)

(c) Principal component 3 (PCA) (d) Principal component 4 (PCA)

Figure 4.18: Principal components of the human mass-inertia data obtained from

vector space principal component analysis (PCA). (a)-(d) respectively denote the

inertial parameter values along the principal components 1-4 obtained from PCA

for the different range of standard deviations from the mean.
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captures the overall thickness of the body. Principal component 2 captures a com-

bination of height and upper body thickness (i.e., the torso and arms), while prin-

cipal component 3 captures variations in the height and torso thickness. Principal

component 4 captures variations mainly in the height.

For comparison, the variations corresponding to the first four principal compo-

nents of vector space PCA are shown in Figure 4.18. The variations inside a small

range near the mean are qualitatively similar to those obtained for PGA, but it

can be observed that the positive-definiteness requirement of the pseudo-inertia

matrix (4.2.9) is violated even for data points 0.5 standard deviations away from

the mean for all of the first four principal components, i.e., the inertial parame-

ters displayed in Figure 4.18, where the infeasible inertial parameters are plotted

as ellipses.

The variances along the principal components for both PGA and PCA are

shown in Figure 4.19; the values are normalized with respect to the variances along

the first principal components for each method. Note that the relative values ob-

tained for PCA are extremely small; while this may seem to imply that variations

corresponding to the first principal component are dominant and that higher-order

components are not important, note that meaningful variations are observed along

principal components 2-4 in Figure 4.18(b)-(d). This unconformity illustrates an-

other pitfall of vector space PCA that fails to take into account the underlying ge-

ometry of the space of mass-inertia parameters. In our subsequent manifold learn-

ing case study for the human mass-inertia dataset, we therefore take into account

the Riemannian structure of I.

Embeddings of the human mass-inertia dataset are obtained that minimize the

least-squares spectral distortion (LS), and also the harmonic mapping distortion

with boundary ∂N chosen to minimize LS (HMLS). Algorithm 3 is applied with
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Figure 4.19: The normalized variances along the principal components of embed-

dings obtained from principal geodesic analysis (PGA), vector space principal com-

ponent analysis (PCA), the harmonic mapping distortion with boundary ∂N to

minimize LS (HMLS), and the least-squares spectral distortion (LS).

G chosen as the metric defined in (4.2.10) projected onto M, i.e., the submanifold

embedded in I formed by the dataset. We set the dimension of the target man-

ifold to four, i.e., N = R4, with H = I, since variations in the data along each

axis after manifold learning become increasingly difficult to interpret for higher di-

mensions. For HMLS, the dataset boundary (i.e., the b(j), j = 1, . . . , Nb described

in Section 3.3) is specified using the same method of choosing increasingly larger

values of d̃i as presented in Section 4.1.3 with Nb = 500. The embedding from the

diffusion map (DM) using the modified kernel function in (3.1.2) is used as the
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initial guess for the optimization.

Figure 4.20 plots the embeddings of the human mass-inertia data obtained

from the diffusion map, PGA, HMLS, and LS; the horizontal axis corresponds to

axis 1, while the vertical axes range from axis 2 to axis 4. Of the thousand data

used, twenty distant outliers are excluded from the analysis. From the figures, it

can be seen that the curved shape of the diffusion map embedding is flattened

and also spread along axes 2, 3, and 4 for both the HMLS and LS embeddings.

The red ellipses represent the estimated JG−1J> (using Algorithm 2) projected

to each of the two-dimensional spaces, with the black circle corresponding to the

identity. The metrics estimated for the diffusion map embedding show the high-

est eccentricity, while those of PGA vary in size from point to point. The HMLS

and LS embeddings show more uniform values of JG−1J> over the range of data

points, with less eccentricity and similar areas of the ellipses.

The normalized variances along the principal components obtained from HMLS

and LS methods are plotted in Figure 4.19. As can be expected from the embed-

dings for each method, the normalized variances along principal components 2, 3,

and 4 are larger than those of the PGA embedding. The physical features encoded

along each principal component of the obtained embeddings are similar to those

of PGA, and the corresponding figures are omitted.

Pairwise distance errors and tangent vector angle errors are compared in Ta-

ble 4.6 for each of the embeddings. Since ground truth values for these errors are

not available, we perform only a local comparison, i.e., the pairwise distance val-

ues between 50 nearest neighbors, and the angle between tangent vectors among

30 nearest neighbors in the ambient space of I are set as the reference values.

The embeddings from both HMLS and LS reduce the errors when compared to

the initial diffusion map embedding. The embedding obtained from LS achieves
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(a) Diffusion map (DM)

(b) Principal geodesic analysis (PGA)

(c) Harmonic mapping distortion with boundary ∂N to minimize LS (HMLS)

(d) Least-squares spectral distortion (LS)

Figure 4.20: Manifold learning results obtained for human inertia data. The red

ellipses represent the estimated metric (JG−1J>).
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Table 4.6: Manifold learning results obtained for human inertia data.

Embedding DM PGA HMLS LS

Dist. error 0.483 0.337 0.246 0.198

Ang. error 0.817 0.226 0.242 0.209

the best performance in preserving local pairwise distances and angles between

tangent vectors of the ambient space.



5
Autoencoders for

Non-Euclidean Data

An autoencoder is a type of artificial neural network that can be represented math-

ematically by the composition of two maps, f : X → H (the encoder) and g : H →
X (the decoder). Here X denotes the input data space and H a space whose di-

mension is typically (but not always) smaller than that of X . The maps f and

g are respectively parametrized by a set of parameters p1 and p2 (corresponding

to weights in the case of artificial neural networks). Given a set of N input data

points {x1, . . . , xN} drawn from X , autoencoder training can be formulated as the

following optimization problem over the set of parameters p = (p1, p2):

min
p

N∑
i=1

d2 (xi, g(f(xi, p1), p2)) , (5.0.1)

where d(·, ·) is a suitably chosen distance metric on X . In the typical case when

dim(H) < dim(X ), the autoencoder engages in a type of dimensionality reduction,

for example, learning how to ignore noise in the input data. By disregarding the

111
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assumption that dim(H) < dim(X ), autoencoders have been modeled in the form

of deep artificial neural networks accompanied with certain regularization terms

[71]. Many variations of such autoencoders exist, e.g., denoising autoencoders [43,

44], sparse autoencoders [72, 73], variational autoencoders [74, 75], and contractive

encoders [45, 76]. For a more comprehensive review of autoencoders, we refer the

reader to [77].

In this chapter, we address the problem of autoencoder training for the case

when the data points xi are drawn from a non-Euclidean space X . Specifically, we

show how our earlier Riemannian distortion framework can be used to formulate

autoencoder training for non-Euclidean data. Our focus will be on the denoising

autoencoder (DAE) and the reconstruction contractive autoencoder (RCAE), but

the methods described here are generalizable to other autoencoders.

In the standard vector space formulation of the denoising autoencoder, an in-

put x ∈ RD is assumed corrupted by some noise density q(x̃|x) to x̃ ∈ RD, i.e.,

x̃ ∼ q(x̃|x). Denoting by ρ(x) the data-generating probability density function for

x, we seek the reconstruction function r : RD → RD that minimizes

min
r

∫
RD

Eq(x̃ |x)

[
‖r(x̃)− x‖2

]
ρ(x) dx, (5.0.2)

where Eq(x̃|x) [ · ] denotes the expectation with respect to the noise density q(x̃|x).

For the vector space formulation of the reconstruction contractive autoencoder

(RCAE) in [46], the objective function for the reconstruction function is

min
r

∫
RD

(
‖r(x)− x‖2 + σ2Tr

((
∂r

∂x

)>(∂r
∂x

)))
ρ(x) dx, (5.0.3)

where σ2 is a scalar weighting coefficient. The second term acts as a regulariza-

tion term to prevent obtaining identity mapping r(x) = x. For both the DAE

under a Gaussian corruption process x̃ ∼ N(x, σ2I) and the RCAE with σ small,
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Figure 5.1: Region of concentrated data (gray curve) and the reconstruction func-

tion for regularized autoencoders. Dots represent data points that are sampled

from the data-generating probability density. Dashed arrows represent the contrac-

tive directions near each data point, which are objectives to be learned from the

regularizations of DAE or RCAE. Learned directions of the reconstruction, more

precisely r(x)− x, are represented by solid arrows.

the derivative of the log-probability density can be estimated from the optimized

reconstruction function as follows [46] (see Figure 5.1):

∂ log ρ(x)

∂x
=

1

ρ

∂ρ

∂x
(x) ≈ r(x)− x

σ2
. (5.0.4)

5.1 Autoencoders for Non-Euclidean Data

In what follows, we assume that the input data are drawn from an m-dimensional

Riemannian manifold M with local coordinates x = (x1, . . . , xm) and Riemannian

metric G(x) ∈ Rm×m, and derive coordinate-invariant formulations of (5.0.2) and

(5.0.3). First, the reconstruction map r :M→M is expressed in local coordinates

as r : Rm → Rm, and the reconstruction error is defined as dist(r(x), x)2, where

dist(x, y) denotes the minimal geodesic distance between points x, y ∈M.
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Since finding the minimal geodesic distance between two points in M requires

the solution of a variational problem, to make the problem computationally tractable

we assume that r(x) and x are sufficiently close, and approximate dist(r(x), x)2 by

(r(x)− x)>G(x)(r(x)− x). For the reconstruction contractive autoencoder (5.0.3),

the Riemannian distortion measure of (2.3.26) is modified as follows:

min
r

∫
M

(
(r(x)− x)>G(x)(r(x)− x) + σ2 Tr

((
∂r

∂x

)>
G(r)

(
∂r

∂x

)
G−1

))
ρ(x) dx,

(5.1.5)

where G(r) denotes the metric of the data space at point r(x), and ρ(x) dx is the

volume element. We refer to (5.1.5) as the geometric RCAE, or GRCAE. Similarly,

the geometric version of the denoising autoencoder (5.0.2), referred to as GDAE,

can be formulated as follows:

min
r

∫
M
Eq(x̃ |x)

[
(r(x̃)− x)>G(r(x)) (r(x̃)− x)

]
ρ(x) dx, (5.1.6)

where the noise density in local coordinates is q(x̃|x) ∼ N(x, σ2G−1(x)). From the

geometric formulations in (5.1.5)-(5.1.6), we can obtain following relations between

the reconstruction function r and the log of the probability function ρg(x).

Theorem 5.1. Provided σ2 is small, the derivative of the log of the probability

function ρg(x) = ρ(x)√
detG(x)

can be approximated for both the geometric reconstruc-

tion contractive autoencoder and geometric denoising autoencoder as

∂ log ρg(x)

∂x
=

1

ρg

∂ρg
∂x

(x) =
1

ρ

∂ρ

∂x
(x)− Γ(x) ≈ G

(
r(x)− x
σ2

)
, (5.1.7)

where Γ(x) ∈ Rm is a vector whose i-th component is given by
∑m

k=1 Γkki = 1
2Tr

(
G−1

· ∂G
∂xi

)
, with Γkij the Christoffel symbols of the second kind in M.



5.2. Case Study: Hyperspherical Data 115

Note that ρg(x), i.e., the probability density normalized with respect to
√

detG

[32], is coordinate-invariant, and its derivative with respect to x follows the coor-

dinate transformation rules for a covector. Equation (5.1.7) can be thought of as a

generalization of (5.0.4) for manifold-valued data. The proof of Theorem 5.1 is de-

rived in Appendix A.4, from the first-order necessary conditions of (5.1.5)-(5.1.6).

Comparing (2.3.26) with (5.1.5), observe that (5.1.5) is a minimization over r :

M→M with the probability density as the volume element, and also contains the

reconstruction error term in place of boundary conditions. Because of the presence

of both the reconstruction error and the contractive (regularization) term, trivial

solutions, e.g., a constant mapping if only the contractive term is present, or the

identity mapping if only the reconstruction term is present, can be avoided.

We first demonstrate experimentally that geometric denoising autoencoder

(GDAE) applies to the estimation of the gradient of the log-probability function

using synthetic hyperspherical data. This property is then successfully utilized in

filtering (also referred to as smoothing or regularizing) of diffusion tensor imaging

(DTI) data. For all the numerical experiments for training autoencoders, we utilize

the pytorch library [78].

5.2 Case Study: Hyperspherical Data

For this case study, we consider data on the hypersphere Sn = {p ∈ Rn+1 | ‖p‖ =

1}, i.e., an n-dimensional unit sphere embedded in Rn+1, with local coordinates

x = (x1, . . . , xn) satisfying p(x) = (p1(x), . . . , pn+1(x)) ∈ Sn ⊆ Rn+1 such that

p1(x) = cos(x1)

pi(x) =
∏i−1
k=1 sin(xk) cos(xi), i = 2, . . . , n

pn+1(x) =
∏n
k=1 sin(xk),

(5.2.8)
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with the xi defined over the range xi ∈ (0, π), i = 1, . . . , n − 1, xn ∈ [0, 2π).

The Riemannian metric on Sn is induced from the Euclidean metric on Rn+1 and

represented in local coordinates as G(x) = diag(1, sin2 x1, . . . , sin2 x1 · · · sin2 xn−1)

∈ Rn×n.

We consider data points on Sn and train both the DAE of (5.0.2) and the

GDAE of (5.1.6). 10,000 training data points are sampled from a mixture of two

tangent space Gaussians on Sn. Here the tangent space Gaussian on Sn denotes

the distribution of a random variable on Sn obtained by mapping a Gaussian on

the tangent space of an element p ∈ Sn to Sn via the exponential map, i.e., Exp :

TpS
n → Sn (refer to Appendix A.5 for details of tangent space Gaussians on Sn).

The case of S2 is shown in Figure 5.2(a). The parameters for the mixtures are

chosen to be w1 = w2 = 0.5 for the mixture weights, µ1 = (0, . . . , 0, 0.5) ∈ Rn,

µ2 = (0, . . . , 0,−0.5) ∈ Rn for the means, and Σ1 = Σ2 = 0.01 · I ∈ Rn×n for the

covariances. Note that with this choice of parameters, it is possible to calculate

the exact values of the derivatives of the log-probability function, i.e.,
∂ log ρg(x)

∂x .

5.2.1 Coordinate Invariance of GDAE

We first examine whether the reconstruction functions obtained from GDAE are

less sensitive to the choice of coordinates compared to DAE. For N = 10, 000

points on S2, data are represented in two different local coordinates as shown in

Figure 5.2(b) and (c) (denoted respectively by x and x′). Here, for given xi ∈
S2 ⊆ R3, the representations in x coordinates satisfy xi = p(xi) defined by (5.2.8),

while those in x′ coordinates satisfy xi = p′(x′i) = R p(x′i) for a rotation matrix

R ∈ SO(3).1

1Here, we use R = RotY(−60◦) ∈ SO(3), where RotY(·) rotates a vector about the y-axis
by a given angle.
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(a) Training data in R3

(b) Data represented in x-coordinates (c) Data represented in x′-coordinates

Figure 5.2: S2 data sampled from tangent space Gaussian mixtures used in train-

ing.
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The reconstruction functions r : Rm → Rm for both the DAE and GDAE are

modeled by neural networks with two hidden layers, with leaky ReLU activation

function (a component-wise function defined as a(x) = x if x ≥ 0 and a(x) = 0.1·x
if x < 0) as follows:

r(x) = x+W3h2 + b3, (5.2.9)

hi = a(Wihi−1 + bi), i = 1, 2, (5.2.10)

where h1, h2 ∈ Rd denote the hidden variables, h0 is set to be x ∈ Rm, and Wi,

bi for i = 1, 2, 3 respectively denote the matrix and vector parameters with sizes

defined accordingly as above.2 The parameters θ = {W1, b1,W2, b2,W3, b3} are op-

timized via the stochastic gradient descent algorithm. The dimensionality of the

hidden variables d is set to 1,000.

We then train the DAE and GDAE on data from each of the coordinates with

the corruption noise value σ2 = (0.025)2 over five trials, with different initial con-

ditions chosen for θ.

After training, using the test data sampled from the same distribution as for

the training data, the reconstruction functions for both the DAE and GDAE ob-

tained from each of the coordinates are compared. For the comparison, the dis-

tance between reconstructed points (Dist. b/w Recon.) and the angle between re-

construction directions (Ang. b/w Recon. Dir.) are measured for a pair of recon-

struction functions (r1, r2) as follows:

Dist. b/w Recon. =
1

Ntest

Ntest∑
i=1

dist(r1(xi), r2(xi)), (5.2.11)

Ang. b/w Recon. Dir. =
1

Ntest

Ntest∑
i=1

angle(xi, r1(xi), r2(xi)), (5.2.12)

2Better estimates of
∂ log ρg(x)

∂x
can be obtained with reconstruction functions r(x) that ex-

plicitly depend on x as in (5.2.9).
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Table 5.1: Discrepancies in reconstructions of DAE and GDAE learned from local

coordinates x and x′ for tangent space Gaussian mixture data on S2.

Method
DAE GDAE

x x′ b/w x and x′ x x′ b/w x and x′

Dist. b/w 4.07e-4 4.51e-4 3.28e-3 4.40e-4 3.82e-4 5.99e-4

Recon. (5.59e-5) (9.41e-5) (5.77e-5) (3.53e-5) (2.67e-5) (4.83e-5)

Ang. b/w 6.59e-2 6.69e-2 0.438 5.01e-2 4.10e-2 5.98e-2

Recon. Dir. (1.04e-2) (1.59e-2) (1.46e-2) (6.07e-3) (4.57e-3) (6.97e-3)

where xi ∈ S2 denotes the i-th test data point for i = 1, . . . , Ntest, and angle(x, y, z)

represents the angle between the geodesic from x to y and that from x to z at a

point x.

In Table 5.1, the discrepancies between the reconstruction function pairs on

Ntest = 10, 000 test data points are averaged with the standard deviations in

parentheses. The values under column x (or x′) in the table denote the discrepan-

cies between the pairs both from the trials using x (or x′) coordinates, while the

column denoted by ‘b/w x and x′’ shows the discrepancy between pairs with the

first component from trials using x, and the second component from trials using x′

coordinates. From the table, it can be seen that the differences in the reconstruc-

tion between different coordinates are generally larger than those between identical

coordinates.

Considering the amount of increase in the discrepancy from identical to differ-

ent coordinates as well as the values of the discrepancy itself in columns ‘b/w x

and x′’, one can reasonably conclude that the results from GDAE are more robust

(or equivalently, less sensitive) to the choice of local coordinates. This argument
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(a) Results from DAE (b) Results from GDAE

Figure 5.3: Reconstruction vector field (r(x)−x) trained from tangent space Gaus-

sian mixture data on S2 represented with respect to x coordinates (green arrows)

and x′ coordinates (blue arrows). For the comparison, all vector fields are repre-

sented in x coordinates.

can also be verified by plotting the reconstruction vector fields (r(x)− x) on ran-

domly sampled test points. In Figure 5.3, r(x) − x from DAE and GDAE using

data represented in each of the local coordinates is shown. Observe that in the

case of GDAE, the two vector fields obtained from two different local coordinates

(both represented in x coordinates for comparison) mostly overlap, while there ex-

ist notable differences in the case of DAE.

5.2.2 Estimation of the Derivative of the Log-Probability Function

Next, we examine the ability to estimate
∂ log ρg(x)

∂x from DAE and GDAE. For pur-

poses of comparison, we use the least-squares log-density gradient method (LSLDG)

presented in [47, 48], and also their extension to data on Riemannian manifolds (R-

LSLDG) [49]. In LSLDG, the derivative of the log-probability density, i.e., ∂ log ρ(x)
∂x ,



5.2. Case Study: Hyperspherical Data 121

is modeled as a weighted sum of basis functions, with the weights optimized in a

least-squares sense. R-LSLDG method estimates the gradient of the log-probability

function, i.e.,
∑

j g
ij ∂ log ρg(x)

∂xj
for i = 1, . . . ,m, similar to LSLDG but using basis

functions defined on the Riemannian manifold. Since both DAE and LSLDG do

not estimate
∂ log ρg(x)

∂x directly but instead estimate ∂ log ρ(x)
∂x , we compensate for

this difference by subtracting the ground truth value of Γ(x) defined in (5.1.7)

from the estimated ∂ log ρ(x)
∂x .

For a given dataset {xi} for i = 1, . . . , N , the log-density gradient estimation

error (Est. error) is evaluated as follows:

Est. error =

∫
M

(
∂ log ρg
∂x

∣∣∣∣
est

− ∂ log ρg
∂x

)>
G−1

(
∂ log ρg
∂x

∣∣∣∣
est

− ∂ log ρg
∂x

)
ρ(x) dx

(5.2.13)

≈ 1

N

N∑
i=1

(
∂ log ρg
∂x

∣∣∣∣
est

(xi)−
∂ log ρg
∂x

(xi)

)>
G−1(xi)

(
∂ log ρg
∂x

∣∣∣∣
est

(xi)−
∂ log ρg
∂x

(xi)

)
,

(5.2.14)

where xi, i = 1, . . . , N , are independently and identically distributed data points

according to the density ρ(x), and
∂ log ρg
∂x

∣∣∣
est

(xi) and
∂ log ρg
∂x (xi) respectively de-

note the estimated value and the ground truth value for
∂ log ρg(x)

∂x on xi. Note that

it is usually not possible to calculate the estimation performance based on (5.2.14)

since the ground truth value of
∂ log ρg(x)

∂x is generally not available. Instead, (5.2.13)

can be reformulated not to require the
∂ log ρg(x)

∂x term by using the integration by

parts technique presented in [79]. Ignoring the constant terms that do not depend
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on the estimated value, (5.2.13) can be rewritten as∫
M

(
∂ log ρg
∂x

∣∣∣∣>
est

G−1 ∂ log ρg
∂x

∣∣∣∣
est

− 2
∂ log ρg
∂x

∣∣∣∣>
est

G−1 1

ρg

∂ρg
∂x

)
ρ(x) dx

≈ 1

N

N∑
i=1

(
∂ log ρg
∂x

∣∣∣∣>
est

(xi)G
−1(xi)

(
∂ log ρg
∂x

∣∣∣∣
est

(xi) + 2Γ(xi)

)

+2
m∑
j=1

m∑
k=1

∂

∂xk

(
∂ log ρg
∂xj

∣∣∣∣
est

(xi)g
jk(xi)

) (5.2.15)

=
1

N

N∑
i=1

(
∂ log ρg
∂x

∣∣∣∣>
est

(xi)G
−1(xi)

∂ log ρg
∂x

∣∣∣∣
est

(xi) + 2∆ (log ρg(xi))

)
, (5.2.16)

where ρg(x) is assumed to have negligible values on the integration boundary when

deriving (5.2.15), and ∆ denotes the Laplace-Beltrami operator on the manifold

M. Note that this formulation is the generalization of the result in [79] for the

case of Riemannian manifolds, and turns out to be equivalent to the minimization

objective of the R-LSLDG method [49]. In the case of GDAE, further simplifi-

cation is available for (5.2.15):
∑

j

∑
k

∂
∂xk

(
∂ log ρg
∂xj

∣∣∣
est
gjk
)

= 1
σ2 Tr

(
∂r
∂x − I

)
holds

from (5.1.7). In practice, (5.2.15) can be used to evaluate the performance of the

estimation in place of (5.2.14).

For the data sampled from two tangent space Gaussian mixtures on Sn, n =

2, 3, 4, 6, 8, we train the models for DAE, GDAE, LSLDG, and also R-LSLDG,

and estimate the value of
∂ log ρg(x)

∂x for each method. The corruption noise stan-

dard deviations σ used in the training of DAE and GDAE are selected among σ ∈
{0.01, 0.025, 0.05, 0.1} based on the modified estimation error values in (5.2.15).

The reconstruction function r(x) is set to have two hidden layers of thousand-

dimensional hidden variables, and the hyperbolic tangent (Tanh) activation func-

tion is utilized in place of leaky ReLU activation function a(·) in (5.2.10). The

Adam optimizer [80] is applied to train DAE and GDAE. Since the estimation
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Figure 5.4: Estimation errors for
∂ log ρg
∂x for tangent space Gaussian mixture data

on Sn.

results for DAE and GDAE can vary over iterations due to the stochastic nature

of the optimization algorithm, instances with the minimal value of (5.2.15) during

the training process is taken to be the output for each run of DAE and GDAE.

For both LSLDG and R-LSLDG, we follow the same method described in [47] and

[49] for choosing the basis functions and hyperparameters.

Test data points are sampled from the same distribution as the training data

and used to measure the estimation error (Est. error) in (5.2.14). The estimation

errors measured on Ntest = 10, 000 test data points are averaged over ten runs

(with different initial guesses for DAE and GDAE, and different choices of basis

functions for LSLDG and R-LSLDG) in Figure 5.4.
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In Figure 5.4, the GDAE and R-LSLDG methods show superior performance

over DAE and LSLDG in estimating
∂ log ρg(x)

∂x . GDAE shows the best performance

for higher dimensionality (the case of S6 and S8) in terms of the estimation error.

5.3 Case Study: Diffusion Tensor Imaging (DTI) Data

5.3.1 DTI as Non-Euclidean Data

For the next case study, we consider methods for the denoising and filtering of

images obtained from diffusion tensor imaging (DTI). DTI images can reveal the

microstructure of brain tissues by measuring the diffusion of water molecules in-

side brain cells. The diffusion process of water molecules in each volume segment

is assumed to be Gaussian; the diffusion tensors are then set to be proportional

to the covariance matrices of the Gaussian distribution. Mathematically, a DTI

datum is a three-dimensional image in which the value assigned to each voxel is

a 3× 3 symmetric positive-definite matrix [4].

Past works that involve analysis on the space of symmetric positive-definite

matrices have considered the affine-invariant Riemannian metric [69], [23], [24].

The distance between two symmetric positive-definite matrices A,B ∈ P(n) de-

rived from the affine-invariant Riemannian metric is given by

dist2(A,B) =
n∑
i=1

log2 λi(A,B), (5.3.17)

where λi(A,B) are the roots of the polynomial det(B −Aλ) = 0 (or equivalently,

the eigenvalues of A−1B). As can be inferred from its name, this metric is invariant

to the affine GL(n)-action, i.e., dist(A,B) = dist(XAX>, XBX>), for A,B ∈
P(n) and X ∈ GL(n), where GL(n) denotes the space of n × n real nonsingular

matrices.
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In [25], [26], [27], by defining a vector space structure on the matrix logarithm

of the symmetric positive-definite matrices, the log-Euclidean metric is proposed as

a means of reducing the computational burden in using the affine-invariant Rie-

mannian metric. The distance between two symmetric positive-definite matrices

A,B ∈ P(n), according to the log-Euclidean metric, is defined as follows:

dist2(A,B) = ‖Log(A)− Log(B)‖2F , (5.3.18)

where Log(·) denotes the matrix logarithm, and ‖·‖F denotes the Frobenius matrix

norm. Given an eigendecomposition of a symmetric positive-definite matrix A =

RDR> ∈ P(n), with R ∈ O(n) as the eigenvector matrix and D = diag(d1, . . . , dn)

the diagonal matrix comprised of corresponding eigenvalues, the matrix logarithm

is expressed in closed-form as

Log(A) = R Log(D) R>, (5.3.19)

where Log(D) = diag(log(d1), . . . , log(dn)). Note that this metric is not invariant

to the affine GL(n)-action, but invariant to rotations and scaling [25].

In [81], [28], a voxel of DTI data is treated as a normal distribution by regard-

ing the voxel location and voxel value as the mean and covariance of a normal

distribution, respectively. The space of n-dimensional normal distributions N(n) is

defined as follows:

N(n) = {N(µ,Σ) | µ ∈ Rn,Σ ∈ P(n)}. (5.3.20)

Here, N(µ,Σ) denotes a normal distribution in Rn with mean µ and covariance

Σ. N(n) becomes a differentiable manifold with dimension n+ 1
2n(n+ 1). Rieman-

nian structure derived from information geometry can be constructed [82], [83].

By using the Fisher information Riemannian metric with local coordinates (µ,Σ)
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(for Σ, only the the lower-triangular or upper-triangular is needed part), the inner

product of two tangent vectors V = (Vµ, VΣ), W = (Wµ,WΣ) for Vµ,Wµ ∈ Rn and

VΣ,WΣ ∈ S(n) at a point N = (µ,Σ) ∈ N(n) is defined as follows:

〈V,W 〉N = V >µ Σ−1Wµ +
1

2
Tr(Σ−1VΣΣ−1WΣ). (5.3.21)

It can be easily verified that the Fisher information metric reduces to the affine-

invariant metric when the Rn part of the tangent vectors are zero; the geodesic

distance between two normal distributions with identical means is then obtained

in closed-form from the affine-invariant distance between the two covariance ma-

trices. However, in general, the distance between two normal distributions cannot

be obtained in closed-form; a numerical algorithm to find the minimal geodesic

according to this metric is proposed in [28].

To provide some insight into the Fisher information Riemannian metric, we

present a simple example comparing the results of using the product metric ob-

tained from the Euclidean metric with the affine-invariant Riemannian metric. Fig-

ure 5.5 depicts three normal distributions in R2; the first, second, and third dis-

tributions (denoted (1), (2), (3) respectively in the figure) are located at (0, 0),

(10, 0), (0, 10) respectively, and have the same covariance. Using the product met-

ric, the distance between (1) and (2) is the same as that between (1) and (3), since

the Euclidean distances (for the mean part) are identical and the affine-invariant

distances (for the covariance part) are zero.

Using the Fisher information metric, due to the first term of the right-hand

side (or the vectorial part) that contains Σ−1 as the inner product in (5.3.21), the

distance along the directions of higher variance, i.e., the eigenvectors corresponding

to the higher eigenvalues of the covariance Σ, is considered shorter than the other.

As a result, the distance between (1) and (2) is shorter than that between (1) and
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Figure 5.5: Examples of N(2).

(3) in the case of the Fisher information metric. From a water molecule diffusion

perspective, this seems intuitively plausible, since the first normal distribution ((1)

in the figure) would appear to be able to move more easily along the direction of

the higher variance (moving to (2)) rather than the other direction (moving to

(3)).

5.3.2 DTI Filtering Algorithms

Since raw diffusion tensor data may contain high noise levels, the noise present in

the data should be filtered or regulated for clinical applications of DTI data such

as voxel-wise statistical analysis [84], [85] or precise fiber tracking [86].
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5.3.2.1 An Optimization-Based Algorithm

In [23], [25], [27], a DTI image is represented as a function from three-dimensional

voxel space to the space of 3×3 symmetric positive-definite matrices, i.e., as a ten-

sor field P : R3 → P(3). From the assumption that noiseless data forms a (piece-

wise) smooth tensor field, a smoothness penalty of the tensor field is minimized.

The resulting optimization problem is formulated as follows:

min
P

∫
R3

Φ

(∥∥∥∥∂P∂x
∥∥∥∥
P (x)

)
dx, (5.3.22)

where ∂P
∂x denotes the spatial gradient of the tensor field with respect to x, and

‖ · ‖P (x) denotes the norm defined according to the chosen metric on P(3) (either

the affine-invariant metric or the log-Euclidean metric) at P (x) ∈ P(3). Φ : R→ R

denotes a penalty function of the norm of the spatial gradient designed to preserve

discontinuities in the image; a typical choice for Φ is Φ(s) = 2
√

1 + s2/κ2−2 [87].

Note that this formulation can be naturally interpreted as a Riemannian distor-

tion minimization problem on a map P : R3 → P(3), with the assumption of a

Euclidean input space R3 and manifold P(3) as the output Riemannian manifold.

In the numerical optimization of (5.3.22), the tensor field P : R3 → P(3) repre-

senting a DTI datum can be parametrically approximated using the values at grid

points, i.e., Pi = P (xi) ∈ P(3) for grid points xi ∈ R3, i = 1, . . . , N . The finite

difference methods then approximate the spatial gradient in (5.3.22). The problem

of minimizing (5.3.22) eventually reduces to a finite-dimensional optimization on

Pi ∈ P(3), i = 1, . . . , N .
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5.3.2.2 A Geometric Denoising Autoencoder-Based Algorithm

In this case study, we propose a different strategy using geometric denoising au-

toencoders for DTI filtering, inspired by the mean shift method [50], [51], [52].

The mean shift algorithm has been successfully applied to some low-level vision

tasks such as discontinuity preserving smoothing and image segmentation [52].

This method has been extended to deal with non-Euclidean data cases in [88],

[89]. For a comprehensive review, we refer the reader to [90].

Mean shift algorithms first estimate the probability density and its gradients

in non-parametric ways, e.g., using kernel methods [91]. They then propagate data

points to adjacent modes of the density along the gradient directions with adap-

tive stepsizes. For a planar image example, the image is first interpreted as a set

of points in the product space of the two-dimensional pixel space and (grayscale

or RGB) value space. By applying the mean shift method to data points in this

product space, the shifted points gather to nearby modes of the probability den-

sity; hence the noised pixels, which usually have lower probability, are automat-

ically filtered (or smoothed). Segmentation tasks can also be performed by ap-

plying further delineation procedures on the shifted points [52]. The concept has

been combined with other methods to estimate the gradient of the log-probability

density and applied to some segmentation tasks [47], [49].

The rationale for applying geometric denoising autoencoders to DTI filtering

is similar, i.e., mapping data to the local modes of the probability density. Recall

that the reconstruction function of a well-trained DAE and GDAE can be used

to estimate the gradient of the log-probability density (5.0.4) for the Euclidean

case and the log-probability function (5.1.7) for the case of non-Euclidean data,

respectively. Applying the reconstruction function to the data points corresponds
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to moving the data toward the adjacent modes of the probability density (or, more

precisely, updating along the gradient of the log-probability function with σ2 mul-

tiplied, i.e., r(x) ≈ x + σ2G−1(x)
∂ log(ρg)

∂x (x) in local coordinates). This kind of

update rule can replace the original update step in the mean shift algorithm.3

For the case of DTI data, unlike typical planar images, the voxel space is of

dimension three, and the values at each voxel are in the space of 3 × 3 symmet-

ric positive-definite matrices. Therefore we should consider the product space of

R3 ×P(3). Two kinds of Riemannian metrics on R3 ×P(3) are considered; (i) the

direct product of the Euclidean metric on R3 and log-Euclidean metric on P(3)

(the affine-invariant metric is not considered here since it is known to give simi-

lar results to the log-Euclidean metric [25]) and (ii) the Fisher information metric

for multivariate normal distributions in (5.3.21). We train geometric denoising au-

toencoders with reconstruction functions in the form r : R3×P(3)→ R3×P(3) for

both cases.

In the training of GDAE based on the product of the Euclidean and log-

Euclidean metric, due to the vector space nature of the matrix logarithms of P(3)

induced by the choice of metric, it suffices to apply the matrix logarithms in (5.3.19)

to the P(3) part of the data and treat them as if they were in a vector space. Usual

denoising autoencoder training methods in the vector space can be applied to this

case.

When the Fisher information metric is considered, more care is required to

consider the space of R3 ×P(3). Following closed-form expression of matrix expo-

nential on symmetric matrices becomes useful in the later formulations; given an

eigendecomposition of a symmetric matrix A = RDR> ∈ S(n), with R ∈ O(n)

3The mean shift update with the choice of radial basis function kernels, i.e., k(x, x′) =

exp(− ‖x−x
′‖2

2h2 ) with bandwidth parameter h, becomes equivalent to shifting the points based
on the gradient of the log-probability density up to a constant.
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as the eigenvector matrix and D = diag(d1, . . . , dn) the matrix of corresponding

eigenvalues, the matrix exponential is obtained as

Exp(A) = R Exp(D) R>, (5.3.23)

where Exp(D) = diag(exp(d1), . . . , exp(dn)).

We then corrupt a datum (x, P ) ∈ R3 × P(3) as follows:

x̃ = x+ εp, (5.3.24)

P̃ = P
1
2 Exp(εc) P

1
2 , (5.3.25)

where εp ∼ N(0, σ2P ), εc =
[
ε
]

for ε ∼ N(0,
√

2σ2I) with I ∈ R6×6 as the identity

matrix, σ2 > 0 is a scalar parameter for the noise covariances, the bracket operator

[·] is defined for ε = (ε1, ε2, ε3, ε4, ε5, ε6) ∈ R6 as

[ε] =


ε1 ε2/

√
2 ε3/

√
2

ε2/
√

2 ε4 ε5/
√

2

ε3/
√

2 ε5/
√

2 ε6

 , (5.3.26)

and P
1
2 = RS

1
2R> for an eigendecomposition of P = RSR>.

Next, we consider the formulation for the reconstruction function on R3×P(3).

Given a point P ∈ P(3), we first define ExpP : S(3) → P(3) and LogP : P(3) →
S(3) similarly to [24]:

ExpP (A) = P
1
2 Exp

(
P−

1
2AP−

1
2

)
P

1
2 , (5.3.27)

LogP (Q) = P
1
2 Log

(
P−

1
2QP−

1
2

)
P

1
2 , (5.3.28)

where P−
1
2 = RS−

1
2R> for an eigendecomposition of P = RSR>, and the func-

tions Exp(·) and Log(·) denote the matrix exponential and logarithm, respectively

(recall that their closed-form expressions are presented in (5.3.23) and (5.3.19)).
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Denote the reconstruction function by r = (rp, rc), where rp : R3 × P(3) → R3

corresponds to the position part and rc : R3 × P(3) → P(3) the P(3) part of the

reconstruction function, respectively. By defining a function v : R3 × P(3)→ S(3),

we model the P(3) part of the reconstruction function as rc(x, P ) = ExpP (v(x, P ))

at (x, P ) ∈ R3 × P(3). Note that v : R3 × P(3) → S(3) then corresponds to the

function (x, P ) 7→ LogP (rc(x, P )). In this way, training rc reduces to training un-

constrained v (only the lower triangular or upper triangular part of the output is

modeled), while the reconstructed points r(x, P ) = (rp(x, P ), rc(x, P )) are ensured

to reside in the manifold R3 × P(3).

Assuming σ2 is small, the reconstruction error between (x, P ) ∈ R3×P(3) and

(rp(x̃, P̃ ), rc(x̃, P̃ )) ∈ R3 × P(3) is approximated using the inner product of the

Fisher information metric defined in (5.3.21) as follows:

dist
(

(rp(x̃, P̃ ), rc(x̃, P̃ )), (x, P )
)2

≈ (rp(x̃, P̃ )− x)>P−1(rp(x̃, P̃ )− x) +
1

2
Tr

((
P−

1
2 rc(x̃, P̃ )P−

1
2 − I

)2
)
. (5.3.29)

We train the GDAE based on the Fisher information Riemannian metric by min-

imizing the objective function derived from the above approximation. The first-

order approximation of the matrix exponential Exp(·) on S(3) (explained in Ap-

pendix A.6) can be utilized during the training of GDAE, especially in the cal-

culation of (5.3.25) or (5.3.29), to increase both numerical stability and training

speed.

Algorithm 4 summarizes the resulting DTI filtering algorithm using the mode-

seeking procedure based on the geometric denoising autoencoder (GDAE). The up-

date is done along the geodesic from the input points to the reconstructed points

of the autoencoder with a predefined stepsize ε. Note that when the direct prod-

uct of the Euclidean and log-Euclidean metric is considered, the update procedure
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Algorithm 4 DTI Filtering Algorithm Using GDAE

Given: DTI data points (xi, Pi) ∈ R3 × P(3), i = 1, . . . , N .

Input: Reconstruction function r : R3 × P(3) → R3 × P(3) of the geometric

denoising autoencoder trained from a given set of DTI data points, stepsize ε, the

number of iterations Niter.

Initialize: (yi,1, Qi,1) = (xi, Pi) for i = 1, . . . , N .

Iteration:

for j = 1, . . . , Niter, i = 1, . . . , N do

Compute the reconstruction point (yi, Qi) = r(yi,j , Qi,j).

Shift the current point according to stepsize ε:

yi,j+1 ← yi,j + ε(yi − yi,j),
if the direct product of the Euclidean and log-Euclidean metric is used then

Qi,j+1 ← Exp (ε (Log(Qi)− Log(Qi,j))),

else if the Fisher information metric is used then

Qi,j+1 ← ExpQi,j

(
ε LogQi,j (Qi)

)
(Qi,j+1 ← Qi holds when ε = 1).

end if

end for

Assign Pi,f = Qi,Niter+1 for i = 1, . . . , N .

Output: Filtered DTI data points (xi, Pi,f ) ∈ R3 × P(3), i = 1, . . . , N .
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can be made simple by handling the logarithm of the diffusion tensor values di-

rectly. In the case of the Fisher information metric, assuming small stepsizes, we

approximate the update along the geodesic by treating the updates of the position

and the P(3) parts separately; the approximation for the update of the diffusion

tensors then reduces to update along the geodesic according to the affine-invariant

metric.

5.3.3 DTI Filtering Experiments

In this section, numerical experiments of DTI filtering are conducted using the

geometric denoising autoencoder (GDAE)-based filtering and optimization-based

filtering methods described in Section 5.3.2. Data used in the preparation of these

experiments were obtained from the Alzheimer’s Disease Neuroimaging Initiative

(ADNI) database (adni.loni.usc.edu).4 Among the dataset, we use the DTI data

for a randomly chosen healthy subject.

FSL library [92] is utilized to fit diffusion tensors from raw diffusion weighted

image data. The brain extraction tool (BET), eddy current correction function

(eddy correct), a linear transformation tool to match to the brain template

(flirt), and dtifit module are used in the preprocessing of the DTI data. The

region of interest (ROI) is chosen to contain the corpus callosum region of the

brain.

We train two geometric denoising autoencoders using (i) the direct product of

4The ADNI was launched in 2003 as a public-private partnership, led by Principal Inves-
tigator Michael W. Weiner, MD. The primary goal of ADNI has been to test whether serial
magnetic resonance imaging (MRI), positron emission tomography (PET), other biological mark-
ers, and clinical and neuropsychological assessment can be combined to measure the progression
of mild cognitive impairment (MCI) and early Alzheimer’s disease (AD).
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the Euclidean and log-Euclidean metric, and (ii) the Fisher information Rieman-

nian metric from the preprocessed DTI images. Here, the neural network structure

identical to that of Section 5.2.2 is utilized. The diffusion tensor values are appro-

priately scaled to apply a similar level of corruption in the training of GDAEs for

both choices of Riemannian metric.

After training, GDAE-based DTI filtering is then performed using Algorithm 4.

Optimization-based filtering is also performed on the preprocessed DTI images.

The iteration numbers of each algorithm are carefully selected so that the filtering

results have similar average differences from the original input in the log-Euclidean

sense; the average difference (Avg. Diff.) is calculated as

Avg. Diff. =
1

N

N∑
i=1

dist2(Pi,original, Pi,filtered), (5.3.30)

where N is the number of voxels in the DTI data at hand, dist(·, ·) denotes the log-

Euclidean distance between two diffusion tensors, and Pi,original, Pi,filtered respec-

tively denote the original and filtered diffusion tensor values.

The preprocessed image and the filtering results from each algorithm are shown

in Figure 5.6. In anatomical terms of location, three images in each row correspond

to sagittal, coronal, and axial slices of the corresponding DTI data. DTI tensors

are drawn as ellipsoids whose principal axes are proportional to the square root of

the eigenvalues, and the orientation obtained from the eigenvectors of the tensor.

Colors represent the direction of the first principal axes: red for anterior-posterior,

green for left-right, and blue for superior-inferior directions.

Since the ground truths of DTI images are not available, only qualitative com-

parisons between the filtering results can be made. In Figure 5.6, it can be seen

that both GDAE-based methods effectively filter outliers (the abruptly changing
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(a) The original input

(b) Optimization-based filtering

(c) GDAE-based filtering using the product of the Euclidean and log-

Euclidean metric

(d) GDAE-based filtering using the Fisher information metric

Figure 5.6: DTI filtering results.
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colors appearing in Figure 5.6(a)) when compared to the optimization-based fil-

tering method. The update of the GDAE-based filtering method is inversely pro-

portional to the probability function values; hence, the algorithm affects more the

outlying lower probability points. On the other hand, the objective function in

(5.3.22) is designed to maintain the diffusion tensor values of the points at which

the values change rapidly (or more precisely, the points with larger spatial gra-

dient norm
∥∥∂P
∂x

∥∥
P (x)

); therefore the update usually occurs in regions with lower∥∥∂P
∂x

∥∥
P (x)

values, while outlying points are rarely updated.

These differences can also be observed in Figure 5.7, which shows the log-

Euclidean distances between the original and the filtered diffusion tensors at each

voxel.5 Note that the results of the optimization-based filtering method are quite

different from the two GDAE-based filtering methods; the former rarely updates

the values of the regions with higher
∥∥∂P
∂x

∥∥
P (x)

values (the darker regions in Fig-

ure 5.7(a)), while the GDAE-based filtering methods show more significant up-

dates in these regions.

Though the differences are not apparent in Figure 5.6, the two GDAE-based

filtering results also show somewhat different filtering tendencies in Figure 5.7(b)

and (c). These differences mainly stem from the discrepancies in the position part

of the Riemannian metrics on the space R3 × P(3). More detailed analyses of the

effects of the choice of the Riemannian metric on the filtering results as well as

the ensuing clinical applications of the filtering algorithms remain as the area of

further investigation.

5In this figure, to better visualize the differences among the algorithms, all the algorithms
are iterated further than those of Figure 5.6.
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(a) Optimization-based filtering

(b) GDAE-based filtering using the product of the Euclidean and log-

Euclidean metric

(c) GDAE-based filtering using the Fisher information metric

Figure 5.7: The differences between the original input and DTI filtering results

(the brighter, the larger value for all the figures).



6
Conclusion

This thesis has presented a unified geometric framework for capturing the distor-

tion of mappings between Riemannian manifolds in a coordinate-invariant way,

and shown how a wide range of problems in machine learning can be formulated

within this framework. We have shown how to construct general coordinate-invariant

functionals of mappings between Riemannian manifolds, and proposed a family of

functionals that measures the proximity of the mapping to an isometry. Based on

this framework, we formulate Riemannian distortion measures for manifold learn-

ing for both Euclidean and non-Euclidean data, together with gradient-based op-

timization algorithms. Experiments comparing our new distortion measures with

other more classical methods have been performed, and an assessment provided

of the relative advantages and disadvantages of each of the geometric distortion

measures in the context of manifold learning.

Our Riemannian distortion framework has also been applied to autoencoder
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training for non-Euclidean data. The existing works which shed light on the pos-

sibility of estimating the derivative of log-probability density from well-trained de-

noising and reconstruction contractive autoencoders have been generalized to the

case of non-Euclidean data, and it is demonstrated experimentally on synthetic

data showing comparable estimation accuracy to state-of-the-art methods. The

method of log-probability derivative estimation for non-Euclidean data based on

the proposed autoencoders is also successfully applied to the filtering of diffusion

tensor imaging data, by suggesting a set of denoising autoencoder-based mode-

seeking algorithms.

The geometric framework is a powerful tool for machine learning problems that

involve non-Euclidean data. Drawing upon examples from human mass-inertia pa-

rameter identification and diffusion tensor imaging as well as a range of synthetic

data case studies, we show that our Riemannian distortion measures are applica-

ble to any machine learning problem in which the data are known to be drawn

from a Riemannian manifold. The results do not depend on the choice of local

coordinates used to parametrize the data, and in many cases offer better physi-

cal insight into the underlying features that are captured by the embeddings from

manifold learning, and enable more accurate estimates for the gradient of the log-

probability from training regularized autoencoders. How to choose meaningful Rie-

mannian metrics appropriate to the problem at hand, and to efficiently calculate

and optimize the corresponding Riemannian distortion measures, remain topics of

further investigation. Moreover, expanding the set of applications of our Rieman-

nian distortion framework to involve other supervised or semi-supervised learning

tasks is another intriguing area of future research.



A
Appendix

A.1 Approximation of the Laplace-Beltrami (L-B) Operator

on a Submanifold Embedded in a Riemannian Ambient

Space A

A kernel-based method to approximate the Laplace-Beltrami operator on a sub-

manifold in Euclidean ambient space is explained in Appendix B of [11]. Here we

consider the approximation of the Laplace-Beltrami operator on a submanifold in

Riemannian (including both Euclidean and non-Euclidean) ambient space, more

specifically the space of geodesically complete Riemannian manifolds; with an ap-

propriate choice of kernel function, the derivation proceeds analogously to that of

[11]. We highlight the key differences from the derivations given in [11], referring

to some of their calculations as appropriate. Here we consider M without bound-

ary; for manifolds with boundary, integration over regions near the boundary can

be addressed in similar way to that of Lemma 9 in [11].
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Consider a geodesically complete D-dimensional Riemannian manifold A with

local coordinates u = (u1, . . . , uD) and denote the Riemannian metric by M(u) ∈
RD×D. Denote the coordinate function by ϕ : A → RD, u 7→ u = ϕ(u) for u ∈
A. Referring to Figure 3.1, suppose an m-dimensional submanifold M (without

boundary) with local coordinates x = (x1, . . . , xm) is embedded in the manifold

A. Denote the inclusion map by i : Rm → RD, that maps the representation in

m-dimensional local coordinates of M to that of A, i.e., x 7→ u = i(x) ∈ RD.

The Riemannian metric G of the submanifold M is chosen to be the projected

metric from the ambient space metric M . That is, G(x) is the pullback metric of

M(u) via the inclusion map i, and satisfies v>G(x)w = dix(v)>M(u)dix(w) for all

v, w ∈ TxRm ' Rm, where dix : TxRm → TuRD denotes the differential of i at x.

Define a kernel function kh : A × A → R with bandwidth parameter h as

kh(u, v) = k
(

distA(u,v)2

h

)
, where distA(u, v) denotes the length of the minimal geodesic

on A between two points u, v ∈ A, and k(·) is a monotonic function with exponen-

tial decay; k(·) satisfies 0 ≤ k(t) ≤ C exp(−βt) and dk
dt (t) ≤ 0 for scalars C, β, t > 0.

We first provide following lemma:

Lemma A.1. Given a smooth and bounded function φ : M → R, and ρ as the

data-generating probability density function onM, the following approximation holds

for small h:

K(φ) ≡ h−
m
2

∫
M
kh((ϕ−1 ◦ i)(x)), (ϕ−1 ◦ i)(z)) φ(z) ρ(z) dz (A.1.1)

= m0 · φ ρg + h
m2

2
(m1 · φ ρg + ∆(φ ρg)) +O(h2), (A.1.2)

where ρg(x) ≡ ρ(x)√
detG(x)

, ∆ is the Laplace-Beltrami operator on M, m0,m2 are

constants depending on the kernel function, and m1 is a term depending on both

the kernel function and φ.
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Proof. Consider a point x ∈M ⊆ A, and choose an orthonormal basis E1, . . . , ED

of TxA such that the first m basis elements E1, . . . , Em span TxM. From the choice

of the orthonormal basis E1, . . . , ED, normal coordinates near x ∈ A can be de-

fined. Suppose a point z ∈ A locally around x lies on a geodesic curve γA(t) ∈ A
for t ∈ [0, 1] satisfying γA(0) = x ∈ A, γA(1) = z ∈ A with initial velocity vector

d
dtγA(t)|t=0 = α ∈ TxA. Then the normal coordinates of z (with respect to the or-

thonormal basis E1, . . . , ED) are given by u = (u1, . . . , uD) = (α1, . . . , αD), where

(α1, . . . , αD) ∈ RD is the initial velocity vector α represented with respect to the

orthonormal basis. The distance between x and z is obtained as distA(x, z) = ‖α‖
[53]. Furthermore, the Riemannian metric M(u) with respect to the normal coor-

dinates has the following Taylor expansion [93]:

M(u) = I +

(
D∑
k=1

D∑
l=1

2Aijklu
kul +

D∑
k=1

D∑
l=1

D∑
o=1

3Aijklou
kuluo + · · ·

)
, (A.1.3)

where kAij... are universal polynomials in the components of the curvature tensor

and its covariant derivatives, and the terms in parentheses represent the (i, j) entry

of the matrix. We assume the inclusion map i : Rm → RD and the coordinate

function ϕ : A → RD are defined in terms of the normal coordinates of A, and set

x = (i−1 ◦ ϕ)(x).

Denote the first m coordinate values of u as w ∈ Rm. Since M is an m-

dimensional manifold, the coordinate values of the points on M can be represented

as a function of w, i.e.,

u = (w>, g(w)>)>, (A.1.4)

where g(w) ∈ RD−m are the remaining (D − m) coordinate values that satisfy

g(w) = 0 when w = 0. Furthermore, from the fact that the first m basis elements

span TxM, ( ∂g∂w ) = 0 ∈ R(D−m)×m when w = 0. Denote the local coordinates of
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M given by w ∈ Rm locally around x as w-coordinates.

If z ∈ M with z = (i−1 ◦ ϕ)(z) satisfies distA(x, z)2 ≤ h, then following Lemma 7

of [11], the distance term and the volume element are represented as

distA(x, z)2 = ‖u‖2 = w>w + g(w)>g(w) (A.1.5)

= w>w +Q4(w) +Q5(w) +O(h3), (A.1.6)

G(w) =

〈(
∂u

∂w

)
,

(
∂u

∂w

)〉
M(u)

(A.1.7)

= I +

(
∂g

∂w

)>( ∂g
∂w

)
+

 I

( ∂g∂w )

>( D∑
k=1

D∑
l=1

2Aijklu
kul + · · ·

) I

( ∂g∂w )

 ,
(A.1.8)√

detG(w) = 1 +Q2(w) +Q3(w) +O(h2), (A.1.9)

where Qn(w) denotes a homogeneous polynomial of degree n of w. Here G(w) =〈
( ∂u∂w ), ( ∂u∂w )

〉
M(u)

∈ Rm×m of (A.1.7) is the metric M(u) (in (A.1.3)) projected

onto M represented in w-coordinates. In deriving (A.1.5) and (A.1.8), the coordi-

nate transform in (A.1.4) and its derivative with respect to w are used, and the

property g(0) = 0 and
(
∂g
∂w

)∣∣∣
w=0

= 0 are used to derive (A.1.6) and (A.1.9).

From the change of coordinates on (A.1.1),

h
m
2 K(φ) =

∫
M
k

(
distA((ϕ−1 ◦ i)(x), (ϕ−1 ◦ i)(z))2

h

)
φ(z) ρ(z) dz (A.1.10)

=

∫
Rm

k

(
w>w + g(w)>g(w)

h

)
φ(w)

ρ(w)√
detG(w)

√
detG(w) dw,

(A.1.11)

where equation (A.1.5) and the coordinate transformation of the probability den-

sity function are used to derive (A.1.11), i.e., ρ(z) dz = ρ(w) dw.1

1To be precise, letting U be the largest subset of RD that guarantees the exponential map
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The integration outside a ball Bε(0) = {w ∈ Rm | ‖w‖ < ε} in (A.1.11) can be

approximated as follows (also explained in Appendix B of [11]):

R(φ) ≡
∫
Rm\Bε(0)

k

(
w>w + g(w)>g(w)

h

)
φ(w) ρ(w) dw (A.1.12)

≤ C h
m
2 ‖φ ρ‖∞

∫
Rm\Bε/√h(0)

exp
(
−β‖w‖2

)
dw (A.1.13)

≤ C h
m
2 β−

m
2 ‖φ ρ‖∞Q

(√
β

h
ε

)
exp

(
−βε

2

2 h

)
, (A.1.14)

where ‖φ ρ‖∞ = supz∈M |φ(z) ρ(z)|, and Q(a) =
∑m

i=0 ci a
i−1 for scalar ci. From

(A.1.14), in the limit h→ 0 with ε = β−
1
2hγ for 0 < γ < 1

2 ,

R(φ) ≤ C h
m
2 β−

m
2 ‖φ ρ‖∞Q

(
hγ−

1
2

)
exp

(
−1

2
h2(γ− 1

2
)

)
≤ O(h

m
2

+2). (A.1.15)

Now denote the normal coordinates of M at x according to the basis elements

E1, . . . , Em of TxM by (s1, . . . , sm), and denote the arclength parameter by s. Let

w(s) = (w1(s), . . . , wm(s)) be the representation of a geodesic curve γ(s) ∈ M
in w-coordinates for s ∈ [0, l] satisfying γ(0) = x ∈ M, γ(l) = z ∈ M (here l

is the length of the geodesic curve from the arclength parametrization), while z

satisfying distA(x, z)2 ≤ h. The Taylor expansion of w(l) is written as

w(l) = w(0) + w′(0) l +
1

2
w′′(0) l2 +

1

3!
w(3)(0) l3 + · · · , (A.1.16)

where (·)′, (·)′′, (·)(3) respectively denote the first, second, and third-order deriva-

tives with respect to s. Since the normal coordinates and w-coordinates share the

basis TxM, si = (wi)′(0)l holds. From the equations for the geodesics,

(wk)′′(0) = −
∑
i

∑
j

Γkij(0)(wi)′(0)(wj)′(0) = 0, k = 1, . . . ,m,

Exp : U → A to be injective, the integration domain in (A.1.11) should be restricted to πw(U),
where πw : RD → Rm denotes the projection map from u ∈ RD to w ∈ Rm. Restricting the
integration region does not affect the final result for sufficiently small h.
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since Γkij(0) = 0 can be obtained from the derivative of G(w) in (A.1.8). The third-

order derivative becomes

(wp)(3)(0) = −
∑
i

∑
j

∑
k

∂Γpij(0)

∂wk
(wi)′(0)(wj)′(0)(wk)′(0), p = 1, . . . ,m.

Then (A.1.16) is rewritten as

wi = si +Q3(s) +O(l4), i = 1, . . . ,m, (A.1.17)

and from
∑

i(w
i)2 ≤ distA(x, z)2 ≤ h, it can be shown that O(l4) ≈ O(h2) for small

l. By iterating the relation from (A.1.17), the normal coordinates (s1, . . . , sm) can

be represented using w as follows (corresponding to Lemma 6 of [11]):

si = wi +Q3(w) +O(h2), i = 1, . . . ,m. (A.1.18)

Define f ≡ φ ρ√
detG

, and consider its Taylor expansion as follows:

f(s(w)) = f(0) +
m∑
i=1

∂f

∂si
(0)si(w) +

1

2

m∑
i=1

m∑
j=1

∂2f

∂si∂sj
(0)si(w)sj(w)

+Q3(s1(w), . . . , sm(w)) +O(h2) (A.1.19)

= f(0) +

m∑
i=1

∂f

∂si
(0)wi +

1

2

m∑
i=1

m∑
j=1

∂2f

∂si∂sj
(0)wiwj +Q3(w) +O(h2),

(A.1.20)

where (A.1.18) is used to derive (A.1.20).

From (A.1.6), (A.1.9), and (A.1.20), the equation (A.1.11) becomes

h
m
2 K(φ) =

∫
Bε(0)

(
k

(
w>w

h

)
+

(
Q4(w) +Q5(w)

h

)
k′
(
w>w

h

))

×

f(0) +
m∑
i=1

∂f

∂si
(0)wi +

1

2

m∑
i=1

m∑
j=1

∂2f

∂si∂sj
(0)wiwj +Q3(w)


× (1 +Q2(w) +Q3(w)) dw +O(h

m
2

+2), (A.1.21)
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which is identical to the equation that appears during the derivation of Lemma 8

in [11]. The rest of the derivations after (A.1.21) come from identical calculations

as those in Lemma 8 of [11], which uses the fact that ∆f =
∑m

i=1
∂2f

∂si2
(0) [93]

(we adopt the positive sign convention for the Laplace-Beltrami operator). Then

(A.1.21) results in

K(φ) = m0 · f + h
m2

2
(m1 · f + ∆f) +O(h2), (A.1.22)

where (A.1.2) follows from the definition of f = φ ρ√
detG

, and the definitions of

m0, m1, and m2 can be found in Lemma 8 of [11].

Without loss of generality, choose k(·) that satisfies m0 = 1 and m2 = 2. The

Laplace-Beltrami operator on φ :M→ R can then be approximated as follows:

Proposition A.2. Given a constant function 1 on M, i.e., 1(x) = 1 for all x ∈
M, let

ρg,h ≡ K(1), (A.1.23)

K̃(φ) ≡ h−
m
2

∫
M

kh((ϕ−1 ◦ i)(x), (ϕ−1 ◦ i)(z))

ρg,h(x)ρg,h(z)
φ(z) ρ(z) dz, (A.1.24)

d̃ ≡ K̃(1). (A.1.25)

Then

ρg,h = ρg +O(h), (A.1.26)

d̃ =
1

ρg,h(x)
+O(h), (A.1.27)

K̃(φ)

d̃
= φ+ h(∆φ) +O(h2) (A.1.28)

holds, and ∆φ can be approximated as

∆φ =
1

h

(
K̃(φ)

d̃
− φ

)
+O(h). (A.1.29)
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Proof. Equations (A.1.26)-(A.1.27) can be obtained by applying the result of (A.1.2)

in Lemma A.1 straightforwardly with m0 = 1 and m2 = 2:

ρg,h = K(1) = ρg

(
1 + h

(
m1 +

∆ρg
ρg

))
+O(h2), (A.1.30)

K̃(φ) =
1

ρg,h
K

(
φ

ρg,h

)
(A.1.31)

=
φ

ρg,h

(
1 + h

(
∆φ

φ
− ∆ρg

ρg

))
+O(h2), (A.1.32)

d̃ = K̃(1) =
1

ρg,h

(
1− h∆ρg

ρg

)
+O(h2). (A.1.33)

Equations (A.1.28) and (A.1.29) follow from dividing (A.1.32) by (A.1.33).

Theorem 3.1 then corresponds to the general case of (A.1.29) without the con-

ditions on kernel function k(·) to satisfy m0 = 1 and m2 = 2.
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A.2 Proof of Proposition 3.2

The objective of the harmonic mapping distortion is to minimize∫
M

Tr(J>HJG−1)
√

detG dx1 · · · dxm, (A.2.34)

subject to the boundary condition f(∂M) = ∂N . Here we consider a discretized

formulation of the above. Given data points ui ∈ M ⊆ A, i = 1, . . . , N , let their

m-dimensional local coordinates be xi ∈ Rm and n-dimensional embeddings be

yi = f(xi) ∈ Rn. Denote by Y =
[
y1 . . . yN

]
∈ Rn×N the matrix comprised of

the embeddings yi. Suppose Nb boundary points are given among the ui, denoted

ub(j) for j = 1, . . . , Nb, with b(j) ∈ {1, . . . , N} all distinct. Denote the matrix

with Nb boundary embeddings yb(i) = f(xb(i)) (for i = 1, . . . , Nb) as its columns

by Yb ∈ Rn×Nb , and the matrix with the yi corresponding to the interior (non-

boundary) points as its columns by Yr ∈ Rn×Nr with Nr = N−Nb. Let the matrix

Y be rearranged and partitioned as Y =
[
Yb Yr

]
∈ Rn×N .

Now we restate Proposition 3.2 here and provide the proof:

Proposition A.3. Setting H = I, the discrete formulation of the harmonic map-

ping distortion minimization in (A.2.34) reduces to the following optimization with

respect to Yr:

min
Yr

Tr(Y (D̃ − K̃)Y >) = Tr(Yb(D̃bb − K̃bb)Y
>
b − 2YbK̃brY

>
r + Yr(D̃rr − K̃rr)Y

>
r ),

(A.2.35)

where D̃ and K̃ in (3.1.8) are rearranged and partitioned as

D̃ =

 D̃bb 0

0 D̃rr

 and K̃ =

 K̃bb K̃br

K̃>br K̃rr

 ,
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and Yb is a constant matrix specified by the boundary condition. A closed-form so-

lution exists for Yr, given by Yr = YbW with W = K̃br(D̃rr−K̃rr)
−1 ∈ RNb×(N−Nb).

Y is then of the form

Y = Yb

[
I W

]
. (A.2.36)

Furthermore, assume that K̃ij = K̃ji ≥ 0 for all i, j = 1, . . . , N , a graph with

K̃rr as its adjacency matrix is connected, and K̃br is not a zero matrix. Then every

entry of W is non-negative, with the entries of each column of W summing to one,

i.e.,
∑Nb

i=1Wij = 1 for j = 1, . . . , (N −Nb).

Proof. Setting H = I, the discretized formulation of the harmonic mapping dis-

tortion in the form of (3.2.12) is obtained as follows:

D(Y ) =
N∑
i=1

Tr(JG−1J>(xi)) d̃i (A.2.37)

=
1

2

N∑
i=1

Tr
(
Y (diag(Li)− eie>i L− L>eie>i )Y >

)
d̃i (A.2.38)

=
1

2
Tr
(
Y (diag(1>ND̃L)− D̃L− L>D̃)Y >

)
(A.2.39)

=
1

c h
Tr(Y (D̃ − K̃)Y >), (A.2.40)

where K̃, d̃i, D̃ are defined in (3.1.8), L = 1
c h(D̃−1K̃−I) ∈ RN×N is the discretized

Laplacian matrix in (3.1.9), Li is the i-th row of L, ei = (0, . . . , 1, . . . , 0) ∈ RN is a

standard basis vector whose i-th component is one, and 1N ∈ RN denotes an N -

dimensional vector whose components are all one. In deriving (A.2.37)-(A.2.40),

the estimate of JG−1J> at xi in (3.1.10), and the equalities Tr(J>HJG−1) =

Tr(JG−1J>H) and 1
>
ND̃L = 0 are used.

Given a constant matrix Yb specified by the boundary condition, minimizing
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(A.2.40) for Yr reduces to

min
Yr

Tr(Y (D̃ − K̃)Y >) = Tr(Yb(D̃bb − K̃bb)Y
>
b − 2YbK̃brY

>
r + Yr(D̃rr − K̃rr)Y

>
r ).

(A.2.41)

A closed-form solution for Yr is obtained as

Yr = YbK̃br(D̃rr − K̃rr)
−1 = YbW, (A.2.42)

where W = K̃br(D̃rr − K̃rr)
−1 ∈ RNb×Nr .

Assume that K̃ij = K̃ji ≥ 0 for all i, j = 1, . . . , N , a graph with K̃rr as

its adjacency matrix is connected, and K̃br is not a zero matrix. Then the ma-

trix (D̃rr − K̃rr) becomes positive-definite, so that W always exists. The positive-

definiteness of (D̃rr − K̃rr) can be shown from the following inequality: for any

v = (v1, . . . , vNr) 6= 0 ∈ RNr ,

v>(D̃rr − K̃rr)v =

Nr∑
i,j=1

(D̃rr − K̃rr)ijvivj (A.2.43)

=

Nr∑
i=1

(D̃rr)iiv
2
i −

Nr∑
i,j=1

(K̃rr)ijvivj (A.2.44)

=

Nr∑
i=1

(
Nb∑
k=1

(K̃br)ki

)
v2
i +

1

2

Nr∑
i,j=1

(K̃rr)ij(vi − vj)2 > 0, (A.2.45)

where we use the fact that (D̃rr)ii =
∑Nb

k=1(K̃br)ki +
∑Nr

k=1(K̃rr)ki in deriving

(A.2.45). From the direct application of Cramer’s rule, it can be shown that each

entry of (D̃rr − K̃rr)
−1 is non-negative. Since every entry of K̃br is non-negative,

all the entries of W are also non-negative. Furthermore, W satisfies the equation

1
>
Nr

= 1
>
Nb
W from the equality D̃rr1Nr = K̃rr1Nr + K̃>br1Nb ; hence the entries of

each column of W sum to one.
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A.3 Approximations for the Laplacian Eigenmap (LE) and

Diffusion Map (DM) Methods

Given an m-dimensional submanifold M with local coordinates x = (x1, . . . , xm)

embedded in D-dimensional ambient Euclidean space, denote by i : Rm → RD the

inclusion map that maps the representation in m-dimensional local coordinates to

the representation in the ambient space, i.e., x 7→ u = i(x) ∈ RD. Suppose an

isotropic kernel function kh : RD×RD → R is given, e.g., kh(u, v) = exp
(
−‖u−v‖2h

)
for u, v ∈ RD. For a smooth and bounded function φ :M→ R, consider following

integration on M:

K(φ) =

∫
M
kh(i(x), i(z)) φ(z) ρ(z) dz, (A.3.46)

where ρ(z) is the data-generating probability density. In the limit h → 0, from

the exponential decay of the chosen kernel function (which are elaborated in Ap-

pendix A.1 (A.1.12)-(A.1.15)), the integration outside a ball Bε(i(x)) = {v ∈ RD |
‖v − i(x)‖ < ε}, or equivalently the integration on M\ Bε(i(x)), become negligi-

ble with the choice of ε = hγ for 0 < γ < 1
2 . Considering only the integration on

M∩Bε(i(x)) and using Taylor expansion on the function φ(z), the above integral

in (A.3.46) is rewritten as

K(φ) ≈
∫
M∩Bε(i(x))

kh(i(x), i(z))

(
φ(x) +

(
∂φ

∂z

)∣∣∣∣
z=x

(z − x)

+
1

2
(z − x)>

(
∂2φ

∂z2

)∣∣∣∣
z=x

(z − x) + · · ·
)
ρ(z) dz. (A.3.47)

A.3.1 Proof of Proposition 3.3

We restate Proposition 3.3 here and provide the proof:
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Proposition A.4. In the limit h → 0 and Nh
m
2

+1/ logN → ∞, the optimization

problem associated with the Laplacian eigenmap method of (3.4.26) is approximated

as

min
f
D(f) =

∫
M

∫
M
kh(i(x), i(z)) ‖f(x)− f(z)‖2 ρ(z) dz ρ(x) dx (A.3.48)

≈
∫
M

Tr
(
J>JG−1

)
ρ(x) dx, (A.3.49)

subject to ∫
M
f(x)f(x)>

ρ(x)2√
detA(x)

dx = I, (A.3.50)

where the inverse metric G−1 on M is chosen as

G−1(x) =

∫
M
kh(i(x), i(z)) (x− z)(x− z)> ρ(z) dz, (A.3.51)

and A denotes the induced metric from the ambient Euclidean space metric, i.e., a

pullback metric of the ambient Euclidean metric via the inclusion map i.

Proof. In the limit as N increases to infinity, the double summation over the N

points in (3.4.26) can be approximated as a double integral over M×M shown in

(A.3.48), where f : Rm → Rn is the embedding function. More precisely, the condi-

tion for pointwise consistency of this approximation is obtained as Nh
m
2

+1/ logN →
∞ in [62]. Let φ(z) = ‖f(x)−f(z)‖2 in (A.3.47) as in the case of Laplacian eigen-

map objective in (A.3.48). Since φ(x) and
(
∂φ
∂z

)∣∣∣
z=x

are zero, in the limit h→ 0,

following integral is dominated by the second order term:∫
M
kh(i(x), i(z)) ‖f(x)− f(z)‖2 ρ(z) dz

≈
∫
M∩Bε(i(x))

kh(i(x), i(z)) (x− z)>J>J(x− z) ρ(z) dz (A.3.52)

≈ Tr

(
J>J

∫
M
kh(i(x), i(z)) (x− z)(x− z)> ρ(z) dz

)
, (A.3.53)
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where J =
(
∂f
∂z

)∣∣∣
z=x

and
(
∂2φ
∂z2

)∣∣∣
z=x

= 2J>J are used to derive (A.3.52). The

integration domain is expanded from M∩Bε(i(x)) to M in (A.3.53), since the in-

tegration on M\Bε(i(x)) becomes negligible in the limit h→ 0. Plugging (A.3.53)

into (A.3.48) and identifying
∫
M kh(i(x), i(z)) (x−z)(x−z)> ρ(z)dz to the inverse

metric G−1 on M result in (A.3.49).

The equality constraint of Laplacian eigenmap method can be written as∫
M

(∫
M
kh(i(x), i(z)) ρ(z) dz

)
f(x)f(x)> ρ(x) dx = I. (A.3.54)

As detailed in (A.1.26) of Appendix A.1, in the limit h→ 0 it can be shown that

lim
h→0

∫
M
kh(i(x), i(z)) ρ(z) dz = c · ρ√

detA
(x), (A.3.55)

where c > 0 is a constant depending on both the kernel function and the dimen-

sionality of the submanifold, and A(x) ∈ Rm×m is the Riemannian metric of the

submanifold at x projected from the ambient Euclidean metric.

Normalizing the kernel function so that c = 1, the equality constraint in (A.3.54)

then becomes ∫
M
f(x)f(x)>

ρ(x)2√
detA(x)

dx = I. (A.3.56)

A.3.2 Proof of Proposition 3.4

We restate Proposition 3.4 here and provide the proof:

Proposition A.5. In the limit h → 0 and Nh
m
2

+1/ logN → ∞, the optimization

problem associated with the diffusion map method of (3.4.32) is approximated as

min
f
D(f) =

∫
M

∫
M
k̃h(i(x), i(z)) ‖f(x)− f(z)‖2 ρ(z) dz ρ(x) dx (A.3.57)

≈
∫
M

Tr
(
J>JG−1

)√
detG(x) dx, (A.3.58)
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subject to the equality constraint∫
M
f(x)f(x)>

√
detG(x) dx = I, (A.3.59)

where G denotes the projected Riemannian metric from the ambient Euclidean space.

Proof. In the limit as N increases to infinity, the double summation over the N

points in (3.4.32) can be approximated to a double integral over M×M shown

in (A.3.57). As in the above LE case, the condition for pointwise consistency of

this approximation is obtained as Nh
m
2

+1/ logN → ∞ in [62]. By setting φ(z) =

1
ρh(z)‖f(x)−f(z)‖2 in (A.3.47), φ(x) and

(
∂φ
∂z

)∣∣∣
z=x

become zero. In the limit h→
0, the approximation of (A.3.57) is then obtained as follows:∫

M

∫
M
k̃h(i(x), i(z)) ‖f(x)− f(z)‖2 ρ(z) dz ρ(x) dx

≈
∫
M

∫
M∩Bε(i(x))

kh(i(x), i(z)) (x− z)>J>J(x− z) ρ(z)

ρh(z)
dz

ρ(x)

ρh(x)
dx (A.3.60)

≈
∫
M

Tr

(
J>J

∫
M
kh(i(x), i(z)) (x− z)(x− z)> ρ(z)

ρh(z)
dz

)
ρ(x)

ρh(x)
dx (A.3.61)

≈
∫
M

Tr

(
J>J

(
1

c2

∫
M
kh(i(x), i(z)) (x− z)(x− z)>

√
detA(z) dz

))
·
√

detA(x) dx, (A.3.62)

where J =
(
∂f
∂z

)∣∣∣
z=x

and
(
∂2φ
∂z2

)∣∣∣
z=x

= 2
ρh(z)J

>J are used to derive (A.3.60). The

integration domain is expanded from M ∩ Bε(i(x)) to M in (A.3.61) as in the

above LE case. In deriving (A.3.62), the approximation in (A.3.55) is used, i.e.,

ρh(x) = c · ρ(x)√
detA(x)

, where c > 0 is a constant, and A(x) ∈ Rm×m is the Rieman-

nian metric of the submanifold at x projected from the ambient Euclidean metric.

Meanwhile, the equality constraint of diffusion map method can be expressed as∫
M
f(x)f(x)>

√
detA(x) dx = I. (A.3.63)
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From (A.3.62), let the inverse metric G−1 on M be

G−1(x) =

∫
M
kh(i(x), i(z)) (x− z)(x− z)>

√
detA(z) dz. (A.3.64)

The above also admits following approximation. Consider a coordinate transform

z 7→ z′ = φ(z) which induces the transformed metric A′(z′) =
(
∂φ
∂z

)−>
A(z)

(
∂φ
∂z

)−1

to satisfy A′(x′) = I for x′ = φ(x). Since the metric A(x) is the pullback metric

of the ambient Euclidean metric via the inclusion map i at z = x, i.e., A(x) =(
∂i
∂z

)∣∣>
z=x

(
∂i
∂z

)∣∣
z=x

, A′(x′) = I implies that the inclusion map in the transformed

coordinate i′ = i ◦ φ−1 satisfies
(
∂i′

∂z′

)∣∣∣>
z′=x′

(
∂i′

∂z′

)∣∣∣
z′=x′

= I ∈ Rm×m.

An example of such a coordinate transform can be constructed from the sin-

gular value decomposition of the differential of the inclusion map at z = x. Let(
∂i
∂z

)∣∣
z=x

= USV > ∈ RD×m, and the coordinate transform be z′ = Φ z for Φ =

S1:mV
> ∈ Rm×m, where S1:m is the first m rows of S. Applying the proposed co-

ordinate transform on A(x) =
(
∂i
∂z

)∣∣>
z=x

(
∂i
∂z

)∣∣
z=x

= V S>SV > results in A′(x′) =

Φ−>A(x)Φ−1 = (S1:mV
>)−>V S>SV >(S1:mV

>)−1 = I.

Denote by G′−1 the transformed inverse metric according to the transforma-

tion rule, i.e., G′−1(x′) =
(
∂φ
∂z

)∣∣∣
z=x

G−1(x)
(
∂φ
∂z

)∣∣∣>
z=x

. Then, in the limit h → 0,

G′−1(x′) becomes

G′−1(x′) ≈
∫
M∩Bε(i′(x′))

kh(i′(x′), i′(z′))

(
∂φ

∂z

)∣∣∣∣
z=x

(x− z)(x− z)>
(
∂φ

∂z

)∣∣∣∣>
z=x

·
√

detA′(z′) dz′ (A.3.65)

≈
∫
M∩Bε(i′(x′))

exp

(
−‖x

′ − z′‖2
h

)
(x′ − z′)(x′ − z′)> dz′ (A.3.66)

≈ h1+m
2

∫
Bε/
√
h(0)

exp
(
−‖w‖2

)
ww> dw, (A.3.67)

where only the integration inside of the ball Bε(i
′(x′)) is considered in (A.3.65),

and the approximations x′−z′ ≈
(
∂φ
∂z

)∣∣∣
z=x

(x−z),
√

detA′(z′) ≈ 1, i′(x′)− i′(z′) ≈
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(
∂i′

∂z′

)∣∣∣
z′=x′

(x′ − z′) are used in deriving (A.3.66). Equation (A.3.67) is obtained

from applying the coordinate transform of w = z′−x′√
h

.

The inverse metric G′−1(x′) in (A.3.67) results in an isotropic matrix which

is identical to A′−1(x′) = I up to a constant; this constant does not depend on

x′. Since the identity G′ = c1 A′ holds for a constant c1 in the local coordinates

x′, it holds for any choice of local coordinates via the coordinate transform rules

and G = c1 A holds. Hence the objective function in (A.3.62) is approximated

to (A.3.58), and the equality constraint in (A.3.63) reduces to (A.3.59) upto a

constant.
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A.4 Proof of Theorem 5.1

Here we prove Theorem 5.1 by providing Lemma A.6 and Lemma A.7 for the geo-

metric reconstruction contractive autoencoder (GRCAE) and geometric denoising

autoencoder (GDAE), respectively.

A.4.1 First-order Necessary Conditions for GRCAE

Consider an m-dimensional Riemannian manifold M with local coordinates x =

(x1, . . . , xm) and Riemannian metric G(x) ∈ Rm×m. Given a data-generating dis-

tribution ρ(x) on M, consider the following GRCAE problem (from (5.1.5)), which

is an optimization problem over the space of reconstruction functions r :M→M
(r : Rm → Rm in local coordinates):

min
r

∫
M

(
(r(x)− x)>G(x)(r(x)− x) + σ2 Tr

((
∂r

∂x

)>
G(r)

(
∂r

∂x

)
G−1(x)

))
· ρ(x) dx. (A.4.68)

We now derive the first-order necessary conditions for this multidimensional cal-

culus of variations problem following the approximation scheme presented in [46]:

Lemma A.6. Provided σ2 is small, the derivative of the log of the probability func-

tion ρg(x) = ρ(x)√
detG(x)

can be approximated for the geometric reconstruction con-

tractive autoencoder as

∂ log ρg(x)

∂x
=

1

ρg

∂ρg
∂x

(x) =
1

ρ

∂ρ

∂x
(x)− Γ(x) ≈ G

(
r(x)− x
σ2

)
, (A.4.69)

where Γ(x) ∈ Rm is a vector whose i-th component is given by 1
2Tr

(
G−1 ∂G

∂xi

)
.
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Proof. The first-order necessary conditions can be obtained from the following Euler-

Lagrange equation:

∂L
∂ri
−

m∑
j=1

∂

∂xj

 ∂L
∂
(
∂ri

∂xj

)
 = 0, i = 1, . . . ,m, (A.4.70)

where L is the integrand of (A.4.68) and ri denotes the i-th coordinate repre-

sentation of the reconstruction function r. By applying L to the Euler-Lagrange

equations, (A.4.70) results in

ri − xi = σ2 ηi(x, r, r′, r′′), i = 1, . . . ,m, (A.4.71)

where r′ denotes ∂r
∂x , r′′ denotes the collection of ∂2rj

∂x2
for j = 1, . . . ,m, and ηi de-

notes a function of x, r, r′, r′′.2 Assuming r, G, G−1, and their higher-order deriva-

tives are smooth and bounded, ri − xi = σ2 ηi(x, r, r′, r′′) = O(σ2) holds. By it-

erating the relation ri = xi + σ2 ηi(x, r, r′, r′′) = xi +O(σ2), i.e., substituting this

form of ri into ηi(x, r, r′, r′′), the i-th component of r is obtained for small σ2 as

follows:

ri − xi ≈ σ2

 m∑
j=1

gij
(

1

ρ

∂ρ

∂xj
− 1

2
Tr

(
G−1 ∂G

∂xj

)) , (A.4.72)

= σ2

 m∑
j=1

gij
1

ρg

∂ρg
∂xj

 , (A.4.73)

where gij denotes the (i, j) entry of G−1, ρg = ρ√
detG

, and the identity ∂ log(detG)
∂xj

=

Tr
(
G−1 ∂G

∂xj

)
is used to derive (A.4.73). By gathering (A.4.73) for all i, the first-

order necessary conditions can be rewritten as

1

ρg

∂ρg
∂x

(x) ≈ G
(
r(x)− x
σ2

)
. (A.4.74)

2The explicit form of ηi(x, r, r′, r′′) is obtained as

ηi =
∑
j,k,l,α g

ij
((∑

β −
1
2
∂rα

∂xk
∂g(r)αβ
∂rj

∂rβ

∂xl
gkl +

∂g(r)jα
∂rβ

∂rβ

∂xk
∂rα

∂xl
gkl
)

+ g(r)jα
(

∂2rα

∂xk∂xl
gkl + ∂rα

∂xl

(
∂gkl

∂xk

+gkl 1
ρ
∂ρ

∂xk

)))
, where gij and g(r)ij respectively denote the (i, j) entry of G−1 and G(r(x)).
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A.4.2 First-order Necessary Conditions for GDAE

Now we consider the first-order necessary conditions for the GDAE problem of

(5.1.6). Given the corruption process defined in local coordinates as q(x̃|x) ∼
N(x, σ2G−1(x)), or equivalently, x̃ = x+ε for ε ∼ N(0, σ2G−1(x)), the correspond-

ing GDAE problem on manifolds is defined as follows:

min
r

∫
M
Eq(x̃ |x)

[
(r(x̃)− x)>G(r(x)) (r(x̃)− x)

]
ρ(x) dx. (A.4.75)

When the corruption noise σ2 is small, from the Taylor expansion of ri(x̃) = ri(x+

ε) ≈ ri(x) + ∂ri

∂x ε+ 1
2ε
>
(
∂2ri

∂x2

)
ε, the expectation with respect to q(x̃|x) in (A.4.75)

can be approximated as

min
r

∫
M

(
(r(x)− x)>G(r) (r(x)− x) + σ2 Tr

((
∂r

∂x

)>
G(r)

(
∂r

∂x

)
G−1(x)

)

+ σ2
m∑
i=1

m∑
j=1

(ri − xi)g(r)ijTr

((
∂2rj

∂x2

)
G−1(x)

) ρ(x) dx, (A.4.76)

where g(r)ij denotes the (i, j) entry of G(r(x)). We now provide the first-order

necessary conditions for this multidimensional calculus of variations problem that

approximates the objective functional of GDAE:

Lemma A.7. Provided σ2 is small, the derivative of the log of the probability func-

tion ρg(x) = ρ(x)√
detG(x)

can be approximated for the geometric denoising autoencoder

as

∂ log ρg(x)

∂x
=

1

ρg

∂ρg
∂x

(x) =
1

ρ

∂ρ

∂x
(x)− Γ(x) ≈ G

(
r(x)− x
σ2

)
, (A.4.77)

where Γ(x) ∈ Rm is a vector whose i-th component is given by 1
2Tr

(
G−1 ∂G

∂xi

)
.
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Proof. The first-order necessary conditions for (A.4.76) are obtained from the fol-

lowing Euler-Lagrange equation:

∂L
∂ri
−

m∑
j=1

∂

∂xj

 ∂L
∂
(
∂ri

∂xj

)
+

m∑
j,k=1

∂2

∂xj∂xk

 ∂L
∂
(

∂2ri

∂xj∂xk

)
 = 0, i = 1, . . . ,m,

(A.4.78)

where L denotes the integrand of (A.4.76). Applying L to (A.4.78) results in an

equation of the form ri − xi +Qi(x, r) = σ2 ϕi(x, r, r′, r′′) for i = 1, . . . ,m, where

Qi(x, r) denotes a quadratic term on r − x and ϕi is a function of x, r, r′, r′′.3

Assuming r,G,G−1 and their higher-order derivatives are smooth and bounded, we

obtain an equation identical to (A.4.73) for small σ2 by iterating ri = xi +O(σ2).

Hence the first-order necessary conditions are obtained as (A.4.74).

3Explicit equations for Qi(x, r) and ϕi(x, r, r′, r′′) are obtained as

Qi = 1
2

∑
j g(r)ij(r − x)> ∂G(r)

∂rj
(r − x),

ϕi =
∑
j,k,l,α g(r)ij

(
− 1

2

((∑
β
∂rα

∂xk
∂g(r)αβ
∂rj

∂rβ

∂xl
gkl
)

+ g(r)jα
∂2rα

∂xk∂xl
gkl
)

+ 1
ρ

(
∂
∂xk

(
g(r)jα

∂rα

∂xl
gklρ

)
− 1

2
∂2

∂xk∂xl

(
g(r)jα(rα − xα)gklρ

)))
,

where g(r)ij is the (i, j) entry of G(r(x))−1.
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A.5 Tangent Space Gaussians on Sn

We utilize tangent space Gaussians on Sn to sample data for the case study in Sec-

tion 5.2. At a point p ∈ Sn ⊆ Rn+1, n-dimensional vectors s = (s1, . . . , sn) are first

sampled on the tangent space TpS
n according to a Gaussian (truncated to satisfy

‖s‖ < π); the points are mapped via the exponential map Exp : TpS
n → Sn. At

p = (1, 0, . . . , 0) ∈ Sn ⊆ Rn+1, the exponential map is defined as Exp(s1, . . . , sn) =(
cos(‖s‖), sin(‖s‖)

‖s‖ s
)
∈ Sn ⊆ Rn+1. The probability density function of a tangent

space Gaussian with mean µ = (µ1, . . . , µn) ∈ Rn and covariance Σ ∈ Rn×n is

represented in local coordinates s = (s1, . . . , sn) as follows:

ρ(s) =
1

Z
exp

(
−1

2
(s− µ)>Σ−1(s− µ)

)
, (A.5.79)

where Z is a constant chosen to satisfy the constraint
∫

Sn ρ(s) ds = 1. Trans-

forming to local coordinates x as described in (5.2.8), the probability density is

represented as

ρ(x) =
1

Z

∣∣∣∣det

(
∂s

∂x

)∣∣∣∣ exp

(
−1

2
(s(x)− µ)>Σ−1(s(x)− µ)

)
, (A.5.80)

where s(x) = (s1, . . . , sn) with

s1 = x1 cos(x2),

si = x1
i∏

k=2

sin(xk) cos(xi+1) , i = 2, . . . , n− 1, (A.5.81)

sn = x1
n∏
k=2

sin(xk),

and the determinant of the Jacobian
(
∂s
∂x

)
∈ Rn×n is obtained as det

(
∂s
∂x

)
=

(x1)n−1
∏n−1
i=2 sinn−i(xi).
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The probability function, i.e., ρg(x) = ρ(x)√
detG(x)

, of a tangent space Gaussian

on Sn is then written as

ρg(x) =
ρ(x)√

detG(x)
=

(
x1

sin(x1)

)n−1
1

Z
exp

(
−1

2
(s− µ)>Σ−1(s− µ)

)
. (A.5.82)

Similarly, the probability function of a mixture of tangent space Gaussians on Sn

can be written as

ρg(x) =

∑
iwi ρi(x)√
detG(x)

=

(
x1

sin(x1)

)n−1∑
i

wi
Zi

exp

(
−1

2
(s− µi)>Σ−1

i (s− µi)
)
,

(A.5.83)

where the positive scalar wi denotes the weight for the i-th mixture satisfying∑
iwi = 1, and ρi(x) denotes the probability density function of the i-th tangent

space Gaussian with mean µi ∈ Rn, covariance Σi ∈ Rn×n, and normalization

constant Zi. Note that even we do not know the exact form of Zi as a function

of the parameters µi,Σi, the values of
∂ log ρg(x)

∂x can be calculated when the Zi for

each mixture is of the same value. The values for µ1, µ2,Σ1,Σ2 in the case study

of Section 5.2 satisfy this condition.
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A.6 Closed-Form Formulas of Matrix Exponential, Logarithm,

and Their Jacobians for Symmetric Matrices

The matrix exponential Exp : Rn×n → GL(n) is defined as the following series:

Exp(X) =

∞∑
k=0

1

k!
Xk. (A.6.84)

In the case of symmetric X, i.e., X ∈ S(n), given an eigendecomposition X =

RDR> for R ∈ O(n) as the orthonormal matrix of eigenvectors and D = diag(d1

, . . . , dn) ∈ Rn×n as the corresponding matrix of the eigenvalues di, i = 1, . . . , n

of X, the matrix exponential admits a closed-form expression as

Exp(X) = R Exp(D) R>, (A.6.85)

where Exp(D) = diag(exp(d1), . . . , exp(dn)) ∈ Rn×n.

Suppose X ∈ S(3) is parametrized with respect to t ∈ R as X(t). The derivative

of (A.6.85) then becomes

d

dt
Exp(X) = R

(
Exp(D)Ḋ +M

)
R>, (A.6.86)

where Ḋ is defined as Ḋii = (R>ẊR)ii, i = 1, 2, 3, and M ∈ R3×3 is defined as

Mii = 0 for i = 1, 2, 3 and Mij =
exp(di)−exp(dj)

di−dj (R>ẊR)ij for i 6= j, i, j = 1, 2, 3.

Near the identity matrix, the matrix logarithm of a nonsingular X ∈ GL(n) is

expressed in the series as follows:

Log(X) = −
∞∑
k=1

1

k
(I −X)k. (A.6.87)

In the case of symmetric positive-definite matrices, the matrix logarithm also ad-

mits a closed-form expression for its Jacobian. Given an eigendecomposition of
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X = RDR> ∈ P(n) similarly to the above, the matrix logarithm on X admits

a closed-form expression as

Log(X) = R Log(D) R>, (A.6.88)

where Log(D) = diag(log(d1), . . . , log(dn)) (note that di > 0, i = 1, . . . , n holds

from X ∈ P(n)).

For X(t) ∈ P(3), t ∈ R, the Jacobian of the matrix logarithm on X ∈ P(3) is

expressed as

d

dt
Log(X) = R

(
D−1Ḋ +N

)
R>, (A.6.89)

where Ḋ is defined as in the above (A.6.86), N ∈ R3×3 is defined as Nii = 0 for

i = 1, 2, 3 and Nij =
log(di)−log(dj)

di−dj (R>ẊR)ij for i 6= j, i, j = 1, 2, 3. The results in

(A.6.86) and (A.6.89) can be derived straightforwardly by differentiating (A.6.85)

and (A.6.88) respectively, using the derivative of the eigenvalues and eigenvectors

[94].
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[66] Stéphane S Lafon. Diffusion maps and geometric harmonics. PhD thesis, Yale

University PhD dissertation, 2004.

[67] Matthias Hein and Jean-Yves Audibert. Intrinsic dimensionality estimation

of submanifolds in r d. In Proceedings of the 22nd international conference

on Machine learning, pages 289–296. ACM, 2005.

[68] Maher Moakher. A differential geometric approach to the geometric mean of

symmetric positive-definite matrices. SIAM Journal on Matrix Analysis and

Applications, 26(3):735–747, 2005.



BIBLIOGRAPHY 175

[69] Maher Moakher and Philipp G Batchelor. Symmetric positive-definite matri-

ces: From geometry to applications and visualization. In Visualization and

Processing of Tensor Fields, pages 285–298. Springer, 2006.

[70] Yipin Yang, Yao Yu, Yu Zhou, Sidan Du, James Davis, and Ruigang Yang.

Semantic parametric reshaping of human body models. In 3D Vision (3DV),

2014 2nd International Conference on, volume 2, pages 41–48. IEEE, 2014.

[71] Yoshua Bengio, Pascal Lamblin, Dan Popovici, and Hugo Larochelle. Greedy

layer-wise training of deep networks. In Advances in neural information pro-

cessing systems, pages 153–160, 2007.

[72] Marc'aurelio Ranzato, Christopher Poultney, Sumit Chopra, and Yann L.

Cun. Efficient learning of sparse representations with an energy-based model.

In Advances in Neural Information Processing Systems 19, pages 1137–1144.

MIT Press, 2007.

[73] Marc'aurelio Ranzato, Y lan Boureau, and Yann L. Cun. Sparse feature learn-

ing for deep belief networks. In Advances in Neural Information Processing

Systems 20, pages 1185–1192. Curran Associates, Inc., 2008.

[74] Diederik P Kingma and Max Welling. Auto-encoding variational bayes. arXiv

preprint arXiv:1312.6114, 2013.

[75] Danilo Jimenez Rezende, Shakir Mohamed, and Daan Wierstra. Stochastic

backpropagation and approximate inference in deep generative models. In

Proceedings of the 31st International Conference on Machine Learning, vol-

ume 32, pages 1278–1286. PMLR, 2014.



176 BIBLIOGRAPHY
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[81] Christophe Lenglet, Mikaël Rousson, Rachid Deriche, and Olivier Faugeras.

Statistics on the manifold of multivariate normal distributions: Theory and

application to diffusion tensor mri processing. Journal of Mathematical Imag-

ing and Vision, 25(3):423–444, 2006.

[82] Lene Theil Skovgaard. A riemannian geometry of the multivariate normal

model. Scandinavian Journal of Statistics, pages 211–223, 1984.

[83] Shun-ichi Amari. Information geometry and its applications, volume 194.

Springer, 2016.

http://www.deeplearningbook.org


BIBLIOGRAPHY 177

[84] Jee Eun Lee, Moo K Chung, Mariana Lazar, Molly B DuBray, Jinsuh Kim,

Erin D Bigler, Janet E Lainhart, and Andrew L Alexander. A study of dif-

fusion tensor imaging by tissue-specific, smoothing-compensated voxel-based

analysis. Neuroimage, 44(3):870–883, 2009.

[85] Anne-Laure Fouque, Pierre Fillard, Anne Bargiacchi, Arnaud Cachia, Monica

Zilbovicius, Benjamin Thyreau, Edith Le Floch, Philippe Ciuciu, and Edouard

Duchesnay. Voxelwise multivariate statistics and brain-wide machine learning

using the full diffusion tensor. In International Conference on Medical Image

Computing and Computer-Assisted Intervention, pages 9–16. Springer, 2011.

[86] Peter J Basser, Sinisa Pajevic, Carlo Pierpaoli, Jeffrey Duda, and Akram Al-

droubi. In vivo fiber tractography using dt-mri data. Magnetic resonance in

medicine, 44(4):625–632, 2000.

[87] Christophe Chefd’Hotel, David Tschumperlé, Rachid Deriche, and
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국문초록

기계학습에서 비 유클리드 데이터를 다루는 문제가 점차 늘어나고 있다. 기존의 기

계학습 알고리즘을 비 유클리드 데이터에 그대로 적용하면 그 결과는 흔히 데이터를

매개변수화하는 국소 좌표계에 의존하게 된다. 이와 동시에 많은 수의 기계학습 문제

들이 결과적으로 두 휘어진 공간 사이에서 거리와 각도를 가장 잘 보존하도록 하는

사상을 찾는 최적화 문제에 도달하게 된다. 우리는 이러한 문제들이 두 리만 다양

체 사이의 사상이 등거리변환에서 얼마나 가까운지를 측정하는 좌표 불변 범함수의

최소화 문제로 자연스럽게 공식화될 수 있다는 것을 보인다. 먼저 두 리만 다양체

사이의 사상에 대한 일반적인 좌표 불변 범함수를 구축하는 방법을 제시하고, 사상이

등거리변환에서 얼마나 가까운지를 측정하는 범함수들의 모임을 제시한다. 그리고 비

유클리드 데이터의 다양체 학습을 위한 좌표 불변 뒤틀림 측도를 공식화하고, 이 측도

에 대한 그래디언트 기반 최적화 알고리즘을 유도한다. 또한, 제시된 리만 기하학적

관점을 이용하여 비 유클리드 데이터의 오토인코더 학습 문제를 다룬다. 비 유클리

드 데이터 세트를 활용한 다양체 학습과 오토인코더 사례 연구는 내재한 기하학적인

직관과 제시된 리만 뒤틀림 최소화 기법의 성능 이점을 분명히 보여준다.

주요어: 다양체 학습, 비 유클리드 데이터, 리만 기하학, 뒤틀림, 조화사상, 오토인코

더

학번: 2012-20700
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