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2. 97} ZAA GPU AAbo A read—only A2 333591, 1

sk Zo] QTbH, swap—out AAFS out GAto®E

3. A717F & ®AHH, 2AEE ¥ swap—out? swap—in AF ARo]
of GPU WEg e A58 < Athd swap—out¥} swap—in IS 2F
Agtty, A717F & WA 2] Wz Adte] AY A overlap & 713
7 A7) wiol .

4. A717v & ®WAHFE, swap—out A4kS WA overlap H& A7)

WA skal, swap—in A4S #|E] 33 overlap H &= Alte] EA

s},



A5 7
L ol 4ol At VWl Fds AWdth Hie AAE
2 7% SnuDNN #olBe g & F3ste] Fa ot

5.1 SnuDNN

SnuDNN2 HEit= SEAH @734 cuDNN# o] § 2d&
AiES AFstes #olE#goltt. SnuDNNLS SnuDNN-—-Runtime %}
SnuDNN—-Worker®Z T4 ¥t} SnuDNN—-Runtimes 2] AE 2 A{H|
2 oA sAeh, AREAZE | AAtel dldets APIE &
s A9 UHA At =S d& #ulettt. SnuDNN-Workeri=

=
SnuDNN-Runtime & 258 <& Fujjgtol AAZQl A4l

90 AWES SR
ok dAA7EA 9] SnuDNN< AMD GPU=RYF FA4AH ZFAHE X st

1 Q7] wWiFol, SnuDNN—Worker+= OpenCL¥ MIOpen &}o]H g
s ARt GPUE &8t et sk Y FFeke
SnuDNN—-Worker AW =5 o] &g GPU 7|Frbae] Aat
d =9} SnuDNN—-Runtime®. 2 H¥ HAIR & dgytol o] Al Ay

EsoA dgsts 2UEsR AR dA AdEs FE2E B 2

A

5.2 OpenCL

OpenCL2 weFeh ZRAME 448 ofF ZH;FA AHEE & 9l

v 229w rdoltt [5]. HAYAE (Context) el F43}¥ tjnlo]
A AAE AT 4 Qo 3 A1 gufol s AA ] 17 o] AT
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>

F (Command queue) & AT F vt ARA= BT 7= 579
otz AMEE AdstAY A3 A5 7129 Ad3ds st out
o|A~E ARZSHA "t ol A FE ARG HIETVIAHOR ynlolAE &

ote WS O ZadAasd 34 v2A &2 AR OpenCL

OpenCL AFgA= 54 dWEz 2B A

oF 5= 9t}
5.3 Wxy] A #el W Zzady]

S 3% 20 Aad Al 7HA AHE Zbsv INVALID dHE
Al2staE GPU WH el 3dst= OpenCLe clomem AAE ZE3 gl
. AFEE = cllmem ZAAE UWHAQD clCreateBuffer APIE AF8-3f
A B, ¥ gutolze] SASH HeAE F o glere of
EdAlo] Aol a7ek= W <fo] GPU HEZE ZFst= FFE 3
4% 5 ok olgdt wAE sldsty] fs A WA GPU "R A
Zlel algeh= cllmem AAE 32 F, GPU HHAE dalof sh= 74
¥, clCreateSubBuffer APIE A3 sub cl_.mem= A3k}, o]

st WA S AFEStE AS, BAE sub cllmem AA|7F clLmem ZAA] 9]

ol

=

ojtjel XA (offset) & A3t HAZF Fastet. webx bt
duEEFS AHESE A (Allocator) & 2HAdelith SRt gl

=
HdE= HTe A7|E dgltol offsets &Yslal, AFgo] £y W9
offsets Yo} o] = Y dir} dWstA ZAAstA e dIAES A}
23 A9, UH d#H3} (Internal fragmentation) 7} FA WA FA

7F ek eARE, I 3elM & o e | 2d oAl 54
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el o= & wAIZE HA et

TEAdY @AM s Azl WEy AAEHo] gleE®, dod
3¢ swap—out & W¥HE AGT HHo] sty ¥ =wolds =

¥ WA oA Least Recently Used(LRU) &S AFg3F3ith o
4 g5 ofEgAlolde du9t 34 (Forward propagation) % < 3}
77 (Backward propagation) ol 4] Hl¥Zel et A E L8 ko]
LRU A& AAsqieh Adstel= WA A718a aAY 2 Wy
% LRU W& swap—out $tth. woF Tejsk Mo 7t gl Agoe A
A wEe e Sk AFE, T A77F AdetE = vy A7lEg & 4
S HEE5 Zto} & afA| Sk

I

AL GPU ¥ &4  CPU H¥ &4

INVALID X 0
CLEAN 0 o
DIRTY 0 0
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54 3 H=

WA, SnuDNN-Worker?] @4t ~2l =7} Q4be A7 43} &
% (Hook) & F7hstedth 19 5% 548 oA 2e=e] B4 a2
bt Qe
4 mesteld ) 49, ol dite] £AHL oW WASe] U7
2 52HEAE /S ASE W4 B3 B ohye, g Akl

HAES ojwsl Aash=Asl dazt Ao stebi e Bash=A o

HookAfter 0 9] &2t #2l& vepbdt.

A, A= Ad== SnuDNN—Worker?d] A4t Ad=7F AAdE
ATt Ak ARV Bojes FE AL Be Bolot A JHE
AFsta fElS g AA AR 1S FEREE ol w, g
dAxte] s|e] wpA e Axtolgtal b H, A SR o AikE
S FolstH, 4.248 A At WAooz fEle] AFHE gt oy,
9 89 oAZgAelaEe] 5HS &83te], SnuDNNQ| AE-A7F CPU
o AZ" 48 dHolEHE GPUZ olsde Aol Argds
WriteBuffer dAbs d®o] Az o2 Frh A2 sk ATHE
oA dHolHACRRH 4% ¥ GPUR olFstr] deole dhetr

Bl olglel]l =4 4 9= 'AM7F Ylem R, WriteBuffers &) A
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AR 07 AA st o EAZF HA A gkt

Y HE 2dEs FolA Al Aake F77F WriteBufferd o,
&l WriteBufferg €9 A= AlZroletal 3ttt webx], o)A
of Sojgd WriteBufferSS ojid, S FA4T = Q&
WriteBuffer7} =Ast=%] 43t}

SnuDNNef|:= WriteBuffer, Convolution Forward® #< GPU<IA
Aol WAgskE AakE ol9elk, ’HIMES 9 (AllocateBuffer) 3fil
3 Al (DeallocateBuffer) h= 7 718 Aite]l EAsitr. 4.2 9] (2)

=
TEFEH A 7555 dorid, 22 AEgE QJEo] 5ol 3=
A SQlgt, wkok, sj|lel] ofsiv i¥e] soj2uhd B4 W ILP
AYUEE FRAZI, A AEe] RS A PSS dHY 1
P A =2 RE el Atvit 49 s o] E who}, v
2AEDES dHlESH. HE HE AdEe AA V5E0] 9
Aol A= A5 AF AAsH, 2 VIR FFe e wRe A
=

7o ME AE AEE FA WAS ek

il

==

|
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1t Function ComputeThread(g):

2 while True do

3 | op, tl = q.Pop()

a

5 HookBefore (op, tl, metadata) // modifided
6 op (tl)

7 | HookAfter () // modifided

1% 4 4% SnuDNN-Worker?] dAF Ad =

1 is_pattern_found = False

2 record = ()

3

4 Function HookBefore (op, i, metadata):

5 if is_pattern_found = True then

6 WaitMemOps ()

T EnqueueMemOps ()

8 else

9 for tin tl do

10 L PrepareTensor (t)

i record = (op, tl, metadata)
12
13 Function HookAfter():

14 record.elapsed = elapsed_time

15 ThrowRecordToThread (record)
16

1% 5 HookBefore®} HookAfter?] &



12

13
14
15
16
17
18
19

20

writeIndices=]]

traces=|]
counter=()
Function
while

if

coOtl

L

FindPattern():
True do

record = ReceiveRecord ()

record. Type = WriteBuffer then
for idx in writelndices do

size_pattern = (counter - idx) / 2
found = CheckSame (idx, counter - size_pattern,

size_pattern)

writelndices.append (counter)

traces.append (record)

nter = counter + 1

if found = True then

ILPSolve (counter - size_pattern - 1, counter - 1)

is_pattern_found = True

a9 6 HY HE A=Y



A6 A% A 5 24

B FoA= Ad 3AS 475t ResNet 34 #Wlx|upgE AFE3E A

CPU Intel Xeon Gold 6130 @ 2.10GHz x 2

Memory 377 GB

GPU AMD Radeon 5700 XT 8GB
(ON) Ubuntu 20.04
ROCm 3.9.0

FAFATE o] = OpenCLS $3%

0 HAE ARSI Y. #lXvla+= PyTorch T JdYaE

thdo® AAE ResNet 34 WEY A 35 AAHES ARSIt

g AAYEE SnuDL EHE%& & A o] SnuDNN o] H ¢
b Aol AFEEA

N
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6.2 A3 A3}

6.2.1 T23AY A HF

I 7 53804 A

I

= 5

_‘%
o
oy
X
>
1o
ol
o
i
o,
Y
O,

v % 2715 v 7be 8h5o] 3 iteration®] FHEHE AIFS FH A
oo HEel Wz #e 7o) 9l Ae-ole WX A2717F 256 o
7bd, GPU " Eg|7} F5sto] A or sxebA] ¢tk W] A
Al 7MY Z2udE aAE GPU WREE7F F-55tein AL
o] F&st= AS T F Utk AIAE AL swap—in,

swap—out®] AF&¥+= H] & (stall) = &1 4 Qi)

x2

6.2.2 MEZ AAEH dAANAY A

gl7lolde] djde] AEH AGHA ARtz sk e gl
k

4= QAT 4.58 004 o FElaE duEEe RS A, T2
Ay wA div] 256 Wi A7]elME 0.62819 Szt R 512 H)
2 A7) E 0.60812 FAAZEO R iterations FHT F AT
ILPE] a5 AFE3 A%, 256 WA A7]A = 0.64M2 FHAITO =,

512 wjx] A7]elA= 0578 F3AITC R iterationes THE T 3

At
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B computation [l stall

12
10
=
o
© 8
2
2
3 s
o
E
3z 4
(2]
o
o]
¢ 2
0
128 (3.8GB) 256 (8.4GB) 512 (14.5GB)
batch size
O 7 ZE0AY AL FEAIZE
B ondemand [ heuristic [ ILP
1.00
0.75
[}
£
§ o050
3
[©]
3
0.25
0.00

256

batch size
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A7 AE

# =i SnuDNN gho|Bejg]E 43, CPU WEYHE A¢ WE
Y2 sk vmy #g 7¥e AAEd. Y IS | H
5 Aol 'S HEskaL o]l thet HA o] vy AAEH S A

1%

;.
D
=
&
2.
=)

d
=)
O
e
)
Y
rlr
o,
>
o

oo

o|E] o]Fo] WAL o] HEF £ Hea fldll GPU dAky A Ak
gheh meEbd AAE 7IH o] S Ee] ol 1Y AAEH S Alrtsok
& derk vk B3 2 7ol = i oiterationmhrh AREEH = H R
Aol Aok 7Hgstal Qlou, FHE Aol Aol AEH= HES

AsS W FFE o oF Sk
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Abstract

Memory management technique for Deep

learning training with GPU

Jeesoo Lee
Department of Computer Science & Engineering
The Graduate School

Seoul National University

Widely used deep learning frameworks utilize heterogeneous
systems with GPUs to achieve high learning performance in a
short period of time. However, as the recent DNNs become
larger and deeper, the limitation of the GPU memory size is
becoming an issue.

Users can overcome the limitation by using the CPU memory
as the swap memory of the GPU memory even in the existing
deep learning frameworks. However, it requires great expertise
for users to explicitly schedule memory transfers between CPU
and GPU. This paper proposes a memory management technique
so that CPU memory can automatically be utilized as swap

memory of GPU memory without user intervention.
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The proposed technique is implemented by modifying the

SnuDNN and verified through experiment.

Keywords : GPU, Deep learning, ILP, Memory management
Student Number @ 2019—-22827
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