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Abstract

Recently, NAND flash-based storage devices are increasingly popular

in embedded systems, laptop/desktop computers, and enterprise systems, re-

placing traditional hard disk drives (HDDs). This popularity of flash-based

storage devices is mainly due to their attractive characteristics over HDDs,

such as high performance, low power consumption, and high shock resis-

tance. However, as the cell size of NAND flash memory is shrinking down

and the multi-level cell (MLC) technology is commonly used, the perfor-

mance and lifetime of NAND flash memory is greatly degraded. In order

for NAND flash-based devices to be broadly adopted in various computing

environments, therefore, these performance and lifetime problems need to

be addressed properly.

In this dissertation, system-level performance and lifetime improve-

ment techniques for recent high-density NAND flash memory are proposed.

Unlike existing techniques, the proposed techniques resolve the problems

of decreasing lifetime and performance by exploiting the low-level physical

properties of NAND flash memory at various system levels ranging from a

file system to a flash controller.

We first present a flexible flash file system, called FlexFS, for MLC

NAND flash memory. By exploiting the performance/capacity asymmetric

programming property of MLC NAND flash memory, FlexFS achieves I/O

performance close to high-performance SLC NAND flash memory, while

providing the same storage capacity as high-density MLC NAND flash mem-
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ory. Second, we propose a novel recovery-aware dynamic throttling tech-

nique, called READY, which guarantees the required storage lifetime by in-

tentionally throttling the performance of a storage device. The proposed

READY technique also considers the self-recovery effect of floating-gate

transistors which improves the endurance of SSDs, guaranteeing the re-

quired lifetime with less write throttling. Third, we present a new design

of a flash-based storage device, called BlueZIP, which improves both stor-

age performance and lifetime by means of hardware-assisted data com-

pression. By reducing the actual amount of data written to flash memory,

BlueZIP improves the overall lifetime of flash-based storage devices. More-

over, since hardware-assisted compression reduces the data physically trans-

ferred from/to flash memory with a small computational overhead, BlueZIP

improves the overall I/O performance as well.

In order to evaluate the proposed techniques, we performed a series of

evaluations using a trace-driven simulator and I/O traces which were col-

lected from various real-world systems. To understand the feasibility of the

proposed techniques, we also implemented them in the Linux kernel on top

of our in-house flash storage prototype and then evaluated their effects on

performance and lifetime while running real-world applications. Our evalu-

ation results showed that the proposed techniques provide a reasonable stor-

age lifetime while improving the overall performance of a storage device

over previous techniques.

Keywords: NAND Flash Memory, Flash-Based Storage Devices, Storage
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Performance Optimization, Storage Lifetime Management, Operating Sys-

tem, Embedded System
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Chapter 1

Introduction

1.1 Motivation

NAND flash-based storage devices have been widely used in mobile

embedded systems like mobile phones, MP3 players, and laptop comput-

ers because of their low-power consumption, high mobility, and high per-

formance. Recently, due to the continued scale-down of a NAND memory

cell size combined with the use of the multi-level cell (MLC) technology,

NAND flash-based solid-state drives (SSDs) have emerged as an attractive

solution for desktop computers and high-end enterprise systems, replacing

traditional hard disk drives (HDDs).

1.1.1 Emerging Challenges in NAND Flash Memory

Unlike HDDs, NAND flash memory operates differently in several as-

pects. First, the erase-before-write architecture of NAND flash memory re-

quires that previous data should be erased before new data are overwritten.

Second, the unit size of an erase operation is not the same as that of a read

or write (or program) operation. Read and write operations are performed in

the unit of a page whose size is 2-8 KB, whereas erase operations are per-

formed in the unit of a block consisting of multiple pages. Finally, a block

is gradually impaired as program/erase (P/E) operations are performed, and

1



then becomes unreliable beyond the maximum number of P/E cycles.

Unfortunately, as the density of NAND flash memory increases, its per-

formance and lifetime deteriorate significantly. The maximum number of

P/E cycles of single-level cell (SLC) NAND flash memory fabricated in the

70 nm process is about 100K P/E cycles. For 2-bit MLC NAND flash mem-

ory fabricated in the 2x nm process, the maximum number of P/E cycles

decreases to 3K P/E cycles while, for 3-bit MLC NAND flash memory, this

number is only a few hundred cycles. The performance of MLC NAND flash

memory is also several times slower than that of SLC NAND flash memory.

For instance, the read and the write latencies of SLC NAND flash memory

are about 20 µs and 200 µs, respectively, but they are increased to more than

40 µs and 800 µs in MLC NAND flash memory, respectively.

1.1.2 Existing Performance and Lifetime Improvement

Techniques and Their Limitations

In order to improve the performance and lifetime of NAND flash-based

storage devices, there have been lots of studies on a variety of system levels,

including firmware, a flash controller, and device logics in a NAND flash

chip. The most well-known approach is to optimize flash firmware, usually

called a flash translation layer (FTL). Because of its erase-before-write ar-

chitecture, the FTL uses an out-place update policy that writes up-to-date

data to a new free page, instead of updating the original page. The out-place

update policy generates invalid pages with out-of-date data that must be re-

claimed by garbage collection later. Garbage collection incurs a lot of ex-

2



tra reads/writes, greatly degrading the performance and lifetime of storage

devices. Therefore, a numerous number of studies have been focused on

improving the efficiency of garbage collection. Furthermore, the FTL also

employs wear-leveling algorithms which distribute the number of P/E cy-

cles across all the blocks in NAND flash memory. By doing so, they prevent

some blocks from being rapidly worn out, extending the overall service time

of storage devices.

A flash controller/logic-level optimization is one of the feasible ap-

proaches that enhance the performance and lifetime of NAND flash-based

storage devices. To overcome the limited performance of a single NAND

flash chip, NAND flash-based storage devices usually employ several flash

controller units so that multiple NAND flash chips can be accessed in par-

allel. This helps to achieve much higher I/O performance than accessing a

single NAND flash chip. Using more advanced error-correcting code (ECC)

engines, e.g., BCH and LDPC, also helps to improve the lifetime of flash de-

vices by correcting numerous bit errors while reading or writing data from/to

NAND flash memory.

Although these traditional techniques are generally effective in improv-

ing the performance and lifetime of NAND flash-based storage devices, they

have several limitations to be adopted in recent high-density NAND flash

memory. The primary shortcoming of the existing techniques is that they

cannot efficiently deal with the continuously decreasing performance prob-

lem of recent high-density NAND flash memory. For example, the existing

garbage collection techniques enhance the storage performance by elimi-

nating extra I/O operations, but it does not mean that they resolve the per-

3



formance problem caused by the deteriorating physical properties of recent

high-density NAND flash memory. Increasing the parallelism of a flash con-

troller also cannot be an ultimate solution to the performance problem. The

number of NAND flash chips that can be used simultaneously is inevitably

limited by the power budget of storage devices. Furthermore, as the num-

ber of parallel units in a storage device increases, the complexity of soft-

ware/hardware logics and the manufacturing cost rise as well.

The existing lifetime improvement techniques are seriously limited in

overcoming the decreasing lifetime problem of NAND flash memory, and

furthermore they fail to offer a reasonable storage lifetime to end-users. The

wear-leveling algorithms help to extend the service time of storage devices

by evenly distributing block erasures across the medium. However, consid-

ering the rapidly decreasing P/E cycles of recent high-density NAND flash

memory, it is difficult to offer a reasonable storage lifetime because the num-

ber of P/E cycles is itself quite small. In addition, improving the error cor-

rection capability with advanced ECC algorithms is not a solution. This is

because it usually requires a larger amount of space for storing ECC parity

bytes and increases the algorithm runtime and computational resources re-

quired to implement the correction logic.

In order for NAND flash-based storage devices to be broadly adopted

in various computing environments, therefore, new approaches that properly

address the performance and lifetime problem of recent high-density NAND

flash memory are highly required.
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1.2 Dissertation Goals

In this dissertation, we provide system-level approaches that improve

the performance and/or lifetime of NAND flash-based storage devices, which

overcomes the limitations of the existing techniques. More specifically, our

primary goal is to understand the low-level physical properties of NAND

flash memory, such as the asymmetric programming property and the self-

recovery effect of NAND flash memory, and then develop performance and/or

lifetime improvement approaches that efficiently exploit such low-level phys-

ical properties at various system levels ranging from a file system to a flash

controller.

First, we present a system-level performance improvement approach

that exploits the asymmetric programming property of NAND flash memory

cells. The asymmetric programming property, which we call flexible pro-

gramming in this dissertation, enables each memory cell to be programmed

as a single-level cell or as a multi-level cell. Thus, it has a potential to

achieve the high performance of SLC flash memory while providing the

high capacity of MLC flash memory.

Second, we propose a new lifetime management approach that guar-

antees the storage lifetime by intentionally throttling the performance of

storage devices. In particular, we aim to exploit the self-recovery effect of

NAND flash memory, so as to ensure the reasonable storage lifetime with

less throttling overheads.

Third, we present a write traffic reduction approach which reduces the

amount of write traffic sent to a storage device by eliminating redundant
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bit patterns, thereby improving the lifetime of storage devices. In particular,

we aim to improve both performance and lifetime of storage devices by

efficiently exploiting a hardware-acceleration module and combining it with

software algorithms.

1.3 Contributions

In this dissertation, we present three system-level techniques to im-

prove the performance and/or lifetime of NAND flash-based storage de-

vices. The contributions of this dissertation can be summarized as follows:

• We present a new flash file system, called FlexFS, which is designed

to efficiently exploit the flexible programing of MLC NAND flash

memory. FlexFS provides end-users with a homogeneous view of

storage while internally managing two different types of memory cells,

which are programmed by either SLC-mode or MLC-mode program-

ming. FlexFS writes as many data as possible using fast SLC-mode

programming for high performance while reclaiming free space in

background for providing the capacity of MLC flash memory.

• We further improve the performance of FlexFS by employing a more

efficient free-space management policy. We propose a lifetime man-

agement technique that manages the storage lifetime by controlling

the use of SLC-mode programming, so as to provide a reasonable

storage lifetime.
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• We introduce a novel recovery-aware dynamic throttling technique,

called READY, which guarantees the required storage lifetime by in-

tentionally throttling I/O performance. In order to mitigate perfor-

mance degradation, READY throttles performance by predicting fu-

ture write demands and distributes predicted delays over the entire

storage lifetime. READY also considers the self-recovery effect of

floating-gate transistors which improves the endurance of NAND flash

memory, enabling us to guarantee the required lifetime with less write

throttling.

• We propose a hardware-accelerated compression technique, called

BlueZIP, for NAND flash-based storage devices. BlueZIP reduces the

amount of data physically transferred from/to flash memory with a

small computational overhead, thereby improving the performance

and lifetime of NAND flash-based storage devices. Efficient software

support is another crucial issue in realizing the potential benefit of

data compression. To this end, we introduce a compression-aware

flash translation layer, called CaFTL, which supports compression-

aware address mapping, garbage collection, and selective compres-

sion.

• We implement the proposed techniques, including both software algo-

rithms and hardware logics, in the Linux kernel and our in-house flash

storage prototype. Then, we evaluate their effects on performance and

lifetime using various real-world applications.
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1.4 Dissertation Structure

This dissertation is composed of seven chapters. The first chapter is the

introduction of the dissertation, while the last chapter serves as conclusions

with a summary and future work. The five intermediate chapters are orga-

nized as follows:

Chapter 2 introduces the physical characteristics of NAND flash mem-

ory and explains the overall architecture of NAND flash-based storage de-

vices. We also describe the existing performance and lifetime improvement

techniques for flash-based devices, focusing on SLC/MLC hybrid techniques

and write traffic reduction techniques which are highly related to our pro-

posed techniques.

In Chapter 3, we present a flexible flash file system, called FlexFS, for

MLC NAND flash memory. We explain the performance/capacity asymmet-

ric programming property of MLC NAND flash memory in detail, and then

describe how FlexFS exploits such a property to improve the I/O perfor-

mance while providing the storage capacity of MLC NAND flash memory.

Chapter 4 explains two performance and lifetime improvement tech-

niques for FlexFS. By efficiently managing available free space in flash

memory, the performance improvement technique further improves the per-

formance of FlexFS. In addition, the lifetime improvement technique ad-

dresses the lifetime reduction problem caused by the excessive use of SLC-

mode programming.

In Chapter 5, we describe a recovery-aware dynamic throttling tech-

nique, called READY, which intentionally throttles the write performance
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of NAND flash-based storage devices, so as to ensure the required storage

lifetime. We first introduce lifetime issues in high-performance enterprise

systems and then show how READY offers a reasonable storage lifetime to

end-users with small throttling overheads by exploiting the recovery effect

of NAND flash memory cells.

Chapter 6 introduces a hardware-accelerated compression technique,

called BlueZIP, for NAND flash-based storage devices. We describe how

hardware-assisted compression positively impacts on the performance and

lifetime of NAND flash-based storage devices. After discussing the design

and implementation of hardware-assisted compression for NAND flash-based

storage devices, we present several compression-aware software algorithms

which are devised to maximize the potential benefits of hardware-assisted

compression.
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Chapter 2

Background

In this section, we first explain the overall architecture of NAND flash

memory, especially focusing on its physical limitations such as the “erase-

before-write” restriction and the limited P/E cycles. We then explain soft-

ware/hardware architectures that are designed to overcome these physical

limitations, enabling NAND flash memory to be used as storage media.

2.1 NAND Flash Memory

Figure 1 shows the overall organization of NAND flash memory. NAND

flash memory consists of multiple blocks, each of which is composed of sev-

eral pages. In many NAND flash memories, the size of a page is between

512 B and 8 KB, and one block consists of between 4 and 128 pages. Each

Figure 1: An overall organization of NAND flash memory
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(a) SLC (b) MLC

Figure 2: Threshold voltage distributions for SLC (1 bit/cell) and MLC (2

bits/cell)

page also has a spear area, whose size is usually between 16 and 256 bytes,

for storing software metadata and ECC data. A flash page is a unit of read

and write (or program) operations. NAND flash memory does not support

an overwrite operation because of its “erase-before-write” nature. There-

fore, before writing new data into a block, the previous data must be erased.

Furthermore, the total number of program/erase (P/E) cycles allowed for

each block is typically limited to between 3,000 and 100,000 cycles.

Like SRAM and DRAM, flash memory stores bits in a memory cell,

which consists of a transistor with a floating gate that can store electrons [1].

The number of electrons stored on the floating gate determines the threshold

voltage, Vt , and this threshold voltage represents the state of the cell. In case

of single-level cell (SLC) NAND flash memory, each cell has two states,

and therefore only a single bit can be stored in that cell. Figure 2(a) shows

how the value of a bit is determined by the threshold voltage. If the thresh-

old voltage is greater than a reference voltage, it is interpreted as a logical

‘1’; otherwise, it is regarded as a logical ‘0’. In general, the write operation

moves the state of a cell from ‘1’ to ‘0’, while the erase operation changes
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‘0’ to ‘1’.

If flash memory is composed of memory cells which have more than

two states, it is called multi-level cell (MLC) NAND flash memory, and two

or more bits of information can be stored on each cell, as shown in Fig-

ure 2(b). Even though the density of MLC NAND flash memory is higher

than that of SLC NAND flash memory, it requires more precise charge

placement and charge sensing (because of narrower voltage ranges for each

cell state), which in turn reduce the performance and endurance of MLC

NAND flash memory in comparison to SLC NAND flash memory.

2.2 NAND Flash Memory System Software

In order to overcome the physical limitations of NAND flash mem-

ory, such as the “erase-before-write” restriction and the limited P/E cycles,

a special software layer, called a flash translation layer (FTL), is usually

employed between flash memories and a host system [2, 3, 4, 5]. The FTL

emulates a normal block device on top of NAND flash memory, enabling us

to use NAND flash memory as a block device like hard disk drives without

any modifications to existing system software.

The FTL supports three kinds of functions: address mapping, garbage

collection, and wear-leveling. The address mapping function maps a logical

address from a host system to a physical address in NAND flash memory.

When there is an overwrite request from a host system, the FTL redirects the

request to a different free location in NAND flash memory, allowing us to

hide the “erase-before-write” restriction of NAND flash memory. In general,
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this update method is called an out-place update strategy. This out-place

update strategy generates lots of obsolete pages in NAND flash memory

which are old versions of newly written pages. In order to maintain free

space in NAND flash memory, the FTL has to employ a garbage collection

function [6] which reclaims obsolete pages in NAND flash memory. Finally,

the wear-leveling function [7] distributes the number of the P/E cycles of

blocks as evenly as possible. Without wear-leveling, blocks with frequently

updated data will be rapidly worn out over other blocks.

A flash file system is also widely deployed in many systems that use

NAND flash memory as a secondary storage device [8, 9]. The flash file

system directly accesses NAND flash memory without an intermediate soft-

ware layer like the FTL. Similar to the FTL, the flash file system supports

garbage collection and wear-leveling functions, so as to handle the physical

limitations of NAND flash memory. The flash file system has several ad-

vantages over the FTL. First, since the flash file system directly maps the

addresses of files to the physical locations of NAND flash memory, it is not

necessary to maintain additional mapping tables for address mapping, which

often require huge memory space. Second, various system-level optimiza-

tions are possible with the flash file system because it can easily obtain op-

erating system-level and device-level information. The main disadvantage

of the flash file system is the lack of interoperability. In order to use the

flash file system with a different operating system, it must be rewritten or be

ported to a target system. For this reason, most flash-based storage devices

use the FTL that provides a block device interface which is compatible with

a wide range of systems.
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2.3 NAND Flash-Based Storage Devices

Theoretically, a NAND flash chip with an 8-bit serial bus provides only

40 MB/s for reads and 13 MB/s for writes. This means that the bandwidth of

a single flash chip is seriously limited. Moreover, this performance is further

reduced with MLC NAND flash memory. In order to overcome the limited

performance of a single flash chip, flash-based storage devices utilize the

parallelism of multiple NAND flash chips.

Figure 3 shows a simplified diagram of typical NAND flash-based stor-

age devices [10], consisting of a microprocessor, flash bus controllers, sev-

eral flash chips, and a host interface module. The FTL running on the mi-

croprocessor receives host commands (e.g., reads and writes) through the

host interface module from the host system, and then issues several flash

I/O commands to the flash bus controllers. The flash bus controllers handle

Figure 3: A simplified diagram of typical NAND flash-based storage devices
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multiple I/O commands simultaneously. Thus, it is possible to achieve much

higher performance than utilizing a single NAND flash chip, providing the

aggregate bandwidth of multiple flash chips with the host system.

2.4 Related Work

As explained in Chapter 1, there have been lots of studies on a variety

of system levels, including firmware, a flash controller, and device logics

in a NAND flash chip. However, considering the rapidly decreasing perfor-

mance and lifetime of recent high-density NAND flash memory, those tradi-

tional techniques are inefficient to offer a high performance storage device

with a reasonable lifetime to end-users. For this reason, more advanced so-

lutions that further improve storage performance and lifetime are attracting

considerable attention from both academia and industry.

In this section, we briefly describe two kinds of state-of-the-art tech-

niques, the SLC/MLC hybrid technique [11, 12] and the write traffic reduc-

tion technique [13, 14], which are highly related to the proposed techniques

in this dissertation. The SLC/MLC hybrid technique is proposed to build

high-performance and high-endurance storage devices with a high capac-

ity by taking advantage of two different types of NAND flash memory, i.e.,

SLC and MLC flash memories. On the other hand, the write traffic reduc-

tion techniques are proposed to improve the performance and/or lifetime of

storage devices by reducing the amount of write traffic to flash memory.
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2.4.1 SLC/MLC Hybrid Techniques

Chang first presented a hybrid approach to flash-based solid-state drives

(SSDs), called HybridSSD [11], which combines one single SLC flash chip

and a number of MLC flash chips with intelligent flash management algo-

rithms, so as to provide both fast I/O response time and high storage capac-

ity. The basic idea of HybridSSD is to store small and frequently updated

data in a small SLC flash chip while using large MLC flash chips for storing

bulk data. This improves random I/O performance, while providing a large

storage capacity with relatively low-cost per byte.

Im et al. presented a flash translation layer, called ComboFTL, for

Flex-OneNAND, which combines two types of flash memory cells, i.e., SLC

and MLC cells, into one flash chip [12]. ComboFTL enables storage design-

ers to change the sizes of SLC and MLC regions at the design time depend-

ing on users’ requirements by exploiting the dynamic reconfiguration func-

tion of Flex-OneNAND. Similar to HybridSSD, ComboFTL writes many

hot data to the SLC region while writing bulk data to the MLC region. Com-

boFTL further improves HybridSSD in several aspects by employing more

efficient hot/cold separation and garbage collection algorithms.

In these approaches, however, it is difficult to provide performance

close to pure SLC flash memory because they only use small SLC flash

memory to achieve a cost benefit. For example, when a large amount of data

are issued for writing to a storage device, the I/O performance is limited to

that of MLC flash memory because all of the requested data must be sent to

MLC flash chips due to the limited capacity of an SLC flash chip. FlexFS
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can handle this case efficiently by flexibly increasing the size of the SLC

region. Furthermore, FlexFS offers a more cost-effective storage solution to

end-users over existing approaches because it is based on pure MLC NAND

flash memory. Consequently, a more efficient storage device, in terms of

performance and capacity, can be realized with FlexFS, in comparison with

existing SLC/MLC hybrid approaches.

2.4.2 Write Traffic Reduction Techniques

Data Deduplication Techniques: The content-aware SSD (CA-

SSD) is proposed to employ data deduplication for internal data manage-

ment in NAND flash-based storage devices [13]. CA-SSD divides data into

non-intersecting chunks and then obtains a hash value for each chunk using

a cryptographic hash function, e.g., SHA1 and MD5. The hash value is used

as a unique identification for each chunk, allowing CA-SSD to store only

one copy of each unique chunk by removing redundant writes to the unique

chunk that already has been written to data storage. CA-SSD exploits the

value locality (VL) and the temporal value locality (TVL) of I/O references.

The value locality implies that certain data values are likely to be accessed

frequently. The temporal value locality means that if a certain value is ac-

cessed now, it is likely to be accessed again in the near future. By leveraging

both the value locality and the temporal value locality, CA-SSD reduces the

amount of write traffic sent to a storage device with a relatively small hash

table. It also enables high-speed in-line deduplication with little computa-

tion overhead by modifying the FTL and employing a cryptographic hard-

ware.
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The context-aware FTL (CA-FTL) is another data deduplication tech-

nique for flash-based storage devices [14]. Unlike CA-SSD, CA-FTL is pro-

posed to build more cost-effective flash-based devices which are based on

software-based deduplication. Since the hash calculation and searching of

CA-FTL is not accelerated by a specialized hardware module, it has nega-

tive performance impacts, resulting in significant performance degradation.

In order to retain high data access performance, therefore, CA-FTL is de-

signed with a set of acceleration techniques that reduce the runtime over-

head and minimize the performance impact caused by extra computational

cost.

The proposed BlueZIP technique removes frequently observed bit pat-

terns within data blocks by using lossless compression, reducing the amount

of data physically transferred from/to NAND flash memory. On the other

hand, the deduplication techniques (e.g., CA-SSD and CA-FTL) reduce the

amount of write traffic sent to storage devices by preventing duplicate blocks

from being written to NAND flash memory. Data deduplication and lossless

compression are orthogonal to each other, and thus they can be applied in

the same storage device simultaneously for further improving storage per-

formance and lifetime.

Lossless Compression Techniques: Lossless data compression is

one of the promising approaches that reduce the amount of write traffic

sent to storage devices. A flash compression layer (FCL) and zFTL are pro-

posed to take advantage of lossless compression in improving the lifetime

of NAND flash-based storage devices [15, 16]. FCL and zFTL also help to

improve the overall I/O performance by leveraging the hardware-assisted
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compression units, which requires a relatively short time for compressing

requested data. For hardware compression, the X-Match-based compression

algorithm is chosen, which is widely used for main memory compression.

In particular, these two techniques consider the internal fragmentation prob-

lem which occurs when the size of compressed data is smaller than that of

a page. They resolve this fragmentation problem by employing an internal

packing scheme which groups several compressed pages together and then

writes them to one physical page at once.

FCL and zFTL are seriously limited in their contributions over our

BlueZIP in many aspects. First, FCL does not consider software design is-

sues, such as address mapping and garbage collection, which arise when

lossless data compression is adopted in NAND flash-based storage devices.

Second, FCL and zFTL do not address important hardware design issues,

such as hardware design complexity, a compression ratio of a hardware com-

pression algorithm, and hardware/software integration. Third, there are no

considerations of interactions between compression software and hardware

layers for more optimized designs. Finally, these techniques do not take into

account performance overheads and size expansion problems caused by use-

less compression for incompressible data.
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Chapter 3

FlexFS: A Flexible Flash File System

3.1 Motivation

In MLC NAND flash memory, it is possible to use SLC-mode program-

ming, allowing a multi-level cell to be used as a single-level cell. To under-

stand the implications of SLC-mode programming, it is necessary to know

the overall architecture of a flash memory array. Figure 4 illustrates the ar-

ray of flash memory cells which forms a flash memory block. We assume

that each cell is capable of holding two bits. For a description purpose, this

figure does not show all the elements, such as source and drain select gates,

which are required in a memory array. (For a more detailed description, see

references [17, 1].)

As shown in Figure 4, the memory cells are arranged in an array of

rows and columns. The cells in each row are connected to a word line (e.g.,

WL(0)), while the cells in each column are coupled to a bit line (e.g., BL(0)).

These word and bit lines are used for read and write operations. During a

write operation, the data to be written (‘1’ or ‘0’) is provided at the bit line

while the word line is asserted. During a read operation, the word line is

again asserted, and the threshold voltage of each cell can then be acquired

from the bit line.

Figure 4 also shows the conceptual structure of a flash block corre-
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Figure 4: An organization of an MLC flash memory array

sponding to an MLC NAND flash memory array. The size of a page is de-

termined by the number of bit lines in the memory array, while the number

of pages in each flash block is twice the number of word lines because two

different pages share the memory cells that belong to the same word line.

These two pages are respectively called the least significant bit (LSB) page

and the most significant bit (MSB) page. As these names imply, each page

only uses its own bit position of a bit pattern stored in a cell. This is possi-

ble because each memory cell stores two bits, for example, one bit for the

LSB page and the other for the MSB page. Thus, if a block has 128 pages,

there are 64 LSB and 64 MSB pages. A memory cell in an erased state is

interpreted as a logical ‘11’. When a logical ‘0’ is programmed to the LSB

position of the cell, the cell will then have a bit pattern of ‘10’, which is

interpreted as a logical ‘0’ for the LSB page. If the MSB position is then
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programmed as ‘0’, the bit pattern will change to ‘00’.

In MLC NAND flash memory, LSB pages must be programmed before

their corresponding MSB pages 1. When data are written to a certain LSB

page, the distribution of the threshold voltages of cells becomes similar to

that of SLC flash memory as illustrated in Figure 2(a). Then, when data

are written to the corresponding MSB page, all available four states in cells

are fully utilized, so the threshold voltage distribution is changed to that

shown in Figure 2(b). Because of this programming mechanism of MLC

flash memory [18], if LSB pages in a block are only used for writing data,

that block becomes similar to a block in SLC flash memory in terms of

performance and capacity. For example, the performance characteristic of

the block is improved, but its capacity is reduced by half in comparison

with MLC flash memory. On the other hand, if both LSB and MSB pages

in a block are used for writing data, its physical characteristics remain the

same as those of MLC flash memory. Note that the similar programming

mechanism is also used in recent 3-bit MLC flash memory [19].

As expected, in flexible programming, SLC-mode programming is re-

alized by writing data to only LSB pages in a block. Conversely, MLC-

mode programing is made by using both LSB and MSB pages for writing

data. Furthermore, the datasheets of NAND flash chips specify the offsets

of LSB and MSB pages in a block, and thus two different types of pages can

be accessed by the primitive I/O operations of NAND flash memory, such as

a page read or page write operation. Therefore, SLC-mode and MLC-mode

1The programming order of LSB and MSB pages can be exchanged depending on flash

memory manufacturers.
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KFXXGH6X4M [20] MT29F8G08AAA [21]

MLCLSB MLCBOTH MLCLSB MLCBOTH

Read (page) 409 403 375 405

Write (page) 431 994 421 834

Erase (block) 872 872 1581 1581

Table 1: A performance comparison of different types of programming

modes (unit: µsec)

programming is easily controlled by system software such as a file system

at runtime.

Table 1 compares the performance of two different types of program-

ming modes with that of pure SLC flash memory. We used two different

MLC NAND flash chips: Samsung’s KFXXGH6X4M [20] and Micron’s

MT29F8G08AAA [21]. The MLCLSB column shows the read and write re-

sponse times when only LSB pages are used, whereas the MLCBOTH col-

umn shows the performances when both LSB and MSB pages are used.

All the data were measured in a block device driver. As shown in Table 1,

there were no significant performance differences between page read and

block erase operations. However, the write performance was greatly im-

proved with MLCLSB, which was almost equal to that of pure SLC flash

memory fabricated at the same process.

This high write performance of SLC-mode programming is the main

motivation of FlexFS. Our primary goal is to design and implement a new

flash file system, FlexFS, which efficiently exploits flexible programming,

so as to achieve the high performance of SLC-mode programming while

providing the same storage capacity as MLC NAND flash memory using

MLC-mode programming.
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Figure 5: A layout of flash blocks in FlexFS

3.2 Design and Implementation of FlexFS

In this section, we describe how FlexFS deals with different types of

memory cells. Then, we introduce a baseline approach to exploit flexible

programming in order to illustrate the need for better policies, which will be

introduced in detail in the following section.

3.2.1 Design Overview

FlexFS is based on a JFFS2 file system [8], so its architecture is similar

to JFFS2, except for some features required to manage heterogeneous cells.

Figure 5 shows the layout of flash blocks in FlexFS and how it handles write

requests. We assume that the number of pages in a block is 128, and a page

size is 4 KB. These values will be used throughout the rest of this disserta-

tion. FlexFS logically divides the flash memory medium into two regions:

an SLC region and an MLC region. The SLC region is composed of SLC

blocks programmed by SLC-mode programming, and the MLC region con-
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sists of MLC blocks programmed by MLC-mode programming. If a block

does not contain any data, it is called a free block. In FlexFS, a free block is

neither an SLC block nor an MLC block; its type is determined when data

are written into it later. For simplicity’s sake, we assume that the size of a

free block is the same as that of an SLC block. Regardless of the number of

SLC, MLC, or free blocks, FlexFS provides the maximum capacity of MLC

flash memory to end-users.

When a write request arrives, FlexFS decides the type of a region to

which data are to be written and stores data temporarily in a proper write

buffer, which is separately managed for two different regions. This tempo-

rary buffering is necessary because the unit of read and write operations is

a page in flash memory. FlexFS performs write operations in a similar fash-

ion to other log-structured file systems [8, 9, 22], except that two log blocks

(one for the SLC region and the other for the MLC region) are reserved for

writing. When data are evicted from the write buffer, FlexFS writes them to

the log block of a corresponding region using a proper programming mode.

If existing data are updated in flash memory, the old version of the data is

first invalidated, while the new data are appended to the free space of a log

block. The space occupied by the invalid data is reclaimed by garbage col-

lection later (see Section 3.4).

When a read request arrives, FlexFS first sees if write buffers contain

requested data. If so, the data in the write buffer are transferred to a page

cache; otherwise, FlexFS searches an inode cache to find a physical address

for the requested data. The inode cache maintains inode numbers and physi-

cal locations of data belonging to each inode. If the physical address for the
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(a) Initial state (b) Copy & Erase (c) Final state

Figure 6: An overall step of free-space reclamation

required data is found in the inode cache, FlexFS reads the data from that

address, regardless of the type of a block in which the data are stored.

FlexFS has a special operation, called free-space reclamation, which

moves valid pages in SLC blocks to MLC blocks to expand available free

space in flash memory. Figure 6 shows how free-space reclamation increases

available free space. Initially, there are two SLC blocks and one free block.

We assume that SLC blocks contain only valid pages. To create free space,

FlexFS copies 128 pages in two SLC blocks to the free block using MLC-

mode programming. The free block accordingly becomes a new MLC block.

Then, two SLC blocks are erased and become free blocks. As a result, free-

space reclamation frees up one block, increasing available free space.

3.2.2 Baseline Approach and Its Limitation

The major objective of FlexFS is to support both high performance and

high capacity in MLC flash memory. A simplistic solution, which we call

the baseline approach, is to write all the incoming data to the SLC region to
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maximize the I/O performance. When there are no available free blocks, the

baseline approach initiates free-space reclamation so that more free space

becomes available for subsequent write requests. By doing so, it can guar-

antee the maximum capacity of MLC NAND flash memory.

This baseline approach is quite simple, but it incurs a significant per-

formance penalty. For example, if the amount of data stored in flash memory

approaches half of its maximum capacity, all the free blocks are exhausted.

This is because the capacity of an SLC block is half that of an MLC block.

At this point, FlexFS must perform free-space reclamation on demand to

make free space, suspending user I/O requests. The requested data then can

be written to the newly reclaimed free space. This on-demand free-space

reclamation incurs a great performance penalty. As shown in Figure 6, for

the free space of 256 KB to be reclaimed, FlexFS needs to move the data

of 512 KB to the MLC region. Due to this high migration cost, I/O perfor-

mance becomes lower than that of MLC flash memory. As a result, we need

to devise techniques that eliminate or reduce this high migration cost.

3.3 Migration Overhead Reduction Techniques

To reduce or hide the overhead associated with free-space reclamation,

in this dissertation, we propose three techniques: background free-space

reclamation, dynamic allocation, and locality-aware data management. The

background free-space reclamation technique exploits the times when the

system is idle to hide the free-space reclamation overhead. This technique

is effective for many mobile embedded systems (e.g., mobile phones) which
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Figure 7: An overview of background free-space reclamation

have long idle time. The dynamic allocation technique, on the other hand,

is aimed at systems with less idle time. By redirecting part of the incom-

ing data to the MLC region depending on available idle time, it reduces the

amount of data that is written into the SLC region, which in turn reduces

free-space reclamation overheads. The third is a locality-aware data man-

agement technique which exploits the locality of I/O accesses to improve

the efficiency of free-space reclamation. We will now look at these three

techniques in more detail.

3.3.1 Background Free-Space Reclamation Technique

Figure 7 shows the overall process of the background free-space recla-

mation. In this figure, the X-axis shows the time and the Y-axis gives the

type of job being performed by the file system. A foreground job represents

I/O requests issued by applications. Tbusy is a time interval during which the

file system is too busy to process foreground jobs, and Tidle is an idle inter-

val. During this idle time FlexFS can move data from the SLC region to the

MLC region, freeing many blocks. These free blocks can then be used as

SLC blocks to store data.
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In designing background free-space reclamation, there are two impor-

tant issues: First, it is important to minimize the delay in response time Tdelay

inflicted on foreground tasks by the background free-space reclamation. For

example, in Figure 7, an I/O request arrives at t1, but it cannot proceed until

t2 because of interference from the free-space reclamation. Thus, Tdelay is t2

- t1. To reduce this delay, FlexFS monitors the I/O subsystem, and suspends

the background free-space reclamation process if there is an I/O request.

The unit of data migration is set to a single page. Therefore, the maximum

delay in response time is less than the time required to write a single page to

the MLC region (i.e., 994 us) theoretically. In addition, free-space reclama-

tion runs as an independent kernel thread, which is executed at the lowest

CPU priority. This further reduces the probability that a foreground job is

delayed by free-space reclamation.

The second issue is when to initiate free-space reclamation. Our ap-

proach is based on a threshold; free-space reclamation is performed only

when there are no user I/O activities unless on-demand free-space reclama-

tion is required. FlexFS expects that there would be a long idle period if

an observed idle period is longer than a certain threshold value. Currently,

this threshold value, which is denoted by Twait , is set to 50 ms. This is long

enough to prevent significant response time degradation, while not losing

lots of chances of exploiting idle time.

3.3.2 Dynamic Allocation Technique

The background free-space reclamation technique works well when a

system has sufficient idle time. Otherwise, a performance penalty caused
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Figure 8: Idle time prediction in FlexFS

by free-space reclamation cannot be avoided. This can be ameliorated by

writing part of the incoming data into the MLC region, so as to reduce the

amount of data to be moved by free-space reclamation. Although this ap-

proach results in a lower I/O performance than SLC NAND flash memory,

it can prevent a significant performance degradation because of on-demand

free-space reclamation.

The dynamic allocator determines the amount of data that will be writ-

ten into the SLC region. Intuitively, it is clear that this must depend on how

much idle time there is in a given system. Since the amount of idle time

changes dynamically with user activities, we need to predict it carefully. Fig-

ure 8 illustrates the basic idea of our idle time prediction approach, which is

based on previous work [24]. In this figure, each time window represents the

period during which Np pages are written into flash memory. The dynamic

allocator stores measured idle times for several previous time windows, and

uses them to predict the idle time, T
pred
idle , for the next time window. The

value of T
pred
idle is a weighted average of the idle times for the latest 10 time

windows; the three most recent windows are given a higher weight to take

the recency of I/O pattern into account.
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If we know the value of T
pred
idle , we can use it to calculate an allocation

ratio, denoted by α, which determines how many pages will be written to

the SLC region in the next time window. The value of α can be expressed as

follows:

α =















1 if T
pred
idle ≥ Tmig

T
pred
idle

Tmig
if T

pred
idle < Tmig,

(3.1)

where Tmig = Np · (Tpage+T SLC
erase/S

SLC
p ), (3.2)

where T SLC
erase is the time required to erase an SLC flash block which contains

SSLCp pages. Tpage is the time interval required for one page to migrate from

the SLC region to the MLC region. Note that Tpage is decided at runtime by

measuring the time taken to copy a page. Therefore, Tmig is the migration

time, which includes the time taken to move all Np pages to the MLC region

and the time for erasing all used SLC blocks. If T
pred
idle ≥ Tmig, there is suf-

ficient idle time for free-space reclamation, and thus α = 1. Otherwise, the

value of α should be reduced so that less data is written into the SLC region,

as expressed by Eq. (3.1).

Once the value of α has been determined, the dynamic allocator tries

to distribute the incoming data across the different flash regions depending

on α. Therefore, the number of pages to be written into the SLC region,

NSLC
p , and the amount of data destined for the MLC region, NMLC

p , can be

expressed as follows:

NSLC
p = Np ·α, NMLC

p = Np · (1−α). (3.3)
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Figure 9: A comparison of the locality-unaware and locality-aware ap-

proaches

Finally, after writing all Np pages, the dynamic allocator calculates a new

value of α for the next Np pages.

3.3.3 Locality-aware Data Management Technique

FlexFS is based on a log-structured file system, and therefore it uses

the out-place update policy. Under this policy, hot data with a high update

frequency generates more outdated versions of itself than cold data, which

is updated infrequently. Our locality-aware data management technique ex-

ploits this characteristic to increase the efficiency of free-space reclamation.

Figure 9 compares the locality-aware and the locality-unaware approaches.

We assume that, at time t1, three cold pages p0, p2, and p3, and one hot page

p1, exist in the SLC region. Between t1 and t2, there are some idle periods,

and new pages p1, p4, p5, and p6 are written into the SLC region. Note

that p1 is rewritten because it contains hot data. In the case of the locality-

unaware approach shown in Figure 9(a), we assume that pages p0, p1, and

p2 are moved to the MLC region during idle time, but p3 cannot be moved
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because there is not enough idle time. Therefore, at time t2, there are five

pages in the SLC region. If the value of Np is 4, the value of α should de-

crease so that data will not accumulate in the SLC region. However, if we

consider the locality of the data, we can move p3 instead of p1 during idle

periods, as shown in Figure 9(b). Since p1 has a high locality, it is highly

likely to be invalidated by t2. Therefore, an unnecessary page migration for

p1 can be avoided, and only four pages remain in the SLC region. In this

case, we need not to reduce the value of α, and more data will be written

into the SLC region.

Using this observation, Eq. (3.2) can be rewritten as follows:

Tmig = (Np−Nhot
p ) · (Tpage+T SLC

erase/S
SLC
p ), (3.4)

where Nhot
p is the number of page writes for hot pages stored in the SLC

region. For instance, in the above example, Nhot
p is 1. Because we only need

to move Np - Nhot
p pages into the MLC region, the value of Tmig can be

reduced, allowing an increase in α for the same amount of idle time.

To exploit the locality of I/O references, there are two questions to

answer. The first is to determine the locality of a given data. To know the

hotness of data, FlexFS uses a 2Q-based locality detection technique [25],

which is widely used in the Linux operating system. This technique main-

tains a hot and a cold queue, each containing a number of nodes. Each node

contains the inode number of a file. Nodes corresponding to frequently ac-

cessed files are stored on the hot queue, and the cold queue contains nodes

for infrequently accessed files. The locality of a given file can easily be de-
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termined from queue in which the corresponding node is located.

Second, FlexFS should be modified so that they take the locality of data

into account. FlexFS tries to select an SLC block containing cold data as a

victim, and an SLC block containing hot data is not selected as a victim un-

less very few free blocks remain. Since a single block can contain multiple

files which have different hotness, FlexFS calculates the average hotness of

each block as the criterion, and chooses a block whose hotness is lower than

the middle. It seems better to choose a block containing only cold pages as a

victim block; if there are only a few bytes of hot data in a victim, this results

in useless data migrations for hot data. However, this approach incurs the

delay in reclaiming free blocks because even if the small amount of hot data

is stored on a block, the block will not be chosen as a victim.

FlexFS writes as much hot data to the SLC region as possible in order

to increase the value of Nhot
p . The dynamic allocator also calculates a new

value of α after Np pages have been written and, for this purpose, the value

of Nhot
p for the next time window need to be known. Similar to the approach

used in our idle time prediction, we count how many hot pages were written

into the SLC region during the previous 10 time windows, and use their

average hotness value as Nhot
p for the next time window. The value of Nhot

p

for each window can be easily measured using an update variable, which is

incremented whenever a hot page is sent to the SLC region.
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3.4 Garbage Collection

Unlike free-space reclamation that makes reuse wasted or invalid pages

in the SLC region, garbage collection in FlexFS is responsible for creating

free space by reclaiming invalid pages in the MLC region. The overall pro-

cedure of garbage collection is the same as that in conventional file systems,

but similar to free-space reclamation, FlexFS exploits idle time to hide the

overhead caused by garbage collection from end-users. To reduce the re-

quirement for extra I/O operations, only blocks that hold a small number of

valid pages (e.g., smaller than 12 pages) are chosen for garbage collection

except when available free space is nearly exhausted.

3.5 Experimental Results

In order to evaluate the efficiency of the proposed techniques on a real

platform, we implemented FlexFS on Linux 2.6.25.14 kernel. Our hardware

system was the custom flash development board shown in Figure 10, which

was based on TI’s OMAP2420 processor (running at 400 MHz) with a 64

MB SDRAM. The experiments were performed on Samsung’s KFXXGH6X4M-

series 1-GB flash memory [20], which was connected to one of the NAND

sockets shown in Figure 10. The size of each page was 4 KB and there were

128 pages in a block.

In order to evaluate FlexFS objectively, we used two different work-

loads, including synthetic and real-world workloads. In Section 3.5.1, we

present experimental results from synthetic workloads and, in Section 3.5.2,

we evaluate FlexFS using real-world I/O traces from mobile phones.

35



Figure 10: A snapshot of a flash development board used for experiments

3.5.1 Experiments with Synthetic Workloads

Overall Throughput: Table 2 summarizes the configurations of the

four schemes that we used for evaluating the throughput of FlexFS. In the

baseline scheme, all the data is first written into SLC blocks, and then com-

pulsorily moved to MLC blocks only when fewer than five free blocks re-

main. Three other schemes, BM, DA, and LA, use techniques to reduce the

overhead of free-space reclamation. For example, the BM scheme uses only

the background free-space reclamation technique, while the LA scheme uses

all three proposed techniques. In all the experiments, Twait was set to 50 ms

and Np was 1024 pages. To focus on the performance implications of each

scheme, the wear management scheme was disabled.
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Schemes Baseline BM DA LA

Background free-space reclamation × © © ©
Dynamic allocation × × © ©

Locality-aware × × × ©

Table 2: A summary of the FlexFS configurations used for the performance

evaluations

All the schemes were evaluated on three synthetic benchmark pro-

grams: Idle, Busy, and Locality. They were designed to characterize several

important properties, such as the idleness of the system and the locality of

I/O references, which give significant effects on the performance of FlexFS.

The Idle benchmark mimics the I/O access patterns that occur when suffi-

cient idle time is available in a system. For this purpose, the Idle benchmark

writes about 4 MB of data (including metadata) to flash memory every 25

seconds. The Busy benchmark generates 4 MB of data to flash memory ev-

ery 10 seconds, which only allows the I/O subsystem small idle times. The

Locality benchmark is similar to Busy, except that about 25% of the data is

likely to be rewritten to the same locations, so as to simulate the locality of

I/O references that occurs in many applications. All the benchmarks issued

write requests until about 95% of the total MLC capacity has been used. To

speed up the evaluation, we limited the capacity of flash memory to 64 MB

using the MTD partition manager [26].

Figure 11 compares the throughput of Baseline and BM with the Idle

benchmark. The throughput of Baseline is significantly reduced close to

100 KB/s when the utilization approaches 50%, because before writing the

incoming data, the data migrator should make enough free space in the

SLC region, incurring a noticeable performance degradation. However, BM
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Figure 11: A performance comparison of Baseline and BM with the Idle

benchmark

achieves the same performance as SLC flash memory until the utilization

exceeds 94%. Since the Idle benchmark allows FlexFS a lot of idle time

(about 93.6% of the total execution time), it should be possible to reclaim

a sufficient number of free blocks before new write requests arrive and re-

quire them. When the utilization reaches 94%, the performance of BM is

significantly reduced because almost all of the available blocks is occupied

by valid data, and fewer than 5 free blocks remain available.

Figure 12 compares the performance of BM and DA while running the

Busy benchmark. In this evaluation, BM shows a better throughput than DA

when the utilization is less than 67%. However, its performance quickly de-

clines because the idle time is insufficient to allow BM to generate enough

free blocks to write to the SLC region. DA does exhibit a stable write per-

formance, regardless of the utilization of flash memory. At the beginning of

the run, the value of α is initially set to 1.0 so that all the incoming data is
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Figure 12: A performance comparison of BM and DA with the Busy bench-

mark

written to the SLC region. However, since insufficient idle time is available,

the dynamic allocator adjusts the value of α to 0.5. DA then writes some of

the arriving data directly to the MLC region, avoiding a significant drop in

performance.

Figure 13 shows the performance benefit of the locality-aware approach

using the Locality benchmark. Note that Locality has the same amount of

idle time compared as the Busy benchmark. LA achieves 7.9% more write

performance than DA by exploiting the locality of I/O references. The over-

all write throughput of LA is 2.66 MB/s while DA gives 2.45 MB/s. The LA

scheme also starts with an α value of 1.0, but that is reduced to 0.5 because

the idle time is insufficient. However, after detecting a high degree of local-

ity from I/O references, α is partially increased to 0.7 by preventing useless

data migrations of hot data, and more data can then be written into the SLC

region.
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Figure 13: A performance comparison of DA and LA with the Locality

benchmark

Response Time: Free-space reclamation is performed in background,

so as to hide the reclamation overhead from end-users. FlexFS performs

free-space reclamation when the observed idle time is longer than a certain

threshold value, expecting that there will be a long idle time. To understand

the effect of free-space reclamation on performance, we measured the write

latencies of FlexFS while changing the threshold value from 0 to ∞ msec. If

the threshold value is 0, FlexFS performs free-space reclamation when there

are data in the SLC region, regardless of the existence of the idle time. Con-

versely, if the threshold value is ∞, free-space reclamation is never triggered.

We executed a workload generator that issues 4 KB writes according to the

Pareto distribution, which is usually used to model I/O traffic. To simulate a

write-intensive workload, the average inter-arrival time of requests is set to

10 msec, and the standard deviation is about 110 msec.

Figure 14 shows our evaluation results, which summarizes the maxi-
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Figure 14: Max/avg/min response times with varying threshold values

mum, the minimum, and the average I/O response times depending on dif-

ferent threshold values. When the threshold value is 0, the average write re-

sponse time is 1.5 times longer than that without space reclamation (i.e., ∞).

In particular, the maximum response time is increased to 91.7 ms. However,

the write response time becomes similar to that with no free-space reclama-

tion when the threshold value is longer than 50 ms.

3.5.2 Experiments with Mobile Workloads

Generating Mobile Workloads: In addition to the synthetic work-

loads discussed in Section 3.5.1, which were designed to evaluate one aspect

of FlexFS at a time, we evaluated FlexFS using I/O traces collected from a

real-world mobile platform to assess the performance of FlexFS with mo-

bile applications.

To collect and replay I/O traces from real applications, we developed
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Application Description

SMS Send short messages

Address book Register / modify / remove addresses

Memo Write a short memo

Game Play a puzzle game

MP3 player Download 6 MP3 files (total 18 MB)

Camera Take 9 pictures (total 18 MB)

Table 3: Descriptions of applications used for evaluations

a custom mobile workload generation environment based on the Qtopia

Phone Edition [34], which includes representative mobile applications such

as PIMS, SMS, and media players. This environment includes three tools:

a usage pattern generator, an I/O tracer, and a replayer. The usage pattern

generator automatically executes mobile applications as if the user is actu-

ally interacting with applications during runtime. The I/O tracer captures

I/O system calls (e.g., fopen, fread, and fwrite) while running the usage pat-

tern generator on the Qtopia platform, and then stores collected traces in a

log file. The replayer uses this log file to replay the I/O requests in our de-

velopment board. Note that this log file allows us to repeat the same usage

patterns for different system configurations.

For the evaluation, we executed the several mobile applications shown

in Table 3 on our workload generation environment for 30 minutes. We fol-

lowed a representative usage profile of mobile users reported in [27] except

that more multimedia data was written in order to simulate data download-

ing scenario. The trace includes 43,000 read and write requests. About 5.7

MB was read from flash memory and about 39 MB was written.

Evaluation Results: In order to find out whether FlexFS can achieve
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Response time Throughput

Read Write Write

(us) (us) (MB/s)

FlexFSSLC 34 334 3.02

FlexFSMLC 37 345 2.93

JFFS2 36 473 2.12

Table 4: A performance comparison of FlexFSMLC and FlexFSSLC under

mobile workloads

SLC-like performance, we evaluated the performance of two FlexFS con-

figurations, FlexFSMLC and FlexFSSLC. FlexFSMLC is the proposed FlexFS

configuration using both SLC-mode and MLC-mode programming, while

FlexFSSLC mimics SLC flash memory by using only SLC-mode program-

ming. To know the performance benefits of FlexFSMLC, we evaluated JFFS2

file system on the same hardware. In this subsection, we will focus on the

performance aspect only because the capacity benefit of FlexFSMLC is clear.

For FlexFSMLC, Np to 1024 pages and Twait to 50 ms. We assumed a total

capacity of 512 MB, the maximum of 10,000 erase cycles for a block, and

the minimum lifetime of 3 years.

Table 4 compares the response time and the throughput of FlexFSMLC,

FlexFSSLC, and JFFS2. The response time was an average over all the I/O

requests in the trace file, but the throughput was measured when writing a

large amount of data, such as MP3 files. Compared to JFFS2, FlexFSMLC

achieves 28% smaller I/O response time and 28% higher I/O throughput.

However, the performance difference between FlexFSMLC and JFFS2 is no-

ticeably reduced compared to the difference shown in Table 1 because of

computational overheads introduced by each file system. JFFS2 as well as

43



Figure 15: Changes in the number of SLC and MLC blocks with a mobile

workload in FlexFSMLC

FlexFSMLC requires additional processing time for managing internal data

structures, such as block lists, a metadata, and an error detecting code, which

results in the reduction of the performance gap between two file systems.

The performance of FlexFSMLC is very close to that of FlexFSSLC. The

response times of FlexFSMLC are 10% and 3.2% slower for reads and writes,

compared with FlexFSSLC. The I/O throughput of FlexFSMLC is 3.4% lower

than that of FlexFSSLC. This high I/O performance of FlexFSMLC can be

attributed to the sufficiency of idle time in the trace. Therefore, FlexFSMLC

can write most incoming data into the SLC region, improving the overall

I/O performance.

The graph in Figure 15 shows in more detail how FlexFSMLC achieves

I/O efficiency. We counted the number of each type of block every 30 sec-

onds. In the graph, the regions around 840 seconds clearly demonstrate

the effectiveness of the proposed techniques. Starting from 750 seconds,

many MP3 files of about 18 MB are intensively written into flash memory.
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FlexFSMLC can write all this data into the SLC region because the idle time

predictor in the dynamic allocator predicts there will be enough idle time,

which allows aggressive writes to the SLC region.

From our observations on the representative mobile workloads, there

are two distinctive characteristics in I/O access patterns. First, many mobile

embedded systems such as mobile phones and smart phones are likely to

have sufficient idle time; the average idle time accounts for about 89% of the

total execution time. Second, most data is intensively written to flash mem-

ory within a short time interval. As the experimental results show, FlexFS

is effectively designed for dealing with such characteristics, and thus can

achieve the I/O performance close to SLC flash memory.
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Chapter 4

Performance and Lifetime

Improvement Techniques for FlexFS

4.1 Motivation

FlexFS achieves fast I/O performance close to SLC NAND flash mem-

ory with the high capacity of MLC NAND flash memory. However, FlexFS

has the following serious limitations.

First, FlexFS cannot efficiently exploit a plenty of idle time available

in mobile and desktop systems. As pointed out in Section 3.2.2, FlexFS

starts to write some or all of the incoming data to an MLC region using

MLC-mode programming when there are lots of write requests during a rel-

atively short time period, so as to prevent significant performance degrada-

tion caused by the exhaustion of available free space. Unfortunately, this de-

cision is often premature, and thus lots of requested data are unnecessarily

written to an MLC region, degrading the overall performance of a storage

device.

Second, FlexFS invokes free-space reclamation as early as possible

whenever available idle time is observed, so as to maintain sufficient free

space in file system. However, this early free-space reclamation often in-

curs lots of useless data migration (which turn out to be unnecessary later),
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thereby reducing the storage lifetime uselessly.

Third, FlexFS requires frequent data movements from an SLC region

to an MLC region for performance and capacity reasons. These data move-

ments can incur a large number of extra block erase operations, shortening

the lifetime of a flash-based storage device. This lifetime problem must be

properly addressed so that a reasonable storage lifetime can be supported.

In this chapter, we propose two kinds of optimization techniques for

FlexFS: a dynamic free-space management (DFM) technique and a dynamic

lifetime management (DLM) technique. DFM mitigates the performance

problem caused by the premature decision for MLC-mode programming

and the lifetime problem incurred by early free-space reclamation. DLM

resolves the lifetime problem caused by frequent data migration from an

SLC region to an MLC region, and makes it possible to provide a reasonable

storage lifetime.

4.2 Dynamic Free-Space Management

As discussed in Section 3.3, FlexFS reclaim as much free space as pos-

sible during idle time. In this dissertation, this approach is called early free-

space reclamation in that it creates free space as early as possible whenever

available idle time is observed until no data in the SLC region are left.

Even though early free-space reclamation helps us to keep a large amount

of free space, it frequently incurs useless free-space reclamation that moves

the data to be invalidated soon to the MLC region. Figure 16(a) shows use-

less free-space reclamation problem. Early free-space reclamation moves
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(a) Early free-space reclamation (b) Delayed free-space reclamation

Figure 16: A comparison of early free-space reclamation and delayed free-

space reclamation

data to the MLC region right after they are written to the SLC region. How-

ever, many of them are updated or deleted in the MLC region, so the mi-

gration of those data turns out to be useless. Free-space reclamation re-

quires many block erase operations. Thus, useless free-space reclamation

adversely affects the lifetime of a flash device.

To resolve such a lifetime problem, FlexFS employs a delayed free-

space reclamation policy that delays free-space reclamation as long as pos-

sible so that many data are invalidated in the SLC region. As shown in Fig-

ure 16(b), delayed free-space reclamation does not trigger free-space recla-

mation unless available free space becomes smaller than a certain amount

of free space Fmax. Many studies claimed that a storage device is not always

full and a large amount of storage space remains free [28, 29, 30]. FlexFS

uses this free space as the SLC region for storing incoming data temporar-

ily, keeping them in the SLC region for a long time. Many data could be

invalidated before moving to the MLC region, so lots of useless free-space

reclamation can be eliminated. If free-space reclamation is required, FlexFS

chooses infrequently updated data as victim data for free-space reclamation.
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This helps us to further reduce the migration overhead caused by free-space

reclamation.

In FlexFS, most of free space is used for the SLC region, but sufficient

spare free space must be maintained to write requested data to the SLC re-

gion. If free space is not sufficient enough, on-demand free-space reclama-

tion inevitably occurs as pointed out before. In this dissertation, the maxi-

mum amount of free space that must be maintained in flash memory is de-

noted by Fmax. If available free space is smaller than Fmax, free-space recla-

mation is performed like early free-space reclamation so that the free space

of Fmax is to be available as soon as possible. Fmax must be carefully decided

because it greatly affects not only storage performance but also its lifetime.

If Fmax is too large, useless free-space reclamation is frequently conducted

like early free-space reclamation. If Fmax is too small, performance degra-

dation caused by on-demand free-space exhaustion is frequently observed.

Thus, our goal is to maintain Fmax as small as possible so long as on-demand

free space exhaustion does not occur. In the following subsection, we de-

scribe how FlexFS determines Fmax.

With DFM, FlexFS does not use the dynamic allocation policy, which

is described in Section 3.3.2. Instead, FlexFS writes all of the incoming data

to the SLC region, assuming that available idle time is sufficient enough to

move the data in the SLC region to the MLC region. This assumption is

generally true; in our observation, most mobile and desktop systems exhibit

a considerable amount of idle time (e.g., average idle time is 83%-98%).

Note that the case where the amount of idle time is not enough is discussed

in Section 3.2.3.
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4.2.1 Determination of Fmax

We first analyze two important characteristics of I/O traffic, including

the amount of written data and the amount of available idle time, that have a

great effect on the determination of Fmax. Figure 17 displays the amount of

data written per second and the percentage of available idle time per second,

both of which are observed in a laptop PC. As shown in Figure 17, a storage

device is usually in an idle state for a significant amount of time, which is

denoted by idle0 and idle1. Conversely, a large amount of data is written to

a storage device during a short time period, which is denoted by busy0 and

busy1. These idle and busy periods are irregularly repeated over time.

The observation in Figure 17 gives an important clue to deciding Fmax.

Suppose that the amount of free space required for storing the data issued

during busy1 is F1. Given sufficient idle time, FlexFS can reclaim the free

space F1 required for busy1 during available idle periods (e.g., idle0 in Fig-

ure 17). Once sufficient free space is obtained, it is not necessary to fur-

ther perform free-space reclamation because more free space will be not re-

quired. Suppose further that there are (n+1) busy/idle periods, busy0, idle0,

..., busyn, idlen, and FlexFS performs free-space reclamation to create the

exact amount of free space F0, ..., Fn for the respective busy periods busy0,

..., busyn. All the incoming data can be written to the SLC region without

on-demand free-space exhaustion and there is little useless free-space recla-

mation.

If the amount of free space for future busy periods is known in advance,

FlexFS can control Fmax so that the exact amount of free space is prepared
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Figure 17: Characteristics of I/O traffic in a laptop PC
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Figure 18: Determination of Fmax by monitoring busy and idle periods

for the next busy period. However, it is difficult to predict free space for

future busy periods because write traffic and idle time vary greatly over

time. For this reason, FlexFS determines Fmax in a conservative manner; it

chooses the largest amount of free space required for past busy periods as

Fmax, expecting that the free space required for future busy periods would

be not larger than the largest one previously observed.

Figure 18 illustrates how FlexFS determines Fmax by referring to the

history of I/O traffic. Assume that the unit time interval is one second. At a

certain time t, Rw(t) is the amount of written data to the SLC region and

Rmig(t) is the amount of free space that can be reclaimed during avail-

able idle time. FlexFS divides the time into pairs of two consecutive pe-

riods, a busy period and an idle period. The time intervals during which

Rmig(t) ≤ Rw(t) are regarded as a busy period. The time intervals during

which Rmig(t) > Rw(t) are considered as an idle period. Suppose that there

are (n+ 1) pairs of busy/idle periods, and busyk and idlek for k = 0,1, ...,n

denote individual busy and idle periods. The amount of data written in the
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SLC region during a busy period busyk is denoted by Wk. The amount of

free space that can be created during an idle period idlek is denoted by Mk.

For example, in Figure 18, W1 is
∑t3

t=t2
(Rw(t)−Rmig(t)) = 40 MB, and M1

is
∑t4

t=t3
(Rmig(t)−Rw(t)) = 60 MB.

The amount of free space Fk required for a busy period busyk can be

estimated using the equation below:

F0 =W0 (k = 0)

F1 = max(0,F0 −M0)+W1

F2 = max(0,F1 −M1)+W2

...

Fn = max(0,Fn−1 −Mn−1)+Wn (k > 0).

(4.1)

In Eq. (4.1), F0 is the amount of free space required to store data issued

during busy0, whereas M0 is the amount of free space that can be reclaimed

during the idle period idle0. If F0 > M0, the data of (F0 −M0) still remain

in the SLC region at the beginning of busy1 because of the insufficient idle

time. Since the data of W1 are requested for writing during busy1, the free

space of (F0 −M0)+W1 is required for busy1. If F0 ≤ M0, the free space

required for busy1 is W1. For example, F0, F1, and F2 in Figure 18 are 30

MB, 50 MB, and 10 MB, respectively.

Among all the values of Fk for k = 0,1, ...,n, the largest one is the

maximum free space that was required by previously observed busy periods.

Suppose that the similar write traffic will be requested in the future and

the amount of free space required by future busy periods is not larger than
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the largest one previously observed. In that case, FlexFS does not need to

perform free-space reclamation if more free space than the largest one exists

in flash memory. In that sense, FlexFS chooses the largest one of all the

values of Fk as Fmax, which is formally expressed as follows:

Fmax =
n

max
k=0

(Fk). (4.2)

If an unexpectedly large amount of data is requested, (e.g., more free

space than 50 MB are requested in the example of Figure 18), free-space

exhaustion inevitably occurs. In practice, free-space exhaustion is not fre-

quently observed because Fmax is decided in a very conservative way. Fur-

thermore, since a storage device is initially empty, it would take a long time

until available free space reduces Fmax. Thus, FlexFS is trained sufficiently

by monitoring I/O traffic for a long time before free space becomes smaller

than Fmax. Note that, in this disseration, this monitoring period is called a

training period.

The value of Fmax is obtained with small memory and computational

overhead. To calculate Fk, it is only necessary to keep Fk−1 and Mk−1 for the

previous busy/idle period, and Wk for the current busy period. If Fk > Fmax,

Fk becomes new Fmax; otherwise, it is discarded. The computational cost for

profiling the amount of written data Wk and the amount of data reclaimed

during idle time Mk was very low.
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4.2.2 Management of Insufficient Free Space

FlexFS uses available free space as temporary SLC buffer to speed

up write performance. If an unused storage space is large enough, FlexFS

achieves high performance by writing all the data to the SLC region while

reclaiming free space for future use. However, if a storage device is almost

full (i.e., only a small number of free blocks remain) or if free space required

for busy periods is too large (i.e., Fmax is too large), it is hard to provide SLC

performance because FlexFS cannot create sufficient free space for SLC-

mode programming.

FlexFS judges that there is insufficient free space when potential free

space Fpot is smaller than Fmax. Fpot is similar to currently available free

space as mentioned in Section 3.1, but it includes the space occupied by

invalid and wasted pages as free space, which can be free after garbage

collection or free-space reclamation. That is, Fpot indicates the maximum

amount of data that can be stored in the SLC region. Note that Fpot is also

the same as half of an unused storage capacity, which is available storage

space seen by end-users. If Fpot < Fmax, it means that FlexFS cannot create

more free space than Fmax, regardless of the amount of idle time. If SLC-

mode programming is used for writing data even when Fpot < Fmax, free

space could be exhausted before all the requested data are written to the SLC

region. In that case, FlexFS must trigger on-demand free-space reclamation

to create more free space, which incurs a great performance penalty.

One of the feasible approaches that avoid on-demand free-space recla-

mation while providing relatively high performance is to adaptively use two
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(a) Free-space histogram

(b) Cumulative data histogram

Figure 19: A free-space histogram and a cumulative data histogram (CDH)

corresponding to the example in Figure 18
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different types of programming modes according to the distribution of free

space required for busy periods. For example, if almost all busy periods re-

quire smaller free space than Fpot except only a few busy periods requir-

ing larger free space than Fpot , it might be better to keep writing data using

SLC-mode programming. This is because almost all data can be written to

the SLC region without incurring on-demand free-space exhaustion. On the

other hand, if most of the busy periods require larger free space than Fpot ,

using MLC-mode programming is a better choice because it avoids a per-

formance penalty caused by free space exhaustion.

In order to figure out the distribution of required free space, FlexFS

keeps the free-space histogram using the values of Fk−1, Mk−1, and Wk for

individual busy periods busyk. Figure 19(a) shows how FlexFS composes

the free-space histogram. For busy0 in Figure 18, W0 are 30 MB. (Note that

Fk−1 and Mk−1 are not available). It means that busy0 requires the free space

of 30 MB. In Figure 19(a), a bin width is assumed to be 10 MB. Thus, the

frequencies of 3 histogram bins ranging from 0 MB to 30 MB are increased

by 1. For busy1, the values of F0, M0, andW1 are 30 MB, 20 MB, and 40 MB,

respectively. As explained in Section 3.2.1, (Fn−1 −Mn−1) is the amount of

free space consumed by previous busy periods (i.e., busy0 in Figure 18),

and, for busy1, it is 10 MB. Since the data of 40 MB are written during

busy1, the frequencies of 4 histogram bins ranging from 10 MB to 50 MB

are increased by 1. In this manner, busy2 can be added to the histogram.

Using the free-space histogram, FlexFS constructs a cumulative data

histogram (CDH). The CDH consists of a list of ( f j, Pj) pairs. A finite num-

ber of ( f j, Pj) pairs are indexed by the histogram bin j, where f j is the
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smallest free space that falls into the j-th histogram bin and Pj is the re-

sponding empirical cumulative probability of occurrence Pj = Pr(free space

≤ f j). Figure 19(b) shows the CDH corresponding to Figure 19(a). Using

the CDH, it is possible to estimate how many data can be written to flash

memory without requiring more free space than a given one. For example,

if f j is 40 MB, Pj = Pr(free space ≤ 40 MB) is 0.875. That is, 87.5% of the

total written data does not require more free space than 40 MB.

Figure 20 shows two representative examples of CDHs. Figure 20(a)

is the CDH of I/O traffic where a majority of busy periods require a small

amount of free space, whereas Figure 20(b) is the CDH where almost all

busy periods require a large amount of free space. Suppose that Fpot is de-

noted by f j in the CDHs of Figure 20. Even for the same f j, Pj of Fig-

ure 20(a) is close to 1.0, but Pj of Figure 20(b) is close to 0.0. As the value

of Pj increases, more data can be written to the same free space without

incurring on-demand free-space reclamation. For this reason, for I/O traffic

with a similar CDH to Figure 20(a), it would be better to use SLC-mode

programming. On the other hand, MLC-mode programming would be pre-

ferred for I/O traffic with the CDH of Figure 20(b).

In order to choose a proper programming mode, FlexFS needs to es-

timate the expected write performance depending on the programing mode

using the CDH of given I/O traffic. First, if MLC-mode programming is

used, the amount of data that can be stored in the potential free space Fpot

is increased to 2 ·Fpot , which is denoted by f j′ in Figure 20. Since the un-

used storage space offered to end-users is 2 ·Fpot as well, more data than

f j′ cannot be requested. Thus, there will be no free-space exhaustion. How-
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(a) Pj is high

(b) Pj is low

Figure 20: Two representative examples of CDHs
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ever, write performance is reduced to that of MLC flash memory. If the time

taken to write a page to the MLC region is denoted by Tmlc, the expected

page write performance Emlc with MLC-mode programming is defined as

follows:

Emlc = Tmlc. (4.3)

Second, if SLC-mode programming is used, the probability of writing

data without free-space exhaustion is (Pj/Pj′) according to the CDH shown

in Figure 20. The probability that free-space exhaustion occurs (i.e., more

data than f j are to be written) is (1−Pj/Pj′). When free-space exhaustion

occurs, FlexFS moves data in the SLC region to the MLC region, and then

writes pending data to the MLC region. Note that if the pending data are

written to the SLC region, they could cause additional free-space reclama-

tion. If the time taken to move a page for free-space reclamation is Tmig and

the time spent to write a page to the SLC region is Tslc, the expected write

performance Eslc with SLC-mode programming is defined as follows:

Eslc =
Pj

Pj′
·Tslc+

(

1−
Pj

Pj′

)

· (Tmig+Tmlc). (4.4)

In Eq. (4.4), as the value of (Pj/Pj′) increases, Eslc decreases because

more data can be written to the SLC region with less free-space reclamation.

If Eslc < Emlc, it is better to use SLC-mode programming; otherwise, MLC-

mode programming is preferred. In our measurement, Tslc, Tmlc, and Tmig are

421 µsec, 834 µsec, and 1.5 msec, respectively. According to Eqs. (4.3) and

(4.4), Eslc < Emlc when (Pj/Pj′) is higher than 0.77.
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By choosing the most appropriate programming mode, FlexFS pro-

vides higher performance than MLC flash memory even when available free

space is smaller than Fmax. However, when (Pj/Pj′) is low (i.e., lower than

0.77) as depicted in Figure 20(b), the performance is inevitably reduced to

that of MLC flash memory.

To further improve performance when (Pj/Pj′) is low, FlexFS employs

a more sophisticated writing strategy that writes part of the incoming data

to the MLC region. If some of the incoming data are written to the MLC

region while sending the rest of them to the SLC region, the exhaustion of

free space can be delayed because more data can be stored in the same free

space. As shown in Figure 20(b), the amount of data that can be written

to flash memory without on-demand free-space reclamation is increased to

f j′′ . As expected, f j ≤ f j′′ ≤ f j′ , and thus Pj ≤ Pj′′ ≤ Pj′ . The probability that

free-space exhaustion occurs becomes (1−Pj′′/Pj′), which is lower than the

probability (1−Pj/Pj′) when only SLC-mode programming is used. In the

example of Figure 20(b), Pj′′ is close to Pj, and (1−Pj′′/Pj′) ≈ 0.0. As a

result, by writing part of the incoming data to the MLC region, lots of on-

demand free-space reclamation can be avoided even if write performance is

reduced to that between SLC and MLC performances.

The proportion of the incoming data sending to the SLC region is de-

noted by α, where 0 ≤ α ≤ 1. As the value of α approaches 1.0, a large

amount of data is written to the SLC region. To offer the optimal I/O perfor-

mance, the value of α must be carefully decided because it determines (1)

the value of f j′′ , (2) the value of Pj′′ , and (3) the amount of the data written

to the SLC region. The following equation formalizes the relationship be-
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tween f j′′ and α.

f j′′(α) = f j ·α+ f j′ · (1−α). (4.5)

Using f j′′(α) in Eq. (4.5), the value of Pj′′ depending on α is obtained

using the CDH as follows:

Pj′′(α) = Pr(free space < f j′′(α)). (4.6)

If no I/O requests are delayed by on-demand free-space reclamation,

the time taken to write a page is formalized as follows depending on the

value of α:

Tsm(α) = Tslc ·α+Tmlc · (1−α). (4.7)

Based on Eqs. (4.4)-(4.7), the expected write performance Esm(α) ac-

cording to the value of α is defined as follows:

Esm(α) =
Pj′′(α)

Pj′
·Tsm(α)+

(

1−
Pj′′(α)

Pj′

)

· (Tmig+Tmlc). (4.8)

To determine the optimal value of α, FlexFS calculates the expected

performance Esm(α) while increasing α from 0.0 to 1.0 by 0.1, and chooses

α that minimizes Esm(α). Note that Eqs. (4.3) and (4.4) are the special cases

of Eq. (4.7) where the values of α are 0.0 and 1.0, respectively.

Finally, we discuss memory and computational overhead issues in ob-

taining the value of α. FlexFS maintains the free-space histogram and up-

dates the frequencies of histogram bins. To compute the new value of α,

FlexFS constructs the CDH using the free-space histogram. Building the
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CDH requires extra computational cost. Thus, FlexFS computes the new

value of α every 1,024 page writes. The bin width of a histogram is also

set to 4 MB. For a 32 GB storage device, there are 8,192 histogram bins.

Since Fspare is much smaller than a storage capacity, the number of the his-

togram bins actually used in building the CDH is smaller than 8,192. This

helps us to further reduce the cost of obtaining the value of α. According

to our implementation study, the time taken to build the CDH is 194 µsec,

on average, in an embedded processor running at 400 MHz. Regarding the

memory overhead, only two plain arrays are necessary to maintain the free-

space histogram and the CDH. Therefore, the memory space overhead is 64

KB for a 32 GB flash device.

4.2.3 Free Space Management under Insufficient Idle

Times

If available idle time is very short, FlexFS cannot create sufficient free

space for SLC-mode programming. In that case, the data requested for writ-

ing are accumulated in the SLC region over time, and consequently they in-

cur on-demand free-space reclamation. FlexFS resolves this problem by re-

ducing the amount of data written to the SLC region smaller than the amount

of free space reclaimed during available idle time.

Suppose that there are (n+1) busy and idle periods. According to Eq. (4.1),

the average amount of data newly written is Mavg (=
∑n+1

k=0 Mk/(n+1)) and

the average amount of free space to be reclaimed during idle time isWavg (=

∑n+1
k=0Wk/(n+ 1)). If Mavg > Kavg, it means that there is not sufficient idle
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time. In that case, FlexFS changes the maximum value of α to (Wavg/Mavg)

to limit the data written to the SLC region smaller than the data to be re-

claimed during idle time. To prevent a premature decision and change the

value of α in response to a changing workload, FlexFS computes the new

value of α whenever the amount of newly written data exceeds half of the

total storage capacity.

As mentioned before, most consumer devices which are our target

system exhibit sufficient idle time. Thus, in our evaluation, a performance

penalty caused by the lack of idle time rarely occurs.

4.3 Dynamic Lifetime Management

FlexFS prolongs the storage lifetime by employing delayed free-space

reclamation. However, it does not mean that FlexFS always provides a rea-

sonable storage lifetime. In FlexFS, each block undergoes more P/E cycles

because a lot of data are temporarily written to the SLC region, waiting to be

moved to the MLC region during idle periods. In order to provide a longer

storage lifetime, it would be better to write data to the MLC region directly.

However, this reduces the overall performance. To efficiently deal with such

a performance/lifetime trade-off, we propose a novel dynamic lifetime man-

agement (DLM) technique that controls the amount of data to be written to

the SLC region, so as to achieve a reasonable storage lifetime.
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4.3.1 Minimum Lifetime Metric

We start by introducing a new lifetime metric which is designed to ex-

press the trade-off between lifetime and performance. The maximum life-

time Lmax of flash memory depends on the storage capacity and the number

of P/E cycles as well as the amount of written data [31], and is expressed as

follows:

Lmax =
Ctotal · Ecycles

Rwrite

, (4.9)

where Ctotal is the total capacity of flash memory, and Ecycles is the number

of P/E cycles allowed for each block. The writing rate Rwrite indicates the

amount of data written in a unit time period (e.g., day).

Lmax is not appropriate to express the trade-off between lifetime and

performance because it just shows an expected storage lifetime. Therefore,

we use an explicit lifetime Lmin, which represents the minimum lifetime that

is ensured by a file system. Lmin is specified by flash storage manufacturers,

and is usually set to 2-5 years. FlexFS can control the writing rate Rwrite

by adjusting the amount of write traffic sent to the SLC region. Thus, the

trade-off between performance and lifetime can be expressed as follows:

Control Rwrite by changing δ

Subject to

Lmin ≈
Ctotal · Ecycles

Rwrite

,

(4.10)

where δ is a write-acceleration index, which represents the ratio of the data

destined for the SLC region to the total incoming data. If δ is close to 1.0,
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FlexFS writes a lot of data to the SLC region, and this increases Rwrite be-

cause of frequent free-space reclamation operations. If δ is close to 0.0,

Rwrite is decreased. FlexFS controls δ so that the lifetime specified by Lmin

is to be satisfied.

4.3.2 Assignment of Writing Budget

FlexFS divides the lifetime Lmin into n time windows wi for i= 0, ...,n−

1, and the length of a time window is Tw. Each time window is a unit time

period for managing a storage lifetime, so the length of Tw must be properly

decided. We discuss this issue in Section 3.3.3. Suppose that WB(wi) is the

writing budget assigned to wi, which represents the amount of flash space

allowed to be used for writing data during wi. The writing rate Rwrite(wi) for

wi can be expressed as WB(wi)/Tw.

The assignment of writing budget to each window impacts greatly on

both the performance and the rate at which flash memory wears out because

it determines the amount of data to be written to the SLC or MLC region.

In this work, FlexFS equally distributes available writing budget to all time

windows. Therefore, WB(wi) for wi can be expressed as follows:

WB(wi) =
(Ctotal · Ecycles)−W(wi−1)

n− i
, (4.11)

where W (wi−1) indicates the amount of writing budget that has actually

been used by wi−1. If (i− 1) <= 0, W (wi−1) = 0. The remaining writing

budget is (Ctotal · Ecycles)−W (wi), and the number of the remaining win-

dows is (n− i). Thus, the remaining writing budget is shared equally by the
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Figure 21: The amount of writing budget used depending on the value of δ.

remaining windows. WB(wi) is computed at the beginning of wi.

4.3.3 Determination of a Write-Acceleration Index

Once writing budget WB(wi) has been assigned to a time window wi,

FlexFS adjusts the write-acceleration index δ so that writing budget actually

used during wi is smaller than or is equal to WB(wi).

Figure 21 shows how the amount of writing budget used for writing

data is changed depending on the value of δ. Suppose that 512 KB data are

requested for writing. If δ is 1.0, 512 KB data are written to two SLC blocks.

If the data in two SLC blocks are not invalidated, 512 KB data will be moved

to one MLC block for free-space reclamation. The total amount of writing

budget used is thus 1.5 MB because three blocks have been used for writing

data. If δ is 0.5, the writing budget of 1 MB is used because it requires two

blocks for writing data. Finally, if δ is 0.0, 512 KB data are written to one

MLC block. Thus, the writing budget of 512 KB is used.
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This simple example suggests that we can generalize the relationship

among the write-acceleration index, the amount of incoming data, and the

amount of writing budget actually used in the following way:

OW (wi) = IW (wi) · (δ+1)+ IW(wi) ·δ ·µ, (4.12)

where IW (wi) is the amount of the data that arrive during the window wi,

and OW (wi) is the amount of the writing budget used depending on δ. More

specifically, IW (wi) ·(δ+1) is the writing budget used for writing requested

data without the budget used for free-space reclamation. In Figure 21(a),

IW (wi) · (δ + 1) is 1 MB. On the other hand, IW (wi) · δ · µ is the writing

budget used for free-space reclamation. Some of the data stored in the SLC

region could be invalided before being moved to the MLC region. The value

of µ indicates the ratio of the data moved for free-space reclamation to the

whole data written to the SLC region. If µ is 1.0, all the data are moved to the

MLC region, whereas if µ is 0.0, none of the data are moved. In Figure 21(a),

δ is 1.0 and µ is 1.0, and thus IW (wi) ·δ ·µ = 512 KB. As a result, OW (wi)

is 1.5 MB. If µ is 0.0, OW (wi) is 1.0 MB. The value of µ is changed greatly

according to the workload. Thus, the average amount of data moved from

the SLC region to the MLC region is used as µ.

The value of δ must be chosen so that OW (wi) = WB(wi). Thus, it can

be expressed as follows:

δ =















WB(wi)− IW(wi)

IW (wi) · (1+µ)
if WB(wi)> IW (wi)

0 otherwise.

(4.13)
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In Eq. (4.13), δ is decided at the beginning of wi when the exact value

of IW (wi) is unknown. According to our previous study [32], the future

write traffic is accurately estimated by referring to relatively long past I/O

traffic (e.g., 30 minutes or several hours). For this reason, we set Tw to 30

minutes and then estimate IW (wi) to be the moving average of the past four

time windows. If WB(wi)< IW (wi), δ is 0. Thus, all the data are written to

the MLC region. The new value of δ is used only if δ < α. Therefore, the

write performance is throttled when a specified lifetime is not achieved.

Note that FlexFS cannot guarantee a specific storage lifetime in some

special cases. For example, if write traffic is so heavy (i.e., IW (wi) is always

larger than WB(wi)), it is hard to guarantee the lifetime Lmin. In that case,

FlexFS writes all the incoming data to the MLC region, limiting the value

of δ to 0.0. Thus, FlexFS can provide a lifetime close to that of MLC flash

memory.

4.4 Experimental Results

We implemented FlexFS in a custom FPGA-based flash storage proto-

type and then conducted performance and lifetime evaluations, using vari-

ous application usage scenarios. To validate the feasibility of FlexFS with

long-term I/O traces, we also conducted a simulation study, using a trace-

driven simulator with the I/O traces collected for several days. We first

present our performance evaluation results in Section 4.1, and then show

our lifetime evaluation results in Section 4.2.
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4.4.1 Performance Evaluation

Trace Description
Length Idle

(min) (%)

Qtopia

This trace was collected from a Qtopia-

30 98%
based mobile phone. Several mobile apps,

an SMS, an address book, a memo, games,

an MP3 player, and a camera, were used.

Office

This trace was collected while editing

60 95%several document files, e.g., PPT, DOC,

XLS, using Microsoft Office programs.

Web
This trace was collected while navigating

30 97%
web sites, using internet web browsers.

Devel

This trace was collected while developing

60 96%software. I/O activities involved in coding,

compiling, and debugging were collected.

General(H)
These traces captured I/O activities of

30 90%
personal computer users. A heavy user

General(L)
trace is denoted by General(H). A light

120 98%
user trace is denoted by General(L).

Table 5: Descriptions of benchmark programs.

Evaluation with Linux Implementation: FlexFS was implemented in

the Linux 2.6.25 kernel and was evaluated in a custom FPGA-based flash

storage prototype called BlueSSD [33]. Our flash storage prototype was

equipped with a flash array board, which was composed of 32 flash chips.

Each flash chip was Micron’s 1 GB MLC NAND flash memory [21]. The

page size was 4 KB and there were 128 pages in a block.

We evaluated FlexFS by replaying the I/O traces gathered from a va-

riety of systems with six different scenarios, including a Qtopia-based mo-

bile phone [34], laptops, and desktop PCs. The detailed descriptions of the

respective I/O traces are summarized in Table 5. All the I/O traces were
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a set of I/O system calls sent to the file system, such as fopen(), fread(),

and fwrite(). A strace tool was used for collecting system call traces from

a Qtopia mobile phone, which is based on a Linux operating system. To

gather I/O activities from Windows XP-based laptops and desktop PCs, we

used a Process Monitor tool offered by Microsoft Corp. The collected I/O

traces were replayed on our flash storage prototype board as if actual user

applications were running on top of a flash system. This allowed us to repeat

the same usage pattern for different file system configurations.

For fair comparisons, we performed our evaluations with the follow-

ing file system configurations: JFFS2SLC, JFFS2MLC, EARLY, and FlexFS.

JFFS2SLC is a JFFS2 file system that uses SLC-mode programming, and

JFFS2MLC is JFFS2 that uses MLC-mode programming. EARLY is the FlexFS

file system with early free-space reclamation. FlexFS is the proposed FlexFS

with both dynamic free-space management and dynamic lifetime manage-

ment techniques. The total storage capacity of JFFS2SLC was 16 GB. For

JFFS2MLC, EARLY, and FlexFS, the total capacity was 32 GB. The number

of P/E cycles for each block is set to 3K.

The space utilization of a storage device has a great effect on the per-

formance of FlexFS. According to Agrawal et al.’s study [28] that analyzed

the storage space usage of 60,000 personal computers, the average fullness

was about 41%. In our evaluation, therefore, 59% of the total storage space

(i.e., 18.8 GB) was set to free space. In Section 4.1.2, we evaluate the per-

formance of FlexFS in detail when the storage space is nearly full. For re-

spective traces, the values of Fmax were set to the largest free space required

by busy periods (which were obtained at offline) under the assumption that
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Fmax was properly decided by monitoring I/O traffic for a long time. In Sec-

tion 4.1.2, we investigate how the value of Fmax affects the performance of

FlexFS in detail using a trace-driven simulator with long-term I/O traces,

which were collected for several days.

Figure 22(a) shows the average write response time of four file sys-

tem configurations. JFFS2SLC exhibits the best write performance because

all the requested data are written to the SLC region. Conversely, JFFS2MLC

shows the worst performance among all the configurations. EARLY achieves

the same performance as JFFS2SLC. As shown in Table 5, idle periods ac-

count for 90%-98% of the total trace execution time across all the traces.

Thus, EARLY creates sufficient free space for SLC-mode programming by

moving all the data written in the SLC region to the MLC region during idle

periods. Similarly, FlexFS also offers the performance close to JFFS2SLC by

exploiting a plenty of idle time. In our observation, the storage lifetime is

not a problem in our current setting (i.e., the storage capacity of 32 GB with

3K P/E cycles), so the performance degradation for the lifetime guarantee

is not observed. We perform more detailed analysis on the storage lifetime

with various storage device settings in Section 4.2.

The write performance is somewhat different depending on I/O traces.

This is mainly due to the effect of a write buffer employed in both JFFS2

and FlexFS. If small-size data (e.g., smaller than 4 KB) are requested to

the file system, those data are temporarily stored in a write buffer, avoiding

actual writes to flash memory. Thus, the overall write latency is reduced

accordingly. On the other hand, the benefit of using a write buffer is not

observed in some I/O traces like Qtopia, which usually write a bulk of data
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Figure 22: Performance evaluation results with Linux implementation
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to flash memory. Regardless of the effect of a write buffer, the performance

benefit of FlexFS is maintained.

We evaluated the migration overhead caused by free-space reclama-

tion. For this purpose, we analyzed the amount of data that are moved

from the SLC region to the MLC region for two configurations, EARLY

and FlexFS, which employ free-space reclamation. Figure 22(b) shows the

amount of data moved by free-space reclamation. For FlexFS, the data re-

maining in the SLC region after the execution of I/O traces are counted as

the moved data because they will be eventually moved to the MLC region.

In practice, many of them will be invalidated before being moved to the

MLC region. Thus, the reclamation overhead is estimated under the worst-

case scenario where the data in the SLC region will be neither updated nor

removed.

FlexFS moves a smaller amount of data to the MLC region in compar-

ison with EARLY because it delays free-space reclamation as long as possi-

ble so that more data are to be invalidated in the SLC region. For Office,

General(H), General(L), and Devel, the reclamation overheads are

reduced by 69%, 29%, 39%, and 28% over EARLY, respectively. In those

traces, many files are removed or updated while they stay in the SLC re-

gion. In cases of Web and Qtopia, an update on the previously written

data or the deletion of the existing files is rarely observed. The benefit of

delayed free-space reclamation is limited to 2-4%. By eliminating useless

page migrations, FlexFS also reduces the number of P/E cycles performed

on flash memory. For Office,General(H),General(L), and Devel

traces, the number of P/E cycles is reduced by 28%, 12%, 15%, and 11%
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Trace Description
Length Idle Written

Fmax
(hours) (%) Data

Desktop
Software development

166 94% 10.7 GB 0.46 GB
(Linux 2.6, EXT3)

Laptop1
General laptop usage

146 98% 7.8 GB 2.54 GB
(Windows XP, NTFS)

Laptop2
General laptop usage

122 98% 5.3 GB 1.98 GB
(Windows XP, FAT32)

Mobile
Portal multimedia player

4.4 83% 29.9 GB 7.1 GB
(Windows XP, FAT32)

Table 6: A summary of block I/O traces

over EARLY, respectively. On the other hand, for Web, only the reduction of

4% is observed, and no reduction on P/E cycles is observed for Qtopia.

Detailed Analysis with a Trace-Driven Simulator: The evaluation

with the real file system prototype enables us to assess the performance of

FlexFS accurately. However, it is not appropriate to evaluate the feasibility

of the dynamic free-space management algorithm that requires a long-term

history of I/O traffic to make a decision. For more detailed analysis of our

free-space management technique, we conducted a simulation study with

a trace-driven simulator using block I/O traces which were collected for a

relatively long time.

The trace-driven simulator used for our evaluation models the primitive

I/O operations of MLC NAND flash memory, such as page read, page write,

and block erase operations. It also supports FlexFS-specific features, includ-

ing SLC-mode/MLC-mode programming, free-space reclamation, and het-

erogeneous block management as well as the dynamic free-space manage-

ment technique. The performance parameters used for the simulator were
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taken from Table 1.

Block-level I/O traces collected at a block device driver were used as

an input for the simulator. Table 6 shows the detailed descriptions of block

I/O traces used for our evaluation. A block-level I/O trace does not include

file system-specific operations, such as file creation and file deletion. How-

ever, it provides sufficient information, including the length of idle periods

and the amount of write traffic, which are required for our DFM technique

to make a decision. The traces were collected using a Diskmon tool for

Laptop1, Laptop2, and Mobile and were gathered using a blktrace

tool for Desktop.

As shown in Table 6, all the I/O traces exhibit very long idle periods,

which facilitates the creation of sufficient free space for SLC-mode pro-

gramming. Fmax is very different according to the characteristics of I/O traf-

fic. For example, Desktop, Laptop1, and Laptop2 require a relatively

small amount of free space for busy periods. Considering that many flash

devices usually provide several ten gigabytes of a storage capacity or more,

the amount of free space that must be reserved for busy periods is not so

large. Thus, it is expected that FlexFS achieves performance close to SLC

flash memory even when the storage utilization is relatively high. However,

for the Mobile trace that often writes many large-size multimedia files, a

large amount of free space needs to be maintained in flash memory.

We first evaluated how the value of Fmax is properly decided. As pointed

out in Section 3.2.1, FlexFS uses the largest amount of free space (which

was required by previous busy periods) as Fmax, expecting that there will

be no busy periods requiring more free space than it. To demonstrate the
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Figure 23: Write response times with five different training periods, ranging

from 0% to 80% of the total trace length

validity of this assumption, we assess the write performance of FlexFS while

varying the length of a training period, which indicates the length of the time

until available free space is nearly exhausted and FlexFS starts free-space

reclamation to maintain free space Fmax. For a clearer analysis of the effect

of Fmax on performance, we assume that potential free space Fpot is always

larger than Fmax.

As depicted in Figure 23, five different training periods ranging from

0% to 80% of the total length of the I/O trace were used for the evaluation.

For example, in the case of Desktop, the length of the 20% training pe-

riod is 33.2 hours. After 33.2 hours, free-space reclamation is started with

Fmax, which is the largest amount of free space observed during a training

period. As expected, the write performance of FlexFS is improved greatly

as the length of a training period increases. In particular, the performances

of Desktop and Laptop2 become the same as that of SLC flash memory
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when the percentages of training periods are higher than 60% and 20%, re-

spectively. Laptop1 and Mobile exhibit longer write response times than

that of SLC flash memory even with the 80% training period. However, the

write latencies of Laptop1 and Mobile are 38% and 42% shorter than

that of MLC flash memory, respectively.

We then evaluated how FlexFS works when a storage space utilization

is very high; that is, potential free space Fpot is smaller than Fmax. To sim-

ulate such a situation, the amount of available free space is initially set to

Fmax, which was previously obtained by analyzing the I/O trace. After the

execution of the I/O trace, flash memory is filled with user data, and only

MLC blocks remain in flash memory. The empirical distribution of I/O traf-

fic (obtained at offline) is initially given to FlexFS, which is exploited to

decide the amount of data to be written to the SLC or MLC region.

We evaluated three different file system configurations: JFFS2MLC, EARLY,

and FlexFS. JFFS2MLC writes all the incoming data to the MLC region, and

thus the overhead caused by on-demand free-space reclamation never oc-

curs. EARLY writes requested data to the SLC region, regardless of the re-

maining space in a storage device. FlexFS is the proposed FlexFS that de-

cides the amount of data to be written to the SLC or MLC region by exploit-

ing the CDH of required free space. Figure 24(a) shows the write response

times of three configurations and Figure 24(b) is the CDHs observed in four

different I/O traces.

As shown in Figure 24(b), in Desktop and Laptop1, a lot of busy

periods require small free space for writing data. On the other hand, in

Mobile, busy periods requiring large free space are frequently observed
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Figure 24: Evaluation results when the space utilization of a flash device is

very low
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because large multimedia files are often written. In Laptop2, busy peri-

ods that require large free space or small free space are frequently observed.

By adaptively distributing incoming data to the SLC or MLC region ac-

cording to the characteristic of I/O traffic, FlexFS outperforms EARLY and

JFFS2MLC by up to 30% and 32%, respectively. EARLY exhibits good per-

formance in Desktop and Laptop1, but its performance greatly deteri-

orates in Mobile because of free-space reclamation overhead caused by

the excessive use of SLC-mode programming. Even though there is no seri-

ous performance penalty caused by on-demand free-space reclamation, the

performance of JFFS2MLC is limited to that of MLC flash memory. Conse-

quently, when a storage device is nearly full, FlexFS improves write perfor-

mance by 27%, on average, over MLC flash memory.

4.4.2 Lifetime Evaluation

We evaluated the proposed dynamic lifetime management (DLM) tech-

nique. For our evaluation, the number of P/E cycles allowed to each block

was set to 10K and the storage lifetime was set to 3 years. Since it is impos-

sible to perform an evaluation for 3 years, we scaled down the number of

P/E cycles and the target lifetime to 40 and 4 days, respectively. The capac-

ity of a storage device was 512 MB and the I/O traces listed in Table 5 were

replayed for 4 days.

Table 7 shows the average P/E cycles and the average write response

time when the DLM technique is used or not. Without DLM, FlexFS writes

all the requested data to the SLC region, so it exhibits the performance close

to that of SLC flash memory. However, the average number of P/E cycles
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P/E cycles (avg) Write response time (avg)

without DLM 47.2 468 µsec

with DLM 37.3 711 µsec

Table 7: Evaluation results with or without DLM

exceeds 40 cycles because of its high data migration requirement. Thus, the

required storage lifetime cannot be ensured. When DLM is used, FlexFS

writes part of the incoming data to the MLC region so that the average num-

ber of P/E cycles becomes smaller than 40. Even though this reduces the

overall write performance, the required storage lifetime can be guaranteed.

Figure 25 shows the distribution of P/E cycles on all blocks. The maximum

number of P/E cycles is limited to less than or equal to 40.

Finally, we analyzed the expected storage lifetime while varying some

important parameters that affect the lifetime of flash-based storage devices,

so as to understand the effect of FlexFS on lifetime in various storage con-

figurations. As noted in Eqs. (9) and (10), the lifetime of flash devices is

dependent upon a storage capacity, the number of P/E cycles allowed for a

block, and the amount of data written by a workload. For this reason, our

 0

 20

 40

 60

 80

 100

 0  200  400  600  800  1000

P
/E

 C
y
c
le

s

Block Number

(a) Without DLM

 0

 20

 40

 60

 80

 100

 0  200  400  600  800  1000

P
/E

 C
y
c
le

s

Block Number

(b) With DLM

Figure 25: Distribution of P/E cycles with or without DLM
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analysis is conducted with different storage capacities, 8 GB (low) and 32

GB (high), and with different P/E cycles, 1K, 3K, and 5K. The required

storage lifetime is assumed to be 3 years.

Figure 26 shows our analysis results using the I/O traces General(H)

and Office, as listed in Table 5. We also compared the expected storage

lifetimes of EARLY and FlexFS. In general, the 3-year lifetime can be guar-

anteed when the capacity of flash memory is large (e.g., 32 GB) and the

number of P/E cycles is high enough (e.g., 3K-5K). However, the specified

storage lifetime cannot be ensured when the storage capacity is small (e.g.,

8 GB) or the number of P/E cycles is relatively low. Moreover, when write

traffic is heavy (e.g., General(H)), the expected storage lifetime is fur-

ther reduced. In that case, it is inevitable that some of the requested data are

written to the MLC region even though this causes performance degrada-

tion. FlexFS achieves longer storage lifetime over EARLY by reducing use-

less free-space reclamation. Therefore, it is expected that FlexFS requires

less write performance throttling by DLM, providing higher performance
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Figure 27: A comparison of energy consumption of FlexFS with JFFS2.

than EARLY even when the storage lifetime is seriously limited.

4.4.3 Energy Consumption

We finally evaluated the effect of FlexFS on energy consumption. For

our evaluation, we used several benchmarks as listed in Table 5. The en-

ergy values were taken from [45]. Figure 27 compares the energy consump-

tion of FlexFS with that of JFFS2. It seems that FlexFS requires more en-

ergy than JFFS2 because FlexFS must move pages previously written in

the SLC region to the MLC region. As expected, for Qtopia, FlexFS con-

sumes 1.4 times more energy than JFFS2. On the other hand, in the case

of Office, FlexFS requires 30% less energy than JFFS2. As depicted in

Figure 22(b), for Office, FlexFS eliminates lots of extra I/Os required for

free-space reclamation. Therefore, the energy spent for free-space reclama-

tion is greatly reduced. The energy consumed for SLC-mode programming

is 3 times smaller than that for MLC-mode programming because SLC-
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mode programming is much faster than MLC-mode programming. Conse-

quently, due to a great reduction in the number of I/O operations required

for free-space reclamation, the total amount of energy for Office becomes

smaller than that for Qtopia. For other benchmarks, FlexFS consumes a

similar amount of energy to JFFS2.

4.5 Discussion

The Pros and Cons of FlexFS: As shown in our experiment results,

FlexFS offers high performance comparable to SLC flash memory. This

high performance can be realized by exploiting a large amount of idle time

which allows FlexFS to large high migration overheads from end-users.

However, FlexFS is not a good storage solution in some high-performance

systems like high-end enterprise systems. In general, enterprise systems do

not have sufficient idle time for background free-space reclamation. Further-

more, due to their write-intensive nature, the storage lifetime could be se-

riously limited by excessive data migrations caused by the SLC-mode pro-

gramming of FlexFS. For these reasons, FlexFS is a more appropriate so-

lution for consumer devices, such as mobile phones, laptops, and desktop

PCs, where a plenty of idle time is typically available and fast I/O respon-

siveness to burst I/O requests is very important to end-users’ experience.

Improving Parallelism vs. Using SLC-Mode Programing: The per-

formance of NAND flash-based storage devices can be continuously im-

proved by increasing the number of parallel units (e.g., buses, chips, and

dies in a chip) which can handle multiple I/O requests from a host system in
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parallel. Unfortunately, the number of parallel units that can be employed in

a storage device is limited by the storage peak power and the hardware cost.

First, as the number of NAND flash chips operated in parallel increases,

a peak power consumption required for programming data is also drastically

increased. A power peak appears during a bit-line precharge and a charge

pump ramp-up. If a power peak of multiple NAND flash chips occurs at the

same time, the aggregate power consumption could exceed the maximum

peak power allowed to a storage device. In recent 21 nm NAND flash mem-

ory, the peak current required for a single page write is about 100-200 mA

while the maximum peak current allowed for a mobile storage device (e.g.,

eMMC) is usually limited to 400-500 mA. The number of NAND flash chips

that can operate in parallel is thus limited to 2-5 chips.

Second, the cost of a NAND device is a serious obstacle in improving

the parallelism of a storage device. Nowadays, many mobile systems use a

16 GB storage device with two 64 Gb dies. Therefore, the number of I/O

channels operated at the same time is limited to two. To improve the storage

parallelism, more flash dies (e.g., four or eight dies) can be employed in a

storage device, but this leads to the rising cost of a storage device. Another

approach that improves I/O parallelism with the same storage capacity is

to use a smaller flash die (e.g., 32 Gb). For example, we can build a 16

GB storage device that supports four I/O channels using four 32 Gb dies.

Because of the space overhead caused by hardware logics in a die, however,

an increase in the cost of a storage device is inevitable.

Unlike improving I/O performance by increasing the number of paral-

lel units, FlexFS improves the performance of a storage device by exploiting
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the SLC-mode programming of MLC flash memory. Thus, it is possible to

realize a high-performance storage device with a smaller number of parallel

units. This helps us to improve the I/O performance, requiring less power

consumption and a smaller device cost.

FTL Implementation of FlexFS: In this dissertation, we have imple-

mented FlexFS as a file system in a Linux kernel. All of the functions of

FlexFS, however, also can be implemented in the FTL of a storage device.

One of the design issues we must take into account in implementing the

functions of FlexFS in the FTL is to properly handle deleted files in a file

system. FlexFS utilizes an unused storage space as a temporal SLC buffer

for improving write performance. Therefore, if the FTL is not aware of the

deletion of files in a file system, it is impossible to exploit the empty space

for SLC buffering.

Fortunately, recent operating systems (e.g., Linux kernel 3.0 or later)

and file systems (e.g., Ext4) support a trim command which lets a flash de-

vice know which files are removed at the level of a file system. When a

certain file is deleted in a file system, an operation system transfers a set of

logical addresses that become obsolete by file deletion to a storage device

using a trim command. Using the information sent from an operating sys-

tem, free space occupied by deleted files can be reclaimed because the FTL

knows which logical addresses contain obsolete data.

Handling Paired Page Problem: As mentioned in Section 3.1, in

MLC NAND flash memory, LSB and MSB pages share the same memory

cell. Even though this helps to increase the capacity of NAND flash memory

without increasing the die size, it incurs a serious data reliability problem,
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called a paired page problem. Here, the paired page problem indicates that

LSB pages on which previous write operations have been completed can

be corrupted by a power failure during a write operation on MSB pages.

To resolve the paired page problem, many flash device vendors use an LSB

backup strategy which writes LSB pages in a certain log space before writ-

ing requested data to the corresponding MSB pages. Unfortunately, the LSB

backup strategy incurs additional read and write operations, thereby degrad-

ing the overall write performance of a storage device.

The proposed FlexFS is more suitable for handling the paired page

problem without additional performance overheads because of its unique

write strategy. FlexFS first writes incoming data to LSB pages in a block

(which becomes an SLC block), and then moves the data to LSB and MSB

pages in a different block (which becomes an MLC block). Since the pre-

viously written data are already stored in the SLC block, even if a power

failure occurs while moving the data to the MLC blocks, the original data

can be safely recovered.

When there is insufficient free space in a storage device, FlexFS must

write incoming data to MLC blocks directly, so as to avoid on-demand free-

space reclamation. In that case, FlexFS must use the LSB backup strategy to

prevent data loss from a sudden power failure. In FlexFS, however, the per-

formance degradation caused by the LSB backup is infrequently observed

over existing flash file systems or FTLs because direct MSB page writes are

only required when free space in a storage device is nearly exhausted.

Dealing with a Power Failure: Data recovery is one of the important

issues in designing a file system. As mentioned in Section 3, FlexFS is based
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on JFFS2, and thus the recovery strategy of FlexFS is the same as that of

JFFS2. Similar to JFFS2, FlexFS stores file data in flash memory in the

unit of a node. Individual nodes contain metadata for user data or user data

themselves. Each node also has a unique version number and a 32-bit CRC

checksum.

When a power failure occurs, FlexFS scans every node in the flash

memory medium after rebooting. If there are several nodes that belong to

the same address ranges of a file, the node with the most recent version

number is selected. Other nodes with older version numbers are marked as

obsolete nodes. In particular, FlexFS checks the CRC checksum and sees if

data are correctly written. If not, the node with incorrect data is discarded.

After scanning the flash memory medium, FlexFS has a complete directory

tree and the physical locations of user files in flash memory.

A full scanning of flash memory makes mounting slow because of the

time taken to read nodes and construct a directory in memory. For this rea-

son, JFFS2 (and FlexFS) writes a “summary” node at the end of each com-

plete flash block so that at mount time we only have to read that node and not

the entire block. If the summary node is missing because a system power-

down before it could be written to flash memory, JFFS2 (and FlexFS) falls

back to scanning the whole block as it would have done before.

Even though FlexFS provides a recovery mechanism for a sudden power

failure, it must be improved to handle more advanced power failure issues.

For example, if a power failure occurs while writing data to a certain page,

this page is partially programmed, so the distribution of threshold voltages

is weakly formed. In that case, the bit values of that page could be detected
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successfully or not depending on the formed voltage distribution. Once data

in the page are read and pass a CRC check, FlexFS considers that the page

was successfully programmed. Unfortunately, the page becomes unstable

due to the effect of data retention and cannot be read successfully later. In

that case, data in the page are inevitably lost. To effectively deal with such

advance power failure issues, the recovery mechanism of FlexFS must be

redesigned or be improved by adopting other recovery mechanisms.
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Chapter 5

Recovery-Aware Dynamic Throttling

Technique

5.1 Motivation

FlexFS is designed for mobile and desktop systems where a relatively

small amount of data are written to storage devices. Therefore, it is possible

to offer a reasonable storage lifetime to end-users, except when the capacity

of a storage device is too small. However, in enterprise server systems where

write traffic is very intensive, it is a challenge to guarantee a minimum SSD

lifetime of 3-5 years, which enterprise customers often require. In particu-

lar, in enterprise environments, several thousands of storage systems are si-

multaneously operated for 24 hours. Therefore, providing a reasonable and

predictable storage lifetime is very important because it has a great effect on

system reliability as well as operation and maintenance costs.

In this dissertation, we present a recovery-aware dynamic throttling

technique, called READY, which manages the lifetime of a storage device

for enterprise server systems. A basic concept of READY is to throttle write

performance by adding throttling delays to write requests, so as to guarantee

the required SSD lifetime. With dynamic throttling, the IOPS and bandwidth

of SSDs is reduced to a certain extent. From the application prospective,
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applications’ execution times are increased as if they run on top of a slower

device. As a result, the amount of write traffic sent to a storage device is

reduced, lessening the wearing-rate of SSDs.

The dynamic throttling technique inevitably reduces the overall write

performance. In order to mitigate performance degradation, we carefully de-

termine throttling delay by predicting future write demands and distribute

the predicted delay over the entire SSD lifetime so that better write re-

sponse time can be obtained with less variation on the response time. In

addition, the proposed dynamic throttling technique takes into account the

self-recovery characteristic of a floating-gate transistor. Because of the phys-

ical characteristics of NAND flash memory, the damage caused by repeti-

tive P/E cycles can be partially recovered during the idle period between two

consecutive P/E cycles, improving the endurance of a floating-gate transis-

tor [38, 39, 40, 41, 42]. By considering the endurance improvement by the

self-recovery effect, the proposed READY technique can be more optimistic

on the total number of data written, thus employing a smaller throttling de-

lay. Our evaluation results show that the proposed throttling technique im-

proves the average write response time by 4.4x with less variation over an

existing static throttling technique while guaranteeing the SSD lifetime.

In this chapter, we first briefly explain the endurance characteristics of

NAND flash memory. Then, we describe the proposed recovery-aware dy-

namic throttling technique in detail. Finally, we evaluate the effectiveness of

the proposed recovery-aware dynamic throttling technique using enterprise

benchmarks.
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5.2 Endurance Characteristics of NAND Flash

Memory

In NAND flash memory, program/erase (P/E) operations inevitably cause

damage to floating-gate transistors, reducing the overall endurance of mem-

ory cells. At the device level, memory cells are gradually worn out as charges

get trapped in the interface and oxide layers of a floating-gate transistor dur-

ing P/E cycles. This charge trapping increases the threshold voltage of a

floating-gate, which indicates a logical bit value of a cell, and the cell be-

comes unreliable when the threshold voltage is higher than a certain voltage

margin, e.g., 0.65V for MLC flash memory [38]. According to [38, 40], the

increase, δVtrap, in a threshold voltage because of charge trapping approxi-

mately scales with P/E cycles in a power-law fashion as follows:

δVtrap = Ait ·N
0.62 +Bot ·N

0.3, (5.1)

where N is the number of P/E cycles. Ait and Bot are constant and set to

2.97 × 10−3 and 2.0 × 10−2, respectively. Usually, NAND flash memory

vendors do not reveal important parameters for their recent products. Thus,

in this work, Ait and Bot for 20 nm MLC flash memory are obtained by

scaling up values for 90 nm MLC flash memory, which are available to the

public, so that the number of P/E cycles approximately matches 3K at the

point where δVtrap is 0.65V.

A floating-gate transistor also has a self-recovery property which heals

the damage of a cell by detrapping charges captured in the oxide of a cell.
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This recovery (or detrapping) process occurs during the idle time between

P/E cycles on the same cell, and its effect in general increases as the loga-

rithm of the idle time, i.e., detrapping ∝ ln(t), where t is the length of the

idle time. According to [38, 40, 43], the decrease, δVdetrap, in a threshold

voltage due to charge detrapping can be expressed as follows:

δVdetrap =Ce ·δVtrap · ln(
t

t0
), (5.2)

where Ce is a recovery efficiency and set to 5.63× 10−2 according to [39].

t0 is 1 hour.

Besides the length of the idle time, there are other factors that affect the

cell recovery, such as an external temperature and a programmed threshold

voltage. In this work, the temperature is assumed to be a room temperature

25◦C because the external ambient temperature of a storage device is typi-

cally maintained at the room temperature [44]. The programmed threshold

voltage is not taken into account in this study because its effect on the dam-

age recovery is relatively negligible.

According to [38], the effective increase, δVth, in a threshold voltage

can be expressed as follows:

δVth = δVtrap−δVdetrap. (5.3)

Based on Eq. (5.3), we have plotted the achievable P/E cycles of 20 nm MLC

flash memory in Figure 28, depending on the average idle times between

two consecutive P/E cycles on the same block. The maximum P/E cycles
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Figure 28: The achievable number of P/E cycles depending on the different

idle times.

without the recovery effect are 3K. As expected, the achievable P/E cycles

are gradually increased in proportional to the length of the idle time. Note

that recent studies that measured the effective P/E cycles of real NAND flash

parts also reported that the endurance of NAND flash memory is higher than

P/E cycles in datasheets [45, 46].

The detrapping phenomenon of a floating-gate transistor has a positive

effect on improving the endurance (or increasing P/E cycles) of flash-based

SSDs. However, most studies use a fixed number of P/E cycles, e.g., 3K P/E

cycles, provided by flash manufacturers as a primary factor to manage the

lifetime of SSDs. Therefore, the benefit of the damage recovery is not fully

utilized. Unlike other studies, our recovery-aware dynamic throttling tech-

nique takes advantage of the self-recovery effect in managing the lifetime

of SSDs to lessen the performance penalty caused by write throttling.
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5.3 Problem Formulation

We first explain the need for dynamic throttling in SSDs using a mo-

tivational example and introduce the design requirements associated with

READY. We then present a write traffic model for dynamic throttling and

define a dynamic throttling problem using our model.

5.3.1 Design Requirements

Figure 29 shows our motivational example for dynamic throttling. Based

on the specification of an SSD, the maximum amount of data C
spec
ssd that can

be written to an SSD (until it is worn out) is proportional to an SSD ca-

pacity and the number of P/E cycles. C
spec
ssd is thus calculated as follows:

an SSD capacity× # of P/E cycles. For example, if an SSD capacity is 128

GB and the number of P/E cycles is 3K,C
spec
ssd is 375 TB. Suppose that a tar-

get SSD lifetime Tssd is 1.5768 ×108 seconds, i.e., 5 years. In the example

of Figure 29(a) without throttling, the target lifetime Tssd cannot be satisfied

because the amount of data written by a workload Wwork exceeds C
spec
ssd be-

fore Tssd, i.e., an SSD is worn out at Tactl .

To ensure the lifetime warranty of an SSD, some SSD vendors re-

cently have started to adopt static throttling [47, 48], which is illustrated

in Figure 29(b). Static throttling guarantees the required lifetime by limit-

ing the maximum write throughput to a certain fixed value, which is de-

noted by Bstatic. Static throttling decides Bstatic based on the worst-case sce-

nario where the number of bytes written per second is always larger than

C
spec
ssd /Tssd . In this case, Bstatic must be fixed toC

spec
ssd /Tssd to ensure the target
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(c) Recovery-aware dynamic throttling

Figure 29: A comparison of throttling policies: no throttling, static throt-

tling, and recovery-aware dynamic throttling.

lifetime. The drawback of static throttling is that it is likely to underutilize

the maximum SSD endurance, i.e., Wwork <C
spec
ssd at Tssd. This is because its

strong assumption that the maximum write throughput must be lower than

Bstatic although actual workloads may not be that intensive all the time. Due

to this conservative assumption, the write response time is also greatly de-

graded.

In order to overcome the limitations of the static throttling technique,

we propose a recover-aware dynamic throttling technique, READY, which
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is depicted in Figure 29(c). In READY, we aim at maximally utilizing the

available endurance of an SSD, while minimizing performance degradation

by dynamically throttling write performance according to the characteristics

of a workload. READY is also aware of the endurance improvement by the

self-recovery characteristic of memory cells. Therefore, the data that can

be written to an SSD increase by ∆Crecov
ssd , so the number of writable bytes

becomes Cactl
ssd (= C

spec
ssd + ∆Crecov

ssd ). This allows READY to guarantee the

target lifetime with small throttling overheads.

It is important to properly decide a throttling delay because it controls

the amount of write traffic sent to SSDs. For a decision of throttling delays,

we consider the following design requirements of SSDs.

• Throttling delays must be decided so that Wwork is equal to Cactl
ssd at

the time of Tssd. If a throttling delay is too short, Wwork reaches Cactl
ssd

before Tssd. This means that the required lifetime cannot be guaran-

teed as shown in Figure 29(a). If an SSD is too excessively throttled,

Wwork is smaller than Cactl
ssd at Tssd. Thus, the available endurance of an

SSD cannot be fully utilized like static throttling as depicted in Fig-

ure 29(b). Moreover, the write performance of an SSD significantly

deteriorates.

• Throttling delays must be evenly distributed so that response time

variations are minimized. A uniform I/O response time with small

variations is very important in enterprise environments because it greatly

affects the quality of the user experience. If a throttling delay is quite

long in a certain time-period while a short throttling delay is used over
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Figure 30: An illustration of original write traffic (top) and throttled write

traffic (bottom) in our write traffic model.

another time-period, the response time is highly fluctuated, which, in

turn, results in the degradation of the user experience.

5.3.2 Write Traffic Model

In this subsection, we formally present a write traffic model used through-

out this paper. The top figure of Figure 30 shows original write traffic (with-

out throttling) represented by our write traffic model. We define a write el-

ement Wi as the basic unit of write traffic and associate it with the size of

requested data and some properties related to time. The size of Wi is fixed

to a single page in this study. Using one page as a unit of write traffic is
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natural because a page is the smallest unit for writing data. The size of Wi

is denoted by FS(Wi). Wi has two time properties, τwti and τ
it
i . Here, τwti is

the time taken to write the data of Wi to flash memory, including storage

queuing delays, NAND programing time, and so on. τiti is the length of idle

times until the next write element Wi+1 arrives after the data of Wi are com-

pletely served. The total length of the time for Wi is denoted by FT (Wi),

and it is thus (τwti +τ
it
i ).

Using Wi defined above, we represent the write traffic sent to an SSD

until it becomes unreliable as a sequence Sw of write elements, i.e., Sw =

〈W1, . . . ,Wn〉, where Wi occurs before Wq if i < q. The total size of data

written by Sw is denoted by FS(Sw). Similarly, FT (Sw) is the total length of

time until the data of FS(Sw) are written to an SSD. FS(Sw) = FS(W1)+

· · ·+FS(Wn) and FT (Sw) = FT (W1)+ · · ·+FT (Wn). FS(Sw) is equal to

Cactl
ssd because an SSD is worn out after the data of Cactl

ssd are written. If write

traffic is heavy and dynamic throttling is not used, FT (Sw) is smaller than

Tssd.

In our write traffic model, time is divided into time-epochs, simply

called epochs. Here, an epoch is a unit period of time for predicting fu-

ture write traffic and deciding a throttling delay (for more details, see Sec-

tion 5.4). Given the sequence Sw, we construct a sequence Ek of write el-

ements for an epoch k, i.e., Ek = 〈Wk1
, . . . ,Wkm〉 where Wk1

is a write el-

ement in Sw that first arrives at an SSD after the epoch k begins and Wkm

is the last one before the epoch k ends. The amount of data written dur-

ing the epoch k is denoted by FS(Ek) and the length of the epoch k is de-

noted by FT (Ek). As expected, FS(Ek) = FS(Wk1
) + · · ·+FS(Wkm) and
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FT (Ek) = FT (Wk1
) + · · ·+FT (Wkm). The write traffic Sw is also repre-

sented as a sequence of epochs, i.e., Sw = 〈E1, . . . ,E j〉 where j is the number

of epochs in Sw.

5.3.3 Dynamic Throttling Problem

In this work, we intentionally add some delays to individual write ele-

ments Wi so that the write traffic Sw is properly regulated to offer a lifetime

guarantee. To model a throttling delay, we define an additional time prop-

erty τ
dt
i in Wi which indicates a throttling delay applied to Wi. As depicted

in the bottom figure of Figure 30, if τdti is longer than 0, the time taken to

handle Wi is increased by τ
dt
i . As a result, this artificially applied throttling

delay reduces the SSD write speed, creating the illusion that a storage de-

vice operates slowly.

According to the design requirements in Section 5.3.1, the main objec-

tive of READY is to decide τ
dt
i for each Wi so that FS(Sw) is equal to Cactl

ssd

at Tssd. To minimize response time variations, τdti must be distributed across

Wi as evenly as possible. Consequently, the problem of dynamic throttling

can be expressed as follows:

Decide τ
dt
i for Wi in Sw if FT (Sw)< Tssd

subject to

FS(Sw) =Cactl
ssd at Tssd and τ

dt
1 = · · ·= τ

dt
n−1.

Otherwise,

τ
dt
1 = · · ·= τ

dt
n−1 = 0.

(5.4)
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In Eq. (5.4), a throttling delay τ
dt
i is decided by READY when Wi ar-

rives and the SSD lifetime Tssd is determined by enterprise customers. How-

ever, the write traffic Sw (including FS(Sw) and FT (Sw)) is unknown when

a decision on τ
dt
i is made. Moreover, Cactl

ssd also changes according to avail-

able idle times because of the self-recovery effect. For this reason, Sw and

Cactl
ssd must be carefully estimated to properly decide throttling delays. Note

that if the complete knowledge on Sw and Cactl
ssd is known a priori, we can

make an optimal throttling decision so that the required SSD lifetime can be

ensured without any response time variations. Because of the page limit, we

explain optimal throttling in detail in the Appendix of this paper. The pro-

posed READY technique is designed to properly decide throttling delays in

real-world settings where no knowledge on Sw andCactl
ssd is available a priori.

5.3.4 Optimal Performance Throttling

Before finishing this section, we discuss optimal dynamic throttling,

called OPT, which satisfies the design requirements of dynamic throttling.

If complete knowledge of Sw and Cactl
ssd is known a priori, we can make an

optimal throttling decision so that the required SSD lifetime can be guaran-

teed without any response time variations. Using OPT, we can understand

practical design issues associated with READY and can objectively evalu-

ate the effects of READY on performance and lifetime. We first formally

describe a write traffic model and then explain optimal dynamic throttling

using this model.

As mentioned before, Figure 30 shows the original write traffic with-

out dynamic throttling (top figure) and the throttled write traffic with opti-
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mal performance throttling (bottom figure). In the top figure of Figure 30, an

SSD is worn out before the target lifetime Tssd and the unsatisfied SSD life-

time is (Tssd −FT (Sw)). Therefore, the SSD cannot satisfy the target SSD

lifetime.

Suppose that if a certain Wi is delayed by τ
dt
i , then the arrival times

of the following Wi+1, Wi+2, and . . . are also delayed by the same amount

of time, i.e., τdti . If the sum of throttling delays applied to an SSD over the

entire storage lifetime is (Tssd −FT (Sw)) and they are equally distributed

across all the write elements Wi in Sw, it is possible to guarantee the re-

quired SSD lifetime Tssd without any response time variations. In that sense,

optimal throttling delays for respective write elements can be obtained as

follows:

τ
dt
1 = · · ·= τ

dt
n =

Tssd −FT (Sw)
(FS(Sw)

FS(Wi)

)

. (5.5)

In Eq. (5.5), FS(Sw)/FS(Wi) is the number of write elements in Sw.

5.4 Design and Implementation of READY

READY is implemented as firmware in an SSD. READY intercepts

write requests from the FTL and then applies a throttling delay. As illus-

trated in Figure 31, READY is composed of three main modules: a write-

traffic predictor, a throttling-delay estimator, and a epoch-capacity regulator.

The write-traffic predictor is in charge of predicting future write traffic by

monitoring the amount of data previously written. Once future write traffic

is predicted, the throttling-delay estimator decides a throttling delay based
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Figure 31: Three main functions of READY.

on the remaining SSD lifetime and future write traffic. To take advantage of

the endurance improvement by the self-recovery effect, the remaining SSD

lifetime is obtained using the self-recovery model in Section 5.2. Finally, the

epoch-capacity regulator throttles write traffic so that the target SSD lifetime

will be reached with small response time variations.

5.4.1 Estimation of Future Write Traffic

READY uses an epoch-based approach that predicts future write traf-

fic on an epoch-by-epoch basis. This epoch-based write traffic prediction is

based on our observation that write traffic in the near future can be accu-

rately estimated (even though it is impossible to know the whole of future

write traffic Sw).

At the beginning of each epoch Ek, the write-traffic predictor estimates

the amount of data FS(Ek) that will be written during Ek in the future. The

write-traffic predictor predicts that the amount of data to be requested for

writing during Ek is the same as that of the data written during Ek−1, i.e.,
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FS(Ek−1) = FS(Ek), under the assumption that Ek−1
∼= Ek. This write traf-

fic prediction is motivated by the previous observations [49] that enterprise

workloads often exhibit cyclic behaviors with periods between several min-

utes or several days. Therefore, if the length of an epoch is properly decided

to include the cyclic period of a workload, the write traffic observed in the

latest epoch can be a useful factor that indicates future write traffic.

To confirm our hypothesis, we analyzed the characteristic of enterprise

traces. We compared the difference in write traffic between two consecutive

epochs with various epoch lengths. Figure 32 shows our investigation re-

sults for proxy, exchange, and cello99 from MSR-Cambridge, MS-

Production, and HP-Cello traces [50, 51, 52], respectively. The X-axis is

the difference between the predicted write traffic and the actual one in per-

centage. For example, if the predicted write traffic is 100 MB and the actual

one is 95 MB, the write traffic difference between them is 5%. The Y-axis

is the cumulative density function (CDF) of the write traffic differences of

epochs. The smaller the difference, the better the accuracy of future write

traffic prediction is.

As shown in Figure 32, when an epoch length is decided properly, it

is possible to achieve high accuracy in predicting future write traffic. In the

case of exchange, for 85% of the epochs, the write traffic difference of

less than 30% is obtained with the epoch length of 30 minutes. For proxy,

the epoch length of 30 minutes also shows the best accuracy in estimating

future write traffic. cello99 achieves the accuracy of more than 80% for

about 90% of the epochs when the epoch length is 1 week.

The best epoch length is very different depending on a workload and
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Figure 32: Cumulative distribution functions (CDFs) of write traffic differ-

ences with various epoch lengths.

105



Figure 33: A feedback-based throttling delay decision.

it also changes with time. For this reason, READY dynamically adjusts the

epoch length according to the characteristic of a workload. This will be dis-

cussed in Section 5.4.4 in detail.

5.4.2 Determination of Throttling Delay

The throttling-delay estimator adaptively changes a throttling delay at

every epoch by monitoring expected future write traffic and the remaining

SSD lifetime. In this subsection, we first explain our mechanism for decid-

ing a throttling delay and then describe how the remaining SSD lifetime is

obtained with consideration of the recovery effect of floating-gate transis-

tors.

Feedback-Based Throttling Delay Decision: The throttling-delay es-

timator uses a feedback-based approach to decide a throttling delay, which

is illustrated in Figure 33. When a new epoch Ek begins, the estimator in-

creases or decreases a current throttling delay τdtc according to the expected

write traffic for Ek. Here, τdtc is a throttling delay previously decided to throt-

tle write traffic for Ek−1. A newly-decided throttling delay is then applied to
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all the write elements in Ek. After Ek ends, the estimator adjusts τ
dt
c again

for another new epoch Ek+1 by referring to throttled write traffic, which is

the expected write traffic for Ek+1. In our feedback-based approach, a throt-

tling delay applied to write elements in each epoch is always the same and

it changes at the beginning of every epoch infrequently. This not only helps

us to avoid response time variations caused by the frequent changes of a

throttling delay, but also allows us to decide a new throttling delay adapting

to a changing workload.

We now detail how the throttling-delay estimator decides a throttling

delay. Initially, the throttling-delay estimator starts with a throttling delay of

0, i.e., τdtc = 0. Then, at the beginning of each k-th epoch Ek (when k> 1), the

delay estimator increases or decreases τdtc based on the expected write traffic

and the capacity of an epoch. Here, the expected write traffic is the amount

of data that is supposed to be written during Ek, and it is equal to the amount

of data written during Ek−1 under the assumption of FS(Ek−1)≈FS(Ek). The

epoch capacity, which is denoted by ck, is the amount of data allowed to be

written during Ek. ck is decided by dividing the remaining SSD capacity Cr

by the number of remaining epochs, where Cr is the number of remaining

bytes that can be written until an SSD becomes unreliable.

If the expected write traffic FS(Ek) is equal to ck, we don’t need to

change a throttling delay for the k-th epoch. On the other hand, if FS(Ek) is

larger than ck as shown in Figure 34(a), it is necessary to increase a throt-

tling delay because the data to be written are expected to be larger than the

capacity allocated to the epoch. A change ∆τdtc in τ
dt
c can be expressed as
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(a) FS(Ek)> ck

(b) FS(Ek)< ck

Figure 34: A change in a throttling delay.

follows:

∆τ
dt
c =

{

FT (Ek)×
(FS(Ek)

ck
−1

)}/

m if FS(Ek)> ck, (5.6)

where m is the number of write elements allowed to be written during the

k-th epoch, i.e., ck/FS(Wi), and FT (Ek) is the length of the k-th epoch. To

regulate the data written during the k-th epoch equal to ck, (FS(Ek)− ck)

of the data must be delayed to the next epoch as shown in Figure 34(a).

The total time required to delay (FS(Ek)− ck) of the data can be approxi-

mated as FT (Ek)× (FS(Ek)/ck−1). Since a throttling delay is equally dis-

tributed to individual write elements, ∆τdtc is obtained by dividing FT (Ek)×

(FS(Ek)/ck − 1) by m. A throttling delay τ
dt
c is then increased by ∆τdtc . Fi-

nally, τdtc is applied to write elements Wk1
, . . . ,Wkm in the k-th epoch.

If FS(Ek) is smaller than ck as shown in Figure 34(b), it means that the

write requests were not intensive enough to wear out an SSD before a target
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lifetime or they were too throttled during the previous epoch. Therefore, τdtc

needs to be reduced so that more data can be written. A change ∆τdtc in τ
dt
c

can be expressed as follows:

∆τ
dt
c =

{

FT (Ek)×
( ck

FS(Ek)
−1

)}/

m if FS(Ek)< ck. (5.7)

To increase the number of bytes to be written to an SSD by (ck−FS(Ek)),

τ
dt
c is decreased by ∆τdtc . If τdtc < ∆τdtc , τdtc is set to 0 because the target SSD

lifetime can be guaranteed without throttling.

Estimating Remaining SSD Lifetime: We assume that the number of

P/E cycles is fixed to a certain number specified in datasheets. The number

of effective P/E cycles, however, is much larger than that in datasheets de-

pending on the length of idle times due to the self-recovery effect.

To exploit the endurance improvement by the self-recovery effect, it

is necessary to estimate the number of effective P/E cycles. In this work,

we use a threshold voltage obtained from the stress and recovery model

of memory cells to estimate effective P/E cycles. We monitor the current

threshold voltage of memory cells at current P/E cycles and then estimate the

number of effective P/E cycles under the assumption that the same length of

idle times will be observed. Figure 35 illustrates how the number of effective

P/E cycles is estimated. We use the average idle time of every block in an

SSD to estimate the effect of self-recovery. The lengths of the idle times of

individual flash blocks are somewhat different from each other. However,

since the wear-leveler makes the P/E cycles of all available blocks evenly

distributed, the length of idle times among blocks is not greatly different.
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Figure 35: Estimation of effective P/E cycles.

Thus, the average idle time can be used as a useful parameter to estimate the

overall endurance improvement.

The throttling-delay estimator estimates the number of effective P/E

cycles at the beginning of each epoch. The estimator then calculates the

remaining capacity Cr based on the effective P/E cycles and distributes it

to the remaining epochs. Since the number of P/E cycles increases because

of the recovery effect, the capacity ck of an epoch increases as well, which

in turn allows more data to be written to NAND flash memory with small

throttling delays.

5.4.3 Enforcement of Epoch Capacity

Once a throttling delay is decided, READY throttles SSD performance

by distributing a throttling delay across every write element as evenly as

possible. This regulation policy minimizes response time variations, but it

cannot guarantee the required lifetime if write traffic prediction fails and

unexpectedly high write traffic comes from a host. Therefore, it is necessary
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to adopt an epoch-capacity enforcement policy that prevents more data than

an epoch capacity from being written to an SSD.

One of the easiest ways to enforce an epoch capacity is to stop writing

if an epoch capacity is likely to be exhausted before an epoch ends. We call

such a regulation strategy a pessimistic epoch-capacity enforcement policy.

The pessimistic policy divides one epoch into periods whose lengths are

1 second each and then distributes the capacity of an epoch to all periods

evenly. If more data than the capacity assigned to a period are requested, the

epoch-capacity regulator stops writing so that overflowed requests are to be

written in the next period. If there is an unused capacity in the current period,

the regulator reallocates it to the next period so that it can be used during

the next period. Figure 36 compares the situations where epoch-capacity

enforcement policy is not used and the pessimistic policy is used. Here, we

assume that an epoch capacity is 4 MB and the number of periods is 4. As

shown in Figure 36(a), 4.2 MB data are written to an SSD without epoch-

capacity enforcement. With pessimistic epoch-capacity enforcement which

is shown in Figure 36(b), the maximum number of bytes written to an SSD

is limited to 4.0 MB.

The weakness of the pessimistic policy is that it does not efficiently

handle a bursty I/O pattern which writes a large number of data for a rela-

tively short period. Figure 37(a) shows how the pessimistic policy behaves

under bursty write requests. We assume that the capacity of an epoch is 4

MB and the number of periods is 4. Consider that 4 MB data are requested

during the period p0 while no write requests are issued during the periods

p1, p2, and p3. In this example, the pessimistic policy throttles write re-
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(a) Without epoch-capacity enforcement (b) With pessimistic epoch-capacity en-

forcement

Figure 36: An example of epoch-capacity enforcement. A solid line indi-

cates the unused capacity forwarded to the next period and a dashed line

represents the data delayed to the next period or epoch.

(a) With pessimistic epoch-capacity en-

forcement

(b) With optimistic epoch-capacity enforce-

ment

Figure 37: A comparison of the pessimistic and optimistic epoch-capacity

enforcement policies when 4 MB data are written during the period p0.
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quests for every period except for p3 because the requested data always ex-

ceed the maximum capacity of the period. However, since the total number

of bytes written during the epoch is equal to 4 MB, throttling for the periods,

p0, p1, and p2, is, in fact, unnecessary.

We resolve this overly restrictive throttling behavior by proposing an

optimistic epoch-capacity enforcement policy. Our optimistic policy main-

tains a relatively small amount of a spare capacity and forcibly stops writ-

ing data only when both the capacity of a period and a spare capacity are

exhausted. Figure 37(b) shows an example of the optimistic policy with the

same scenario shown in Figure 37(a). Here, we assume that a spare capac-

ity is set to 4 MB. As shown in Figure 37(b), unnecessary throttling can be

completely avoided with the optimistic epoch-capacity enforcement policy.

A spare capacity must be carefully chosen. If a spare capacity is un-

limited, it is equivalent to READY without epoch-capacity enforcement in

which an unlimited spare capacity can be borrowed from future epochs.

On the other hand, if a spare capacity is too small, it is similar to READY

with pessimistic epoch-capacity enforcement. Thus, unnecessary throttling

would be frequently observed due to the lack of a spare capacity. In this

work, a spare capacity is empirically set to 10% of the remaining capacity

Cr. In our observation, this capacity is sufficient enough to avoid unneces-

sary throttling in real-world traces. Furthermore, since a spare capacity is

limited to 10% of Cr, the worn-out of SSDs before a target lifetime never

occurs.

We give a detailed explanation how READY manages a spare capacity

with optimistic enforcement. Suppose that a spare capacity is 10% and there

113



are j epochs in Sw. The capacity of each epoch is denoted by c1, ..., c j,

respectively, and c1 = ... = c j = Cr/ j. The spare capacity for the 1st epoch

is (c2 + ...+ c j)× 0.1. Thus, the total capacity that can be written during

the 1st epoch is c1 +(c2 + ...+ c j)× 0.1. If j is 3 and Cr is 3 MB, c1 is 1

MB and the spare capacity is 0.2 MB. If the data of smaller than c1 have

been written during the 1st epoch, the remaining capacity Cr after the 1st

epoch is equally distributed to the remaining epochs and the spare capacity

is decided by (c3 + ...+ c j)×0.1 for the 2nd epoch.

If the spare capacity, however, is partially used during the 1st epoch,

then c2, ... , c j are reduced to 90% of their original capacities and only the

unallocated capacity is used as the spare capacity. In the above example, if

the data of 1.1 MB have been written during the 1st epoch, c2 and c3 are 0.9

MB and the spare capacity becomes 0.1 MB in the 2nd epoch. This capac-

ity assignment policy makes the throttling-delay estimator slightly increase

a throttling delay with a smaller epoch capacity. The overused capacity is

accordingly reclaimed during the remaining epochs. If the spare capacity is

used up during the 1st epoch, the pessimistic policy is used with the reduced

epoch capacity, i.e., 0.9 MB, and no spare capacity. This means that perfor-

mance degradation caused by the depletion of a spare capacity is 10% in the

worst case.

5.4.4 Epoch Length Selection

READY decides a throttling delay under the assumption that the same

write traffic observed in the latest epoch will be repeated in the next epoch.

Thus, if the length of an epoch is incorrectly decided, the write-traffic differ-
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ence between two consecutive epochs is quite large. This results in a signif-

icant fluctuation in write response times because a throttling delay is greatly

changed at the beginning of a new epoch.

In order to find a proper epoch length, we use a simple approach that

finds the best epoch length among several candidate epochs with different

lengths. Figure 38 shows how READY chooses the best epoch length. We

first create candidate epochs whose length u are one unit-time window, i.e.,

u = 1. We then calculate the write-traffic difference ratio of two consecutive

candidate epochs k and k+1 with the same epoch length. The write-traffic

difference ratio ru(k,k+1) is defined as follows:

ru(k,k+1) =

√

(FS(E
u
k+1)−FS(E

u
k ))

2

FS(E
u
k )

, (5.8)

where FS(E
u
k ) and FS(E

u
k+1) are the amount of data written during the epochs

k and k+1, respectively, when the epoch length is u. In the example of Fig-

ure 38, FS(E
1
1 ) and FS(E

1
2 ) are 3 MB and 6 MB, respectively, and thus r1

(1,2)

= 1.0. We then calculate the average write-traffic difference ratio δur for all

available pairs of two consecutive epochs. In the example of Figure 38, δ1
r

for r1
(0,1), ..., r1

(2,3) is 1.0.

We increase the length of a candidate epoch by one unit-time window

and calculate δu+1
r . We repeat this until the number of epochs with the same

length becomes one. The length of a candidate epoch whose average write-

traffic difference ratio is the smallest is chosen as the epoch length. In Fig-

ure 38, δur is the smallest when u is 2, and thus the new epoch length be-

comes two unit-time windows. Finally, READY recalculates a throttling de-
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Figure 38: An example of epoch length selection.

lay using Eqs. (5.6)-(5.7) with the new epoch length.

Finding the epoch length may take a relatively long time. To reduce

the computational overhead associated with epoch length selection, a new

epoch length is calculated when the write-traffic difference between the pre-

dicted write traffic and the actual one is higher than 25% and it occurs three

times successively. The length of a unit-time window is also set to 10 min-

utes to reduce the number of candidate epochs, which, in turn, lowers the

computational overhead. In addition, it is required to maintain additional

memory space because a history of previous write traffic must be kept for

epoch length selection. This additional memory space is small enough; the

memory space for maintaining a 1-year write traffic history is about 205 KB

(i.e., 210,240 Bytes = 365 days × 24 hours × 6 unit-time windows per hour

× 4 Bytes).
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5.5 Experimental Results

In order to evaluate the effectiveness of the proposed READY tech-

nique, we first carried out a set of evaluations with trace-driven simula-

tors using various enterprise traces. We also implemented the prototype of

READY in the Linux kernel to assess its feasibility in real-world environ-

ments. We first show experimental results with trace-driven simulators and

then give results in the Linux prototype.

5.5.1 Experiments with Trace-Driven Simulators

Experimental Settings: The flash memory used for our evaluations

was based on 2-bit MLC NAND flash memory, and a block was composed

of 64 4 KB pages. The page read time and the page write time were 50 µs

and 600 µs, respectively, and the block erasure time was 2 ms. The number

of P/E cycles was initially set to 3K, but it was changed depending on the

length of idle times. The target SSD lifetime was set to 5 years.

We performed our evaluations using two types of trace-driven simula-

tors: an SSD simulator and a dynamic throttling (DT) simulator. The SSD

simulator was based on a DiskSim-based SSD simulator [53] and emulated

the detailed behaviors of an SSD with several FTL algorithms. Because of

its rich functionality, however, it exhibited a very slow simulation speed. For

this reason, we used the SSD simulator to collect firmware-level traces sent

to NAND flash memory which included I/O requests from SSD firmware

as well as from a host system. The SSD simulator employed page-level

mapping with a greedy garbage collection policy. We used a firmware-level
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trace as an input for our DT simulator. The DT simulator supported several

throttling algorithms along with the damage/recovery model of NAND flash

memory. Since the DT simulator did not simulate complicated FTL algo-

rithms, it was much faster than the SSD simulator, enabling us to quickly

assess various throttling algorithms. As depicted in Figure 31, throttling al-

gorithms work independently of FTL algorithms; it reduces write perfor-

mance by adding throttling delays and does not change the behaviors of

FTL algorithms. Thus, our simulation method using two different simula-

tors was effective enough to accurately evaluate throttling algorithms.

We compared the performance of six throttling algorithms: OPT, NT,

ST, DT, READYPES, and READYOPT. OPT was offline optimal throttling de-

scribed in Section 5.3.4. NT did not throttling write performance. ST and DT

used static throttling and dynamic throttling, respectively. DT used the opti-

mistic epoch-capacity enforcement policy. Both READYPES and READYOPT

used dynamic throttling and considered the self-recovery effect of mem-

ory cells. READYPES used pessimistic epoch-capacity enforcement, whereas

READYOPT employed optimistic enforcement.

Benchmarks: We chose two enterprise traces, proxy and proj from

the MSR-Cambridge benchmark [50] and used three production traces, exchange,

map, and msnfs, from the MS-Production benchmark [51]. Table 8 sum-

marizes the traces. proxy and projwere recorded for one week. exchange

and map contained 24-hour I/O activities, while msnfs was collected for

6 hours. Because of the limited duration of the traces, we performed our

evaluations under the assumption that the same I/O pattern will be repeated

for 5 years.

118



Trace Duration
Data written

WAF
SSD

per hour (GB) capacity (GB)

proxy 1 week 4.94 1.93 32

proj 1 week 2.08 1.62 32

exchange 1 day 20.61 2.24 128

map 1 day 23.82 1.68 128

msnfs 6 hours 18.19 2.26 128

Table 8: A summary of traces used for evaluations.

The amount of written data per hour was very different depending

on the traces. proxy and proj exhibited low write traffic in comparison

with exchange, map, and msnfs. The write amplification factor (WAF),

which has a great effect on the size of write traffic, ranged from 1.62 to

2.26. The SSD capacity was configured differently depending on the size of

traces. For proxy and proj with low write traffic, the SSD capacity was

set to 32 GB. For exchange, map, and msnfs with high write traffic, the

capacity of the SSD was set to 128 GB 1.

Lifetime Analysis: Figure 39 shows evaluation results on SSD life-

times with five traces. OPT guarantees the 5-year SSD lifetime because it

throttles SSD performance with complete information for future write traf-

fic. NT cannot guarantee the required SSD lifetime for all the traces, except

for proj. The write traffic of proj is not so heavy, and thus NT ensures

the 5-year lifetime without throttling. ST and DT do not consider the self-

recovery effect of floating-gate transistors. Therefore, they throttle write per-

1In our evaluation, the SSD capacity was relatively small in comparison with the capac-

ity of a recent commercial SSD (which is usually 128 to 512 GB). This is mainly due to

the relatively low daily write traffic of I/O traces collected from systems with HDDs. Con-

sidering that SSDs improve the I/O rate of a storage subsystem by several times [55], daily

write traffic will be increased greatly with SSDs. Thus, the storage lifetime can be a serious

problem in practical systems even if a larger SSD capacity is used.
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Figure 39: A comparison of SSD lifetimes for five traces.

formance based on the fixed 3K P/E cycles. Since the P/E cycles of NAND

flash memory increase because of the self-recovery effect, the effective SSD

lifetimes with ST and DT are much longer than the required one. It means

that ST and DT excessively throttle write performance, underutilizing avail-

able P/E cycles. This excessive throttling results in poor write performance

over READYPES and READYOPT. In particular, DT dynamically decides a

throttling delay in response to a changing workload, so it maximally utilizes

3K P/E cycles. We discuss this in detail with Table 9.

READYPES takes advantage of the self-recovery effect of floating-gate

transistors. Therefore, it throttles write performance so that the SSD lifetime

is close to 5 years for all the traces. Figure 39 also shows that READYOPT

guarantees the required SSD lifetime even though it uses a spare capac-

ity borrowed from future epochs in advance. This clearly shows that our

optimistic epoch-capacity enforcement policy properly manages overused

epoch capacity so that the required lifetime is satisfied.
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Trace
SSD

C
spec
ssd (TB) Cactl

ssd (TB) Wwork(TB)
configuration

proj

NT

93.75

312.6 144.4

ST 403.4 54.2

DT 346.9 93.7

READYOPT 312.8 141.0

exchange

NT

375

949.3 1918.8

ST 1415.3 348.2

DT 1387.3 374.4

READYOPT 1077.8 1065.6

Table 9: The amount of data written for 5 years for two traces, proj and

exchange.

Table 9 analyzes the lifetimes of SSDs from the perspective of writ-

ten data for proj and exchange. C
spec
ssd is the number of bytes that can

be written to an SSD according to the NAND flash memory specification,

whereas Cactl
ssd is the total number of writable bytes when the recovery ef-

fect is taken into account. Wwork is the total number of bytes written to an

SSD for 5 years. ST and DT throttle write performance so that Wwork be-

comes C
spec
ssd at the end of the target lifetime. In the case of ST, however,

Wwork is 43% and 8% smaller than C
spec
ssd for proj and exchange, respec-

tively. This is because ST excessively throttles write performance, assum-

ing that write traffic is always heavy. Unlike ST, DT dynamically changes

a throttling delay according to a workload. Thus, DT exhibits Wwork close

to C
spec
ssd . READYOPT fully utilizes the endurance improvement offered by

the self-recovery effect, making Wwork close to Cactl
ssd . In the case of proj,

write throttling is not performed in most cases because write traffic is not

so heavy. As astute readers may notice, Cactl
ssd of READYOPT is 1.14 times

larger than that of NT in exchange. READYOPT throttles the overall write
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speed of an SSD, so the length of idle times between P/E cycles increases

accordingly. Due to this increased idle time, the endurance improvement by

the self-recovery effect in READYOPT is greater than that in NT.

Average Response Time: To understand the effect of READY on SSD

performance, we measured the average response time for a page write while

running five traces. Figure 40 shows our evaluation results. As expected, NT

exhibits the best I/O response time among all the configurations, but it can-

not guarantee the target lifetime. Both READYPES and READYOPT throttle

write requests to meet the required lifetime, so their performance is worse

than that of NT; they exhibit 1.0x to 2.13x longer write response time than

NT. In the case of proj, READYPES and READYOPT do not reduce write

performance because the required lifetime can be satisfied without throt-

tling. Therefore, little performance degradation, which is less than 1.9%, is

observed in proj. READYPES and READYOPT achieve 2.57x better perfor-

mance than DT on average. This performance benefit mainly comes from

the increased P/E cycles of an SSD. Since READYPES and READYOPT are

aware of the improvement in SSD endurance, they can assign more capacity

to epochs, reducing throttling delays.

DT exhibits 1.7x faster response time over ST on average. DT decides

the epoch capacity periodically based on the remaining SSD lifetime and

changes a throttling delay so that write requests are properly delayed in re-

sponse to future write traffic. This epoch capacity assignment and throttling

delay distribution policy allows us to fully utilize the available endurance of

an SSD. On the other hand, ST neither considers the remaining SSD lifetime

nor the characteristic of a workload. Instead, ST simply throttles write per-
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Figure 40: A comparison of average write response times.

formance by limiting the maximum throughput of an SSD. Thus, ST causes

many unnecessary throttling delays.

The average write response times of READYPES and READYOPT are

very similar to that of OPT. In READYPES, READYOPT, and OPT, the to-

tal sum of throttling delays applied to write elements during 5 years is al-

most the same. Thus, they show the similar write response times on av-

erage. As will be discussed below, however, OPT outperforms READYPES

and READYOPT in terms of response time variations because it equally dis-

tributes throttling delays to respective write elements with complete infor-

mation for future write traffic.

Response Time Variation: We compared response time variations be-

tween different throttling algorithms. Figure 41 shows the cumulative den-

sity functions (CDFs) of write response times for four traces. ST shows sig-

nificant response time variations for all the traces because it forcibly stops

writing if throttling is needed. On the other hand, OPT, DT, READYPES, and
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Figure 41: CDFs of write response times.

READYOPT greatly reduce write response time variations over ST by dis-

tributing throttling delays as evenly as possible.

For exchange, map, and msnfs, READYPES incurs relatively large

I/O response time variations over READYOPT. READYPES must stop writing

data when there are a large number of writes within a short period. On the

other hand, READYOPT uses the optimistic epoch-capacity enforcement pol-

icy, so they handle a bursty I/O pattern more efficiently without compulso-

rily write throttling. The write response time of DT ranges from 600 µsec to

several thousand seconds in map unlike proxy, exchange, and msnfs.

The write patterns of map change greatly with time, and thus the difference
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Traces proxy proj exchange map msnfs

Accuracy of write
99.9 33.9 80.5 50.9 100

demand prediction (%)

Table 10: Accuracy of write traffic prediction.

in the write traffic between two consecutive epochs is relatively large. Since

a throttling delay for a certain epoch is determined by the write traffic of

the previous epoch, the difference between throttling delays is accordingly

increased in map. Nevertheless, the response time of DT is more stable than

ST.

Unlike other throttling algorithms, OPT analyzes write traffic at of-

fline and then decides an optimal throttling delay. Thus, it minimizes the re-

sponse time variations. READYOPT exhibits relatively higher response time

variations over OPT. In the cases of proxy, exchange, and msnfs, the

CDFs of READYOPT are very close to those of OPT because future write

traffic can be easily predicted. For map, however, response time variations

are significant in comparison with OPT. As pointed out before, the write

traffic of map is greatly varied over time, so it is hard to predict its future

write traffic.

Epoch Length Selection: We evaluated the accuracy of our epoch

length selection method in predicting future write traffic. Table 10 shows

our evaluation results for five traces. We assumed that epoch length detec-

tion was accurate if the difference between the prediction write traffic and

the actual one was smaller than 25%. Our method achieves high accuracy for

proxy, exchange, and msnfs. The accuracy of write traffic prediction,
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however, is reduced to 50.9% and 33.9% for map and proj, respectively,

due to a high fluctuation in write requests. We expect that the accuracy of

epoch length detection could be improved with traces recorded for a longer

time.

To evaluate the effect of the epoch length selection method on write

response times, we compared the changes in throttling delays when an epoch

length was fixed and an epoch length was dynamically changed according to

a workload. Figure 42 shows our evaluation result with exchange. In this

figure, FIXED was READYOPT with the fixed epoch length and DYNAMIC

was READYOPT with our epoch length detection policy. The fixed epoch

length was set to 10 minutes.

As shown in Figure 42, although READYOPT generally works well with

exchange, some variations on throttling delays are observed with FIXED.

DYNAMIC also exhibits variations on response times at the beginning of the

execution, but it becomes stable after repeated write traffic is detected as

shown in Figure 42(b).

Detailed Analysis: We performed a detailed analysis of different SSD

configurations. Figure 43 represents the throughput of the SSD with the dif-

ferent throttling schemes when intense I/Os are being served. As mentioned

several times before, ST limits the maximum bandwidth of the SSD by a

certain level, 2.49 MB/s in map. The overall throughput of the SSD is thus

greatly deteriorated with ST as shown in Figure 43(a). DT works better than

ST. Due to the limited write endurance of the SSD, however, significant

performance degradation cannot be avoided with DT as depicted in Fig-

ure 43(b). READYPES and READYOPT exhibit much higher performance than
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Figure 42: A comparison of throttling delays when the fixed epoch length

is used and the epoch length is dynamically determined in the exchange

trace.
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Figure 43: A detailed analysis of four SSD configurations with the map

trace.
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ST and DT by exploiting the improved write endurance of the SSD benefited

from the self-recovery effect of memory cells. In particular, READYOPT per-

forms better than READYPES when a large number of data are being written

to the SSD, e.g., a period of 200 to 350 second in Figure 43(d). Even when

write requests are intensively issued, READYOPT writes the requested data

to the SSD rather than forcibly throttling the bandwidth of the SSD by using

the spare capacity borrowed from future epochs. This allows READYOPT to

exhibit better write response time for the traces like map which exhibit a

great fluctuation in write requests.

5.5.2 Experiments with Linux Prototype

In order to evaluate the feasibility of READY in real-world environ-

ments, we implemented a proof-of-concept prototype of READY in a PC

server with 3.4 GHz i7 CPU, 12 GB RAM, and Samsung’s 840 SSD. The

operating system was Ubuntu 10.04 with the Linux kernel 2.6.32.29.

Experimental Settings: Since it was difficult to implement throttling

algorithms directly in the firmware of a commercial SSD, we added an in-

termediate layer, called a throttling layer, between an I/O scheduler and an

SSD. Figure 44 illustrates a schematic description of our READY proto-

type. Throttling algorithms are implemented in the throttling layer and they

decide a throttling delay so that incoming write traffic is properly regulated.

When a host system issues write requests to the SSD, the throttling layer

intercepts and delivers them to the SSD. After receiving write completion

interrupts from the SSD, it puts them into a throttling queue, instead of de-

livering them to the I/O scheduler. After a throttling delay (which is decided
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Figure 44: A schematic description of our prototype.

by throttling algorithms), the throttling layer dequeues them from the throt-

tling queue and delivers them to the I/O scheduler. By doing so, it is possible

to emulate dynamic throttling without modifying the firmware of an SSD.

In our implementation study, the self-recovery effect and the garbage

collection overhead were not taken into account due to limited internal in-

formation of an SSD. Thus, we assumed that there was neither recovery ef-

fect nor extra overhead associated with garbage collection, i.e., WAF = 1.0.

If the internal SSD information, such as the remaining number of writable

bytes and the value of WAF, can be delivered to a throttling layer (via a bus

interface like SATA), it is possible to consider the benefits of self recovery

and the effect of garbage collection even if READY runs in the host side.

Benchmarks: The benchmark programs used for our evaluations in-

cluded TPC-C, bonnie++, and postmark. Since it was infeasible to run

real-world benchmarks for several years, we manually scaled down the tar-

get SSD lifetime Tssd and the amount of writable data Cactl
ssd . Even though
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Benchmark Description Tssd Cactl
ssd

TPC-C

An on-line transaction processing (OLTP)

1 hour 10.8 GBbenchmark for transaction processing systems.

Oracle 10g is used as a database system.

Bonnie++

It creates and deletes files in sequential and

1 hour 72 GBrandom orders, while performing different

types of file system operations.

Postmark
It emulates a workload of electronic mail and

1 hour 25 GB
netnews services.

Table 11: A summary of benchmark programs.

these scaled-down settings did not represent the actual status of an SSD, it

helped us to rapidly assess how effectively READY throttled write traffic. A

detailed description of the benchmark programs and our evaluation settings

is summarized in Table 11.

Performance/Lifetime Analysis: We implemented two throttling al-

gorithms, static throttling and READY in the throttling layer, which are de-

noted by ST and READY, respectively. We also have evaluated the perfor-

mance and lifetime of an SSD without write throttling and this configuration

is denoted by NT.

Figure 45(a) shows the SSD lifetimes of NT, ST, and READY for three

benchmark programs. According to Table 11, our target lifetime Tssd is 1

hour. As expected, NT cannot ensure 1-hour lifetime, while READY guar-

antees the target lifetime by effectively regulating incoming write traffic.

For all the benchmarks, the amount of written data is smaller than Cactl
ssd . ST

also ensures the target lifetime, but it cannot fully utilize the available SSD

endurance because of its excessive throttling, which results in great perfor-
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Figure 45: Experimental results with the prototype of READY in the Linux

operating system.

mance degradation. As depicted in Figure 45(b), READY reduces write re-

sponse times by 72%, 16%, and 45% over ST for TPC-C, Bonnie++, and

Postmark, respectively.

Figure 46 illustrates the write traffic sent to an SSD with three different

throttling policies, NT, ST, and READY, when TPC-C is running. As illus-

trated in Figure 46, NT exhibits the best performance, but an SSD is com-

pletely worn out at 3,024 seconds. By limiting the maximum write through-
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put of an SSD to 3 MB/s, i.e., 10.8 GB / 3,600 seconds, ST extends the SSD

lifetime to more than 1 hour. However, the SSD performance is excessively

regulated when write requests are intensively issued; on the other hand, it is

never throttled if there are only few write requests. For this reason, ST in-

curs significant write response variations, underutilizing the available SSD

endurance. Unlike ST, READY predicts the future write traffic and then reg-

ulates write performance by evenly distributing throttling delays. Thus, an

SSD is worn out at the target lifetime with small variations on write response

times.
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policies with TPC-C.
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Chapter 6

Hardware-Accelerated Compression

Technique

6.1 Motivation

FlexFS improves the overall I/O performance by exploiting flexible

programming, but it inevitably degrades the storage lifetime over traditional

file systems because of additional data migration from an SLC region to an

MLC region. Similarly, READY guarantees the required storage lifetime,

but this benefit can be obtained by sacrificing the write performance of a

storage device. Therefore, the performance and lifetime cannot be improved

simultaneously with our previous approaches.

One of the feasible approaches that improve both performance and

lifetime is to reduce the amount of data physically written to NAND flash

memory. The most representative approach is to use lossless data compres-

sion. The lifetime of flash-based SSDs strongly depends on the amount of

data written to the SSDs. Thus, data compression, which reduces the ac-

tual amount of data written to the SSDs, can be an effective solution to im-

prove the lifetime of the SSDs. Furthermore, if compression is supported by

a hardware acceleration unit, it can also improve the performance of SSDs

because a smaller amount of data are physically transferred during I/O op-
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erations over uncompressed reads and writes.

The idea of using data compression for data storage is not new and

has been widely studied. For example, many existing file systems support

software-based data compression to expand the effective capacity of a stor-

age device. Although software-based compression approaches can be use-

ful in improving the SSD lifetime, they incur a considerable compression

and decompression overhead. For this reason, software-based compression

is usually employed when the storage capacity is one of the most important

design goals.

An obvious solution for the problem of software-based compression

is to use a special hardware accelerator. Although some SSD companies

are believed to employ hardware-accelerated compression in their products,

there is no known literature that describes such SSDs in detail. For exam-

ple, recent investigations [15, 16], which discuss data compression in flash

memory, only focus on software-side design and implementation issues. For

the hardware design issues, the existing techniques either assume a magic

compression hardware accelerator with no performance penalty or do not

present their design in detail.

In this chapter, we describe our experience of building a flash-based

SSD prototype which supports hardware-accelerated lossless compression,

called BlueZIP. We design and implement hardware compression and de-

compression modules in our FPGA-based SSD prototype, which are modi-

fied to be suitable for storage devices. We also propose a compression-aware

flash translation layer, called CaFTL, which provides software support for

maximizing the benefit of hardware-assisted compression. CaFTL also sup-
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Figure 47: An overall architecture of BlueZIP

ports selective compression to avoid useless data compression for incom-

pressible data.

6.2 BlueZIP Hardware

In this section, we first describe the hardware architecture of BlueZIP.

We then explain the compression module of BlueZIP in detail and briefly

introduce data decompression steps. We also discuss the issues related to

internal fragmentation that occurs when data compression is used in NAND

flash memory [15] and explain our approach to mitigate this fragmentation

problem.

Figure 47 shows an overall organization of BlueZIP. BlueZIP is imple-

mented in BlueSSD [33], which is an open SSD platform built on top of a

general-purpose FPGA board combined with a custom flash board, called
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BlueFlash. The embedded processor in the FPGA is used as a main SSD

controller to execute the FTL. The flash controller is in charge of transfer-

ring the data from/to the BlueFlash board and is composed of two hardware

modules: a DMA controller and a flash bus controller. The DMA controller

receives commands from the processor and transfers data from/to DRAM

through the system bus. The flash bus controller performs several flash op-

erations, including read, write, and erase operations, and moves the data

from/to flash chips in the BlueFlash board.

The compression and decompression modules of BlueZIP are imple-

mented between the DMA controller and the flash bus controllers. They

perform compression or decompression for the data being transferred from

the DMA controller or from the flash bus controller, respectively. BlueZIP

uses the LZRW3 algorithm [57], a variant of the LZ77 algorithm, because it

achieves a good compression ratio without high computational burden. The

LZRW3 algorithm has been modified in BlueZIP so that its hardware im-

plementation becomes efficient.

6.2.1 Compression Module

Figure 48 shows an overall architecture of the compression module of

BlueZIP, which is composed of four hardware submodules: a shift register,

a dictionary, a compression logic, and a compression buffer. The shift regis-

ter holds the data to be tested for compression and the dictionary table con-

tains repeated patterns previously seen. The compression logic converts the

data in the shift register to symbols by referring to the dictionary. The com-

pressed data, a sequence of symbols, are stored in the compression buffer
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Figure 48: An overall architecture of the compression module of BlueZIP

and moved eventually to a flash chip.

The hardware compression module fetches the data from the DMA

buffer, which keeps the entire data sent from the host, until the shift reg-

ister is fully filled. The compression logic creates a hash value using the

first 3 bytes of the data in the shift register, which are used as a dictionary

index for the dictionary table. The compression logic then checks the data

entry where the dictionary index points. If the first 3 bytes of the correspond-

ing data entry is equivalent to those of the shift register, we assume that we

found a matching pattern from the dictionary. When the compression logic

finds a matching data entry, it compares the remaining bytes in the shift reg-

ister with those in the data entry and finds the common part of the data be-

tween the shift register and the data entry. This common part is called a data

segment. The compression logic creates a symbol by combining the dictio-

nary index and the length of the data segment, along with a compression flag

whose value is ‘1‘. The compression flag indicates if the symbol represents
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compressed data or uncompressed data. The symbol created is then written

to the compression buffer. Finally, the whole data segment is discarded from

the shift register, and the new data are transferred to the shift register from

the DMA buffer.

When we do not find a matching pattern from the dictionary, we create

a symbol only for the first byte of the data. A 9-bit symbol is created by

adding one-bit compression flag (whose value is 0) to the first byte of the

shift register. After the symbol created is written to the compression buffer,

a new byte of the data from the DMA buffer is appended to the tail of the

shift register, discarding the first byte of the shift register. Note that when a

matching pattern is not available in the dictionary, the old pattern in the data

entry to which the hash value points is replaced by the new pattern in the

shift register for supporting newly found patterns.

In our compression scheme, a single byte of the data may be expanded

into a 9-bit symbol (8 bits for the original data; 1 bit for a compression flag)

if a single byte data cannot be compressed. If a compression ratio is low,

the amount of the data actually written after compression can be bigger than

the original data. In order to solve this problem, BlueZIP supports a selec-

tive compression function, which allows the FTL to determine whether the

requested data should be stored in a compressed form or an uncompressed

form. If the FTL decides to write data without compression, the compres-

sion filtering module sends the requested data to the flash bus controller di-

rectly, bypassing the compression module. The size of the shift register as

well as the size of the dictionary has a significant effect on a compression

ratio. As their sizes increase, a better compression ratio can be obtained at
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the cost of using more hardware resources. Currently, the shift register and

the dictionary are set to 18 bytes and 36 KB (= 211x18 bytes), respectively.

This setting requires a small amount of hardware resources, but provides a

reasonable compression ratio. In Section 6.4, we will analyze the effect of

the dictionary table size on a compression ratio in detail.

6.2.2 Decompression Module

Data decompression of BlueZIP is very similar to data compression

except that the processing steps are reversed. The decompression module

fetches the data from the flash bus controller and decides if the data are

compressed or not by checking a compression flag. If the data are com-

pressed, the decompression module restores the original data by using the

dictionary index which indicates the data entry in the dictionary, along with

the length of the data segment. In BlueZIP, the dictionary is reconstructed

on-the-fly at data decompression, so additional metadata for decompression

is not required.

6.2.3 Granularity of Data Compression

In order to take full advantage of the benefit of data compression,

BlueZIP should provide a meaningful compression ratio so that a large num-

ber of page writes can be eliminated. Unfortunately, NAND flash memory

must be programmed and be read in a unit of one page. Therefore, it is

difficult to avoid internal fragmentation that occurs when the size of com-

pressed data does not fit into a unit of a page. This fragmentation problem
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wastes valuable storage capacity and, more importantly, reduces the overall

compression ratio. The simple but effective way to mitigate such an inter-

nal fragmentation problem is to increase the number of pages compressed

together, which is called a data chunk in this dissertation.

Data compression with a large data chunk, however, has two main

drawbacks. First, a large data chunk hurts the read performance. In order

to read a page from flash memory, the entire data chunk that holds the re-

quested page should be decompressed first. Second, data compression with

a large data chunk requires more hardware resources. As the size of a data

chunk increases, a hardware accelerator needs a larger memory space be-

cause it keeps more data in the buffer memory while performing data com-

pression/decompression. The current implementation of BlueZIP uses a data

chunk of 8 KB, which corresponds to four 2 KB pages, because this setting

achieves a good compression ratio with a small read penalty using a reason-

able amount of hardware resources.

Since the basic unit of data transfer between the file system and a stor-

age device is usually 2-4 KB, there is a size mismatch problem with the data

chunk size. In order to resolve this problem, the FTL stores the data from

the file system temporarily in its internal write buffer. When the write buffer

becomes full, the stored pages are sent to the flash memory. In BlueZIP, the

write buffer size is set to 8,208 bytes, which is slightly larger than 8 KB,

because the chunk header information of 16 bytes is added to the data to

be written. This header contains metadata for the pages stored on the same

data chunk so that the FTL uses for garbage collection and decompression.

In addition, the sizes of the DMA buffer and the compression buffer are set
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to 10 KB, respectively, which is large enough to hold the entire data chunk

during compression.

6.3 BlueZIP Software

In this subsection, we explain CaFTL, the compression-aware flash

translation layer. We first describe the address translation mechanism of

CaFTL, which is devised to manage compressed data in NAND flash mem-

ory, and then discuss several issues related to garbage collection with CaFTL.

Finally, we explain the selective compression scheme in detail.

6.3.1 Address Translation

CaFTL is based on a page-mapped FTL which maps a logical page

into a physical page using a page mapping table. Unlike other page-mapped

FTLs, CaFTL maintains a special data structure, called a data chunk ta-

ble, which manages information about data chunks in flash memory. A data

chunk table is composed of table entries, each of which is 8 bits: the first

3 bits are used for a valid page counter, the following 4 bits represent the

number of physical pages allocated to a data chunk, and the remaining 1 bit

is used as a compression indicator which indicates whether the data chunk

is compressed or not. The number of table entries is the same as the number

of physical pages and the table entries that belong to the same data chunk

have the same values.

Figure 49 shows an overall architecture of CaFTL with a page mapping

table and a data chunk table. As mentioned before, CaFTL keeps the data
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Figure 49: An overall organization of CaFTL

of four pages in the write buffer and then flushes the stored pages to flash

memory altogether, along with their header information. Header informa-

tion includes the logical page addresses for four pages, which are used for

decompression and garbage collection later. CaFTL updates the page map-

ping table so that each logical page entry indicates the first physical page

address of the new data chunk. After the data have been written, CaFTL

gets the number of physical pages actually used for writing the data chunk,

updating the corresponding entries of the data chunk table. Note that a valid

page counter is initially set to four because all the four pages are valid.

In order to read the data of a page from flash memory, CaFTL first finds

the physical location of the data chunk containing the requested page by

referring to the page mapping table. All the pages in the data chunk are then

decompressed. CaFTL finds the requested logical page by looking at the
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header information and only the data of the requested page are transferred

to the host. In addition, CaFTL maintains the read buffer to prevent repeated

decompression for frequently accessed data chunks. CaFTL keeps four data

chunks in the read buffer, which is managed by an LRU replacement policy.

When a certain logical page is updated by new data, CaFTL decrements

the valid page counter of the corresponding entry in the data chunk table by

1 because the corresponding data chunk contains no longer valid data for

that page. The new page is written to the newly allocated data chunk, along

with other pages which are requested together.

Since CaFTL needs an additional data chunk table (whose size is in-

creasing as the capacity of SSDs increases), it requires more memory space

than the traditional page-mapped FTLs. However, we can mitigate the table

size problem by adopting a demand-based mapping mechanism proposed

in [58]. Furthermore, the data chunk table is smaller than the page mapping

table because it requires only an 8-bit entry for each physical page.

6.3.2 Garbage Collection

CaFTL performs garbage collection to reclaim free space after all avail-

able free blocks are used up. Similar to a greedy policy used in existing

FTLs, a block with the fewest valid pages is selected as a victim block. Once

the victim block is chosen, CaFTL looks at the status of the data chunks in

the victim block by referring to the data chunk table. If the data chunk has

no valid pages (i.e., the valid page counter is 0), it is not necessary to move

the pages in the data chunk because it contains only invalid pages. There-

fore, CaFTL skips this data chunk and then sees the next one. If there is
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a data chunk with valid pages, CaFTL decompresses the data chunk and

then stores only the valid pages on the temporary buffer. Similar to writing

the data sent from the host, CaFTL evicts four valid pages to the new data

chunk at once, updating the page mapping table as well as the data chunk

table. The victim block is erased and becomes a free block after moving all

valid pages.

6.3.3 Selective Compression

The size of a compressed data chunk can be larger than that of the orig-

inal one because additional metadata (e.g., a chunk header and a compres-

sion flag) is included in a compressed data chunk. To prevent the size ex-

pansion problem, CaFTL performs selective compression. Since multimedia

files, which were already highly compressed, are most likely candidates for

the size expansion problem, CaFTL focuses on such data files when mak-

ing selective compression decisions. For example, if CaFTL detects poorly

compressed data streams in advance, it does not compress those data.

To detect a data stream whose write pattern is sequential and whose

compression ratio is low, CaFTL monitors a compression ratio of a data

chunk whenever it is written to a flash memory. If a compressed data chunk

is larger than the original one and the logical addresses of the four pages

in the data chunk are sequential (e.g., the logical addresses are 100, 101,

102, 103), this data chunk is regarded as a sequential data stream. CaFTL

keeps the last logical address (e.g., 103) of the sequential data stream in a

data structure, called a filtering table. The filtering table contains the infor-

mation of each sequential data stream: a logical page address and a refer-
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ence counter. If a new sequential data stream is observed and its first logi-

cal address is consecutive (e.g., 104) to the previous data stream in the fil-

tering table, the previous data stream is replaced by the new one and its

reference counter is increased by 1. Once a reference counter reaches to a

certain threshold value (which is set to 4 in our implementation), CaFTL

writes the following sequential data streams to the flash memory without

compression. Note that a chunk header is not required for an uncompressed

data chunk because a logical page address can be stored in a spare area of a

page. In addition, a compression indicator of an uncompressed data chunk

should be set to 0 so that decompression steps are bypassed when reading

that chunk later.

The current version of CaFTL keeps only 20 sequential data streams

in the filtering table. If the filtering table becomes full, the data stream with

the smallest filtering counter is removed and the new one is inserted into the

filtering table. The memory requirement for keeping the filtering table is as

small as several-ten bytes.

6.4 Experimental Results

6.4.1 Experimental Environment

For the evaluation, we implemented the hardware and software mod-

ules of BlueZIP on the BlueSSD platform [33]. Figure 50 shows a snap-

shot of the BlueSSD platform. As mentioned in Section 6.2, BlueSSD is

composed of two main components, the FPGA board and the custom flash

board, called BlueFlash. The FPGA board is equipped with an FPGA fabric
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Figure 50: A snapshot of an FPGA-based SSD prototype, BlueSSD

for implementing hardware logics and an embedded processor running at

400 MHz for executing software modules.

The BlueFlash board holds four identical flash buses and each bus sup-

ports 8 flash chips. Each flash chip can store up to 1 GB of data with 4096

blocks. Each block is composed of 128 2-KB pages. In the current imple-

mentation, four buses share a single compression/decompression module

because our FPGA device is not large enough to implement a dedicated

compression/decompression module for each flash bus. For a detailed anal-

ysis on the hardware resource utilization of BlueZIP, see Section 6.4.4.

The hardware modules of BlueZIP were modeled and synthesized with

a rule-based hardware design language [59]. CaFTL was implemented as a

device driver in Linux 2.6.25.3. The block size of a Linux file system [60],
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which is the unit of data transferred from/to BlueSSD, was set to 2 KB so

that its size is the same as that of a page.

6.4.2 Effect of the Design Parameters on the Compres-

sion Ratio

We first investigated the effect of the dictionary table size and the data

chunk size on the compression ratio while changing their sizes. For this

evaluation, we have implemented a software simulator of BlueZIP’s com-

pression and decompression modules because it allows us to easily evaluate

the effect of the design parameters of BlueZIP on the compression ratio.

Four types of data files with different compressibility were used for the

evaluation: SENSOR, LINUX, DOCUMENT, and MP3. SENSOR is a set

of sensor data files which were collected during a semiconductor fabrica-

tion process. These sensor data files contain a few text patterns which are

repeated a large number of times, so it shows a very good compression ra-

tio. LINUX is a subset of the Linux kernel 2.6.32 source files with a good

compression ratio. DOCUMENT is a set of documents and image files with

the file extensions (such as .ppt, .pdf, .doc, .bmp, and .jpeg.) DOCUMENT

shows a medium compression ratio. MP3 is a set of MP3 files which were

already highly compressed.

Figure 51 shows the effect of varying sizes of a data chunk from 1

page to 16 pages on the compression ratio. When the data chunk consists of

a single page, there was no benefit of data compression because of the in-

ternal fragmentation problem. As the number of pages compressed together
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Figure 51: The effect of different number of pages in the data chunk on

compression ratios

increases, however, the compression ratio is accordingly improved because

the wasted space by internal fragmentation is reduced. The improvement in

the compression ratio becomes negligible when the number of pages in the

data chunk gets larger than four pages. Another important observation from

Figure 51 is that the compression ratio is higher than 1.0 for DOCUMENT

and MP3 files, thus making compressed files bigger than original uncom-

pressed files. Note that this size expansion problem can be resolved using

the selective compression technique of BlueZIP, which will be discussed in

the following subsection.

Figure 52 shows the effect of varying sizes of a dictionary from 64

to 4096 entries on the compression ratio. For the MP3 benchmark, which

exhibits quite low compressibility, the dictionary size does not have a sig-

nificant effect on the compression ratio. This is because same patterns are
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Figure 52: The effect of different number of data entries in the directory on

compression ratios

rarely repeated in MP3 because it was already highly compressed. On the

other hand, in the case of LINUX, as the number of dictionary entries in-

creases, the overall compression ratio is improved because more useful pat-

terns can be kept in the dictionary. SENSOR and DOCUMENT have a high

degree of compressibility, but their compression ratios are the same regard-

less of the number of data entries because a small dictionary table is suffi-

cient enough to maintain useful bit patterns. As shown in Figure 52, even

though the optimal number of data entries is somewhat different depending

on the types of the input files, the compression ratio is saturated for all the

benchmarks when the number of entries reaches 2048.

Based on the results shown in Figs. 5 and 6, we have decided to use

the dictionary table with 2048 data entries and the data chunk with four

pages (i.e., 8 KB) because they exhibited a good compression ratio with a
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Figure 53: Write performance evaluations with different file types

relatively small amount of hardware resource.

6.4.3 Performance Evaluation

In order to evaluate the performance and lifetime impact of BlueZIP,

we have compared three configurations of our BlueSSD system: Baseline,

BlueZIPalwz, and BlueZIPsel. Baseline is our baseline design, i.e., BlueSSD,

without using BlueZIP. Both BlueZIPalwz and BlueZIPsel are BlueSSD

combined with BlueZIP, but they differ in that BlueZIPsel supports selective

compression, while BlueZIPalwz compresses all the data written to a flash

chip.

Figure 53 reports the comparison results for the write performance for

the four test files when they are written to BlueSSD. Even though selec-

tive compression was not used, BlueZIPalwz shows a fairly good perfor-
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Figure 54: The number of page written for different file types

mance for the test files with good compression ratios. BlueZIPalwz achieves

about 50%, 23%, and 17% higher performance over Baseline for SENSOR,

LINUX, and DOCUMENT. However, for compressed files, the performance

of BlueZIPalwz somewhat deteriorates. For MP3, BlueZIPalwz is about

20% slower than Baseline because the number of the pages written to flash

memory is increased if data were already highly compressed. By avoiding

useless compression, however, BlueZIPsel shows a better write speed over

BlueZIPalwz, achieving almost the same performance as Baseline.

Figure 54 shows the number of pages written to flash memory when

copying the test data files. BlueZIPsel writes 26% less data to flash mem-

ory over Baseline, thus improving the overall lifetime of SSD by the same

amount. One interesting observation is that BlueZIPsel writes less amount

of data over Baseline for MP3. This is because copying MP3 files generates

153



9

10

11

12

13

14

Baseline BlueZIPalwz BlueZIPsel

T
im

e 
(s

ec
o

n
d

) 
GREP

(a) GREP

0

150

300

450

600

750

900

Baseline BlueZIPalwz BlueZIPsel

T
im

e 
(m

il
li

se
co

n
d

) 

FIND

(b) FIND

Figure 55: Read performance evaluations with GREP and FIND

many metadata updates for the file system whose compressed size is a lot

smaller than its original size. In addition, the selective compression function

of BlueZIP also helps to prevent the size expansion by eliminating useless

data compression.

In Figure 55, we have compared the read performance of BlueZIPsel

while executing two read-intensive applications, GREP and FIND, on Linux

kernel source files. GREP searches all the source files to find a matching

string, whereas FIND searches for files in directories. Figure 55 shows that

BlueZIPsel improves the overall read performance by 20% on average. Al-

though there is some decompression overhead during read operations, this

result indicates that the reduction in the number of pages read sufficiently

offsets the decompression overhead.

We have evaluated the overall performance of BlueZIPsel using a more

complicated benchmark program. We have selected the Postmark bench-

mark because it is widely used to evaluate the performance of storage de-
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Figure 56: Evaluation results with the Postmark benchmark

vices. We modified Postmark so that it generates three different types of

data: TEXTraw, TEXTweb, and IMAGEweb. TEXTraw is raw text data,

TEXTweb is Web text data, and IMAGEweb is Web image data. Figure 56

shows the results with Postmark. For TEXTraw and TEXTweb (whose com-

pression ratios are relatively high), the performance improvements by both

BlueZIPalwz and BlueZIPsel are significant. Even for IMAGEweb whose

compression ratio is expected to be low, BlueZIPalwz and BlueZIPsel achieve

a relatively good performance. Postmark is a metadata intensive benchmark;

writes to metadata account for about 30% of all the write requests. By ef-

fectively reducing the amount of the metadata written, BlueZIPalwz and

BlueZIPsel reduce about 14% of the data written to flash memory. Since

Postmark generates many small-size transactions (whose sizes are less than

9 KB), the benefit of selective compression is negligible.
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Type of resource
Number of resources used (%)

Baseline BlueZIP

Slices (13696) 8180 (59%) 11234 (82%)

- Flip Flops (27392) 8062 (29%) 9686 (35%)

- 4-input LUTs (27392) 13840 (50%) 19175 (70%)

Bonded IOBs (556) 111 (19%) 111 (19%)

BRAMs (136) 76 (55%) 121 (88%)

GCLK (16) 4 (25%) 4 (25%)

DCMs (8) 1 (12%) 1 (12%)

Table 12: Hardware resource utilization

6.4.4 Hardware Utilization

Finally, we compared the hardware resource usage of BlueZIP with

that of the standalone BlueSSD. Table 12 shows the utilizations of hardware

resources according to their types; Baseline indicates the standalone design

without BlueZIP, and BlueZIP denotes the BlueSSD design with hardware

compression and decompression modules. As shown in Table 12, compared

to our Baseline design, BlueZIP requires 23% more Slices for the implemen-

tation of hardware compression/ decompression logics and consumes 33%

more BRAMs, which are used for the compression/decompression buffer

and the dictionary table. The utilizations of other resources including IOBs,

GCLK, and DCMs are the same as the Baseline design.

6.4.5 Dealing with a Power Failure

BlueZIP is based on the page-level mapping FTL, so the size of the

mapping table is too huge to be stored in the internal DRAM memory

of a storage device. For this reason, BlueZIP uses the demand-based FTL
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scheme like DFTL, which stores frequently accessed mapping entries in

DRAM, while keeping all the mapping entries in NAND flash memory.

Similar to DFTL, BlueZIP maintains the global translation directory

(GTD) in a non-volatile memory (e.g., PRAM and FRAM) which points

to flash blocks holding logical-physical mapping information. Storing the

GTD on a non-volatile memory helps to rapidly reconstruct the mapping

table when a sudden power failure occurs. If not, BlueZIP must scan all

the physical pages to recover the mapping table. The mapping informa-

tion stored in DRAM will be lost when a power failure occurs. To improve

the resilience to a power failure, physical-logical mapping entries can be

flushed to flash memory periodically or depending on the required consis-

tency model. The GTD size is very small (4 KB for 1 GB flash memory).

Unlike DFTL, BlueZIP needs to store frequently accessed entries of the

chunk table in DRAM, while keeping all the entries in NAND flash memory.

To keep track of chunk table entries, BlueZIP maintains the global chunk

directory (GCD) which points to flash blocks containing chunk entries. The

size of the GCD is also very small (1 KB for 1 GB flash memory). Therefore,

the additional space overhead caused by BlueZIP is relatively small.

One of the important recovery issues in BlueZIP is to keep consistency

between physical-logical mapping entries and chunk table entries. In order

to read requested data from flash memory, BlueZIP first lookups the page

mapping table and obtains the start position of the compression chunk in

flash memory where the requested data are stored. To see if the requested

data are compressed or not and to know the length of the compression chunk,

BlueZIP then looks at the chunk table that keeps a compression flag and the
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number of pages belonging to the compression chunk. For this reason, the

chunk table entries must be written to flash memory before the correspond-

ing mapping entries are evicted from DRAM. If a mapping entry is written

to flash memory but the corresponding chunk table entry is not written to

flash memory due to a power failure, the mapping entry points to an invalid

chunk table entry after system rebooting. Therefore, the compressed page to

which the mapping entry points cannot be read from flash memory.
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Chapter 7

Conclusions

7.1 Summary and Conclusions

As NAND flash memory technologies quickly improve, a NAND flash-

based storage device is becoming an attractive storage solution for various

IT applications from mobile consumer devices to high-end enterprise sys-

tems. This rapid growth is largely driven by the desirable characteristics

of NAND flash memory, which include high performance and low-power

consumption. However, as the semiconductor process is scaled down and

the multi-level cell (MLC) technology is widely used, the performance and

lifetime of flash memory is significantly degraded. In order for NAND flash-

based storage devices to be widely used in various computing environments,

these performance and lifetime problems must be addressed properly.

In this dissertation, we proposed several system-level techniques that

improve the performance and lifetime of NAND flash-based storage devices.

We first presented a flexible flash file system, called FlexFS, which offers

the high performance of SLC NAND flash memory while providing the high

capacity of MLC NAND flash memory. FlexFS realizes these benefits by

exploiting the flexible programming of MLC NAND flash memory, which

enables each memory cell to be programmed as a single-level cell (SLC) or

as a multi-level cell (MLC).
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FlexFS outperforms the existing SLC/MLC hybrid techniques in sev-

eral aspects. First, unlike the existing hybrid techniques, in FlexFS, the sizes

of the SLC and MLC flash memories are not decided at the design time.

Thus, it can freely change the size of each NAND flash memory at run-

time according to applications’ behaviors. For this reason, FlexFS can pro-

vide a more optimal storage solution to end-users. Second, FlexFS offers a

more cost-effective storage solution to end-users over existing approaches

because it is based on pure MLC NAND flash memory. Furthermore, FlexFS

does not require additional hardware modifications or resources to combine

two different types of NAND flash memories. As a result, a more efficient

storage device, in terms of performance, capacity, and cost, can be realized

with FlexFS, over the existing SLC/MLC hybrid approaches.

We implemented FlexFS in the Linux 2.6 kernel on top of our in-house

flash storage prototype and evaluated its effectiveness using real-world ap-

plications from various consumer devices, including mobile phones, lap-

tops, and desktop PCs. In addition, to validate the long-term behavior of

FlexFS, we conducted a simulation study with a trace-driven simulator us-

ing block I/O traces collected for several days from various consumer de-

vices. Experimental results showed that FlexFS achieves the performance

close to SLC flash memory, while offering the capacity of MLC flash mem-

ory.

Next, we proposed a recovery-aware dynamic throttling technique, called

READY. Unlike the existing lifetime improvement approaches, such as wear-

leveling techniques, READY aims to guarantee the required storage lifetime

for enterprise systems, which is usually 3-5 years, by intentionally throttling
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the write performance of storage devices. To mitigate performance degrada-

tion caused by performance throttling, READY predicts future write traffic

and then carefully throttles write performance so that storage devices are

completely worn out at the end of the required lifetime. READY also takes

into account the recovery effect of memory cells, which increases the effec-

tive number of P/E cycles in NAND flash memory, enabling to guarantee

the required lifetime with less write throttling.

In order to evaluate the effectiveness of the proposed READY tech-

nique, we performed a simulation study using I/O traces which were col-

lected from a variety of enterprise systems. Our evaluation results show that

READY improves the average write response time by 4.4x with less varia-

tions over an existing static throttling technique while guaranteeing the SSD

lifetime. In addition, we also implemented READY in Linux kernel and then

assessed its feasibility using the TPC-C benchmark, which simulates the ex-

ecution of a set of distributed on-line transactions (OLTP).

Finally, we proposed a new design of a flash-based storage device

that supports hardware-accelerated compression, which is called BlueZIP.

Hardware-accelerated compression reduces the amount of write traffic phys-

ically transferred from/to NAND flash memory with a small computational

overhead, so it helps to improve both I/O performance and lifetime simulta-

neously. Unlike the existing write traffic reduction techniques using lossless

compression, we carefully considered several design issues, hardware com-

pressor implementation, a hardware/software interface, and selective com-

pression, which are raised in combining hardware-assisted compression in

flash-based storage devices. In particular, we also considered several soft-
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ware design issues, including address mapping and garbage collection, and

then proposed a compression-aware flash translation layer, called CaFTL,

which efficiently handles such software design issues.

In order to evaluate the feasibility and effectiveness of BlueZIP in im-

proving performance and lifetime, we implemented BlueZIP and CaFTL on

an FPGA-based SSD prototype and evaluated them with realistic benchmark

programs. Our evaluation results show that BlueZIP supported by CaFTL

can improve the lifetime of SSDs by 26% and improve read and write speed

on average by 20% and 27%, respectively.

7.2 Future Work

7.2.1 Improving Performance and Lifetime of FlexFS

Using a Fixed SLC Region

By flexibly using the NAND flash memory medium as an SLC or MLC

region, the proposed FlexFS realizes fast I/O performance close to SLC

NAND flash memory with the high capacity of MLC NAND flash memory.

Because of the excessive data migration from an SLC region to an MLC

region, however, the overall storage lifetime with FlexFS becomes shorter

than that with a conventional flash file system.

In order to overcome such a lifetime problem and to provide a longer

storage lifetime, we can consider a new approach that always uses a fixed re-

gion of NAND flash memory as an SLC region. The number of bits that can

be stored in a single memory cell is decided by programming logics within

a NAND flash chip. This means that the cell architecture of NAND devices
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is the same, regardless of the types of NAND flash memories, such SLC,

MLC, and TLC. If a certain region of NAND flash memory is permanently

fixed as an SLC region, the endurance property of that region is the same as

that of SLC NAND flash memory.

According to [28, 29], user files stored in a file system can be catego-

rized into two types: inactive files and active files. Inactive files are usually

kept in a file system without any changes for a long time. On the other hand,

active files are frequently written, updated, or removed. Moreover, active

files account for a significant fraction of total write traffic sent to a file sys-

tem. If active files are stored in a fixed SLC region and it is large enough to

keep all the active files, the majority of write requests will be served by the

SLC region. Since the SLC region is more durable and faster than the MLC

region, the overall write performance and lifetime of flash devices can be

greatly improved.

As astute readers may notice, FlexFS with a fixed SLC region is very

similar to an approach used in existing SLC/MLC hybrid techniques. How-

ever, unlike previous hybrid approaches where the size of SLC flash mem-

ory is decided at the design time, the capacity of an SLC region in FlexFS

can be resized according to the characteristics of target applications or en-

vironments. This flexible SLC reconfiguration allows us to better tune the

performance and lifetime of flash devices, lessening the effort of deciding a

proper size of SLC region at the design time.
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7.2.2 Improving Storage Lifetime by Exploiting the Ef-

fective Lifetime of NAND Flash Memory

Many recent studies report that there are several other factors affecting

the effective lifetime of NAND flash memory. To more accurately estimate

the lifetime of NAND flash memory, therefore, READY must consider those

other factors that affect the endurance of NAND flash memory. For example,

the recovery effect of floating-gate transistors is accelerated by the external

ambient temperature. The lifetimes of individual pages in a block are also

very different according to their positions in a block. Moreover, individual

blocks also exhibit a different lifetime depending on environmental condi-

tions when flash chips are manufactured.

Unfortunately, the number of P/E cycles specified in datasheets does

not effectively indicate the actual lifetime of NAND flash memory. This

is because the number of P/E cycles in datasheets is usually decided by the

most unreliable block in NAND device samples without consideration of the

above factors that have a great effect on the lifetime of NAND flash memory.

Therefore, the lifetime of NAND devices is too conservatively estimated

and it does not represent the actual lifetime of NAND devices. That is, the

number of P/E cycles specified in the datasheet is usually much smaller than

those of actual NAND devices.

For this reason, we will devise a new metric that represents the effec-

tive lifetime of NAND flash memory with consideration of several factors

affecting the endurance of NAND devices and plan to use this new metric for

managing the lifetime of flash devices. If the proposed READY technique
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manages the SSD lifetime according to this new metric, we can further im-

prove storage lifetime while minimizing performance penalties caused by

performance throttling.

7.2.3 Managing Performance and Lifetime of Flash De-

vices Using Priority-Aware Dynamic Throttling

The proposed READY technique can be improved to support priority-

aware dynamic throttling that throttles write requests depending on their pri-

orities. A storage device is usually shared by many host applications. Par-

ticularly, in enterprise server systems, various enterprise services access the

same storage device simultaneously. These enterprise services have differ-

ent performance requirements, so their importance is very different from

one another. For example, database systems that handle queries from a vari-

ety of application logics have a greater effect on the overall system perfor-

mance than other applications like web services and maintenance applica-

tions. Furthermore, even for enterprise services executing the same service

logics, their priorities are very different. For example, enterprise services

that offer a service to paid users must be executed with a higher priority

than those for free users.

The current version of READY is designed to conduct write throttling

regardless of the importance of enterprise services. In order to manage the

performance and lifetime of an SSD more effectively according to the im-

portance of services, we will develop a priority-aware dynamic throttling

technique, called PA-DT, which is an extension of READY. The basic idea

165



of PA-DT is to assign a short throttling delay to important services so that

they are more rapidly served. The lifetime of an SSD is excessively con-

sumed by important services. This overused lifetime can be offset by giving

a longer throttling delay to the write requests of less important services. We

expect that this priority-aware throttling is very useful in enterprise environ-

ments because it helps us to manage SSD performance and lifetime more

efficiently according to the importance of enterprise services.
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초록

낸드 플래시 기반의 저장장치 MP3 플레이어 및 휴대폰과 같은 모바일

임베디드 시스템에서 광범위하게 사용되어 왔으며, 최근에는 랩톱, 데스크

톱 PC,그리고엔터프라이즈서버시스템에이르는다양한컴퓨팅환경에서

하드 디스크 드라이브를 대체한 차세대 저장장치로 주목 받고 있다. 이러한

낸드 플래시 기반의 저장장치의 대두는 메모리 공정의 미세화와 함께 멀티

레벨셀 (Multi-Level Cell,이하MLC)기술과같은하나의메모리셀에다수의

비트정보를저장할수있는고집적화기술의발전에기반하고있다.하지만

반도체공정의집적도가향상될수록플래시메모리의성능과수명은급격하

게감소하고있으며,따라서이러한성능및수명상의문제를효율적으로해

결할수있는기법에대한연구가필요한상태이다.

본 논문은 대용량 낸드 플래시 메모리를 위한 시스템 레벨에서의 성능

및수명최적화기술을제안한다.기존의연구와다르게,본논문에서제안한

기법은 낸드 플래시 메모리의 낮은 수준을 물리적 특성을 시스템 레벨에서

효과적으로활용함으로써감소되는성능과수명문제의해결을한다.

첫 번째, 본 논문에서는 MLC 낸드 플래시 메모리의 비대칭적인 성능/

공간특성을활용하여저장장치성능을개선한 FlexFS라는새로운파일시스

템을제안한다. FlexFS는전체 MLC플래시공간의일부영역을 SLC플래시

특성을지닌일종의버퍼로사용함으로써MLC플래시의높은용량을보장하

면서도동시에 SLC플래시의우수한성능을제공한다. FlexFS파일시스템을

실제플래시저장장치프로토타입에구현한결과 SLC플래시와거의동일한

성능을제공함과동시에 MLC플래시와같은공간을제공함을확인할수있

었다.

두 번째, 본 논문에서는 사용자가 요구하는 수명 보장을 위해 저장장

치의 성능을 변경하는 동적 저장장치 쓰기 성능 조절 기법 (Dynamic Perfor-

mance Throttling)기법을제안한다.본논문에서제안하는동적쓰기성능조

절기법은작업부하의특징에맞추어단위시간당저장장치에기록되는데이
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터의량을조절함으로써사용자가요구하는저장장치수명의보장을가능하

게한다.본연구에서는낸드플래시메모리의자체회복특성 (Self-Recovery

Effect)을반영한 실질적인삭제 가능 횟수를저장장치 성능 조절시 활용함

으로써상대적으로적은성능저하로지정된수명보장하도록한다.

세번째,본본문에서는하드웨어기반의무손실데이터압축기를활용

한 플래시 저장장치의 내구성 개선 기법을 제안한다. 호스트 시스템에서 요

청된데이터를압축하여저장할경우실제낸드플래시에기록되는데이터의

양이 감소하게 되고 따라서 전반적인 저장장치의 수명이 개선된다. 또한 이

러한압축과정이하드웨어가속기를통해수행될경우데이터압축위해요

구되는시간은크게감소하게되며따라서저장장치의수명뿐만이아니라성

능개선에도도움을준다.이와함께우리는압축되어저장된데이터의효율

적인 관리를위해 데이터 압축을 고려한 FTL기법 (Compression-Aware FTL,

이하 CaFTL)기법을제안하였다.

본논문에서제안한기법들은모두리눅스및자체개발한저장장치프

로토타입에 구현되었다. 이와 함께 우리는 실제 응용을 수행하거나 혹은 응

용수행중추출된 I/O명령의수행을통하여제안된기법들의유용성을검증

하였다. 이러한 실험을 통하여 우리는 본 논문에서 제안한 기법들은 대용량

낸드플래시의성능및수명을크게개선함을확인할수있었다.

키워드: 낸드플래시메모리,플래시기반저장장치,저장장치성능최적화,

저장장치수명관리,운영체제,임베디드시스템

학번: 2007-30833
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