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Abstract 

A Keyword-Based Exploratory Search 

Framework Exploiting User Tagging 
 

Kang-Pyo Lee 

Department of Computer Science and Engineering 

College of Engineering 

Seoul National University 

 

Keywords have played critical roles not only for users who seek to find and 

organize useful web resources, but also for machines that locate and index those 

resources. Recently, user-assigned keywords, called user tags, are gaining 

significance for the improvement of Information Retrieval (IR) performances, in 

that those tags can act as meaningful keywords bridging the gap between humans 

and machines. While user tagging enables each user to manage her web resources 

for later retrieval at a personal level, social tagging driven by the participation of 

numerous users creates valuable social semantics by sharing their own content (e.g., 

bookmarks, blogs, music, photos, and videos) with others through social tags. In 

this doctoral dissertation, we propose a keyword-based exploratory search 

framework that exploits both the personal semantics and the social semantics 

created from user tagging in order to improve the web search performances. In this 

framework, a user can perform the exploratory search interacting with the tag-
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based search engine that allows her to tag useful web resources with her own 

keywords and uses the keywords as index terms for dynamic query evaluation. 

Furthermore, the framework helps the user manage her search outcomes such as 

search queries, tags, resources, and even the understanding she acquires during the 

exploratory search process.  

In terms of indexing, one critical aspect of tagging besides the tag and the 

resource is the user, which has not been considered in traditional inverted indexes. 

In order to contain this user aspect and facilitate a flexible response to conditional 

queries, we propose a social inverted index – an extended inverted index that 

maintains separate user sublists to contain each user’s various features as weights. 

Based on user tagging, we build a metacognition-aware search management 

system for exploratory searchers. This system is designed to support the 

metacognitive activities of users performing their exploratory search tasks, and to 

provide metacognitive system support such as Tagging & Querying History, Query 

Flow Map, Conceptual Tag Cloud, and Session Manger. 

The intrinsic natures of user tags including the flatness (no hierarchy and 

relationship among tags) and the ambiguity (multiple senses) often confuse users 

who try to assign their own tags or to comprehend other users’ tags. In order to 

overcome these limitations, we propose a social tag visualization method, 

FolksoViz, based on the statistical modeling to extract the subsumption 

relationship between two tags, and a tag sense disambiguation method, TSD, based 

on the mappings from tags to their corresponding Wikipedia documents. 
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The experiments followed by both quantitative and qualitative analyses show that 

our proposed methods, data structures, algorithms, and system designs to improve 

the web search performances were effective. 

 

Keywords:  user tagging, social tagging, web search, exploratory search 

framework, inverted index  

 

Student Number: 2007-30230 
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Chapter 1.  

Introduction 

 

1.1 Research Background and Motivation 

Keywords have been one of the most essential elements in information retrieval 

(IR) tasks. For searchers, their information need is represented by a search query 

that usually consists of a set of keyword terms. Consequently, it is critical for the 

searchers to formulate a good query that represents their information need as 

precisely as possible in order to obtain satisfactory search results. For search 

engines, their job is to collect and parse the text from a large number of documents 

in order to extract and weigh each term in a document. It is important for search 

engines to determine how relevant the set of terms in a document is in relation to 

the set of terms in the user query. In the context of this interaction between 

searchers and search engines, keywords act as a medium that bridges the gap 

between the searchers’ minds and the information in the collection.  

Recently, tags freely assigned by users to web resources have been gaining 

attention from researchers as good candidates for use as significant keywords for a 

document. Tags represent not only keywords but also personal ratings or other 

forms of comments or metadata [1]. Originally, when tagging services on the web 

began in the early 2000s, tags were merely a more flexible form of web resource 

categorization. Each user organized the web resources with his or her own 
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vocabulary, or a set of tags, and when the user needed the resources later, he or she 

could easily retrieve them through the tags. This kind of personal vocabulary and 

resource set is called personomy [2] (this term is a personal version of folksonomy, 

which will be covered in the following paragraph).   

Personomy and folksonomy exhibit intriguing characteristics to be analyzed, 

which can be leveraged to address the well-known limitations and problems in 

Information Retrieval and its surrounding areas. In this doctoral dissertation, we 

propose a variety of novel approaches that exploit both the personal semantics of 

personomy and the social semantics of folksonomy in order to improve web search 

performances.  

1.2 Research Contributions 

In this section, the main research contribution of this study on a keyword-based 

exploratory search framework is presented and, more specifically, the detailed 

contributions are discussed at three different levels: an application level, an 

implementation level, and a system level. 

1.2.1 Whole View  

A big picture of our keyword-based exploratory search framework exploiting 

user tagging is shown in Figure 1-１. The framework consists of two major 

components of Tag-Based Search Engine and Exploratory Search Manager. The 

Tag-Based Search Engine consists of Search UI, Social Inverted Index, and Search 

Facilitators. The Exploratory Search Manager consists of Keyword Manager, 

Resource Manager, and Knowledge Manager. In this framework, a user can 
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perform the exploratory search interacting with the Tag-Based Search Engine, 

which allows the user to tag useful web resources with her own keywords. The 

Social Inverted Index indexes the triplets created from the user tagging to build the 

Tag Index, while the Query Evaluator dynamically evaluates the user query using 

the Tag Index. The Search Facilitators disambiguate and visualize the tag indexes. 

The Exploratory Search Manager helps the user manage her own search outcomes 

such as search queries, tags, resources, and even the understanding she acquires 

during the exploratory search process. The Keyword Manager, Resource Manager, 

and Knowledge Manager manage queries and tags, resources, and knowledge, 

respectively, all of which are based on user tags.  

 

 

Figure 1-１. A big picture of our keyword-based exploratory search 
framework exploiting user tagging 
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Figure 1-２ illustrates the roles of keywords in our exploratory search 

framework. Keywords exist in the form of user tags. This means that all keywords 

in the framework are created by users themselves. Keywords can act as various 

roles such as bridges that connect users to resources by the Tagger, index terms for 

information retrieval by the Social Inverted Index, concepts that constitute a 

domain ontology, and facilitators for searching in the search facilitators.  

 

 

Figure 1-２. The roles of keywords in our exploratory search framework 

The main contribution of our work is that we propose a novel exploratory search 

framework that 1) enables users to actively tag useful web resources with their own 

keywords while searching, 2) exploits those user tags as index terms for effective 

dynamic query evaluation, and 3) facilitates the management of keywords, 

resources, and knowledge produced during the search process.  
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1.2.2 Implementation Level 

A Social Inverted Index for Social Tagging-Based Information Retrieval 

One critical aspect of tagging (besides the tag and the resource) is the user; there 

exists a ternary relationship among the tag, resource, and user. The traditional 

inverted index, however, does not consider the user aspect, and is based on the 

binary relationship between term and document. We propose a social inverted 

index – a novel inverted index extended for social-tagging-based IR – that 

maintains a separate user sublist for each resource in a resource-posting list to 

contain each user’s various features as weights. The social inverted index is 

different from the normal inverted index in that it regards each user as a unique 

person, rather than simply counts the number of users, and highlights the value of a 

user who has participated in tagging. This extended structure facilitates the use of 

dynamic resource weights, which are expected to be more meaningful than simple 

user-frequency-based weights. It also allows a flexible response to the conditional 

queries that are increasingly required in tag-based IR. Our experiments have shown 

that this user-considering indexing performs better in IR tasks than a normal 

inverted index with no user sublists. The time and space overhead required for 

index construction and maintenance was also acceptable. 

1.2.3 System Level 

A Metacognition-Aware Search Management System for Exploratory 

Searchers 

As the web has become one of the most fundamental sources of information, 

exploratory search is now widely used among web users who seek a deeper level of 
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information or knowledge. This type of advanced search mostly requires high 

cognitive load from searchers, while traditional web search engines tend to have 

overlooked this requirement. With a belief that aiding exploratory searchers’ 

metacognitive activities will greatly help enhance the search performances, we 

build a metacognition-aware search management system for exploratory searchers. 

In this search management system, an exploratory searcher, starting from a state of 

feeling an information need and ending with a state of resolution, goes through an 

iterative cycle of querying, investigating and learning, and bookmarking and 

tagging. In order to support users’ metacognition, we provide three panels, 

Querying & Tagging History, Query Flow Map, and Conceptual Tag Cloud, plus 

an underlying function, Session Manager. Based on our task-based empirical study 

conducted by human subjects, we quantitatively and qualitatively analyze various 

records resulting from the subjects’ active search activities. Our experiments show 

that our metacognitive system support is actually effective for users performing 

real-world exploratory search tasks. 

1.2.4 Application Level 

Tag Sense Disambiguation for Clarifying the Vocabulary of Social Tags 

As  tagging has  become  widespread  on  the  web,  the  tag  

vocabulary  is  now very  informal,  uncontrolled,  and  personalized. Since 

many tags are unfamiliar and ambiguous to users, they often fail to understand the 

meaning of each tag. We propose a tag sense disambiguating method, called Tag 

Sense Disambiguation (TSD), which works in the social tagging environment. TSD 

can be applied to the vocabulary of social tags, thereby enabling users to 

understand the meaning of each tag through Wikipedia. To find the correct 



 7

mappings from del.icio.us tags to Wikipedia articles, we define the Local Neighbor 

tags, the Global Neighbor tags, and finally the Neighbor tags that would be the 

useful keywords to disambiguate the sense of each tag based on the tag co-

occurrences. The automatically built mappings are reasonable in most cases. The 

experiment shows that TSD can find the correct mappings with high accuracy. 

 

FolksoViz: A Subsumption-Based Folksonomy Visualization Using 

Wikipedia Texts 

Targeting del.icio.us tag data, we propose a tag visualization method, FolksoViz, 

by deriving subsumption relationships among tags using Wikipedia texts. We 

design a statistical model to derive subsumption relationships between two tags 

based on the frequency of each tag on the Wikipedia texts, as well as the TSD (Tag 

Sense Disambiguation) method to find a mapping from each tag to a corresponding 

Wikipedia text. The derived subsumption pairs are visualized effectively on the 

screen. The experiment shows that FolksoViz find the correct subsumption pairs 

with high accuracy. 

1.3 Organization 

The remainder of this paper is organized as follows.  

In Chapter 2, the preliminaries to understanding this study on a keyword-based 

exploratory search framework, user tagging, and related work are reviewed. Basic 

terminologies around user tagging, existing popular tagging services on the web, 

and formal models of tagging are presented. Related work on tag-based 

information retrieval, indexing in tag-based web search, exploratory search, 
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metacognition-aware search, and word sense disambiguation (WSD) techniques are 

discussed in detail. 

In Chapter 3, the structural limitations of traditional inverted indexes to be 

applied to social tagging data are discussed. In order to contain the user aspect of 

tagging in inverted indexes, an extended inverted index, called a social inverted 

index, is proposed. Details on its data structure, applications, index construction 

and maintenance, and the consideration of tag semantics are followed. Experiments 

to show the superiority of social inverted indexes to normal inverted indexes are 

conducted. Conclusion and future work are then discussed. 

In Chapter 4, the lack of metacognitive support for exploratory searchers in 

traditional web search engines are discussed. To build a metacognition-aware 

search management system, a system-level design to incorporate user tagging into 

the iterative cycles of exploratory search is proposed. To assist users’ 

metacognition during their long and exhausting search process, three panels and an 

underlying function are proposed as metacognitive system support. Experiments 

were conducted for the subjects who were asked to perform real-world search tasks 

using our system. Conclusion and future work are then discussed.  

In Chapter 5, two problems in tagging are discussed. In order to address the 

ambiguity problem, the Tag Sense Disambiguation (TSD) method is proposed to 

find a mapping from a tag to the corresponding Wikipedia document. In order to 

address the flatness problem, the FolksoViz visualization method is proposed to 

visualize all of the subsumption relationships among tags. Experimental 

evaluations on TSD and FolksoViz are followed. 

In Chapter 6, the conclusions of this study and future work are presented.  
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Chapter 2.  

Preliminaries and Related Work 

 

In this chapter, the terminologies and the basic concepts that will be used 

throughout this study are introduced in Section 2.1. In Section 2.2, the related work 

around our study including tag-based information retrieval, indexing in tag-based 

web search, exploratory search, metacognition-aware search, and word sense 

disambiguation is presented in detail.  

2.1 Preliminaries 

2.1.1 Terminologies 

 Tags 

Tags are user-assigned keywords, also known as user tags or annotations. 

Users can choose any keywords as tags on their own decision. 

 Resources 

Resources are the targets to be annotated with tags, also known as 

documents, (web) pages, objects, or items. Resources are usually 

represented as the URLs (Uniform Resource Locations) or URIs (Uniform 

Resource Identifiers) of the resources. 

 Users 

Users are the agents who perform tagging, also known as taggers or 
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persons. Even though machines are also able to perform tagging according 

to predefined rules, we assume that tags are created only by humans. 

 Tagging 

Tagging is an action of assigning tags to a resource by a user. 

 Social tagging 

Social tagging is the aggregate of every user’s tagging, also known as 

collaborative tagging.  

 Personomy 

Personomy is a user’s personal vocabulary set of tags and resources. With 

this personomy, the user can organize and retrieve her resources through 

her tags. 

 Folksonomy 

Folksonomy is the aggregate of every user’s personomy. This term is 

originated from the combination of words folk and taxonomy, meaning 

the taxonomy created by folks.  

 Social tagging systems 

Social tagging systems (STSs) are the information systems driven by 

social tagging of users. 

 Tag cloud 

A list of top popular tags ordered alphabetically or by frequency. Figure 

2-１ illustrates an example of Flickr tag clouds. A tag cloud can be 

formed per user, per resource, or at the entire folksonomy. The font size 

of each tag represents the frequency of the tag, meaning that larger tags 
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are more popular ones than smaller ones. Each tag has a hyperlink to a 

webpage that shows a list of resources annotated with the tag. 

 

Figure 2-１. A Flickr tag cloud 

 Tag co-occurrences 

Two tags are said to be co-occur if they occur in a same document or in a 

set of tags assigned by a user. Tag co-occurrence can be a sign of 

semantic relatedness of two tags.  

 Search engines 

Search engines are responsible for crawling and indexing documents in a 

corpus and then providing some of the documents to users who seek to 

find them. Most search engines are targeted at the web as a corpus.  

 Indexing and index terms 

Indexing is an action of parsing document texts and extracting terms to be 

used as indexes in a search engine. Index terms are the terms used as 

indexes.  
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2.1.2 Tagging Services on the Web 

Most of the well-known Web 2.0 service providers support a type of tagging, 

depending on the shared objects they focus on. Table 2-1 summarizes popular 

tagging services on the web. 

 

Table 2-1. Popular tagging services on the web 

Services 
Shared 

Objects 
URLs 

 

Photos http://www.flickr.com/ 

 

Bookmarks http://delicious.com/ 

 

Blog posts http://technorati.com/ 

 

Publications http://www.citeulike.org/ 

 

Videos http://www.youtube.com/ 

 

Music http://www.last.fm/ 
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Among them, Delicious is known to be the best reflection of user tagging and 

social tagging as well, as shown in Figure Figure 2-２.  

 

 

Figure 2-２. A screenshot of Delicious that shows a tagging history of all 
participating users on a resource (a bookmarked URL) 

2.1.3 Formal Models of Tagging 

The most widely accepted formal model of tagging is the one represented as a 

ternary relationship between user, tag, and resource. Formally, Tagging is a tuple  

Tagging = (U, R, T) 
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where U is a set of users, R is a set of resources, and T is a set of tags, which means 

that a user annotates a resource with a tag. If it is needed to contain the timestamp 

information of when the user tags the resource, Tagging can be extended to 

Tagging’ as  

Tagging’ = (U, R, T, TS) 

where TS is a set of timestamps when the tagging is performed. Furthermore, if it is 

needed to contain the source information of which social tagging system the 

tagging has come from, Tagging’ can be extended to Tagging’’ as 

Tagging’’ = (U, R, T, TS, S) 

where S is a set of sources of tagging. This type of source information is used 

especially when two or more social tagging systems are to be integrated.  

2.2 Related Work 

In this section, previous work around user tagging and searching is described: 

the tag-based information retrieval in Section 2.2.1, the indexing in tag-based web 

search in Section 2.2.2, the exploratory search in Section 2.2.3, metacognition-

aware search in Section 2.2.4, and, finally, the word sensed disambiguation in 

Section 2.2.5. 

2.2.1 Tag-Based Information Retrieval 

Since the launch of online social sharing services, such as Delicious (since 2003) 

for bookmarks and Flickr (since 2004) for photos, tagging has gained great 

popularity among Web 2.0 users. One stream of active studies on tagging is aimed 



 15

at improving existing web search. To date, a number of approaches have been 

proposed for enhancing web search by leveraging the unique characteristics of 

tagging. These approaches include adapting existing web search algorithms to the 

social tagging environment [2-7], analyzing the applicability of tag data for web 

search use [8-11], social search and personalized search [12-18], and multimedia 

search [19-22]. 

 [3] integrates user tags as a particular form of user relevance feedback into an 

enterprise search engine and asserts that tags should be treated as metadata rather 

than as page content and be used in a manner similar to the way anchor text is used. 

[2] proposes a formal model for folksonomies and a personalized and topic-specific 

ranking algorithm called FolkRank, an adaptive version of the PageRank algorithm 

to folksonomies. FolkRank converts the folksonomy structure into an undirected 

tripartite graph structure so that the PageRank-like link structure-based ranking 

algorithms can be applied. [4] proposes two ranking algorithms, SocialSimRank 

(SSR) for similarity ranking and SocialPageRank (SPR) for static ranking, which 

integrate social tagging information with existing well-known metrics (Figure 

2-３). Both algorithms are based on the interesting observation that useful 

information such as the semantic similarity between tags and the quality score of a 

resource can be extracted from the cyclic relations among user, tag, and resource. 
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Figure 2-３. SocialSimRank(SSR) and SocialPageRank (SPR) 

 [5] calculates the popularity of a Web page, called SBRank, by the number of 

users who bookmark the page. It tries to capture the popularity of resources and 

shows the possibility of more complex searches that use contextual, temporal, or 

sentiment-related tagging information. [6] proposes a unified framework to 

combine social tag modeling with traditional language modeling-based methods for 

IR. Most recently, [7] proposes a framework for social bookmark weighting in 

order to improve social search effectiveness and derive solutions to 

recommendation tasks (Figure 2-４). This framework assigns a weight value to 

every individual bookmark according to its estimated quality. 
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Figure 2-４. An illustrating example of bookmark weighting 

With the introduction of tag-based search approaches, tag data’s applicability to 

searching has been analyzed. [8] collects a large amount of social bookmarking 

data from Delicious and conducts comprehensive experiments to analyse the 

positive and negative effects of social data on web search. It concludes that despite 

the current lack of sufficient size and distribution of tags social bookmarking can 

complement what cannot be supported from other sources. [9] analyses three 

different kinds of collections (music resources, pictures, and web pages). One 

interesting finding regarding the search in that study is that most tags can be used 

for searching, and that in most cases tagging behaviour is very similar to searching 

behaviour. [10] evaluates the efficiency of the social tagging system, Delicious, 

based on information theory and holds a negative opinion that social tagging 

systems encouraging users to share their vocabularies do not seem to enhance 

navigation efficiency. [11] makes a direct comparison between the distributions of 
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tags assigned to URLs and the corresponding query terms used to access the URLs. 

It shows that the vocabulary in tags and query terms are similar but not identical. 

Recently, a wide variety of advanced search services, including social searches 

and personalized searches, has been presented. Social tagging provides these new 

search types with useful features by creating networks of entities, either explicitly 

or implicitly. A user’s tagging activities may reflect the user’s own preferences and 

interests. [12] presents the so-called network-aware search, which returns the top-

ranked relevant answers to a query given a user with a particular network that is 

formed through the user’s tagging activities. Similarly, [13] proposes an effective 

scoring model for user-centric searches in social networks and develops an 

incremental top-k querying algorithm with both social expansion from user 

relations and semantic expansion from tag relations. [14] proposes Social Ranking 

that exploits information extracted from a social network of users and tags in order 

to rank content making it more meaningful to the querying user. [15] proposes the 

social search in the enterprise, which covers heterogeneous object types, such as 

document, person, and tag, based on a unified approach. [16] uses social 

bookmarking and tagging information to re-rank web search results in which the 

searcher’s tag profile is compared to the tags assigned to each result page. In [17], 

users and web pages are associated by a topic space that is modelled based on tags. 

It proposes a Topic Adjusting algorithm that ranks a web page by topic matching 

between the user’s interests and the web page’s topic. [18] proposes a personalized 

social search by considering each user’s direct and indirect social relationships 

with documents, tags, and other persons or groups of persons. It then compares 

three types of social networks: familiarity-based, similarity-based and overall 

network. 
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Tags can be leveraged as index terms for large collections of documents with 

non-textual multimedia data types such as photos, audio, and videos [19]. [20] 

combines user tags with the visual features of images for improved data navigation 

and search. [21] represents audio tracks with both social tags and audio words 

(extracted audio features) for music information retrieval (MIR). [22] analyses 

three different tagging systems to verify the usefulness of tags for search and 

proposes a method for identifying emotions from music and picture resources using 

tagging information, thereby bridging the gap between tag terms and query terms. 

It is important to note the inherent characteristics of tags regarding the 

vocabulary problem [23], which is said to be one of the most well-known problems 

in IR. The vocabulary problem arises when search engines fail to understand the 

semantics of words (or tags). [24] explains three aspects of the vocabulary problem 

in tagging: synonymy, polysemy, and level variation. “Synonym” refers to multiple 

tags sharing similar meanings (e.g., car and automobile) while “polyseme” refers 

to a tag with multiple related senses (e.g., head as a part of the body and as a 

person in charge of an organization). Level variation of tags exists due to the fact 

that each user has his/her own semantic level in describing a resource, which is 

usually dependent on his/her degree of expertise (e.g., a blog post on Ajax 

programming may be annotated with tag javascript by a programming expert while 

it may be annotated with just tag programming by a user who is unfamiliar with 

programming languages). These three aspects constitute the main reasons for the 

vocabulary mismatch between query terms and tag terms. In fact, these problems 

have been also challenging for traditional IR, but they may become less serious in 

tag-based IR if many people participate in tagging and generate various terms for 

the same resource [8]. Some papers referenced earlier try to address the vocabulary 



 20

problem in tagging. For example, in order to improve simple term matching-based 

scoring and resource ranking, [4] built a global tag-to-tag similarity matrix based 

on the ternary relationship between tag, resource, and user. [20] tried to tackle the 

problems caused by the synonymy and homonymy of image tags by considering 

the relation between tags and the visual features of images. 

2.2.2 Indexing in Tag-Based Web Search 

As mentioned earlier, the inverted index has proven to be the most efficient data 

structure for retrieving and ranking documents in a large collection (Figure 2-５). 

Most textbooks on information retrieval and text search discuss the details of the 

inverted index. Research issues related to the inverted index include its usage, 

indexing, index construction, maintenance and representation. [25] presents an 

efficient query evaluation and ranking algorithm that filters out unimportant 

documents based on the frequency-sorted index. [26] proposes latent semantic 

indexing (LSI), to reduce the dimensionality of the original term-document matrix 

by automated indexing based on concepts rather than words. Although LSI has 

proven to be a good solution to overcoming the weakness of inverted indexes, that 

is, the inability to handle the semantics of words, LSI also has a critical drawback 

that it does not provide indexing. [27] proposes a method for efficient index 

representations by compressing sequences of positive integers using various coding 

techniques. Most recently, [28] presents a comprehensive and exhaustive survey of 

the issues of inverted files for text search engines. 
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Figure 2-５. A traditional inverted index 

There have been few discussions about introducing the inverted index to the 

social tagging environment. As previous approaches mainly focused on tag usages 

at an application level, they did not mention the inverted index at an 

implementation level. Consequently, the previous approaches were assumed to 

have an inverted index of their own type and the details were not discussed in the 

papers. As far as we know, the only social tagging system that revealed its whole 

system architecture is BibSonomy [29]. However, BibSonomy does not mention 

the existence of inverted structures in the paper and seems to rely only on RDBMS 

for query processing. We have found some examples that consider the exploitation 

of inverted index in tag-based web search. [3] builds an inverted index that handles 

the terms separately from the contents, anchor texts, and tags of each page. 

However, this approach does not consider incorporating individual user tagging 

information into the inverted index. [12] manages one inverted list per (tag, seeker) 

pair to facilitate easy and fast access to the seeker-dependent scores that are 

assigned to each item (Figure 2-６). Even though this approach takes into account 

the user aspect of searching in the inverted index, it does not consider incorporating 

individual user information into the inverted index. 
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Figure 2-６. An example of inverted lists per (tag, seeker) pair 

Interestingly, approaches that incorporate the ternary relationship into the index 

structure are found in the field of RDF (Resource Description Framework) triple 

data processing. An RDF triple (s, p, o) represents the ternary relationship among 

subject, predicate and object, which is very similar to the ternary relationship in 

tagging. A representative approach is Hexastore [30], which is an indexing scheme 

for managing a large amount of RDF triples by indexing them in six possible ways, 

one for each possible ordering of the three RDF elements: s, p and o (Figure 2-７). 

Because Hexastore is designed to guarantee the scalability of RDF query 

processing, it cannot be exploited in search query processing. 

 

Figure 2-７. The Hexastore data structure 
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Table 2-2 summarizes the differences between traditional web search engines 

(e.g., Google, Yahoo, and Bing) and tag-based web search engines (e.g., Delicious, 

Flickr, and BibSonomy) in terms of indexing. As an initial step, the document 

crawling process differs in that in traditional search engines, it is done by web 

crawlers (or spiders) targeted at the whole web, whereas in tag-based search 

engines, there is no need to crawl because users themselves save and tag resources. 

Once the documents are collected in traditional search engines, several text 

operations such as tokenizing, case-folding, stopping, and stemming are needed. In 

tag-based search engines, preprocessing work is also needed but is usually 

performed to a minimal degree. One of the most marked differences between the 

two search engine types is that in tag-based search engines, index terms are tags 

themselves and thus are not necessarily derived from the words appearing on the 

document. This is because tags are freely assigned by humans and are not 

automatically extracted from the text by machines, as is the case in traditional 

search engines. Likewise, index terms selection and weighting are done explicitly 

by a traditional search engine, whereas they are implicitly done by users (e.g., the 

tag frequency) in tag-based search engines. Update issues for index maintenance on 

the tag-based web search are more complex than those on the traditional web 

search because new resources and tags are continuously added to the collection. 

The last distinct difference is the document collection size because traditional web 

search engines cover the whole web while tag-based web search engines cover only 

the tagged resources in their systems, producing a relatively small collection. This 

small coverage may be the major drawback of tag-based web search. 
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Table 2-2. Comparison of tag-based web search engines with traditional web 
search engines in terms of indexing 

 
Traditional Web Search 

Engines 

Tag-Based Web Search 

Engines 

Example Services Google, Yahoo, and Bing 
Delicious, Flickr, and 

BibSonomy 

Document 

Crawling 

By web crawlers (targeted 

at the whole web) 

No need to crawl (targeted at 

the resources in the system 

saved and tagged by users) 

Document Text 

Preprocessing 

Some text operations (such 

as tokenizing, case-folding, 

stopping, and stemming) 

No or minimum 

preprocessing 

Candidate Index 

Terms 

Words in a document Tags assigned to a resource 

Only from the words in the 

document 

Not necessarily from the 

words in the resource 

Index Terms 

Selection & 

Weighting 

Explicitly by a search 

engine 
Implicitly by users 

Index 

Maintenance 

Static and discrete Dynamic and continuous 

More frequent document 

insertions than updates 

Frequent document insertions 

and updates 

Document 

Collection Size 
Usually very large Relatively small 
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There are several noticeable advantages of tag-based web search over traditional 

web search in terms of indexing. First, index term selection and weighting are done 

by humans, not by machines, as mentioned above. Tags are considered meaningful 

keyword terms chosen by users, and the weight of a tag in a resource is easily 

based on how many times the tag is used in the resource by users, i.e., the tag 

frequency. The tag frequency is totally different from the term frequency in a 

document, as it is obtained by the participation of multiple users, not by a single 

author of the document alone who may want to increase the impact of his or her 

document by keyword stuffing. In this context, tags can act as a bridge between 

humans and machines because, given that it is the human who has an information 

need and formulates a query, the index terms also chosen and weighted by humans 

may be superior to those designated by machines. Second, tags do not always 

match the terms appearing in the document, as mentioned earlier. This leads to the 

enhanced expressivity of term vocabulary of a document, thereby expressing more 

varied aspects of the document. This sort of human-generated semantics is not 

easily acquired by even the most intelligent search engines. Third, non-textual 

multimedia data types such as images, audios and videos can be indexed by means 

of tags. The non-textual resources cannot be indexed without the support of 

multimedia content analysis technologies (because they have no terms to be 

indexed), which are not yet matured due to high computing costs and low precision. 

However, if tag information is available, the resources can be indexed using the 

user-generated tags. Finally, people can find and annotate the resources that search 

engines cannot find for various reasons. Examples include recently written and 

emerging blog posts or isolated web pages with no incoming links from outside.  
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Despite these intriguing advantages, tag-based web search also has disadvantages. 

In addition to the small coverage problem already mentioned, there are two more 

drawbacks: one is that it requires people and time to be formed as meaningful 

semantics, and the other is that there are tags that are too personal or that are spams 

that cannot be used as index terms of a document, for example, to_read or 

imported. 

2.2.3 Exploratory Search  

Traditionally, commercial web search engines have long been focusing on how 

to provide good search results to users. Here, the “good” results can be interpreted 

in several ways: it can be highly relevant documents to the keyword search query 

or high-quality documents that receive a large number of links from other 

documents. Accordingly, designing various retrieval models and developing 

ranking algorithms have been the major research issues in IR (Information 

Retrieval) community. These well-established retrieval models and ranking 

algorithms, however, began to show significant limitations due to their underlying 

assumption that the user’s information need is static and her original query is 

perfect in itself. In reality, the user’s information needs may be changing and 

dynamic until she finds satisfactory results. Furthermore, there are many cases that 

users cannot easily determine their initial search query due to the lack of any 

background knowledge about the domain of interest. In this context, Bates’ berry 

picking model [31] of information seeking emphasizes the sequence of search 

behaviors, not the match between the document and query representations. She 

describes the user’s search process as a bit-at-a-time retrieval like picking berries in 

the forest, highlighting the iterative nature of the user’s query refining and search 
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strategy adjusting  process. Kuhlthau [32] defines the Information Search Process 

(ISP) from the user’s perspective as six steps: (task) initiation, (topic) selection, 

(prefocus) exploration, (focus) formulation, (information) collection, and 

presentation (search closure). The initiation step is to recognize a need for 

information; the selection step is to identify and select the general topic to be 

investigated; the exploration step is to investigate information on the general topic 

to extend personal understanding; the formulation step is to form a focus; the 

collection step is to gather information related to the focused topic; the presentation 

step is to complete the search and prepare to present. This six-step process explains 

very well about the search behaviors of web users, which is thus adopted by our 

work. In education and learning areas, Eisenberg and Berkowitz [33] propose the 

Big6 as a six-step process for information problem solving: task definition, 

information seeking strategies, location and access, use of information, synthesis, 

and evaluation. 

The paradigm shift from the search algorithm to the interactive process [34] has 

naturally drawn the attention to exploratory search. As already mentioned, the 

intrinsic nature of exploratory search that requires the user’ exploratory 

investigation and active learning is necessarily reflected in the user’s search 

process. Marchionini [35] categorizes exploratory search activities into learning 

and investigation, distinguishing from simple lookup. He also asserts that this type 

of investigative search is not well-supported by today’s popular web search engines 

that are highly tuned toward precision in the first page of search results. In order to 

bridge this gap between users and the search system, a number of interactive and 

systems, such as the Open Video Digital Library [35], the Flamenco Search 

Interface Project [36], Stuff I’ve Seen (SIS) [37], and mSpace [38], were proposed. 
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The common feature of all of these earlier systems is that they seek to provide 

users with more graphical and intuitive interfaces so that the users interact more 

actively with the system during their search process. Qu and Furnas [34] seek to 

deal with the difficulty of evaluating exploratory search. They propose a model-

driven formative evaluation approach in which the traditional sense-making model 

is applied. Through a user study, they examine the interwoven, interactive process 

of both representation construction and information seeking. Most recently, 

Vakkari and Huuskonen [39] provide an interesting founding that the user’s effort 

in the search process degraded precision but improved task outcome. They also 

assert that in exploratory search, the aim is to not only find relevant items but also 

understand and conceptually structure the topic reflecting the task. 

One noticeable stream of active research on supporting exploratory search is the 

work that incorporates tagging (or social tagging) approach into exploratory search 

interfaces. Tagging enables users to freely annotate web resources with their own 

keywords, or tags. Originally, when tagging services on the web began in the early 

2000s, tags were merely a more flexible form of web resource categorization. Each 

user organized web resources with his or her own vocabulary, or a set of tags, and 

when the user needed the resources later, he or she could easily retrieve them 

through the tags. As numerous users have participated in tagging, however, tags 

have begun to perform some social functions: enabling users to share any type of 

content (e.g., bookmarks, blogs, photos, music, and video) with others by saving 

the content and freely assigning several tags to it; enabling users to also assign tags 

to other users’ resources. This type of tagging involved by multiple users is called 

social tagging or collaborative tagging. (Social tagging may also be referred to or 

belong to social bookmarking, as most online bookmarking services are 
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accompanied by tagging.) This open-endedness of user tagging and the value of 

tags as good index terms were naturally adopted by many exploratory search 

interfaces that had required more intuitive medium between the system and users 

than texts or simple query terms.  

Dogear [40] is a social bookmarking service adapted to the corporate 

environment, which aims to facilitate communication among users in an 

organization or a corporation and foster the exploitation of collective intelligence 

crated by trustable corporate members (Figure 2-８). Here, the exiting tags used by 

other users can act not only as a good starting point for exploratory search bringing 

the user to useful bookmarked resources, but also as a nice summary of a resource.  

 

Figure 2-８. A screenshot of Dogear 

Donaldson et al. [41] exploits user tags to extract and visualize social links in a 

social bookmarking site, GiveALnk.org, and seek to facilitate the exploration of the 

web. MrTaggy [42] is a tag-based search browser focusing on how to maximize the 

interactive exploitation of social tags in tag-based exploratory search interfaces 
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(Figure 2-９). One of the interesting features of MrTaggy is that it allows users to 

utilize relevance feedback on tags in order to express their interest. For example, if 

a user clicks on the upward arrow of a tag, the current search result is rearranged 

according to the tag, whereas if the user clicks on the downward arrow, the result is 

filtered by the tag. NameSieve [43] is another interactive system that provides a 

semantic annotation-based user interface to support exploratory search. 

 

Figure 2-９. A screenshot of Mr. Taggy 

Fu [44-46] is one of the most active authors who leverages social tags to support 

exploratory search tasks. In [44], Fu shows that social tags can play an important 

role in supporting exploratory search. Through the experiments conducted in [45], 

Fu et al. provide a well-designed simulation of how a user perform an exploratory 

search task in a simplified social tagging system. In [46], Fu et al. shows the 
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existence of tag-mediated semantic imitations that occur during the exploratory 

search process. Fu’s work inspired the design details of core components in our 

search management system. 

2.2.4 Metacognition-Aware Search 

Cognitive IR is one of the research branches of IR that studies the role of a 

person’s cognition in information seeking and processing. The goal of cognitive IR, 

therefore, is to improve search by understanding the relationship between a 

person’s cognition during the search and the information systems she interacts with. 

If the information systems  The proposed cognitive models include the 

aforementioned berry-picking model by Bates [31] and the sensemaking model by 

Ressell et al. [47]. Ingwersen [48] proposes a holistic cognitive theory for 

information retrieval interaction and discuss types of information needs and levels 

of their representations. Most recently, Budd [49] gives a comprehensive overview 

of the cognitive theories in IS (Information Science) and re-emphasize the 

importance of cognition in IR. Interestingly, most of the work on exploratory 

search we have already discussed in Section 2.1 is also based on the cognitive IR 

models. For example, Fu et al. [45, 46] propose the semantic imitation model to 

explain how users are socially influenced with one another when interpreting 

others’ tags and choosing their own tags. 

In our work, we pay particular attention to more than cognition, i.e., 

metacognition. A number of cognitive scientists attempted to explain what 

metacognition is and how it interacts with one’s cognition. Flavell [50] proposed a 

formal model of metacognitive monitoring that consist of four classes: 

metacognitive knowledge, metacognitive experiences, tasks and goals, and 
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strategies or actions. Osman & Hannafin [51] review and analyze five aspects of 

metacognition: metamemory, metacomprehension,  self-regulation, schema 

training, and transfer. Even though the consensus on the components of 

metacognition does not seem to be reached, each model seeks to explain the role of 

metacognition in cognitive activities such as understanding and leaning. As we 

have briefly mentioned in Section 1, metacognition is expected to contribute 

significantly to the improvement of the search performance of users. To date, a few 

papers have been proposed to apply the concept of metacognition to improving 

search. Gorrell et al. [52] gives a comprehensive classification of metacognitive 

skills for web searching as schema training, planning, monitoring, evaluation, and 

transfer. The authors explain each of the above five skills (the first dimension) with 

respect to four aspects (the second dimension) including memory, comprehension, 

search task, and search technology. The categorization of metacognitive skills for 

web searching is also adopted by our work. Liu and Chong [53] perform an 

interesting field study that observe the interaction between “conceptual drifting” 

and “metacognitive behavior” of a user. According to the authors, during the 

process of exploratory search, users tend to drift away from the initial search focus 

as they are looking for the right information they want. In a little while, however, 

their metacognition begins to control their search so that the search will not go too 

far. These two counteracting forces were proved to actually exist through their 

preliminary user study. 

Even though there are a few papers that show the possibility for metacognition 

to contribute to the improvement of search tasks, as far as we know, our 

metacognition-aware search management system is believed to be the first that 
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actively supports users’ metacognition with actual services during their exploratory 

search process. 

2.2.5 Word Sense Disambiguation 

Word Sense Disambiguation (WSD) is the task of choosing the correct sense for 

a word in a context. WSD has long been a challenging task in computational 

linguistics. In [54], Navigli gave an excellent survey on WSD. According to him, 

WSD is considered an AI-complete problem, because it is very hard to know the 

correct sense of a word on a text in a computational manner. WSD is important in 

many research areas such as information retrieval, information extraction, machine 

translation, text classification, content analysis, word processing, lexicography, and 

the Semantic Web. If we succeed in WSD, we can solve many problems regarding 

the semantics of words. To date, there has been some research on disambiguating 

the sense of tags. In [55], the authors proposed a global semantic model to 

disambiguate tags and group synonymous tags. In [56], the authors proposed a 

method to disambiguate tags based on the tripartite structure of folksonomies. 

However, the problem of tag ambiguity has not been addressed very well. This 

may be because, in order to know the sense of a tag, we should know the context in 

which the tag occurs, but they find it hard to define the context of each tag. We 

propose a method for disambiguating the sense of a tag, and name it Tag Sense 

Disambiguation (TSD). 
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Chapter 3.  

A Social Inverted Index for Social Tagging-
Based Information Retrieval 

 

3.1 Motivation 

Both personomy and folksonomy have been contributing factors in improving 

web search, especially in terms of indexing. In a traditional web search, index 

terms are automatically extracted from the text in a document by a search engine, 

and these terms are then used for matching with query terms. In contrast, tags are 

directly chosen by humans (we assume that tags are created only by humans, 

although they can be unusually assigned by machine agents for bulk loading or 

spamming purposes) and can be used as a good substitute for or as a supplement to 

the index terms in a document. The tag-based web search is a new form of web 

search that exploits tag data for retrieving and ranking web resources and is now 

being serviced by most well-known tagging systems including Delicious1 and 

Flickr2. Due to the exploitation of interesting features of tagging, the tag-based web 

search has gained popularity among users. For example, Delicious provides a 

variety of bookmark search services including keyword searches over personomy 

                                                      
 

1 Delicious. http://www.delicious.com/ 

2 Flickr. http://www.flickr.com/ 
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or folksonomy, browsing starting from a tag cloud, searches with date intervals, 

and querying assistance with related tags. 

If we focus on indexing, an inverted index (or inverted file) is an index that maps 

each index term to a list of documents containing the index term, which is a 

fundamental data structure for the fast retrieval, evaluation, and ranking of 

documents in a collection. The inverted index has been widely accepted in the IR 

community as the most efficient data structure for supporting a range of web search 

tasks. Although the inverted index is also crucial to tag-based web search, it 

presents an obstacle to its use in the social tagging environment. In a traditional 

web search, a document consists of terms, forming a binary relationship from a 

document to terms that is inverted in a term-to-documents inverted index. 

Contrastingly, in a tag-based web search, the user serves as an additional 

dimension, namely a user dimension. A resource (document) is annotated with tags 

(terms) by a user, creating a ternary relationship among resource, tag, and user that 

cannot be entirely contained in a normal inverted index. Most previous approaches 

that incorporate tag data to improve web searches do not seem to treat each user in 

the ternary relationship individually. Instead, all user information is merely 

aggregated into a single numeric value, such as the number of corresponding users. 

In some situations, however, the ternary relationship should be preserved to 

generate a more meaningful value, rather than just a user count. In order to 

preserve the ternary relationship, a new type of inverted index needs to be designed, 

which should be different from the traditional term-to-documents inverted index 

and reflect the user aspect of tagging. 

In this chapter, we propose a novel and extended index structure for social 

tagging-based IR, namely a social inverted index, and present implementation-level 
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solutions to a wide range of computations in tag-based web search by using the 

social inverted index. It is “social” because it actively incorporates the social 

dimension in tagging. 

The remainder of this chapter is structured as follows: Section 3.2 describes the 

details of the social inverted index including data structures, applications, and 

index construction and maintenance. Section 3.3 presents experimental results in 

terms of cost and performance of the social inverted index. Finally, Section 3.4 

summarizes this paper and discusses future work. Note that the contents of this 

chapter are based on our previously published paper [57]. 

3.2 Social Inverted Index 

This section introduces the social inverted index. Notations for our data structure 

and algorithm are defined in Section 3.2.1. The data structure of the social inverted 

index and its applications are presented in Sections 3.2.2 and 3.2.3, respectively. 

The processes of index construction and maintenance are described in Sections 

3.2.4 and 3.2.5, respectively. 

3.2.1 Notations 

Most papers on tagging consider resource, tag, and user3 to be the three basic 

elements of a formal tagging model. In this chapter, we follow the common 

notations that have been presented in previous approaches. Let R be a set of 

                                                      
 
3 Resource may be replaced by document, (web) page, object, or item. Tag may be 

replaced by annotation. User may be replaced by tagger or person. 
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resources, T be a set of tags, and U be a set of users. A resource r ∈ R is 

annotated with a tag t ∈ T by a user u ∈ U. A tag assignment is represented by 

a triplet of 1) a resource, 2) an assigned tag, and 3) a user who annotates the 

resource. This triplet is denoted by (r, t, u). A social tagging system STS = {(r, t, u) 

| r ∈ R, t ∈ T, u ∈ U} is a collection of triplets. Rt = {ri ∈ R | (ri, t, u) ∈ 

STS, u ∈ U} is a set of resources annotated with tag t. Ut, r = {uj ∈ U | (r, t, uj) 

∈ STS}is a set of users who annotate resource r with tag t.  

The frequency values of any element are crucial for indexing and query 

evaluation. Let N be the number of (tagged) resources in the collection, and let n be 

the number of index tags (i.e., tags used as index terms) in the collection. Let ft, r be 

the frequency of tag t in resource r (i.e., the number of users who annotate resource 

r with tag t). Let ft, R be the resource frequency of tag t in the collection (i.e., the 

number of unique resources annotated with tag t). Let Ft, R be the total frequency of 

tag t in the collection (i.e., the sum of all ft, r). Let ft, r, u be the frequency of tag t in 

resource r by user u (in fact, ft, r, u is always 1 because each user annotates a 

resource with the same tag only once). Let cof(t1, t2) be the co-occurrence 

frequency of tag t1 and tag t2. 

3.2.2 Data Structure 

A sample social tagging system, used as an example throughout this chapter, 

contains resources, tags, users, and triplets as follows: 

R = {r1, r2, r3} 

T = {apple, iphone, mobile} 
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U = {Alice, Bob, Tom} 

STS = {(r1, apple, Alice), (r1, apple, Bob), (r1, mobile, Alice), (r1, mobile, Tom), (r2, 

apple, Alice), (r2, apple, Bob), (r2, apple, Tom), (r2, iphone, Alice), (r2, iphone, 

Tom), (r3, apple, Bob), (r3, apple, Tom), (r3, iphone, Alice), (r3, iphone, Tom), (r3, 

mobile, Bob)} 

 

Figure 3-１. A sample social tagging system 

When considering a situation that requires a tag-to-resources inverted index 

while maintaining user information (i.e., to preserve the (r, t, u) ternary 

relationship), two possible combinations of two inverted lists may be available. 

One is cross-references (Figure 3-２) that interlink the resources and users, and the 

other is sublists (Figure 3-３) that maintain a separate user sublist for each resource. 

The latter is better for the following reasons: a) it has a simpler structure leading to 

easier implementation; b) each entry for user sublists may have its own weight that 

varies according to the resource; and c) the sublists, if needed, may be sorted by 

weight. The only drawback is the space cost due to the redundancy of users in the 

sublists. This drawback, however, is acceptable when considering the efficiency 

gains from maintaining separate user sublists. Furthermore, numerous existing 

methods for index compression can be applied.  
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Figure 3-２. Cross-references 

 

Figure 3-３. Sublists 

If we take the sublists as a basic structure of the social inverted index, every 

entry has its own weight as a numeric value. As shown in Table 3-1, there are three 

major components in the social inverted index: a tag index, (resource) posting lists, 

and (user) sublists. A tag index is a set of index tags that consists of three 

subcomponents: a tag name, the weight of a tag (wt, R), and a pointer to the head of 

the corresponding resource posting list. Each resource posting list represents 

resources that are annotated with a tag, and a node in the list has three 

subcomponents: a resource identifier, the weight of the resource annotated with the 

tag (wt, r), and a pointer to the head of the corresponding user sublists. Each user 

sublist represents those users who annotate a resource with a tag, and a node in the 

sublist has two subcomponents: a user name and the weight of the user annotating 

the resource with the tag (wt, r, u). We propose this type of extended inverted index 

as a basic structure of the social inverted index, namely basic social inverted index.  



 40

Table 3-1. Three major components of a basic social inverted index 

Component Note Subcomponent 

A Tag Index A set of index tags 

A tag name 

The weight of a tag (wt, R) 

A pointer to the head of the 

corresponding resource posting 

list 

(Resource) 

Posting Lists 

Each list represents resources 

that are annotated with a tag 

A resource identifier 

The weight of the resource 

annotated with the tag (wt, r) 

A pointer to the head of the 

corresponding user sublist 

(User) 

Sublists 

Each sublist represents those 

users who annotate a resource 

with a tag 

A user name 

The weight of the user 

annotating the resource with the 

tag (wt, r, u) 

 

Noticeably, the spaces for the wt, r values of the social inverted index may remain 

empty and be determined on the fly at the time of query evaluation, depending on 

the query types. In Figure 3-４, the question mark in each entry means that its 

value may not be determined, while the exclamation mark means that its value is 

determined, as will be covered shortly in this subsection.  
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Figure 3-４. A part of a basic social inverted index 

The naïve frequency values defined in Section 3.2.1 can be used as weights. For 

example, wt, R = ft, R, wt, r = ft, r, and wt, r, u = ft, r, u (= 1). In this case, all user weights 

equal simply one. If all user weights are not equal, in other words, if the weight of 

each triplet is not treated as just 1, any existing triplet or user weighting scheme 

can be applied. To illustrate, we use an example from [7], in which every 

bookmark (i.e., tag assignment) triplet is weighted separately, as shown in Figure 

3-５. The wt, r value may be calculated on the fly if there is a restriction in a query 

that for example, only triplets whose weight is greater than a threshold value, say 

1.000, should be counted.  

 

Figure 3-５. A part of a basic social inverted index with weighted triplets 
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As a second example, the network-aware personalized search is also supported, 

in which each user is assigned one (or more) label that indicates a group (or cluster) 

to which the user belongs. Suppose that Alice is assigned “a,” Bob is assigned “a,” 

and Tom is assigned “b” by a certain user grouping scheme. As shown in Figure 

3-６, every user entry for Alice is then set as “a,” for Bob as “a,” and for Tom as 

“b”. When a searcher who belongs to the group “a” sends a query, only those users 

labeled with “a” may be counted on the fly. 

 

 

Figure 3-６. A part of a basic social inverted index with user labels 

As a last example, the timestamp information recorded at the time of tagging can 

be exploited. In other words, wt, r, u = tst, r, u (the timestamp when r is annotated with 

t by u), as shown in Figure 3-７. The temporal information for each triplet may be 

of great value in a number of situations, for example, when resource freshness is to 

be incorporated in a search [58] or to enhance personalized recommendations with 

the tag and time information for predicting users’ preferences [59]. Again, the wt, r 

value may be calculated on the fly if there is a restriction in a query that for 

example, only those users whose timestamp belongs to a certain period, say the Q4 

in year 2010, should be counted.  
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Figure 3-７. A part of a basic social inverted index with user timestamps 

Note that all or some of the three examples above may be combined into one 

social inverted index. This is very useful when trying to contain various user 

weights from both the dynamic aspects (e.g., timestamp or triplet weight) and static 

aspects (e.g., group, location, or even age or gender) of a user profile. The weight 

values in Figure 3-８are user name, timestamp, triplet weight, user location, and 

gender. This flexible structure facilitates the processing of any conditional queries, 

for example, “retrieve the resources that were annotated 1) with tag apple 2) during 

the year 2010 3) by male users 4) in Paris”.  

 

 

Figure 3-８. A part of a basic social inverted index with various user weights 

When looking for users, not resources (in social search or, more specifically, 

people search) using tags, the positions of resources and users can be reversed. In 

other words, there are user posting lists and resource sublists, as shown in Figure 
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3-９. The index structure around resource, tag, and user may be modified 

depending on the goal of each search system.  

 

 

Figure 3-９. A part of an adaptive social inverted index 

In an inverted index, list ordering is crucial for effective query evaluation. 

Possible orderings include sorting by name (alphabetical order), integer ID 

(ascending order), or weight (descending order). The ordering is very useful when 

the lists are so long that their insignificant tails need to be cut out [25]. Figure 

3-１０ illustrates that resources are sorted in descending frequency order (or in 

some well-known ranking orders such as FolkRank [2] or SocialPageRank [4]), 

and users are sorted in reverse-chronological order with respect to timestamps. 

 

Figure 3-１０. A part of a sorted social inverted index 
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In summary, the main advantages of the social inverted index are as follows: 

 They preserve the resource-tag-user ternary relationship of 

tagging. 

 They can support a wide variety of existing triplet or user 

weighting schemes. 

 They are flexible enough to support conditional queries that use 

varying weight values in the lists depending on the query. 

 They facilitate several critical computations such as calculations 

of tag frequencies and tag co-occurrence frequencies (which will be 

covered in the following subsection). 

3.2.3 Applications 

Two measures reflecting the social semantics of tagging are tag frequency and 

tag co-occurrence frequency. The tag frequency represents the number of times a 

tag is used by people in a resource (or over the collection) and thus reflects the 

popularity of the tag or the degree of consensus among users about describing or 

categorizing the resource that is annotated with the tag. The tag frequency is one of 

the most widely used measures in many tag-based applications. The tag co-

occurrence frequency represents the number of times two tags co-occur in a 

resource (or over the collection). The tag co-occurrence is important because we 

can assume that those two tags that co-occur in the same resource are likely to be 

semantically related to each other. Tag co-occurrence, therefore, reflects the degree 

of semantic similarity between tags and is said to be meaningful because it is 
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human-generated semantics. Traditionally, the term “co-occurrence” has already 

been used in IR, but these tag co-occurrences can be also applied to other 

applications, such as tag recommendations [60, 61] or query expansion [13, 62].  

3.2.3.1 Tag Frequency  

 As a social inverted index is being built, tag frequencies of any kind can be 

computed in a straightforward way. The frequency of t in r is the number of users 

who annotate r with t. The resource frequency of t in the collection is the number 

of resources that are annotated with t. The total frequency of t in the collection is 

the sum of the frequencies of t in all resources.  

 

Usually these types of tag frequency values are stored at the corresponding entry of 

inverted index. 

3.2.3.2 Tag Co-Occurrence Frequency 

Tag co-occurrences can be viewed at two levels: the macro level and the micro 

level. Two tags form a macro-level co-occurrence if they are assigned to the same 

resource, while they form a micro-level co-occurrence if they are assigned to the 

same resource by the same user. In other words, the criterion for a micro-level co-

occurrence is stricter than that for a macro-level co-occurrence because the two 

tags must co-occur 1) within a resource and 2) by the same user. Accordingly, the 

frequencies of two levels are different. The macro-level tag co-occurrence 

frequency is the number of resources that are annotated with both tags (i.e., the 

number of common resources), while the micro-level tag co-occurrence frequency 

𝑓 , = 𝑈 ,  𝑓 , = |𝑅 | 𝐹 , = 𝑓 ,∈  
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is the number of users who annotate the same resource with both tags  (i.e., the 

number of common users in common resources).  The social inverted index 

makes it easy to calculate the tag co-occurrence frequency at both levels. 

 

 

Using the two lists in Figure 3-１１, the tag co-occurrence frequencies of apple 

and iphone at both levels are calculated as follows: macrocof(apple, iphone) = |{r2, 

r3}| = 2 and microcof(apple, iphone) = |{Alice, Tom}| + |{Tom}| = 2 + 1 = 3. 

 

 

Figure 3-１１. Two lists for calculating the tag co-occurrence frequencies of 
apple and iphone 

The macro-level co-occurrence frequency is always smaller than (at most equal 

to) the micro-level co-occurrence frequency because the former counts only the 

number of resources while the latter counts the number of users. Both frequencies 

have their own merits. The macro usually better captures the common semantics of 

two tags, for instance, macrocof(app, apps) >> microcof(app, apps) ≒ 0 (since 

few users annotate a resource with both app and apps simultaneously). The micro 

may offer a more specific co-occurrence frequency within a resource by counting 

the number of users. 

The two metrics above mainly depend on the intersection (∩) operation between 

two lists. The time complexity of the intersection operation between two sorted 

𝑚𝑎𝑐𝑟𝑜𝑐𝑜𝑓(𝑡 , 𝑡 ) = |𝑅 ∩ 𝑅 | 𝑚𝑖𝑐𝑟𝑜𝑐𝑜𝑓(𝑡 , 𝑡 ) = |𝑈 , ∩ 𝑈 , |∈ ∩  
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lists using the Merge Join (or Sort-Merge Join) algorithm in relational databases is 

O(m + n), where m and n are the lengths of the two lists, respectively. The Merge-

Join method is efficient because each item in the sorted order needs to be read only 

once. 

3.2.4 Index Construction 

During the tag indexing process, there is no need for tokenizing because tags are 

already delimited by white spaces or commas. Additional preprocessing work, such 

as case-folding, stopping, stemming, and compound word decomposition, depends 

on the strategy (for this work, only the case-folding was done). We assume that the 

input to the index construction engine of a social inverted index is a set of 

resources that contains (r, t, u) triplets. We use the tag names and user names 

(mostly the user IDs used in the system) themselves as the identifiers of tags and 

users, respectively, while we assign an ordinal number to each resource as a 

resource identifier. Consequently, we need to maintain an additional mapping table 

that maps resource IDs to their corresponding URLs or URIs. The primary concern 

is then how to efficiently construct the social inverted index from a set of resources 

with triplets.  

The index construction process of a social inverted index is similar to that of a 

normal inverted index except that user information in each triplet should be 

considered. Note that this process is done resource by resource, each of which 

contains a set of triplets.  

The process for the index construction of a basic social inverted index with naïve 

frequency weights is as follows: first, retrieve the set of input resources R, each 
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with (r, t, u) triplets. For each resource r* ∈ R, retrieve the (r*, t, u) triplets and 

sort and group these triplets by t. For each t* of the sorted (r*, t*, u) triplets, first 

check if t* is new to the system. If t* is new, add t* to the tag index, initialize a 

resource posting list of t* and set ft*, R = 0. If t* is not new, retrieve the 

corresponding resource posting list of t*. Next, check if r* is new to the resource 

posting list of t*. If r* is new (in fact, it is always new because r* is new to the 

system), add r* to the resource posting list of t*, increase ft*, R by 1, initialize a user 

sublist of r*, and set ft*, r* = 0 and ft*, r*, u = 0. Then, for each u* in Ut, r, add u* to the 

user sublist of r* and increase ft*, r* and ft*, r*, u* by 1, respectively. The algorithm is 

shown below.  

Algorithm: BuildBasicSocialInvertedIndex 

Input: A set of resources, each with (r, t, u) triplets in a social tagging system 

Output: A set BasicSocialInvertedIndex  

<Notation> 

 Let R, T, and U be the set of resources, tags, and users, respectively. 

 Let TagIndex be a set of index tags. 

 Let Rt be a set of resources annotated with t and Ut, r be a set of users who 

annotate r with t. 

 Let ft, r be a frequency of t on r,  ft, R be a resource frequency of t, and ft, r, u be a 

frequency of t in r by u. 

 Let ResourceListt be a list of resources that are annotated with t, each of which is 

a triplet of <resource, frequency, address of user sublist> and UserListt, r be a list of 

users who annotate r with t, each of which is a pair of <user, frequency>. 
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<Index Building> 

01 – Initialize TagIndex ← Ø. 

02 – For each resource r* ∈ R, 

03 ––– Read the (r*, t, u) triplets. 

04 ––– Sort and group the (r*, t, u) triplets by t. 

05 ––– For each t* of (r*, t*, u) triplets, 

06 ––––– If t* !∈ TagIndex, then 

07 ––––––– Set TagIndex ← TagIndex ∪ {t*}. 

08 ––––––– Initialize Rt* ← Ø, ft*, R ← 0, ResourceListt* ← Ø. 

09 ––––– Else, then read ResourceListt*. 

11 ––––– If r* !∈ Rt*, then 

12 ––––––– Set Rt* ← Rt* ∪ {r*}, ft*, R++. 

13 ––––––– Initialize Ut*, r* ← Ø, ft*, r* ← 0, ft*, r*, u ← 0, UserListt*, r* ← Ø. 

14 ––––––– Execute Add(ResourceListt*, <r*, ft*, r*, Address(UserListt*, r*)>). 

15 ––––– For each u* of (r*, t*, u*) triplets, 

16 ––––––– Set Ut*, r* ← Ut*, r* ∪ {u*}, ft*, r*++, ft*, r*, u*++. 

17 ––––––– Execute Update(ResourceListt*, ft*, r*), Add(UserListt*, r*, <u*, ft*, r*, 

u*>).  

18 – Return BasicSocialInvertedIndex = {<t, ft, R, Address(ResourceListt)> | t ∈ 

TagIndex}. 
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Note that the input to this algorithm is a set of resources, each with (r, t, u) 

triplets in the target social tagging system, and that the output is a set 

BasicSocialInvertedIndex with a tag index and the corresponding resource posting 

lists and user sublists. Note also that various user weights other than the naïve 

frequency weights can be applied in the same manner.  

3.2.5 Index Maintenance  

The index maintenance of a social inverted index is more complex than that of a 

normal inverted index. Suppose that a social inverted index has already been 

constructed and is working. A later crawling is then performed, and a new set of 

resources with triplets is provided to the maintenance engine of the social inverted 

index. Generally, there are three strategies for index maintenance: rebuild, 

intermittent merge, and incremental update [28]. The rebuild strategy is to rebuild 

an index from scratch. For the intermittent merge strategy, new resources are 

indexed in memory, and when the memory is full, the in-memory index is merged 

with the on-disk index. The incremental update strategy consists of updating the 

main index term-by-term. A tag’s resource posting list and its user sublists are 

fetched from the disk, the new information is integrated into the lists, and the lists 

are written back to disk. Choosing a strategy among these three depends on the 

characteristics of the social tagging systems.  

With respect to the index update issue, we made four important observations of 

tagged resources.  
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i. The collection is highly dynamic. New resources are 

continuously being added, and existing resources are continuously 

being annotated with new sets of tags by new users.  

ii. Once users annotate a resource with tags, they rarely change 

their tags after that point. 

iii. The only update operation conducted on a resource is the 

additions of new sets of tags assigned by new users. 

iv. Temporal information of tagging can be very useful. Tags may 

represent the popularity or freshness of a resource, and searchers may 

expect to find timely content through tags. 

The first and last observations indicate that tag-based search engines should 

reflect the dynamic nature of tagging. Furthermore, the second and third 

observations give us an intuition for how to update the social inverted index: when 

updating the social inverted index, we only need to consider the newly added 

triplets, regardless of whether the resource is new or existing in the social inverted 

index. This differs from a traditional web search in which some parts of the content 

of a document are modified, not just incremented from the end of the previous 

version as in tagged resources. Based on this intuition, we propose a merge-based 

index update method that proceeds with the following three steps:  

1) identify the new triplets that have been added since the last update using the 

timestamp information of tagging,  

2) build a social inverted index with these new triplets, and  

3) merge this (small) social inverted index with the existing social inverted index.  
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In order to perform Step 1, we need to maintain an additional table that records the 

tagging history of each resource.  

3.2.6 Considering Tag Semantics  

One critical weakness of inverted indexes is their inability to handle tag 

meanings. Inverted indexes are used for the fast retrieval of documents containing 

the query terms (i.e., syntactic matching), not looking at documents containing 

terms whose meanings are the same as or similar to the query terms (i.e., semantic 

matching). For example, the social inverted index does not treat tags nyc and 

newyorkcity as the same because their syntaxes (spellings) are different, although 

their semantics is exactly the same. In order to overcome the limitation of inverted 

indexes and understand the semantic relatedness between tags, we compute the 

semantic similarity between tags using the tag co-occurrence information. As 

explained in Section 3.2.3, tag co-occurrences are good indicators for calculating 

the semantic relatedness of two tags. Following the experimental results of [63], 

which compares a variety of similarity measures in a social tagging environment, 

we compute the similarity between two tags based on mutual information as 

follows.  

𝑆𝑖𝑚(𝑡 , 𝑡 ) = 𝑝(𝑥 , 𝑥 )𝑙𝑜𝑔 𝑝(𝑥 , 𝑥 )𝑝(𝑥 )𝑝(𝑥 )∈∈  

where T is the row vector of tag t that contains the tag frequency in each resource 

and 

 
𝑝(𝑥) = 𝑓 ,∑ 𝑓 ,∈  𝑝(𝑥 , 𝑥 ) = ∑ min(𝑓 , , 𝑓 , )∑ 𝑓 ,∈ ∩ + ∑ 𝑓 ,∈ ∩  
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The similarity measure above is based on the fact that two tags that share more 

common resources get a higher score. All of the frequency values and resource 

intersection operations are easily calculated through the social inverted index, as 

illustrated in Section 3.2.3. This semantic similarity of two tags acquired from tag 

co-occurrences can be utilized in query expansion or in more sophisticated 

calculations of the similarity between a query and resources. 

3.3 Evaluation 

In this section, we describe the implementation details for the social inverted 

index and the collected dataset and then discuss the results of four experiments that 

were conducted for evaluation. 

3.3.1 Implementation and Data 

General web search engines use web crawlers as a means for collecting web 

documents. To date, there is not an intelligent web crawler that can automatically 

identify tagged resources and extract tagging information without any prior 

knowledge of the resources. Generally, there are two approaches. The first 

approach is focused web crawling based on the observation that tagged web pages 

have their own HTML structures according to the service they belong to (e.g., 

Delicious as shown in Figure 3-１２ or Flickr). This approach is to make the 

crawlers parse the target resources and extract the appropriate tagging information 

using the common structure of each tagging service. The drawback to this approach 

is that the crawler should be adaptive to changes in the UI. The second approach 
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uses publicly available datasets or open APIs. Some tagging services, such as 

CiteULike4 and BibSonomy, provide their complete data dumps in a downloadable 

format for researchers. Data dumps provide the benefits of convenience in data 

acquisition and data completeness at the expense of using older data. Open APIs 

are a good option except that they do not always provide all the data researchers 

want to use.  We decided to utilize both approaches in this work. In focused web 

crawling, the crawler extracts a series of (r, t, u) triplets as it parses the content of a 

tagged resource. The available datasets used were already processed in the format 

of (r, t, u) triplets.  

 

 
Figure 3-１２. Focused web crawling on Delicious 

Tagged resources are found the same way as in general web crawling. The 

process starts from some seed pages, follows the outgoing links of the page, and 

repeats this process recursively (this method is known as a snowball sampling [64]). 
                                                      
 
4 CiteULike. http://www.citeulike.org/ 
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For example, in Delicious, the Hotlist page (which provides the list of the most 

popular bookmarks on Delicious) and the Explore Everyone’s Tags page (which 

provides the tag cloud for Delicious) are some of the best seed pages when 

crawling for Delicious web pages. 

For an inverted index, data structure and storage choices largely depend on the 

size of the term index and posting lists (Table 3-2). In the ideal situation, both the 

term index and posting lists fit into main memory. In large collections, however, 

the term index may be held in memory while the posting lists may be stored on a 

disk because the lists of millions or more document IDs cannot fit in memory. In 

some very large collections, even the term index cannot fit in memory and is thus 

stored on a disk. Fortunately, our tag index can fit in memory. This is mainly 

because tags are a set of filtered vocabulary terms directly chosen by humans and 

they are expected to be of higher quality than the vocabulary of general collections 

of web documents.  

 

Table 3-2. The choice of data structure and storage for an inverted index 

Component Size Data Structure Storage 

Term index 
Not large Hash table (O(1)) Main memory 

Large B-tree (O(logbN)) Disk 

Posting lists 
Not large Array or linked list Main memory 

Large Linked list Disk 
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As far as we know, the maximum number of unique Delicious tags that have 

been collected by researchers is 6,933,179 [65]. Therefore, ten million index tags 

(at most) with an average tag length of around ten characters (i.e., ten bytes) need 

approximately 100 MB for the tag index (not considering space for the weights and 

pointers). Our choice for the social inverted index is such that the tag index is 

implemented by a hash table residing in main memory, and the resource posting 

lists and user sublists are implemented by linked lists stored on a disk (Table 3-3).  

 

Table 3-3. Our choice for a social inverted index 

Component Data Structure Storage 

Tag index Hash table Main memory 

Resource posting lists & user sublists Linked list Disk 

 

The hardware specification is 8-core 3.0GHz CPU and 16GB main memory. The 

implementation specification is as follows: Java SE 1.6 (JRE 6) for implementing 

the social inverted index; ActivePerl 5.12 for implementing the crawler; Oracle 

Database 11g (as a relational database) and MongoDB [66] 2.0.1 (as a NoSQL5 

database) for storing the triplets. The RDB and NoSQL DB are for comparison 

with the social inverted index. The Oracle databases are the most widely-used 

relational database while the MongoDB is a document-oriented storage known as a 

simple-to-setup and easy-to-operate NoSQL database. We implemented the 

                                                      
 
5 NoSQL. http://nosql-database.org/ 
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MongoDB in the same standalone server as the one running the social inverted 

index and the Oracle database, not considering the cloud-level scalability of 

MongoDB.  

We chose three social tagging systems for the datasets: Delicious (DL), 

BibSonomy (BS), and CiteULike (CU). We used the databases provided by 

CiteULike and BibSonomy because they are complete and unbiased. Unfortunately, 

Delicious does not provide public databases, so we collected the Delicious tag data 

from February 2011 to September 2011 using our focused web crawling method.  

Table 3-4 summarizes the data statistics in the three datasets.  

 

Table 3-4. Data statistics in Delicious, BibSonomy and CiteULike 

STS Method # of triplets # of tags
# of 

resources

# of 

users 
Completeness 

Delicious 

(DL) 
Crawling 13,510,165 300,901 10,826 637,166 N 

BibSonomy 

(BS) 
Database 2,727,080 222,958 873,467 7,238 Y 

CiteULike 

(CU) 
Database 14,028,761 633,443 3,051,409 89,461 Y 
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3.3.2 Experiments  

The goal of the experiments is to show that the social inverted index is better than 1) 

a normal inverted index and 2) no inverted index, despite the time and space costs 

required for index construction and maintenance. We used three datasets as 

mentioned above, and for each dataset we compared two types of inverted indexes: 

N (normal) and B (basic with timestamp weights). In other words, Type N is a 

normal inverted index with no user sublists (i.e., weights aggregated by just 

counting the number of users who annotate a resource with a tag). Type B is the 

basic social inverted index with timestamp information as user weights. With these 

three datasets and two types of inverted indexes, we conducted four experiments: 

the first experiment for investigating the time and space required to build the 

inverted index (Type N vs. Type B); the second for investigating the time required 

to evaluate queries (Type N with an RDB support vs. Type N with a NoSQL DB 

support vs. Type B and BibSonomy RDB vs. Type B); the third for investigating 

the time needed to calculate the tag co-occurrence frequencies (RDB vs. NoSQL 

DB vs. Type B); and the fourth for investigating the time needed to update the 

social inverted index (Type B by rebuild vs. by merge).  

3.3.2.1 Index Construction  

The first experiment compared the time and space costs for building the inverted 

indexes of Type N and B. We assumed that a series of triplets in each resource was 

being sent to the construction engine as a stream. In other words, we did not take 

into account the process for extracting the triplets in a resource. We focused solely 

on how this set of triplets is converted into a social inverted index. For this reason, 
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we created a single file for each social tagging system that contains the whole set 

of triplets in each system. In this file, each triplet is of the form 

resourceID<tab>userName<tab>tagName<tab>taggedDate<new line>, and a set 

of triplets in each resource is delimited by <RESOURCE> and </RESOURCE> tags. 

We also assumed that the volume of data handled for index construction could not 

be held in main memory, even though it safely fits into memory. This assumption 

is crucial for the extensibility of the social inverted index. We adopted the practical 

method known as merge-based inversion, by which resources with triplets are read 

and indexed in memory until a fixed capacity is reached. We set this capacity as k 

number of resources, and k was 1100, 88000, and 310000 in DL, BS, and CU, 

respectively (approximately 10% of the number of resources in each system). 

When the memory was full (in this work when the number of processed resources 

becomes k), the partial index was flushed to disk as a single run and then deleted 

from memory. All runs are merged one by one to give a final index. As a last step 

of the index construction process, we sorted all resource posting lists and user 

sublists such that, for Type N, the resource posting lists were sorted by resource ID 

and the user sublists were sorted by user name, while for Type B, the resource 

posting lists were sorted by resource frequency and the user sublists were sorted by 

timestamp. This three-step (build-merge-sort) process was repeated ten times and 

the results were averaged. 

Figure 3-１３ illustrates the runs building (the first step) times of Types N and B 

in DL, BS, and CU. Note that Type B should be compared with Type N within 

each DL, BS, and CU (i.e., intra-comparisons). The comparisons across different 

social tagging systems (i.e., inter-comparisons) are meaningless because their sizes 

are different. The runs building times of the two types in all three social tagging 
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systems increase linearly as the number of runs (i.e., resources) increased. This 

indicates that the social inverted index can be extended to the vast amount of tag 

data on a web scale. Note that DL exhibited the largest gap between Type N and B 

among the three social tagging systems. This means that DL is a broader 

folksonomy than BS and CU. In other words, in Delicious, a resource may be 

annotated by a larger number of users, which results in longer user sublists, than in 

BS and CU.  

 

 

Figure 3-１３. The runs building times of DL, BS, and CU (seconds) 

Table 3-5 and Figure 3-１４ compare the time costs (in seconds) for the three 

steps of index construction. As expected, Type B always requires more time than 

Type N during every step in all three social tagging systems. For total time, we can 

see that even Type B in CU (the largest combination) shows a reasonable index 

construction time of 7383 seconds (approximately 123 minutes). The increase rates 
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from Type N to Type B are 223% in DL, 36% in BS, and 37% in CU. Again, DL 

exhibited the maximum increase rate among the three due to the same reason as 

above. The increase from Type N to Type B will be enlarged as the social inverted 

index incorporates more user weights.  

Table 3-5. Comparison of time costs for the three steps of index construction 
(seconds) 

 Runs Building Runs Merging Sorting Total 

DL 
Type N 109 675 111 895 

Type B 261 (+139%) 2244 (+232%) 389 (+250%) 2894 (+223%) 

BS 
Type N 136 1014 180 1330 

Type B 166 (+22%) 1393 (+37%) 250 (+39%) 1809 (+36%) 

CU 
Type N 597 4061 731 5389 

Type B 747 (+25%) 5629 (+39%) 1007 (+38%) 7383 (+37%) 

 

 

Figure 3-１４. Comparison of time costs for the three steps of index 
construction (seconds) 
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Table 3-6 and Table 3-7 display the size (in megabytes) of a tag index and of 

resource posting lists plus user sublists, respectively. Note that in Table 3-6, the 

sizes of the tag indexes are the same for both N and B because the tag index 

residing in main memory is identical, whereas the corresponding resource posting 

lists plus user sublists differ depending on type. The sizes of the tag indexes were 

approximately 13MB in DL, 10MB in BS, and 30MB in CU, which are very small. 

Table 3-7 shows that the sizes of resource posting lists plus user sublists of Type N 

(i.e., no sublists) were approximately 11MB in DL, 21MB in BS, and 95MB in CU. 

The space increase rates caused by adding user sublists were 2860% in DL, 230% 

in BS, and 646% in CU. Again, DL exhibited the maximum increase rates among 

the three. Although the increase rate of 2860% may seem large, we believe that this 

is still acceptable considering the explosive growth of disk and memory size.  

 

Table 3-6. The space costs for a tag index (megabytes) 

 DL BS CU 

Type N and B 13.01 10.00 30.17 

 

Table 3-7. The space costs for resource posting lists plus user sublists 
(megabytes) 

 DL BS CU 

Type N 10.51 20.80 95.21 

Type B 311.05 (+2860%) 68.62 (+230%) 710.64 (+646%) 
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Finally, we investigated the distribution of resource posting lists and user 

sublists in a social inverted index. Table 3-8 displays the average lengths, the 

standard deviations of length, and the minimum and maximum lengths of resource 

posting lists and user sublists. In DL, the average lengths of resource posting lists 

and user sublists were 4.6 and 9.8, respectively, which means that on average, a tag 

is used to annotate 4.6 resources by 9.8 users. The standard deviations were 42.5 

and 39.5 respectively, and the maximum list lengths were 4,356 and 1,832, 

respectively. Figure 3-１５ and Figure 3-１６ display the distributions of the 

lengths for the resource posting lists and user sublists of DL, respectively. They 

show that 95% of the lengths of the resource posting lists and user sublists were 

less than 9 and 26, respectively, which also implies that in Delicious, the 

distributions are skewed toward short lengths and have a long tail. Note that the 

distributions of BibSonomy and CiteULike are not shown because they exhibit an 

almost uniform length (= 1) of user sublists. This implies that most resources in 

BibSonomy and CiteULike are annotated by one single user, even though 

BibSonomy and CiteULike are also known as broad folksonomies.  

 

Table 3-8. List lengths in a social inverted index 

 The Avg. 
Length 

The S.D.
of Length

The Min. 
Length 

The Max. 
Length 

DL 
Resource Posting Lists 4.6 42.5 1 4,356 

User Sublist 9.8 39.5 1 1,832 

BS 
Resource Posting Lists 12.2 98.1 1 245,120 

User Sublist 1.0 1.0 1 7 

CU 
Resource Posting Lists 19.7 58.2 1 509,848 

User Sublist 1.1 1.2 1 201 
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Figure 3-１５. The distribution of the lengths of the resource posting lists in 
DL 

 

Figure 3-１６. The distribution of the lengths of the user sublists in DL 

3.3.2.2. Query Evaluation  

The second experiment compared the time costs for evaluating queries of Types 

N and Type B. To emphasize the necessity for maintaining the user sublists in the 

inverted index, we chose temporal range queries (queries targeted at a specific 

period of time). Type B can handle temporal queries because the user sublist 

contains timestamp information as a user weight, whereas Type N cannot handle 

temporal queries due to its lack of user sublists. To assist Type N, we acquired the 

necessary information on the fly from the triplet table stored in an RDB and a 

NoSQL DB. We adopted the cosine measure from the vector space model to 
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calculate the similarity score between a query and a resource. We used a set of 

randomly chosen tag pairs as queries such that the tag co-occurrence frequency of 

the two tags was higher than 100, which guarantees that the two tags are related to 

each other enough to be expected to be real query terms. We then calculated the 

cosine similarity scores between 100 temporal queries (from the start date of 2010-

01-01 to the end date of 2010-12-31) and the corresponding resources to get a 

ranked list of resources by using the normal inverted index with an RDB/NoSQL 

DB support and the basic social inverted index, and we recorded the execution time. 

To get necessary information from an RDB/NoSQL DB setting, we used the triplet 

table and the count function of DBMS. For example, the following SQL pseudo-

query is used to calculate the frequency of a query term (i.e., tag t) in resource r.  

 

select count(USER_NAME) 

from TRIPLET_TABLE  

where TAG_NAME = QUERY_TERM and RESOURCE_ID = 

TARGET_RESOURCE_ID  

  and TIMESTAMP >= START_DATE and TIMESTAMP <= END_DATE 

 

To guarantee the best performance of DBMS, we built every possible index on the 

columns of the TRIPLET_TABLE. We did the same work for the NoSQL DB 

setting.  

Table 3-9 displays the total execution time for evaluating the queries (plus the 

comparison with Type B). It shows that Type B performs far better than Type N 
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(from 16 times to 77 times) in all three social tagging systems. The performance 

gap between the two types is natural because in Type N with an RDB/NoSQL DB 

support, the necessary frequency values should be calculated from the DBMS to 

process the queries. We can conclude that in order to evaluate conditional queries, 

such as temporal range queries, that should handle the varying weight values in the 

inverted index, it is very helpful to maintain a separate user sublist per resource. An 

additional finding is that NoSQL DB always outperformed RDB in this experiment. 

This shows that the newly emerging NoSQL DB may be superior to the traditional 

RDB, especially for the simple processing of very large datasets. 

 

Table 3-9. Comparison of execution times for the query evaluations (seconds) 

 Type B Type N + RDB Type N + NoSQL DB 

DL 132 9001 (x68) 2144 (x16) 

BS 25 1921 (x77)  770 (x31) 

CU 54 2587 (x48) 1033 (x19) 

 

In addition, we compared our Social Inverted Index with the BibSonomy 

relational schema. The reason why we chose the BibSonomy as a baseline is that 1) 

BibSonomy is one of the most well-known social tagging systems for managing 

publications, 2) it revealed their whole system architecture in the paper [29], and 3) 

it provides its complete dataset, as discussed above. Because the authors stated in 

their paper that they decided to use a relational database management system 

(RDBMS) in favor of other approaches because of the greater adjustability, the 
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BibSonomy relational schema would be good enough to be compared with our 

Social Inverted Index in terms of query evaluation.  

As for the experiment, we follow the same method the BibSonomy used in their 

paper:  

1. Randomly choose a number k of tags with 1 ≤ k ≤ 5. 

2. Randomly choose a user u who has at least k tags. 

3. Randomly choose k tags t1, . . . , tk  from that user. 

4. Query the database for all bookmark posts of user u which have all of the tags 

t1, . . . , tk attached  

5. Measure the time it takes to execute step 4 and repeat steps 1 to 4 5,000 times. 

Then, compute the avg. query time for k tags tk. 

6. Repeat step 5 50 times and compute the avg. and standard deviation of tk for 

each k over those 50 runs. 

 Figure 3-１７ shows the results. For all numbers of query tags, the query 

evaluation times of Social Inverted Index are smaller than those of BibSonomy 

RDB. Interestingly, the query evaluation time of Social Inverted Index is almost 

constant around 0.5ms while that of BibSonomy RDB is increasing as the number 

of query tags increases, which is the same as the result in their paper, due to the 

increasing cost for self-joins. Our Social Inverted Index exhibits the constant query 

evaluation time due to the fact that it depends on the intersection operation of lists 

that turns out to be more efficient than the join operation of RDBMS.  
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Figure 3-１７. The query evaluation times of Social Inverted Index and 
BibSonomy RDB for the BibSonomy dataset 

3.3.2.3 Tag Co-Occurrence Frequency Calculation 

The third experiment compared the time costs for calculating tag co-occurrence 

frequencies. As discussed in Section 3.2.3, a social inverted index can be exploited 

in order to calculate tag co-occurrence frequencies. In comparison to the social 

inverted index of Type B, we used an RDB/NoSQL DB triplet table as a baseline. 

Considering that targeting all pairs of all tags is very costly and time-consuming (in 

CU, there are more than 200 billion pairs) and that not all tag pairs are interesting, 

we used a set of randomly chosen tags such that the resource frequency of each tag 

was greater than 1 and smaller than 30000 (tags with a resource frequency greater 

than 30000 are extremely rare and are usually useless for IR, such as imported or 

no-tag). In addition, the sample size was 1% of the original size (3009 tags from 
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DL, 2229 tags from BS, and 6334 tags from CU). We then calculated the macro-

level and micro-level co-occurrence frequencies for all pairs of the chosen tags 

using the basic social inverted index and an RDB/NoSQL DB triple table, and we 

recorded the execution time. To obtain necessary information from the 

RDB/NoSQL DB setting, we used a self-join for the triplet table and a count 

function of DBMS. For example, the two following SQL pseudo-queries were used 

to calculate the macro-level and micro-level co-occurrence frequencies of two tags, 

respectively. Note that the two differences between the two queries are 1) the 

counted column and 2) the existence of the condition that T1.USER_ID = 

T2.USER_ID.  

select count(distinct T1.RESOURCE_ID)  

from TRIPLET_TABLE T1, TRIPLET_TABLE T2 

where T1.TAG_NAME = TAG1 and T2.TAG_NAME = TAG2 

  and T1.RESOURCE_ID = T2.RESOURCE_ID; 

 

select count(T1.USER_ID)  

from TRIPLET_TABLE T1, TRIPLET_TABLE T2 

where T1.TAG_NAME = TAG1 and T2.TAG_NAME = TAG2 

  and T1.RESOURCE_ID = T2.RESOURCE_ID 

  and T1.USER_ID = T2.USER_ID; 
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To guarantee the best performance of DBMS, we again built every possible index 

on the columns of the TRIPLET_TABLE. The same was done for the NoSQL DB 

setting. 

Table 3-10 and Figure 3-１８ display the total execution time required for 

calculating all of the tag co-occurrence frequencies at the macro and micro levels 

(plus the comparison with Type B). It is evident that Type B performs better than 

RDB/NoSQL DB (from 3.8 times to 244 times) in all three social tagging systems. 

This performance gap indicates that the social inverted index is useful in 

calculating tag co-occurrence frequencies on a large scale. An additional finding 

again is that for this experiment, it was RDB, not NoSQL DB, that was usually 

superior. This result indicates that NoSQL DB may have weaker performance 

especially in processing complex join queries, such as the queries used to calculate 

the tag co-occurrence frequencies.  

 

Table 3-10. Comparison of execution times for the tag co-occurrence 
frequency calculations (seconds) 

 
MacroCoF MicroCoF 

Type B RDB NoSQL DB Type B RDB NoSQL DB 

DL 96
13733 

(x143) 

23411

(x244)
172

14025 

(x82)

28016 

(x163) 

BS 83
10317 

(x124) 

7139 

(x86)
582

6838

 (x11.7)

7199 

(x12.4) 

CU 848
57796 

(x68) 

86005

 (x101)
14769

55790

 (x3.8)

89286 

 (x6.0) 
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Figure 3-１８. Comparison of execution times for the tag co-occurrence 
frequency calculations (seconds) 

3.3.2.4 Index Maintenance 

The last experiment compared the index updating time utilized by rebuild and by 

our merge-based update method in order to choose an optimal strategy for 

maintaining a social inverted index. For the experiment, we created 12 subsets of 

an original triplet dataset of DL (each of which represents a monthly cumulative 

version) using the timestamp information of the triplets. We then subsequently 

recorded the whole index updating time of Type B required for naïve rebuild from 

scratch and for merge with the previous version, respectively. For example, a social 

inverted index for the Apr-11 version can be built either by rebuilding (i.e., by our 

index construction algorithm presented earlier) or by merging the new information 

with the previous Mar-11 version. Table 3-11 displays the statistics for the monthly 
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cumulative versions of DL datasets and shows a gradual increase in the volume of 

the datasets.  

 

Table 3-11. Statistics for the monthly cumulative versions of DL datasets 

Version # of triplets # of tags # of resources # of users 

May-10 7,923,364 202,764 6,503 508,573 

Jun-10 8,297,092 209,840 6,671 517,776 

Jul-10 8,701,895 217,037 6,839 527,886 

Aug-10 9,115,754 224,143 7,009 537,870 

Sep-10 9,553,282 232,107 7,200 548,693 

Oct-10 9,999,912 240,442 7,402 559,802 

Nov-10 10,483,851 249,265 7,651 570,902 

Dec-10 10,874,076 256,062 7,858 579,081 

Jan-11 11,321,369 263,846 8,080 588,459 

Feb-11 11,773,890 271,840 8,351 598,726 

Mar-11 12,304,037 280,731 8,720 609,580 

Apr-11 12,711,291 287,716 9,212 617,405 

 

In general, for highly dynamic collections, rebuild may be the most plausible 

option because the cost for updating a large number of inverted lists may exceed 

the cost for rebuilding those lists from scratch. However, as shown in Figure 
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3-１９, the index updating time for rebuild is much greater (around three times) 

than the time required for merge. This indicates that our merge-based update 

method is more efficient than the naïve rebuild method, confirming the intuition 

learned from the second and third observations listed in Section 3.2.5. An 

important point to note is that choosing an update method mainly depends on the 

policy for the update interval. If the update interval is short (in other words, if the 

search engine wants to provide the freshest information possible), our merge-based 

method is superior to the rebuild method because it is capable of handling the new 

fresh content with minimum cost.  

 

 

Figure 3-１９. The index updating times of DL for rebuild and merge 

3.4 Conclusion 

In this chapter, we present a novel extended inverted index, or social inverted 

index, for social tagging-based IR. Our social inverted index fully supports the 

social dimension of social tagging by adding a user sublist to each resource in 
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resource posting lists. Each user in the user sublist has various weights for 

matching with the user query. This differs significantly from the traditional 

inverted index in that it regards each user as a unique person and does not simply 

count the number of users in a resource. It highlights the value of a user who 

participated in tagging. This extended structure facilitates the use of dynamic 

resource weights, which are expected to be more meaningful than weights based on 

simple user frequency. It also allows flexible response to various types of 

conditional queries, an ability that is increasingly required in recent tag-based IR.  
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Chapter 4.  

A Metacognition-Aware Exploratory Search 
Manager 
 

4.1 Motivation 

Undoubtedly, the web has become one of the primary sources for many people 

to acquire necessary information. The technological advancement of commercial 

Web search engines facilitates not only simple lookup search that tries to seek a 

single piece of information (e.g., finding the latest concert news of Beyonce), but 

also higher-level search that that aims to understand or learn about something 

complex and unfamiliar (e.g., finding the potential risks of global warming and its 

solutions). In this context, exploratory search, a type of search that requires 

exploratory investigation and active learning from searchers, has been gaining 

attention, because it can be quite helpful for those who seek to obtain and 

understand the complex information in an unfamiliar domain. White et al. [67] 

describe one of the motivating situations of exploratory search as when users lack 

the knowledge or contextual awareness to formulate queries or navigate complex 

information spaces. Exploratory search may look more attractive and helpful 

particularly to academic researchers or students, because nowadays utilizing web 

search engines are highly likely to be the easiest and most convenient way to get 

knowledge about a new research domain. 
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This type of learning and investigative searching associated with exploratory 

search requires strong human participation in a more continuous and exploratory 

process [35]. Users need to iteratively refine their search queries investigating the 

information they encounter during the search. However, traditional search engines 

do not seem completely sufficient for exploratory search. From our preliminary 

exploratory search experiences conducted by our research team of ten people, 

intriguing observations on traditional web search engines were made, especially 

with respect to the lack of user cognitive support. Ten researchers, who were 

known to have beyond-average web searching skills, were asked to conduct 

exploratory search tasks for two topics using the well-known commercial search 

engines such as Google, Yahoo, and Bing. The two topics were about traveling to 

Galapagos and animals’ thinking. The first observation is that traditional search 

engines focus mostly on finding relevant documents and providing good results, 

while ignoring any cognitive support for users. The burdens of understanding and 

managing information during the search are all on the users themselves, even 

though exploratory search requires highly cognitive efforts. The second 

observation is that exploratory searchers are likely to get lost during the long 

search process due to the flood of keywords, texts, and documents. Exploratory 

searchers should keep reading a number of documents, understanding much 

information they encounter, and remembering important keywords or concepts. 

Accordingly, they feel the need for external assistance of any type to help with 

their cognitive work (e.g., simply a notepad or even a computer program for 

drawing a mind map). In summary, traditional web search engines tend to have 

overlooked the cognitive requirement of exploratory searchers.  
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In order to overcome the limitations due to the lack of actual cognitive support 

from traditional web search engines, we build a metacognition-aware search 

management system that seek to assist users’ metacognition during their 

exploratory search. Note that we call our system a search “management” system, 

not a search system, because we want to help users manage their own search. The 

introduction of metacognition into our system is based on the belief that aiding 

exploratory searchers’ metacognitive activities will help greatly enhance the search 

performance. Metacognition is often described as the cognition about cognition, or 

just simply, thinking about thinking. The concept was first introduced by Flavell 

[50] as “deliberate, planned, intentional, goal-directed, and future-oriented mental 

behavior that can be used to accomplish cognitive goals”. In other words, one’s 

metacognition monitors and controls his or her cognitive process, especially when 

the cognition is doing some hard work. For example, if one thinks that “Am I 

thinking right?”, “Is there any problem with my understanding about this?”, or 

“Why this skill is so hard to learn?”, it means that her metacognition starts to work. 

Interestingly, it has been known that students with well-developed metacognition 

are highly likely to be successful in their learning [68]. For the same reason, the 

metacognition can also play a critical role in supporting users’ exploratory search 

tasks, because exploratory search requires high cognitive load [69] from users. In 

this context, we believe that if the system can actually help searchers perform one 

or more useful metacognitive skills, it can significantly enhance their cognitive 

performance during the exploratory search process.  

The main goal of our system is to aid exploratory searchers’ metacognitive 

activities. More specifically, the sub-goals of our metacognition-aware system 

support are to help exploratory searchers 1) reduce their cognitive load, 2) keep 
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their search goal-oriented, and 3) easily organize what they have learned during 

their search. Every service in our system is designed to contribute to these three 

sub-goals.  

The remainder of this chapter is structured as follows: Section 4.2 describes the 

details of our metacognition-aware search management system including system 

design, metacognition-aware system support, and implementation. Section 4.3 

presents experimental results on the effectiveness of our system by both 

quantitative and qualitative analyses. Finally, Section 4.4 summarizes this chapter 

and discusses future work. 

4.2 A Metacognition-Aware Exploratory Search 
Manager 

In this section, we describe the design and formal model of our system, details on 

our metacognitive system support, and the implementation of the proposed scheme. 

4.2.1 System Design 

The Kuhlthau’s Information Search Process (ISP) [32] discussed in Section 2.2.3 

consists of six steps: 1) initiation, 2) selection, 3) exploration, 4) formulation, 5) 

collection, and 6) presentation. In this work, this classical ISP is adapted to the 

exploratory environment by iterating Steps 2, 3, 4, 5, and 6, which we call 

Exploratory Information Search Process (EISP). During the EISP, a user with an 

information need determines her search query and issues it to a search engine, 

gathers information from the search results, but then she changes her search query 

this time and continues to search, and keeps doing this until she gets satisfied. Our 
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search management system is designed to support this EISP, as illustrated in Figure 

4-１. An exploratory searcher, starting from the state of feeling an information 

need and ending with a state of resolution, goes through an iterative cycle of 

querying, investigating and learning, bookmarking and tagging, and constructing a 

conceptual tag cloud. The corresponding EISP steps are shown at the top of the 

diagram. Note that we adopted the tagging approach, as in [40-42, 44-46], because 

tags have been proven to act as meaningful navigational cues in exploratory search 

[45]. Whenever a user encounters useful documents during her search, she can 

bookmark and annotate the documents with her own keywords for later retrieval. 

At the same time, she can organize and save the obtained knowledge by 

constructing a conceptual tag cloud, which will be covered in Section 4.2.3.  

 

 

Figure 4-１. The tagging-based EISP 

4.2.2 Formal Model 

Before we provide a formal model of tagging-based EISP, we build a user model 

(U) according to [48], in which a user’s cognitive space is represented as four 
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variables: information need, problem space, current cognitive state, and domain 

task.  

 

 

The exploratory search model (ES) is a tuple  

 

 

where 

i. S(UDomainTask) is the search session S created by the user U with a 

certain domain task. 

ii. Q(UInfoNeed, S, TS) is the search query Q issued by the user U with 

a certain information need within the search session S at the timestamp TS. 

iii. RSE(Q) is the search result R in response of the query Q provided 

by a certain search engine SE such as Google, Yahoo, and Bing. 

iv. C(UCurCogState, RSE, TS) is the clicked documents C selected by the 

user U with a current cognitive state who investigates the search result RSE 

at the timestamp TS.  

Then, our exploratory search and tagging model (EST) is a tuple 

 

 

where everything is the same with the above ES except  

𝐸𝑆 ≔ (𝑈, 𝑆(𝑈 ), 𝑄 𝑈 , 𝑆, 𝑇𝑆 , 𝑅 (𝑄), 𝐶 𝑈 , 𝑅 , 𝑇𝑆 ) 

𝐸𝑆𝑇 ≔ (𝑈, 𝑆(𝑈 ), 𝑄 𝑈 , 𝑆, 𝑇𝑆 ,  𝑅 (𝑄), 𝐶 𝑈 , 𝑅 , 𝑇𝑆 , 𝑇 𝑈 , 𝐶,  𝑇𝑆 ) 

𝑈 ≔ (𝐼𝑛𝑓𝑜𝑁𝑒𝑒𝑑, 𝑃𝑟𝑜𝑏𝑆𝑝𝑎𝑐𝑒, 𝐶𝑢𝑟𝐶𝑜𝑔𝑆𝑡𝑎𝑡𝑒, 𝐷𝑜𝑚𝑎𝑖𝑛𝑇𝑎𝑠𝑘) 
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v. T(UProbSpace, C, TS) is the tags T used by  the user U with a 

certain problem space who bookmarks and annotates some of the clicked 

documents C at the timestamp of TS.  

Finally, our metacognitive support model (MS) for EST is a tuple 

 

where 

i. U is the user U. 

ii.      is the set of all existing EST.  

iii.  MetacogSysSupport(U,     ) is the metacognitive support for 

the user U based on     . In other words, the metacognitive support 

model provides a user with metacognitive system support using the 

existing information created by the user herself or other users. More 

specifically, MetacogSysSupport can be further categorized into four 

subfunctions, each of which will be covered in the next subsection. 

 

 

 

 

4.2.3 Metacognitive System Support 

To accomplish the three subgoals discussed in Section 4.1, our search 

management system provides three panels as metacognitive system support: 

Querying & Tagging History, Query Flow Map, and Conceptual Tag Cloud. 

𝑀𝑆 ≔ 𝑈,  𝐸𝑆𝑇, 𝑀𝑒𝑡𝑎𝑐𝑜𝑔𝑆𝑦𝑠𝑆𝑢𝑝𝑝𝑜𝑟𝑡 𝑈, 𝐸𝑆𝑇  

𝑀𝑒𝑡𝑎𝑐𝑜𝑔𝑆𝑦𝑠𝑆𝑢𝑝𝑝𝑜𝑟𝑡 ≔ ⎩⎨
⎧ 𝑄𝑇𝐻𝑖𝑠𝑡𝑜𝑟𝑦 ,𝑄𝐹𝑀𝑎𝑝 , ,𝐶𝑇𝐶𝑙𝑜𝑢𝑑 ,𝑆𝑒𝑠𝑠𝑀𝑎𝑛𝑎𝑔𝑒𝑟  

𝐸𝑆𝑇 𝐸𝑆𝑇 𝐸𝑆𝑇 
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Additionally, we also provide an underlying function to support each user’s search 

session management, called Session Manager. Each panel and function is served in 

order to meet some or all of the three subgoals presented at the end of Section 4.1, 

as illustrated in Figure 4-２.  

 

 

Figure 4-２. Matching of each panel and function with three subgoals 

4.2.3.1 Querying & Tagging History 

The role of the Querying & Tagging History panel is to help users recall their 

previous useful search activities and the corresponding results within their current 

search session. Figure 4-３ illustrates a screenshot of the Querying & Tagging 

History panel. It not only lists the user’s previous search queries, but also provides 

useful functions such as showing the temporally ordered list of documents clicked 

or tagged under a query by the user and star-marking the previous useful queries. 

Without this panel, users cannot help but use the back and forward button of 

normal web browser, which often leads to the problem of losing the previous states. 

In contrast, with this panel, users can easily overview the previous whole search 

history and go back to whatever points of time she wants. Moreover, users do not 

have to memorize their previous useful queries or documents. According to our 
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experiments, which will be discussed in Section 4.3, even just the listing of one’s 

previous search history may be very helpful for her metacognitive activities. Even 

though Dogear [40], MrTaggy [42], and other popular social tagging systems such 

as Delicious, CiteULike, and BibSonomy also provide the lists of documents and 

associated tags of a user, our Querying & Tagging History is unique in that it 

focuses on the whole search activities within a specific search session.  

 

 

Figure 4-３. The Querying & Tagging History panel 

In the formal model proposed in Section 4.2.2, the Querying & Tagging History 

is represented as QTHistoryu, s   

 𝑄𝑇𝐻𝑖𝑠𝑡𝑜𝑟𝑦 , = {(𝑞 , 𝐷 , 𝑖𝑠𝐹𝑎𝑣𝑜𝑟𝑖𝑡𝑒)|𝑡𝑠 ∈ 𝑇𝑆, 𝑞∈ 𝑄(𝑢, 𝑠, 𝑡𝑠), 𝑖𝑠𝐹𝑎𝑣𝑜𝑟𝑖𝑡𝑒 ∈ {0,1}} 
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where u represents the current user; s represents user u’s current search session; qi 

is user u’s ith query in session s; Di is the set of documents dj and the associated 

tags t under query qi; ts is the timestamp of querying, ts1 is the timestamp of 

clicking documents, and ts2 is the timestamp of tagging documents; isFavorite is 

set to 1 if a user star-marked a query, otherwise 0. 

4.2.3.2 Query Flow Map 

The role of the Query Flow Map panel is to locate the user’s current search state 

on a map so that she will not get lost, and guide her to a proper direction. Using the 

querying behaviors of the other past searchers, the entire map is built off-line as a 

directed graph, where a node represents a query, an edge indicates a transition from 

one query to another, and the node weight represents actually how many users did 

the query transition. Whenever the user’s current query is issued, the matching 

node on the map (if it exists) is found on-line, and nodes adjacent (within one hop) 

to the current node are presented to the user as a partial map. Figure 4-４ 

illustrates a screenshot of the Query Flow Map panel. The center node is the 

current query. The incoming edges indicate the past users’ previous top-5 queries, 

while the outgoing edges indicate the past users’ next top-5 queries. Using this 

panel, users not only recognize their query flow during the long search process, but 

also get help about choosing her next query. The reason why the number of users 

𝐷 = {(𝑑 , 𝑡)|𝑡𝑠 , 𝑡𝑠 ∈ 𝑇𝑆, 𝑑 ∈ 𝑅 (𝑞 ), 𝑐 ∈ 𝐶 𝑢, 𝑑 , 𝑡𝑠 , 𝑡∈ 𝑇(𝑢, 𝑐, 𝑡𝑠 )} 
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who actually did the query transition is shown below each node is that users are 

highly likely to be dependent on the search patterns of other users who had a 

similar information need that is usually represented as a search query. This is also 

the reason why most of commercial web search engines now provide related search 

or autocomplete, which are pre-computed based on accumulated search patterns of 

users. By checking the previous queries and next queries on the Query Flow Map, 

users get metacognitive help about monitoring or evaluating their previous and 

current search queries and planning their future queries. Our Query Flow Map is 

different from related search or autocomplete in that it gives an insight about the 

flow of one’s queries (not just recommending a set of candidate query terms). 

 

 

Figure 4-４. The Query Flow Map panel 

In our formal model, the Query Flow Map is represented as QFMapu,s,q   

 𝑄𝐹𝑀𝑎𝑝 , , = {(𝑞, 𝑃𝑟𝑒𝑣𝑄 , 𝑁𝑒𝑥𝑡𝑄 )} 
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where q is the current query of user u in session s; PrevQq is the set of previous 

queries qi of query q and their counts count; NextQq is the set of next queries qj of 

query q and their counts count;   ,   , and    are previous users, previous 

sessions, and previous timestamps, respectively. 

4.2.3.3 Conceptual Tag Cloud 

The Conceptual Tag Cloud panel can be thought of as a combination of a tag 

cloud (i.e., a cloud of top-k popular tags ordered alphabetically or by frequency) 

and a mind map (i.e., a diagram used to represent the knowledge structure around a 

key concept). As shown by Hearst and Rosner [70], tag clouds provide a variety of 

interesting research issues to be analyzed. At a personal level, a tag cloud is a 

personal vocabulary set of interest that connects the corresponding web resources. 

The font size of a tag represents the frequency of each tag. At a collective level, a 

tag cloud is a collective vocabulary set of all users that may imply various social 

signals such as popularity or emerging topics. One of the weaknesses of tag clouds 

is that it does not care about the relationship between tags, i.e., it just lists the tags. 

For this reason, the tags football and soccer appear as different tags on the tag 

cloud, even though they have the same meaning. Likewise, the tags fruit and apple 

appear as if they have no relationship to each other, even though apples belong to 

𝑃𝑟𝑒𝑣𝑄 = {(𝑞 , 𝑐𝑜𝑢𝑛𝑡)|𝑢 ∈ 𝑈, �̂� ∈ 𝑆, 𝑡𝑠 ∈ 𝑇𝑆, 𝑞 ∈𝑄(𝑢, �̂�, 𝑡𝑠), 𝑞 ∈ 𝑝𝑟𝑒𝑣𝑄𝑢𝑒𝑟𝑖𝑒𝑠(𝑞), 𝑐𝑜𝑢𝑛𝑡 = 𝑛𝑢𝑚𝑂𝑓(𝑞 )} 𝑁𝑒𝑥𝑡𝑄 = {(𝑞 , 𝑐𝑜𝑢𝑛𝑡)|𝑢 ∈ 𝑈, �̂� ∈ 𝑆, 𝑡𝑠 ∈ 𝑇𝑆, 𝑞 ∈𝑄(𝑢, �̂�, 𝑡𝑠), 𝑞 ∈ 𝑛𝑒𝑥𝑡𝑄𝑢𝑒𝑟𝑖𝑒𝑠(𝑞), 𝑐𝑜𝑢𝑛𝑡 = 𝑛𝑢𝑚𝑂𝑓(𝑞 )} 

𝑢 �̂� 𝑡𝑠 
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fruits. Unlike tag clouds, mind maps were designed to represent the relationship 

among concepts. Mind maps have long been loved by many researchers and 

ordinary people as well, because it is very useful for brainstorming or idea 

visualization. In this context, our Conceptual Tag Cloud is a type of a hybrid of tag 

cloud and mind map that not only facilitates the organization of tags and the 

associated web documents, but also enables users to represent the important 

relationship among tags. Here, those tags used by the user during her search act as 

concepts. 

The role of the Conceptual Tag Cloud is to help users manage useful keywords, or 

tags, and the associated web documents, as well as construct their own knowledge 

structure for the domain of interest. As the user bookmarks and tags a document 

during their search, the newly used tags appear on the Conceptual Tag Cloud, 

while the reused existing tags get larger accordingly. As the user proceeds with her 

search, one or two tags may be more used, and then these tags will act as central 

concepts on the Conceptual Tag Cloud, like the tags whisky and scotch in Figure 

4-５. The user can manually build a relationship (i.e., an edge) between two tags 

by dragging from one tag to the other tag. The user can delete an edge by clicking 

the edge. The location of each tag can also be manipulated. If she clicks a tag, it 

shows a list of the documents annotated with the tag. When she finally finishes her 

search, she can leave with what she has learned during her search, and that is her 

Conceptual Tag Cloud. 
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Figure 4-５. The Conceptual Tag Cloud panel 

In our formal model, the Conceptual Tag Cloud is represented as CTCloudu, s   

 

 

 

𝐶𝑇𝐶𝑙𝑜𝑢𝑑 , = {(𝑉, 𝐸)}𝑉 = {(𝑡, 𝑐𝑜𝑢𝑛𝑡, 𝑑𝑜𝑐𝑠)|𝑡 ∈ 𝑡𝑎𝑔𝑠(𝑢, 𝑠), 𝑐𝑜𝑢𝑛𝑡 =𝑡𝑎𝑔𝐹𝑟𝑒𝑞(𝑢, 𝑠, 𝑡), 𝑑𝑜𝑐𝑠 = 𝑡𝑎𝑔𝑔𝑒𝑑𝐷𝑜𝑐𝑠(𝑢, 𝑡)}
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where V is the set of vertices that contain tags t, their counts count, and the 

associated documents docs; E is the set of edges that link two vertices v1 and v2 by 

user u.  

4.2.3.4 Session Manager 

The additional underlying function for search session management is the Session 

Manger, as shown in Figure 4-６. The role of this function is to help users save 

their current search session or open their previous search session. Here, we define a 

search session as a session that covers a series of search activities of a user with a 

specific search task. The Session Manager brings you back to the exact last point of 

the previous search and allows you to continue to search. This guarantees the 

continuity of the long exploratory search process. If you login to the system, the 

initial search session is set to ‘Default’. If you want to create a new search session, 

click ‘New Session’ and enter a session of your own. We recommend you to use 

the topic name or task name as a good session name. If you want to open an 

existing search session, just click the drop-down button and select the session name. 

All of your search activities such as querying, clicking, and tagging are saved 

automatically and in real time in your current session.  

𝐸 = {(𝑢, 𝑣 , 𝑣 )|𝑣 , 𝑣 ∈ 𝑉} 



 91

 

Figure 4-６. The Session Manager 

In our formal model, the Session Manager is represented as SessManageru    

 

 

where s is the search session created by user u. 

4.2.4 Implementation 

Our system6 was implemented with AJAX-based JSP web programming. All data 

created in real time by users are stored in Oracle Database. The search results are 

provided to users using Google search APIs. (Providing the search results from 

other search engines like Yahoo and Bing are also possible, even though Google 

was chosen for convenience.) The search interface layout is shown in Figure 4-７. 

The custom search query textbox and the search engine result page (SERP) are 

located in the middle of the window. The lower right panel is the Querying & 

Tagging History, the upper right panel is the Query Flow Map, and the left panel is 

                                                      
 

6 http:// brahma.snu.ac.kr:8080/MCSMS/  

𝑆𝑒𝑠𝑠𝑀𝑎𝑛𝑎𝑔𝑒𝑟 = {𝑠|𝑠 ∈ 𝑆(𝑢)} 
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the Conceptual Tag Cloud. We assigned the whole left space to the Conceptual Tag 

Cloud panel only, which is expected to be large enough to contain many concepts 

and relationships. The Query Flow Map panel is located beyond the Querying & 

Tagging History panel that may become extremely long. 

 

 

Figure 4-７. The full interface layout 

4.3 Evaluation 

4.3.1 Experiments Design 

The goal of our experiments is to evaluate the effectiveness of our system, i.e., 

how effective our metacognitive system support is for exploratory searchers. More 

specifically, we focus on whether our metacognitive system support is effective to 

achieve the three subgoals presented at the end of Section 4.1. Unfortunately, 
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evaluating the effectiveness of our system is not an easy task, because the system 

was designed to support users’ metacognitive activities. Furthermore, experimental 

methodologies about one’s metacognition have not been well-defined to date. 

Theoretically, the true evaluation should be like analyzing each user’s 

metacognition with system support and with no support. However, such an 

evaluation is almost impossible, because we cannot enter into the user’s mind and, 

even if possible, it is difficult to distinguish metacognition from cognition. The 

most plausible alternative in this situation may be to analyze various products 

created by users while performing their search task, as was in [34, 71]. A user who 

performs her search task using our system will produce a variety of records 

including issued queries, clicked documents, tags and tagged documents, and task 

outcome, all of which can be good sources to be analyzed.  

In this context, we conducted a comprehensive user study to evaluate the 

effectiveness of the system. Subjects were asked to perform exploratory search 

tasks. Note that our experiments are basically task-oriented to meet the needs in 

real situations. In other words, given search tasks, subjects were asked not only just 

to perform web search, but also to accomplish the given search tasks. The given 

tasks were expected to be unfamiliar, complex, and somewhat hard for the subjects 

to accomplish according to the basic nature of exploratory search. Moreover, the 

subjects were required to produce real search outcomes as a result of their search 

tasks. Based on the various records created from users’ search activities, we 

conducted both quantitative and qualitative analyses to determine the effectiveness 

of the system.  

Twenty graduate students and researchers were selected as subjects, whose majors 

include the Computer Science, Biomedical Knowledge Engineering, and Library 
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Science. They all have beyond-average web searching skills and a good 

understanding about the web and the popular web services such as tagging. The 

subjects were randomly divided into two groups. Each group was given a search 

task and asked to perform the exploratory search to accomplish their assigned task 

using our Google-based search system but without any metacognitive system 

support. In other words, they can see only the search query text box and the search 

engine result pages (SERPs). This first experiment without any metacognitive 

support is the baseline of our evaluation. The constraints imposed to the subjects 

were that they should accomplish their task within two hours (if the task is done, 

they can finish it even though two hours have not passed yet) and they should try 

not to be interrupted by any anything else during the search. After completing the 

first search task, the two groups exchanged their search task, but this time they 

were asked to actively get help from our metacognitive system support (Querying 

& Tagging History, Query Flow Map, and Conceptual Tag Cloud). As shown in 

Table 4-1, this type of method can be called the cross validation, because we tried 

to compare the results of two groups for each task. Theoretically, it is reasonable 

that a subject should perform the same search task twice, one time without system 

support and the other time with system support, and we then compare the before 

and the after. But in reality, as a person searches the web and the level of her 

understanding about a domain gets increased during the first experiment, she 

cannot reset her mind to perform the same task of the same domain for the second 

experiment. Therefore, the assumption made for the cross validation was that the 

two groups were treated as a single group. During the second experiment, the 

subjects were asked to perform their assigned task in the same way as the first 

experiment except that 1) if they find the web pages they encounter useful, they 
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may bookmark and annotate the pages with their own tags by using our tagging 

module, 2) they are encouraged to look at both the Querying & Tagging History 

and Query Flow Map as often as possible and try to get help from them, and 3) 

They should construct a Conceptual Tag Cloud based on the tags they have used 

during the search, when they need to. It can be said that there is not any learning 

effect after the first experiment in that 1) subject were already with beyond-average 

web searching skills, 2) two tasks had different domains, and 3) there was a time 

gaps (one week) between two experiments long enough to reset the learning effect, 

if any.  

 

Table 4-1. The two groups performing two search tasks 

 

1st  Experiment 

(Baseline, No MC Support) 

2nd Experiment 

(MC Support) 

Group A Task 1 Task 2 

Group B Task 2 Task 1 

 

The two search tasks are about two different topics: one task is about traveling to 

Amazon and the other task is about preventing cancers. The former traveling topic 

may seem familiar and nontechnical, but the destination, Amazon, is not very 

familiar as a traveling place. The latter health topic is said to be unfamiliar and 

technical. The descriptions of two tasks and the corresponding task outcomes are 

presented in Table 4-2. The common points between two search tasks are: 1) the 

tasks are never easy for the subjects to accomplish (requiring high cognitive 
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efforts), 2) the subjects need to formulate at least five to ten queries and click and 

read a number of documents, and 3) the subjects should produce their own 

outcomes.  

 

Table 4-2. The descriptions about two search tasks 

Task 1 (Traveling to Amazon) 

Direction 

"Suppose you’re a New Yorker who wants to experience Amazon. 

Investigate everything that you should know to travel to Amazon, and 

schedule your own one-week trip from NY to Amazon." 

Result An itinerary with specific location names (as a MS Word *.doc file) 

Task 2 (Preventing Cancers) 

Direction 

"Suppose you are in a situation that you should give a 30 minute talk about 

cancer prevention to your fellow graduate students. Your talk should 

include what types of cancers are prevalent, what factors can cause those 

cancers, and what you should do to prevent cancers, especially for young 

people of 20’s and 30’s." 

Result A ten-page presentation file for your talk (as a MS PowerPoint *.ppt file) 

 

After completing the second search tasks, we conducted a user survey for a 

qualitative analysis, in which the subjects were asked how useful the metacognitive 

system support was (1: extremely confusing; 4: neutral; 7: extremely useful) 

compared to the previous task without any system support. The answers from 

numbers 1 to 3 indicate that the system support was far from being useful, but 
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rather confusing, while the answers from numbers 5 to 7 indicate that it was useful. 

Additionally, the subjects were asked to state specifically what was useful, what 

was confusing, and what needs to be improved. Table 4-3 describes the on-line 

questionnaire given to the subjects. 

 

Table 4-3. The on-line questionnaire 

Q1 
(Overall review) Was the system useful to your searching compared to the previous 

experience with no system support? 

Q2 
Was the Querying & Tagging History panel useful for you to recall your previous 

querying & tagging results? And, please tell us why. 

Q3 
Was the Query Flow Map panel useful for you to identify your current search state 

during the search and plan your next query? And, please tell us why. 

Q4 
Was the Conceptual Tag Cloud panel useful for you to present the knowledge structure 

on your mind? And, please tell us why. 

Q5 Finally, please give us your thoughts on what needs to be improved. 

 

4.3.2 Overall Effectiveness 

This section presents the overall effectiveness of our system. To briefly compare 

the overall effectiveness of our metacognitive system support with the baseline, the 

first criterion we examined was the cognitive load, i.e., how much cognitive load 

was imposed to users during the search. The rationale behind this criterion is that if 

one gets any metacognitive support from the system, her cognitive load will at least 
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be reduced. We chose three measurements as the naïve indicators of cognitive load:  

the average elapsed time spent to perform the assigned search task, the average 

number of issued queries, and the average number of clicked documents. (From 

hence, “NoMC” indicates the system without metacognitive support, that is the 

baseline, and “MC” indicates the system with metacognitive system support.) 

Table 4-4 and Table 4-5 exhibit the comparisons of these three measurements 

between NoMC and MC for Tasks 1 and 2, respectively. The two tables show that 

the average elapsed time, average number of issued queries, and average number of 

clicked documents in MC are all smaller than those in NoMC. The average 

numbers of issued queries were reduced in MC by 22% and 38.7%, respectively. 

The average numbers of clicked documents were also reduced in MC by 8.8% and 

28.6%, respectively. These may indicate that subjects in MC could accomplish the 

same task by issuing a smaller number of queries and reading a smaller number of 

documents than subjects in NoMC. The average elapsed times were not reduced 

sharply (2.3% and 1.6%), but considering that subjects in MC had to spend some 

time to construct their Conceptual Tag Cloud, the decreases seem considerable. In 

summary, we may guess (though we cannot confirm) that the cognitive load 

imposed to subjects in MC was less than the load imposed to subjects in NoMC 

due to our metacognitive system support. 
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Table 4-4. Comparison of overall costs between NoMC and MC for Task 1 
(travel) 

NoMC MC MC / NoMC 

Avg. Elapsed Time 69m 67m -2.3% 

Avg. # of Issued Queries 21.7 17 -22% 

Avg. # of clicked documents 27.3 24.9 -8.8% 

 

Table 4-5. Comparison of overall costs between NoMC and MC for Task 2 
(health) 

NoMC MC MC / NoMC 

Avg. Elapsed Time 61m 60m -1.6% 

Avg. # of Issued Queries 15.5 9.5 -38.7% 

Avg. # of clicked documents 26.9 19.2 -28.6% 

 

 The second but critical criterion to compare the effectiveness between two 

systems is the driftingness, i.e., how drifting users’ exploratory search was. As 

shown in [53], drifting itself while searching is not bad, because exploratory search 

necessarily requires active exploration into the web space, keeping drifting away 

from the original focus and coming back. However, it is undoubtedly true that 

minimizing the drifting time is far better than just drifting away all the time while 

searching. The problem is that gauging the driftingness is practically almost 

impossible. For example, a user cannot be judged to be drifting, simply because she 
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is issuing too many queries or clicking too many documents. In this context, we 

examined what could be a suitable measurement to gauge the driftingness of users, 

and determined to compare the clicked documents with the tagged documents. In 

our search management system, users are encouraged to actively use tagging 

whenever they encounter useful documents. With the belief that users do not tag 

documents that are useless or spam (in fact they do not need to), these tagged 

documents are assumed to be good enough to be the answer set when judging 

whether the user is reading a meaningful document or she is wasting her time 

(drifting). Despite the fact that the tagged documents may have a bias toward the 

group of subjects who actually did the tagging, the subjects did not tag all the 

documents they had clicked. Another assumption made for this measurement was 

that if the user clicks a document, she will spend some time and effort to read it. (In 

our experimental environment, it is impossible to know if a user actually read the 

document she had clicked or closed it as soon as she read the title or something.)  

Based on the answer set of tagged documents, we measured the precisions and 

recalls of the clicked documents in NoMC and MC, respectively. Figure 4-８ and 

Figure 4-９ exhibit the comparisons of precision and recall between NoMC and 

MC for Tasks 1 and 2, respectively. The two figures show that the average 

precision and recall in MC are all higher than those in NoMC. The higher precision 

in MC means that subjects in MC clicked more precise (i.e., relevant) documents 

than the ones in NoMC, while the higher recall in MC implies that there were more 

relevant documents of subjects in MC among the all relevant documents than the 

ones of subjects in NoMC. Having achieved the higher precision and the higher 

recall at the same time is very promising, which means that subjects in MC read 

more relevant documents while choosing a smaller number of documents.  
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Figure 4-８. Comparison of precision and recall between NoMC and MC for 
Task 1 (travel) 

 

Figure 4-９. Comparison of precision and recall between NoMC and MC for 
Task 2 (health) 

4.3.3 Effectiveness of the Three Panels 

This section discusses the effectiveness of each metacognitive support panel. For 

the Querying & Tagging History panel, we investigated what measure could be 
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used to judge whether the history was useful for users to recall their previous 

search activities. As expected, however, it is not easy to know if a user actually got 

help from the list of history, unless we ask them directly or trace their glance using 

an eye tracker. Other indirect measurements could be checking the number of 

document revisits and the number of query reformulations. During the lengthy 

search process, the user feels the need to revisit the previous documents she already 

has opened or to reuse the previous queries if she remembers those documents and 

queries to be useful. We decided to compare the number of query reformulations 

and document revisits in NoMC and MC and additionally the number of star-marks 

in MC (the subjects were encouraged to click a star-mark ahead of a query, if they 

think of the query to be useful), even though these measurements cannot be used 

for direct comparison. Table 4-6 exhibits the comparison of the average numbers of 

query reformulations between NoMC and MC for Tasks 1 and 2. For all cases, the 

average numbers of query reformulations were between one and two. In other 

words, the subjects reused their previous queries once or twice while searching. 

The numbers in MC were slightly larger than the numbers in NoMC. This may be 

because the subjects tended to click their previous queries appearing on the 

Querying & Tagging History. The numbers of star-marks for two tasks were 1.5 

and 1.8, respectively. Table 4-7 exhibits the comparison of the average numbers of 

document revisits between NoMC and MC for Tasks 1 and 2. The numbers of 

revisits in MC are all larger than the numbers in NoMC, which may be because the 

subjects in MC who frequently looked at the Querying & Tagging History naturally 

felt the need to revisit the previous documents.  
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Table 4-6. Comparison of the average numbers of query reformulations 
between NoMC and MC for Tasks 1 and 2 

 

NoMC MC 

# of Query Reforms # of Query Reforms # of Star-Marks 

Task 1 (Travel) 1.6 1.8 1.5 

Task 2 (Health) 1 1.3 1.8 

 

Table 4-7. Comparison of the average numbers of document revisits between 
NoMC and MC for Tasks 1 and 2. 

NoMC MC 

Task 1 (Travel) 0.6 3.3 

Task 2 (Health) 0.5 2.6 

 

For the Query Flow Map panel, we examined what measure could be used to 

judge if the map was useful for users to identify their search status in a flow of 

queries and get help in formulating their next query. We decided to count the 

number of query transitions that follow the query recommendations from the user’s 

Query Flow Map in MC. Moreover, it was possible to count the number of query 

matched transitions for the subjects in NoMC, even though they were not able to 

see the Query Flow Map during their search. Table 4-8 exhibits the comparison of 

the average number of query transitions that matched with the suggestions of the 

Query Flow Map between NoMC and MC for two Tasks 1 and 2. Disappointedly, 

the number of matched queries were all very small (zero or one), which were 
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somewhat meaningless to compare between NoMC and MC. The reason for this 

infrequent matching may be that the amount of accumulated past queries was too 

small to be matched with to the subject’s current query. We believe, however, that 

as more users participate in using our system, this cold-start problem will naturally 

disappear in the near future.  

 

Table 4-8. Comparison of the average number of matched query transitions 
between NoMC and MC for Tasks 1 and 2 

NoMC MC 

Task 1 (Travel) 0.2 1.0 

Task 2 (Health) 0 1.1 

 

For the Conceptual Tag Cloud, we investigated what measure could be chosen to 

judge whether the cloud was useful for users to organize what they had learned 

during their search. Due to the difficulty to know directly how much users get help 

from the cloud, we decided to compare the relationships between tags in the cloud 

they had constructed for themselves with the relationships from other external 

sources. To compare the tag relationships, we utilized the tag co-occurrence 

information extracted from a real dataset of the Delicious social tagging system, 

which had been collected from February 2011 to September 2011 and contained 

300901 unique tags, 10826 resources, 637,166 users, and 13,510,165 triplets. 

According to [63], using the tag co-occurrence frequency, a Jaccard Similarity-

based relatedness measure, Rel(t1, t2), between two tags t1 and t2 can be estimated 

as follows: 
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where Ti represents the set of resources annotated with tag ti. The relationship of 

two tags is built if Rel(t1, t2) > μ, and μ was determined empirically (we set μ as 

0.05). With these extracted relationships being used as an answer set, the four 

measurements of average true positive (TP), true negative (TN), false positive (FP), 

and false negative (FN) were calculated toward the relationships in the Conceptual 

Tag Clouds. Then, the well-known measures of sensitivity (the proportion of actual 

positives correctly identified as positive) and specificity (the proportion of actual 

negatives correctly identified as negative) were calculated. The sensitivity and 

specificity are defined as follows: 

 

 

 

Note that we did not compare between NoMC and MC. Table 4-9 exhibits the 

average sensitivities and specificities of the tag relationships in the Conceptual Tag 

Cloud for Tasks 1 and 2. The sensitivities are 0.12 and 0.33, which may seem low. 

Considering that the tag relationships in the Conceptual Tag Cloud are freely 

determined on each subject’s own judgment, however, the values are not low but 

rather quite high. The high specificities of nearly 0.9 are natural, because most tags 

do not have relationship to each other.  

 

𝑅𝑒𝑙(𝑡 , 𝑡 ) = |𝑇 ∩ 𝑇 ||𝑇 ∪ 𝑇 | 

𝑆𝑒𝑛𝑠𝑖𝑡𝑖𝑣𝑖𝑡𝑦 = 𝑇𝑃𝑇𝑃 + 𝐹𝑁 𝑆𝑝𝑒𝑐𝑖𝑓𝑖𝑐𝑖𝑡𝑦 = 𝑇𝑁𝑇𝑁 + 𝐹𝑃 
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Table 4-9. The average sensitivities and specificities of the tag relationships for 
Tasks 1 and 2 

Sensitivity Specificity 

Task 1 (Travel) 0.12 0.90 

Task 2 (Health) 0.33 0.89 

 

 Additionally, we conducted an experiment using the eye tracker with six chosen 

subjects. An eye tracker is a tool designed to trace the gazes of a subject. Through 

the eye tracker, we can measure not only the user’s distributions of attention while 

searching but also the movements of attention. Figure 4-１０ and Figure 4-１１ 

are the heat maps of NoMC and MC, respectively. In each heat map, the red areas 

indicate the high density of eye fixations while the green areas indicate the low 

density. From Figure 4-１０, we can see that most of the user attentions are 

concentrated on the search box and the top ranked URLs in the search result, which 

is very natural in normal search settings. In contrast, from Figure 4-１１, we can 

see that more user attentions are distributed over the three panels, especially to the 

Conceptual Tag Cloud panel. This means that users pay significant attention to the 

metacognitive support panels. 
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Figure 4-１０. The heat map of NoMC aggregated for all subjects 

 

Figure 4-１１. The heat map of MC aggregated for all subjects 
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Figure 4-１２ is the pie charts that show the statistic distributions of user 

attentions. Both charts show that the search result gained the most attention (77% 

in NoMC and 40% in MC). Note that in MC, the Conceptual Tag Cloud gained the 

almost same attention as the search result, followed by the rest (the other blank 

areas of the page), the Query Flow Map, the Querying & Tagging History, and the 

search box followed.  

 

 

Figure 4-１２. The pie charts of NoMC and MC aggregated for all subjects 

Table 4-10 shows the top three previous and next areas for the current area. This 

table can be utilized as a means for us to know the shift patterns of user attentions. 

For the search box, the Query Flow Map and Conceptual Tag Cloud are the main 

areas of interest except the search result, which means that the two panels may be 

closely related to formulating search queries. For the search result, the Conceptual 

Tag Cloud and Query Flow Map are the main areas of interest except the search 
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box, which implies that the two panels are closely related to investigating the 

search result. For the Querying & Tagging History, Query Flow Map, and 

Conceptual Tag Cloud, the search result gained the most user attention, and the 

other areas are also closely related to each other.  

 

Table 4-10. The top three previous and next areas for the current area 

Previous Areas Current Area Next Areas 

1. Search Result (70%) 

Search Box 

1. Search Result (71%) 

2. QFMap (16%) 2. CTCloud (20%) 

3. CTCloud (13%) 3. QFMap (8%) 

1. CTCloud (44%) 

Search Result 

1. CTCloud (41%) 

2. Search Box (21%) 2. QFMap (23%) 

2. QFMap (21%) 3. Search Box (20%) 

1. Search Result (60%) 

QTHistory 

1. Search Result (58%) 

2. QFMap (29%) 2. QFMap (31%) 

3. CTCloud (10%) 3. CTCloud (10%) 

1. Search Result (64%) 

QFMap 

1. Search Result (58%) 

2. QTHistory (22%) 2. QTHistory (22%) 

3. Search Box (7%) 3. Search Box (13%) 



 110

1. Search Result (79%) 

CTCloud 

1. Search Result (83%) 

2. Search Box (12%) 2. Search Box (7%) 

3. QFMap (5%) 3. QTHistory (5%) 

 

4.3.4 User Survey 

The user survey conducted for a qualitative analysis is very important in most 

cognitive experiments, because asking subjects directly would be the definite way 

to know about their cognition. As presented in Section 4.3.1, we asked the subjects 

who had finished their second task to evaluate the usefulness of each metacognitive 

system support and describe the reasons for their evaluations. Table 4-11 

summarizes the results of the average usefulness scores. (Score 4 indicates 

“neutral”, while scores 1 and 7 indicate “extremely confusing” and “extremely 

useful”, respectively.) It shows that almost all scores are larger than 5, which 

indicates that the subjects actually got metacognitive assistance from our system. 

 

Table 4-11. The average usefulness scores from the user survey 

 Overall
Querying & Tagging 

History 

Query Flow 

Map 

Conceptual Tag 

Cloud 

Task 1 

(Travel) 
5.6 4.8 5.2 5.2

Task 2 

(Health) 
5.5 5.7 5.8 5.2
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 Many helpful comments to improve our system were given by the subjects who 

had actually experienced the system. One noticeable complaint was about the 

unfamiliarity with tagging. Simply because some subjects were not used to tagging, 

tagging and constructing the Conceptual Tag Cloud was a kind of cognitive burden 

to them. In contrast, more subjects were satisfied with tagging and the tag-mediated 

services, because they were already familiar with tagging and tags. Another 

frequent statement was about the simplicity of query flow map. If there was no 

matching, nothing appeared on the map. Finally, some subjects recommended us to 

allow users to utilize other users’ Querying & Tagging History or Conceptual Tag 

Cloud.  

4.3.5 Task Outcomes 

Task outcomes required to all subjects as final results were also investigated. As 

expected, however, the overall quality of the outcomes was significantly high 

regardless of whether the subjects get our metacognitive support or not. This 

implies that all subjects tried to do their best to accomplish their assigned tasks.  

Note that the outcomes were necessary as a driving force for the subjects to do 

their best and be more task-oriented while searching. 

For Task 1 dealing with travel, all subjects made their own schedule to enjoy a 

one week trip to Amazon. Table 4-12 represents a sample itinerary of Subject ID 

hjpark.  
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Table 4-12. A sample itinerary from Subject ID hjpark  

Day Time schedule From To Total 

1 
Fri, 9:55pm – Sat 

8:50am 
EWR(NY) São Paulo, Brazil  9h 55m 

2 

Sat Brazil São Paulo day tour 

Sat, 8:50pm – Sat, 

11:30pm 
São Paulo, Brazil MAO 4h 00m 

3 Sun  
Teatro(museum), Amazonas (by myself), and take a rest. 

Accommodation: Caesar Business 

4 Mon Full day climb and Presidente Figueiredo waterfalls 

5 Tue Boat expeditions  

6 Wed 
1day - Archipelago of Anavilhanas (river & dolphins) 

Accommodation : Chez les Rois 

7 

Thu City tour and take a rest. 

Thu, 9:55pm – Fri 

8:50am 
MAO  São Paulo, Brazil  3h 45m 

8 
Fri 9:10pm - Sat 

6:00am 
São Paulo, Brazil EWR(NY) 9h 50m 

 

For Task 2 dealing with health, there was a broad consensus about the 

presentation content among the subjects, mainly because the topic was objective 

and technical: the well-known and wide-spread cancers were listed; some risk 
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factors of those cancers (e.g., diet or smoking) were listed, and finally how to 

prevent cancers (e.g., avoid stresses or quit smoking) was introduced. Figure 

4-１３ is a part of a sample presentation slide from Subjects ID sklee. 

 

 Eat more fruits and vegetables. 

 Try to incorporate more fruits and vegetables into your diet each day. 

 Choose a wide variety of colorful fruits and vegetables. 

 

 Reduce the amount of salty and smoked foods you eat. 

 Protect your stomach by limiting these foods. 

 Experiment with herbs and other ways of flavoring foods that don't add 

sodium. 

 

 Stop smoking. 

 Smoking increases your risk of stomach cancer, as well as many other 

types of cancer. 

 Quitting smoking can be very difficult, so ask your doctor for help. 

 

 Ask your doctor about your risk of stomach cancer. 

 Some medical conditions increase your risk of stomach cancer, such as 

anemia, gastritis and stomach polyps. 

Figure 4-１３. A part of a sample PT from Subject ID sklee  
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4.4 Conclusions 

In this chapter, we build a novel search management system that actively assists 

exploratory searchers’ metacognitive process. Specifically, our system seeks to 

help users reduce their cognitive load, keep their search goal oriented, and organize 

what they have learned during the search. The rationale behind these goals is that 

exploratory searchers actually feel the need to get help in doing their metacognitive 

activities during the lengthy process of searching. As a base to manage flooding 

keywords and documents, we propose a tagging-based iterative cycle as a basic 

exploratory search process. To support users’ metacognition, we provide three 

panels, Querying and Tagging History, Query Flow Map, and Conceptual Tag 

Cloud, plus an underlying function, Session Manager. To prove the effectiveness of 

our system, we conducted a comprehensive user study that asked the subjects to 

perform two real-world exploratory search tasks. Both the quantitative and 

qualitative analyses show that our metacognitive system support was actually 

helpful for the metacognitive process of users.   
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Chapter 5.  

Tag Sense Disambiguation and Folksonomy 
Visualization 

 

5.1 Motivation 

In recent years, tagging has become one of the most popular services in Web 2.0. 

Websites providing tagging services, such as del.icio.us for bookmarks, Flickr for 

images, and YouTube for videos, have achieved a great success. Tagging is the act 

of assigning a series of relevant keywords (i.e. tags) to annotate various resources 

on the Web. Especially, social tagging (also known as collaborative tagging) is 

done collaboratively by many users, which forms a so-called folksonomy. 

Del.icio.us is said to be the true reflection of social tagging and folksonomies. It 

provides an online social bookmarking service that enables users to register their 

own bookmarks and share them with others. Each user assigns his or her own tags 

to a URL of interest, and the whole set of tags (i.e. the folksonomy) created for that 

URL is shown in the form of a posting history or a tag cloud. 

Originally, the tag vocabulary was formal, rather than informal, since it actually 

was the set of “keywords” that help describe a resource. In [24], the authors gave a 

good summary on various kinds of del.icio.us tags. However, as tagging has 

become widespread on the Web, they are now very informal. There is no regulation 

on tags only if the direction about whitespaces is followed, and users thus can use 



 116

any words as tags. This informal, uncontrolled, and personalized vocabulary of tags 

makes general users who see the tags feel uncomfortable since many tags are not 

familiar to them. In [72], Mathes mentioned the problems inherent in an 

uncontrolled vocabulary in folksonomies. The problems are the ambiguity, spaces 

and multiple words, and synonyms. If we use tags as Web metadata to understand 

the Web resources, these problems can be considerably serious. They can no longer 

act as the metadata if we cannot understand the meaning of each tag.  

Moreover, there have been no adequate ways to visualize this folksonomy other 

than using tag clouds. A tag cloud is just a representation of the top-k tags 

according to their frequency, and this may not be useful to provide an intuitive 

summary of the whole folksonomy. Furthermore, it does not provide any 

information about the relationships between the tags. 

Given this situation, if we are able to get the right information about the meaning 

of each tag, it can be a great help for users to understand the tag and we can get 

additional benefits. First, we can disambiguate the ambiguous tags. For example, 

we can tell whether tag ‘apple’ is used as a kind of fruit or the Apple Inc. Second, 

we can understand the meaning of unfamiliar tags such as ‘gtd’, ‘lifehacks’, or 

‘ajax’. (These tags may be familiar to only a few people.) However, none of the 

existing tag-based Websites provides any information about what each tag means. 

Here, we can imagine a useful service that relates each tag to the corresponding 

concept in some external knowledge sources, such as online dictionaries, thesauri, 

or ontologies. Unfortunately, it is not easy to find the suitable sources because, as 

aforementioned, the tag vocabulary is too huge to be well referenced by general 

knowledge sources. Additionally, if we are able to find semantic relationships 
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between tags created through collaborative tagging and visualize them, it can help 

users understand the web metadata more intuitively. 

In this chapter, we suggest Wikipedia7 as a good reference to the tag vocabulary. 

Wikipedia is a Web-based, free-content encyclopedia that gets the unprecedented 

popularity among internet users. One of the most noticeable features of Wikipedia 

would be the huge coverage. By March 2009, the number of articles in English is 

2,829,195. Currently, it is known to be the largest knowledge repository on the 

Web and contains much information about the words that are not defined in a 

dictionary. Examining the Wikipedia makes us realize that the meaning of almost 

all tags can be clarified in Wikipedia. We figured out how many del.icio.us tags 

were covered in Wikipedia by naïve exact matching between the tag names and the 

titles of Wikipedia articles (Table 5-1). The minimum tag frequency means that at 

least that number of users used the tag. We can see that as the minimum tag 

frequency increases, the mapping rate also increases. This means that those tags 

which are used by few users are not likely to be standard words (i.e. they are close 

to the noises), which thus turned out to be absent in Wikipedia. On the other hand, 

those popular tags which are used by many users, say 100 users, show the highest 

mapping rate of 94.1%. This means that almost all popular tags are being covered 

by Wikipedia. Of course, it is also true that many people doubt about the quality of 

information in Wikipedia since the information is not created by experts. It is 

written by volunteers and edited by anyone. Not all information is of high quality 

from the beginning. However, after a long process of discussion, it takes on a 

                                                      
 
7 Wikipedia. http://en.wikipedia.org/ 
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neutral point of view reached through consensus. As a result, the information of 

Wikipedia shows unexpectedly higher quality than we can imagine. 

 

Table 5-1. The tag-to-Wikipedia mapping rates by naïve exact matching 

The Minimum Tag  

Frequency 

The # of 

Distinct Tags 

The # of  

Mapping Tags 

The Mapping  

Rate 

1 57,961 12,606 21.7 % 

2 7,055 4,513 64.0 % 

3 4,515 3,293 72.9 % 

5 3,032 2,439 80.4 % 

10 1,941 1,667 85.9 % 

50 745 685 91.9 % 

100 478 450 94.1 % 

 

In this chapter, we propose a novel method, called Tag Sense Disambiguation 

(TSD), for mapping a del.icio.us tag to the corresponding Wikipedia article and 

thereby clarifying the vocabulary of tags. Additionally, we propose another method, 

named FolksoViz, for deriving subsumption relationships between tags and 

visualizing the derived subsumption pairs on the screen. Note that the contents of 

this chapter are based on our previously published papers [73, 74]. 
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5.2 Tag Sense Disambiguation (TSD) 

5.2.1 Overview of TSD  

The main goal of TSD is to automatically find a correct one-to-one mapping from 

a tag to a Wikipedia topic (Figure 5-１). Here, by a Wikipedia topic, we mean the 

title of a Wikipedia article. In other words, the Wikipedia topic represents the 

concept of a Wikipedia article. TSD is a challenging task since we should know the 

exact semantics of a tag and find a Wikipedia article that best describes the 

semantics of the tag. After thorough examination, we observed that assigning tags 

to a resource is a cognitive process and that a series of tags assigned by a user can 

be semantically related to each other, although some of them are not. Figure 5-２ 

shows an example of the semantic relatedness among tags. Suppose that a user is 

going to assign several tags to a resource regarding the JDBC. She is likely to 

assign ‘jdbc’ first, and, next, its related tags such as ‘java’, ‘database’, and 

‘programming’. All these tags are semantically related to each other. In other 

words, birds of a feather flock together. However, tag ‘article’ does not look 

semantically related to the other tags. There are invisible semantic border lines 

somewhere in a list of tags according to their semantics. The idea behind TSD is 

that a tag’s neighbor tags can be very useful keywords to clarify the meaning of the 

tag. In this example, ‘java’, ‘database’, and ‘programming’ would be the useful 

keywords to clarify the meaning of ‘jdbc’. 
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Figure 5-１. Overview of TSD 

 

Figure 5-２. Semantic relatedness among tags 

To know the sense of a word, we need a context in which the word is used. 

Likewise, to know the sense of a tag, we need a context in which the tag is used. 

The main idea of TSD is that the sense of a tag can be disambiguated by the help of 

its neighbor tags, which act as a context. Here, we define the neighbor tags as the 

tags that co-occur very often with the tag. The rationale behind this co-occurrence-

based definition is that the frequent co-occurrences of two tags can be regarded as 

the high semantic relatedness between them. This approach depends on the 

collective intelligence hiding in folksonomies. 

5.2.2 Local Neighbor Tags  

We observed that users assign some tags to a resource at the same time more 

often than chance and that it is very likely for the tags to be semantically related to 
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each other within the resource. Given a tag t of interest, the Local Neighbor tags 

(LN-tags) of t are the tags that co-occur very often with t within a specific resource.  

[Example 1] We demonstrate an example of LN-tags that play the role of neighbor 

tags. Suppose we want to clarify the meaning of del.icio.us tag ‘livecd’ that is 

assigned to resource ‘http://www.sysresccd.org/’. (Live CD is a CD containing a 

bootable computer operating system, many of which are based on Linux.) From 

Table 5-2, we can be sure that most LN-tags of ‘livecd’, such as ‘linux’, ‘rescue’ 

and ‘software’, are actually the essential keywords to describe the concept of 

‘livecd’. ■ 

 [Definition 1] Given a resource r and a tag t, a set TLN of Local Neighbor tags of t 

is defined as 

TLN = {ti | CoCount(r, t, ti) ≥ 2 } 

where CoCount(r, t, t’) denotes the co-occurrence count of t with t’ within r. The 

threshold value of 2 means that this co-occurrence is not made by chance. ■ 

5.2.3 Global Neighbor Tags 

The LN-tags themselves can be important keywords to clarify the meaning of a 

tag. They are useful for TSD since they act as a context within a specific resource 

to know the sense of a tag. Sometimes, however, some of them happen to co-occur 

often although they are not semantically related to each other. We call it accidental 

co-occurrences.  
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Table 5-2. The co-occurrence counts of ‘livecd’ with other tags 

Tag 1 Tag 2 Co-Occurrence Count

livecd 

 

linux 623

rescue 621

tools 393

sysadmin 370

backup 348

software 247

opensource 201

recovery 73

boot 58

cd 58

 

Table 5-3. The co-occurrence counts of ‘apple’ with other tags in resource 
‘http://fluidapp.com/’ 

Tag 1 Tag 2 Co-Occurrence Count

apple 

mac 271

browser 259

software 255

osx 254
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* web 172

tools 161

* webkit 105

apps 48

application 46

* web2.0 39

 

Table 5-4. The co-occurrence counts of ‘apple’ with other tags in the whole set 
of resources in del.icio.us 

Tag 1 Tag 2 Co-Occurrence Count

apple 

mac 3492

itunes 3235

software 2995

osx 2497

audio 1773

tools 1757

ipod 1657

mp3 1610

applescript 1595

scripts 1056
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[Example 2] Suppose we want to clarify the meaning of tag ‘apple’ that is assigned 

to resource ‘http://fluidapp.com/’. Table 5-3 and Table 5-4 list the frequently co-

occurring tags with ‘apple’. The difference between the two tables is that the 

former covers a specific resource and the latter covers the whole set of resources in 

del.icio.us. From Table 5-3, we can realize that some LN-tags such as ‘web’, 

‘webkit’, and ‘web2.0’ does not look directly related to ‘apple’. This happens 

because the resource is about a Web application that operates on the Macintosh 

OSX and it, hence, is also closely related to the Web. In other words, ‘apple’ and 

‘web’ co-occur often not because they are semantically related to each other but 

because they are accidentally the two main concepts that represent the resource. 

From Table 5-4, we can see that the Web-related tags disappeared in the whole set 

of del.icio.us tags. ■ 

The existence of these accidental co-occurrences leads us to introduce new 

complementary neighbor tags, or the Global Neighbor tags (GN-tags). Given a tag t 

of interest, the GN-tags of t are the tags that co-occur very often with t in the whole 

set of resources.  

[Definition 2] Given a tag t, a set TGN of Gocal Neighbor tags of t is defined as 

TGN = {tj | CoCount(t, tj) ≥ 2 and tj is among the top-k% tags} 

where CoCount(t, t’) denotes the co-occurrence count of t with t’ in the whole set 

of resource and k is the threshold value. Empirically, the quality was best when k 

was 20. ■ 
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5.2.4 Neighbor Tags 

Now, we define the Neighbor tags (N-tags) that incorporate the LN-tags and GN-

tags.  

[Definition 3] A set TN of Neighbor tags of tag t is defined as 

TN = TLN ∩ TGN. ■ 

In other words, the Neighbor tags of a tag should satisfy the conditions of both the 

LN-tags and the GN-tags. Here, the LN-tags act as a context for our TSD while the 

GN-tags act as a filter that eliminates the problem of accidental co-occurrences. 

[Example 3] Given a tag t = apple and a resource r = http://fluidapp.com/, TLN = 

{mac, browser, software, osx, web, tools, webkit, apps, application, web2.0 }, TGN = 

{mac, itunes, software, osx, audio, tools, ipod, mp3, applescript, scripts }. Then, TN 

= {mac, software, osx, tools }. From the elements in TN, we can notice that ‘apple’ 

means the Apple Inc., not a kind of fruit. ■ 

5.2.5 The Relevance of Tag to Wikipedia Topic 

The Neighbor tags defined in the previous subsection are expected to be the 

useful keywords that help clarify the meaning of a tag. With these Neighbor tags, 

we can estimate how relevant a Wikipedia article is to a tag. Given a tag t and a 

Wikipedia topic wtp, let TN be the set of Neighbor tags of t. The relevance function 

of t and wtp is defined as 

 ) * w(ttp)),Article(wTF(tt,wtp)Relevance( i
Tt

i
Ni

∑
∈

=
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where Article(wtp) denotes the text of Wikipedia article for wtp, TF(word, text) 

denotes the term frequency of word on text, and w(ti) denotes the weight of ti. The 

relevance is based on the term frequency of Neighbor tags on a Wikipedia text. 

This means that the more frequently the Neighbor tags appear on the text, the more 

relevant the text is to the tag. We multiply the weight of each Neighbor tag that is 

assigned according to its co-occurrence count. 

5.2.6 Finding a Mapping from Tag to Wikipedia Topic 

Now we are ready to find the mapping from a tag to a Wikipedia article. Before 

we proceed, we need two assumptions for our TSD. 

[Assumption 1] Wikipedia contains at least one article that corresponds to a tag. ■ 

[Assumption 2] The article has enough information to express the various 

semantics of the tag. ■ 

Assumption 1 is needed because the goal of TSD is to find the correct Wikipedia 

article that corresponds to a tag of interest. Assumption 2 is for applying the 

relevance metric defined in the previous subsection. Based on these assumptions, 

we demonstrate how TSD can be applied to find a mapping from a tag to a 

Wikipedia article.  

According to [54], one of the traditional WSDs can be formalized as 

 

where w denotes the word of interest, SensesD(w) denotes the set of senses encoded 

in a dictionary D for w, score(Si) denotes the predefined function, and S denotes the 

correct sense we want to know. The sense with the highest score is selected as the 

correct sense. This original WSD can be applied to our TSD. Here, the senses in 

)score(SargmaxS i
(w)SensesS Di∈

=
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WSD correspond to the Wikipedia topics in TSD, and the score function in WSD 

corresponds to the relevance function in TSD. Given a tag t, the mapping M 

produces a Wikipedia topic by the following equation 

 

where TopicsWiki(t) denotes the set of Wikipedia topics that match with t. We call 

these matching topics candidate topics. We can find the candidate topics by 

exact/partial matching between the tag name and the topic names. The correct 

Wikipedia topic that corresponds to a tag is the candidate topic with the highest 

relevance value. If the mapping M produces a topic for a tag, a mapping from the 

tag to the Wikipedia topic is built.  

[Example 4] Given a tag t = editor and a resource r = http:// www.fckeditor.net/, 

suppose we want to find the Wikipedia topic that corresponds to ‘editor’. 

Wikipedia has 4 candidate topics that match with t. (In fact, it has 29 candidate 

topics.) They are Editor_in_chief, HTML_editor, Text_editor, and WYSIWYG. The 

set of Neighbor tags of t is TN = {wysiwyg, javascript, html, opensource, ajax, web, 

webdesign, software, development, tools, text, browser, programming, web2.0, code, 

online, tool, freeware, blog, application }. The one with the highest relevance value 

is, as we expect, the Relevance (editor, HTML_ editor). Now we can conclude that 

the correct Wikipedia topic that corresponds to ‘editor’ is ‘HTML_editor’. ■ 

Note the case in which Wikipedia has no topic that matches with the tag or all 

relevance values are zero. In this case, we may conclude that Wikipedia does not 

cover the concepts regarding the tag. However, we can think of a useful heuristics 

that can be applied as a last means. The heuristics is to find the identical tags 

among its Neighbor tags.  

)t,topicRelevance(argmaxtM i
(t)Topicstopic Wikii∈

=)(
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[Definition 4] Given a tag t of interest, the identical tags are defined as those tags 

which share a common stem within a specific resource. ■ 

This definition makes sense in that, within a specific resource, those tags which 

share a common stem can be regarded as the same, or almost the same, tags. In fact, 

the tag vocabulary contains a lot of identical tags. For example, tags ‘blog’, ‘blogs’, 

and ‘blogging’ can be treated as identical and tags ‘util’, ‘utils’, ‘utility’, and 

‘utilities’ can also be treated as identical. The existence of identical tags makes us 

need the stemming techniques in IR. Stemming is the process of collapsing 

together the morphological variants of a word [75]. One of the most widely used 

stemming algorithms is the Porter Stemming Algorithm [76], which has been 

known to be simple and efficient. In our tag vocabulary, the Porter Stemming 

Algorithm is suitable to find the identical tags. The idea is that if a tag has no 

mapping Wikipedia topic, a new mapping is built to the topic that corresponds to 

one of its identical tags. This process has to be done after all the other normal tags 

have found their own mappings. Given a tag t, a new mapping M’ is defined as 

 

where IdTopicsWiki(t) denotes the set of Wikipedia topics that match with the 

identical tags of t. The Wikipedia topic that corresponds to t is the topic with the 

highest relevance value. Of course, there exist exceptions that we cannot treat those 

stem-sharing tags as identical tags. For example, tags ‘community’ and 

‘communication’ share a common stem ‘commun’, but they are not identical. 

However, we believe that these exceptions can be ignored since 1) those cases are 

rare and 2) it is also unlikely that one of those two tags, say ‘community’ or 

‘communication’, has no corresponding Wikipedia topic.  

)t,topicRelevance(argmaxtM i
(t)IdTopicstopic Wikii∈

=)('
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Last, TSD benefits from two useful services of Wikipedia: redirections and 

disambiguation pages. Through redirections, Wikipedia sends the reader to an 

article, usually from an alternative title. The disambiguation pages are used to 

disambiguate a number of similar terms. These two services are of great help by 

extending the candidate topics that otherwise could only be found by naïve exact 

matching between the tag name and the topic names.  

5.3 Deriving Subsumption Pairs 

5.3.1 Basic Idea and Assumptions 

In this section, we propose a statistical model for deriving subsumption 

relationships based on the co-occurrence and the frequency of each tag on 

Wikipedia texts (Figure 5-３). Each tag is mapped to one corresponding Wikipedia 

text that describes the sense of the tag. Then, our metric for retrieving subsumption 

relationships is applied to every tag pair. The pair that has the calculated value over 

a predefined threshold is chosen as the subsumption pair. The reason why we chose 

the Wikipedia texts was that Wikipedia can act as the best reference to the senses 

of each tag in del.icio.us (In fact, Wikipedia is known as the best reflection of ‘the 

wisdom of crowds’ or ‘the collective intelligence’). For this purpose, we needed to 

make three assumptions. First, all the tags in del.icio.us are treated as nouns. 

Second, each tag in del.icio.us is mapped to at least one Wikipedia text. And lastly, 

the information from that Wikipedia text is good enough to fully describe the sense 

of the tag. 
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Figure 5-３. Deriving subsumption relationships 

5.3.2 Modeling for Deriving Subsumption Pair 

Our model adopted the basic idea from [77]. However, to reflect the 

characteristics of del.icio.us tags and Wikipedia, we made a slight modification to 

the original model. It is defined as follows, for two tags, x and y, x subsumes y if 

TF(y|Wiki(x)) < TF(x|Wiki(y)), μ < TF(x|Wiki(y)) 

where Wiki(a) is the Wikipedia text that tag a is mapped to, TF(b|Wiki(a)) is the 

term frequency of tag b on the Wiki(a), and μ is the threshold value that is 

determined empirically. In other words, tag x subsumes tag y if 1) x is more 

frequent on the Wikipedia text of y than y is on the Wikipedia text of x, and 2) x 

occurs on the Wikipedia text of y to some degree. And, empirically, the quality was 

best when μ was 0.01. 

5.3.3 Tag Sense Disambiguation (TSD) 

One of the important steps that need to be applied to the aforementioned model is 

to find a Wikipedia text that a tag will be mapped to. Considering that a word can 

have a number of distinct senses, it is essential to find the right Wikipedia text that 

best describes the sense of a tag. For example, a tag ‘apple’ may refer to either a 
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sort of fruit or the Apple Incorporation. Therefore, we should determine which 

Wikipedia text will best refer and correspond to a tag. This kind of work is called 

word sense disambiguation (WSD). However, we renamed it as tag sense 

disambiguation (TSD). The basic idea of TSD is that a sense of a tag can be 

determined by the help of its neighboring tags (Figure 5-４). This is plausible 

because those tags that are attached to the same target are very likely to be related 

to each other in their meanings. We choose among the several senses the sense 

whose Wikipedia text records the largest sum of term frequencies of its 

neighboring tags. The detailed algorithm will not be introduced here due to the 

space limitation. 

 

 

Figure 5-４. TSD using the neighbor tags 

5.4 Implementation and Analysis 

5.4.1 TSD 

We downloaded the English Wikipedia dataset that was distributed in March 2009. 

The number of articles is about 8,251,357. We collected the del.icio.us popular tag 
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dataset in November 2008. The number of URLs is 1038, the number of users is 

178232, and the number of distinct tags is 57961. We made a simple UI that can be 

added on a Web browser. When the mouse is over a tag, it shows the name of the 

corresponding Wikipedia topic and provides a hyperlink to the corresponding 

Wikipedia article. 

Table 5-5 illustrates what mappings TSD have found in resource 

‘http://fluidapp.com/’. We can see that TSD produces good results since most 

mappings are reasonable. There are several points to mention. First, tag ‘apple’ is 

mapped to Wikipedia topic ‘Apple_inc’, not to a kind of fruit. This means that our 

TSD succeeds in disambiguating the sense of tags. The mapping from tag ‘safari’ 

to Wikipedia topic ‘Safari_(web_browser)’ is also a good example. Second, both 

tags ‘application’ and ‘applications’ are mapped to the same Wikipedia topic 

‘application_software’. This mapping is correct because they are identical tags. In 

fact, this mapping is possible not by TSD but by the redirection of Wikipedia. 

Third, tag ‘leopard’ is mapped to Wikipedia topic ‘Mac_OS_X_v10.5’. This is very 

interesting because the Leopard is the nick name of the Mac OS X version 10.5. 

This is also possible by the redirection. Last, we found an weird mapping from tag 

‘tool’ to Wikipedia topic ‘Tool_(band)’. Tool is another name of an American rock 

band. The ‘tool’ should have been mapped to Wikipedia topic ‘Programming_tool’. 

The reason for this wrong mapping is that the Wikipedia article for ‘Tool_(band)’ 

accidentally contains a lot of matching words such as ‘web’, ‘programming’, 

‘download’, and ‘internet’, thereby increasing the term frequency and relevance. 

We call this problem accidental high relevance. This shows the limitation of TSD.  
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Table 5-5. Sample mappings from tags to Wikipedia topics 

Del.icio.us Tag Wikipedia Topic Del.icio.us Tag Wikipedia Topic 

* apple Apple_Inc. mac Macintosh 

* application application_software macosx Mac_OS_X 

* applications application_software osx Mac_OS_X 

browser Web_browser productivity Productivity 

cool Cool_(aesthetic) * safari Safari_(web_browser)

desktop Desktop_environment software Computer_software 

development Software_development ssb SSB 

fluid Fluid_(browser) * tool Tool_(band) 

freeware Freeware web World_Wide_Web 

gmail Gmail webapp Web_application 

internet Internet webkit WebKit 

* leopard Mac_OS_X_v10.5   

5.4.2 FolksoViz 

The retrieved subsumption pairs should be visualized so that the readers may 

understand it intuitively. Thus, we set five principles for effective folksonomy 

visualization. 1) All subsumption pairs should be displayed on one screen, and the 

displayed tags are the top-50 tags which users are most interested in. 2) The whole 

structure is a directed acyclic graph (DAG) since a tag can have more than one 
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parent. 3) We assign a larger font size to a node whose tag has higher tag count (as 

in the case of tag clouds). 4) In handling transitivity, we maintain every edge of 

pairs regardless of when they are transitive or not since the subsumption 

relationships are not always transitive. 5) Each node has a hyperlink for a tag 

search (as in the case of tag clouds). 

 

 

Figure 5-５. An example screenshot from the outputs 

According to the five principles, the subsumption pairs were visualized using 

JGraph8. Figure 5-５ shows an example of a screenshot that visualizes the 
                                                      
 
8 JGraph, http://www.jgraph.com. 
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del.icio.us tags attached to a URL regarding the web design. The figure shows that 

FolksoViz generally exhibits fairly good performance, e.g., ‘web’ subsumes 

‘web2.0’, ‘design’ subsumes ‘webdesign’, and ‘html’ subsumes ‘css’. However, 

some pairs may look a little awkward, e.g., ‘code’ subsumes ‘tools’ and ‘free’ 

subsumes ‘webdev’. This may occur when the two tags are so closely interrelated 

that they often appear with each other. Moreover, FolksoViz is unable to handle 

singular-plural tags, e.g., ‘resource’ subsumes ‘resources’, ‘color’ subsumes 

‘colors’, and ‘blog’ subsumes ‘blogs’. 

5.5 Evaluation 

The goal of our experiments is to know how well TSD works in the social tagging 

environment to find correct mappings from tags to Wikipedia articles. 

Unfortunately, the evaluation is difficult since 1) we have neither the correct 

answer set about tag-to-Wikipedia mappings nor the domain experts who knows 

everything about the tag vocabulary and Wikipedia articles, 2) some mappings are 

hard to judge whether or not they are correct, and 3) there exist cases in which 

Wikipedia contains no article that corresponds to a tag. For these reasons, it is 

impossible to conduct a quantitative analysis. One possible way is the qualitative 

analysis by manual evaluation. For the experiments, a group of 15 Ph.D. students 

were chosen as subjects. They were majoring in computer science, had a large tag 

vocabulary, and were accustomed to using Wikipedia. In other words, they were 

assumed to be the domain experts.  
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5.5.1 TSD 

5.5.1.1 Precision 

The goal of the first experiment is to measure how correct the automatically built 

mappings from tags to Wikipedia articles are. The top-10 popular URLs and their 

tags were chosen from del.icio.us data set. From each of the 10 URLs, 10 mappings 

were randomly chosen, i.e. total 100 mappings were provided to each subject. For 

each mapping, subjects were given a tag and its mapping Wikipedia topic. A 

hyperlink from the Wikipedia topic to the real Wikipedia article was also provided 

to help the subjects judge whether or not the article was actually closely related to 

the tag. Additionally, the basic information about the tag and the URL were also 

provided. This information could help the subjects understand what the tag means. 

For each mapping, subjects were asked to judge whether the mapping looks a) 

Correct, b) Not correct, but related, c) Neither correct nor related, or d) I don’t 

know.  

Table 5-6 shows the results. The high proportion of “Correct” (80.2 %) and the 

low proportion of “Neither correct nor related” (7.8 %) are promising. In case of 

“Correct”, almost all mapping are reasonable and actually correct. Interestingly, 

some mappings are even excellent. For example, tag ‘education’ is mapped to 

Wikipedia topic ‘Educational_technology’, not to ‘Education’. After we examined 

the context in which the tag ‘education’ was used, the meaning of ‘education’ 

turned out to be closer to ‘Educational_technology’ than to general ‘Education’. 

This is a good example proving that the Neighbor tags actually work as a context 

for a tag. In case of “Neither correct nor related”, most of the wrong mappings 
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were caused by the accidental high relevance we have indicated in the previous 

section. For example, tag ‘cms’ (Content Management System) is mapped to 

Wikipedia topic ‘CMS-2_(programming _language)’, and tag ‘clone’ is mapped to 

Wikipedia topic ‘Video_game_clone’. The proportion of “Not correct, but related” 

(10.5 %) seems no problem, but it reveals some limitations of TSD. “Not correct, 

but related” means that TSD should have found more correct mappings than it did. 

For example, tag ‘resource’ should have been mapped to Wikipedia topic 

‘Resource_(Web)’, not to general ‘Resource’. Last, a few subjects answered with “I 

don’t know” (1.6 %), mainly because some mappings were hard to judge whether 

or not it was correct. 

Table 5-6. Results for answering to the questions (%) 

URL# Correct 
Not Correct,  
But Related 

Neither Correct  
Nor related 

I Don’t 
Know 

54 95.6 2.2 2.2 0 

149 84.4 15.6 0 0 

22 77.8 13.3 6.7 2.2 

15 82.2 8.9 6.7 2.2 

131 75.6 6.7 13.3 4.4 

91 62.2 22.2 15.6 0 

477 86.7 6.7 4.4 2.2 

105 86.7 8.9 2.2 2.2 

104 71.1 8.9 20.0 0 

48 79.5 11.4 6.8 2.3 

Avg. 80.2 10.5 7.8 1.6 
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5.5.1.2 Recall 

We want to know whether Wikipedia contains actually no article to which TSD 

produced no mapping from a tag. That is, if TSD declares that Wikipedia does not 

contain any article that best describes a tag, we want to validate the declaration. 

Fortunately, the nonmapping tags produced from our experiments are so rare that 

we can list all of them here. The number of nonmapping tags was only 9. Above all, 

some tags such as ‘2.0’, ‘commoncraft’, ‘exploratree’, and ‘vetor’ are actually not 

being covered in Wikipedia. The ‘commoncraft’ and ‘exploratree’ are the names of 

internet sites. The ‘vetor’ is thought to be the misspelling of ‘vector’. On the other 

hand, the other tags such as ‘apps’, ‘applescripts’, ‘downloads’, ‘resources’, and 

‘webapps’ turned out to be actually being covered in Wikipedia after our thorough 

examinations. The ‘apps’ and ‘webapps’ are the abbreviations for application and 

Web application, respectively. TSD is unable to handle these kinds of 

abbreviations unless Wikipedia redirects these names to their full names. The 

‘applescripts’, ‘downloads’, and ‘resources’ are the plurals for applescript, 

download, and resource, respectively. In case of ‘applescripts’, the redirection of 

Wikipedia was wrong. In case of ‘downloads’, and ‘resources’, TSD failed to find 

the correct mappings. In summary, the number of nonmapping tags was very small 

(= 9), most of which were caused not by TSD but by the absence of appropriate 

information in Wikipedia. This means that the recall of TSD is very high. 
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5.5.2 FolksoViz 

The goal of our experiment is to measure how correct the automatically derived 

subsumption pairs are. To achieve this goal, a group of 15 Ph.D. students were 

chosen as subjects, who were majoring in computer science and well-aware of a 

wide variety of technical terminologies (They were assumed to be the domain 

experts). The target 10 URLs were chosen from the top-10 popular topics of 

del.icio.us. From each of the URLs, 30 subsumption pairs were chosen by random 

(Total of 300 pairs were chosen). For each pair, the subject was asked to judge that 

the subsumption relationship of two tags looked a) Correct, b) Inverted, c) 

Synonymous, d) Not correct, but related, e) Neither correct nor related, or f) I don’t 

know. Table 5-7 shows the results. The high proportion of “Correct” (58.4%) and 

the low proportion of “Inverted” (1.3%) and “Neither correct nor related” (7.8%) 

are promising. The proportions of “Synonymous” (4.1%) and “Not correct, but 

related” (14.8%) show the limitations in our method. And, many subjects answered 

with “I don’t know” (13.8%), mainly because we could not handle the singular-

plural tags, and partly because some relationships were unobvious in judging from 

the tags alone. 
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Table 5-7. Results for answering to the questions (%) 

Topic Correct Inverted Synonymous

Not 
correct, 

but 
related

Neither 
correct nor 

related 

Don’t 
know 

mac 66.7 6.7 0.8 11.7 5.8 8.3 

webdesign 54.2 0.8 0 13.3 10.8 20.8 

music 63.3 0 4.2 16.7 3.3 12.5 

web2.0 65.8 0 1.7 23.3 0.8 8.3 

software 55.0 0.8 0 17.5 19.2 7.5 

video 52.5 1.7 6.7 19.2 7.5 12.5 

games 61.7 0 0.8 11.7 12.5 13.3 

shopping 39.2 0.8 18.3 15.8 5.8 20.0 

education 65.8 0 5.0 7.5 5.0 16.7 

business 60.0 1.7 3.3 10.8 6.7 17.5 

Avg. 58.4 1.3 4.1 14.8 7.8 13.8 

5.6 Conclusion 

Numerous tags on the Web are unfamiliar and ambiguous to users. Unfortunately, 

there is no way to understand the meaning of each tag. In this chapter, we 

presented a tag sense disambiguating method called TSD which works in the social 

tagging environment. We fully exploited the collective intelligence of Web 2.0 in 

defining the Neighbor tags by using the tag co-occurrences. We showed that TSD 

can be applied to the vocabulary of social tags, thereby clarifying the tag 
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vocabulary through Wikipedia. We believe that this work will be a great help for 

users who try to see the folksonomy as Web metadata.  

FolksoViz displays the subsumption relationships between tags in an intuitive 

way to accomplish the folksonomy visualization. We fully exploited the 

characteristics of Web 2.0: the collaborative tagging in del.icio.us and the 

collective intelligence in the Wikipedia. 
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Chapter 6.  

Conclusion and Future Work 
 

6.1 Conclusion 

In this doctoral dissertation, we propose a keyword-based exploratory search 

framework that supports users in organizing their web resources, share them with 

other users, and perform exploratory search tasks. In our framework, user tags 

freely assigned by users can act as meaningful keywords that bridge the gap 

between humans and machines, beyond the simple function of categorization.  

To improve the web search performance, tags can serve as meaningful index 

terms. As the explosive growth of the number of user tags, social tagging systems 

need to incorporate inverted indexes known to be the essential data structure to 

map each term to the corresponding documents. To contain the valuable user 

aspect in the inverted index, we propose a social inverted index – an extended 

inverted index that maintains a separate user sublist per resource.  

For the fundamental issues on supporting exploratory searchers’ metacognition, 

user tags can play critical roles in managing numerous keywords and documents 

they encounter while searching. With tagging as a base framework, we build a 

metacognition-aware search management system that helps exploratory searchers 

manage their own search. Specifically, the system provides three metacognitive 

system support panels, Querying & Tagging History, Query Flow Map, and 

Conceptual Tag Cloud, plus an underlying function, Session Manager. 
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As attempts to maximize the utility of user tags, the inherent nature of user tags 

such as ambiguity and flatness needs to be addressed first. To disambiguate the 

meaning of each tag, we propose the TSD (Tag Sense Disambiguation) method to 

find a mapping from a tag to the corresponding Wikipedia document using the 

contextual information of Neighbor Tags. To give a structure to tags, we propose 

the FolksoViz that visualize tags and the tag hierarchy based on the statistical 

model to derive subsumption relationships among tags. 

6.2 Future Work 

Last, but not least, several issues need to be mentioned to improve the proposed 

methods, data structures, system designs, and evaluations. 

6.2.1 Social Inverted Index 

Some issues about our social inverted index remain for future work. First, more 

efficient and compact index representations are needed, which are not covered in 

this chapter. These can be achieved by compressing the resource posting lists and 

user sublists applying the existing or modified index compression methods. 

Although we showed that the time and space costs for the index construction and 

maintenance are acceptable, the performances will likely be enhanced with more 

compact representations of lists.  

Second, a new index structure which integrates more than one social tagging 

system is also needed. Currently, the social inverted index can handle only one 

social tagging system. In order to extend coverage of tag-based search engines, 

however, multiple social tagging systems need to be integrated and the problems 
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caused by their heterogeneity need to be addressed. If more than one social tagging 

system is merged in a single social inverted index, careful consideration should be 

given to weight normalization for query processing.  For example, resources in 

Delicious that attract many users and tags may look more prominent than resources 

in BibSonomy and CiteULike, if we apply simple frequency-based weighting 

schemes.  

Third, as mentioned above, focused web crawling or open APIs are possible 

methods to collect tag data. However, we believe that a more intelligent crawling 

algorithm that can automatically detect, collect, and index the tag data spread on 

the social web should be devised. If this is possible, limitations due to the small 

coverage problem of tag-based web search will be overcome sooner than expected, 

and a true social tagging-based search system that integrates several social tagging 

systems will be serviced. The int.ere.st [78] and DataPortability9 Project are good 

examples at attempts to integrate heterogeneous social systems.  

Finally, we plan to develop a more extended index similar to the adaptive social 

inverted index, which facilitates the search for all types of entities. 

6.2.2 Exploratory Search Manager 

Several issues need to be mentioned to improve our system. As suggested by 

some subjects through the user survey, users who are not familiar with tagging feel 

the cognitive burden, far from a help, to manage those tags. More convenient and 

                                                      
 
9 The DataPortability Project. http://dataportability.org/ 



 145

intuitive UIs to assign and manage tags as important keywords need to be 

developed.  

The dependency of Query Flow Map on collective intelligence is another problem. 

If there is not any existing records that match with the current query, the map 

cannot provide any information about previous queries and next queries. We need 

to address this cold-start problem. One of the possible solutions is to use the query 

logs from the external sources.  

Sharing one’s own panels such as Tagging & Querying History or Conceptual 

Tag Cloud with other users will be a useful way to exploit the social semantics 

created by numerous users.  Finally, the effectiveness of proposed metacognitive 

system support can be evaluated in a more sophisticated fashion. More objective 

measurements and deeper user studies using eye trackers or think-aloud protocols 

are needed. 
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초록 

 

 키워드는 웹 상의 유용한 자원들을 발견하고 또 관리하고자 하는 

사용자들에게 있어서뿐만 아니라, 그 자원들의 위치를 찾아 인덱싱을 

하는 기계들에게 있어서도 매우 중요한 역할을 수행한다. 최근 사용자 

태그라 불리는 사용자가 직접 부여한 키워드가 정보검색의 품질을 

향상시키는 데 있어서 각광을 받고 있는데, 이는 태그가 사람과 기계 

사이에 다리를 놓아줄 수 있는 의미 있는 키워드로서의 역할을 하기 

때문이다. 사용자 태깅이 개인적 차원에서 각각의 사용자로 하여금 웹 

상의 자원들을 관리하고 후에 이에 대한 접근을 용이하게 할 수 있도록 

한다면, 여러 사용자들의 참여로 이루어지는 소셜 태깅은 자신의 

컨텐트(책갈피, 블로그, 음악, 사진, 동영상 등)를 소셜 태그를 통해 다른 

사용자들과 공유함으로써 가치 있는 소셜 시맨틱스를 생성할 수 있도록 

한다. 본 박사학위 논문에서는 웹 검색의 품질을 향상시키기 위해 

사용자 태깅으로 생성된 개인적 차원의 시맨틱스와 소셜 시맨틱스를 

모두 활용하는 키워드 기반의 탐험적 검색 프레임워크를 제안하였다. 이 

프레임워크에서 사용자는 태그 기반의 검색 엔진과 상호작용을 주고 

받으며 탐험적 검색을 수행하게 되는데, 이 태그 기반의 검색 엔진을 

통해 유용한 웹 상의 자원에 대해 자신만의 키워드를 부여할 수 있고, 

그 키워드들은 다시 동적인 질의 처리를 위한 인덱스 텀으로 활용된다. 

뿐만 아니라, 이 프레임워크는 사용자로 하여금 탐험적 검색 과정에서 

산출되는 검색 질의어, 태그, 자원, 심지어는 이해체계까지도 관리할 수 

있도록 도와준다. 
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 인덱싱의 관점에서 볼 때, 태깅의 중요한 요소들 중 태그와 자원 

이외에도 사용자라는 요소가 있는데, 그 동안 전통적인 인버티드 인덱스 

구조에서는 이 사용자에 대해서는 고려해 오지 않았다. 이러한 사용자 

요소를 반영하고 조건부 질의에 유연하게 반응하기 위해 소셜 인버티드 

인덱스를 제안하였다. 소셜 인버티드 인덱스는 사용자의 다양한 

특징들을 가중치로 담기 위해 별도의 사용자 서브리스트를 유지하고 

있는 확장된 인버티드 인덱스라 할 수 있다.  

 탐험적 검색을 수행하는 사용자들을 위해 사용자 태깅을 기반으로 

메타인지를 고려한 검색 관리 시스템을 제안하였다. 이 시스템은 탐험적 

검색 과제를 수행하는 동안 사용자의 메타인지적인 활동들을 돕고, 

Tagging & Querying History, Query Flow Map, Conceptual Tag Cloud, Session 

Manager 등과 같은 메타인지적인 시스템 지원을 제공하고자 고안되었다.  

 한편, 태그의 평평함(태그 사이의 계층구조나 관계가 없음)이나 

애매모호함(여러 의미를 가지는 것) 등과 같은 사용자 태그의 본질적인 

특징들은 자신의 태그를 부여하고 다른 사람의 태그를 이해하고자 하는 

사용자들에게 혼란을 줄 수 있다. 태그의 이러한 한계를 극복하기 위해, 

두 태그 사이의 상하위 관계를 뽑아내기 위한 통계적 모델링에 기반하여 

FolksoViz 라는 소셜 태그 시각화 기법을 제안하였고, 각각에 태그에 

상응하는 위키피디아 문서를 찾아 매핑해주는 TSD 라는 태그 의미를 

명확하게 하는 방법을 제안하였다.  

 또한, 정량적인 분석과 정성적인 분석으로 이어진 실험들을 통해 본 

논문에서 제안한 기법, 자료 구조, 알고리즘, 시스템 설계 등이 

효과적으로 웹 검색 품질을 개선하였음을 증명하였다. 
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