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Pablo A. Boĺıvar Morales



Popularity Driven Caching for Static Caches Based on

Partial Replicas

부분 복제 기반의 고정 캐시를 위한 인기 기반 캐싱 기법

지도교수 염헌영

이 논문을 공학석사학위논문으로 제출함

2014 년 10 월

서울대학교 대학원

전기.컴퓨터공학부

파블로

파블로의 석사학위논문을 인준함

2014 년 12 월

위 원 장 이광근 (인)

부위원장 염헌영 (인)

위 원 엄현상 (인)



Abstract

Popularity Driven Caching for Static

Caches Based on Partial Replicas

Pablo A. Boĺıvar Morales

School of Computer Science Engineering

Collage of Engineering

The Graduate School

Seoul National University

Content-based Information retrieval system are gaining importance with the

irruption of smartphones and online services. Fast response time and high

traffic is crucial to provide a good service to users worldwide. In contrast with

metadata-based systems, content-based systems deal with a larger amount of

data. Therefore, the lookup approach and optimization techniques cannot be

the same. We faced those difficulties to improve performance on content-based

systems.

This paper present a static cache based on partial replication for IR system

in which popular items are requested often through queries with different con-

tent. The static cache stores a subset of the data in order to reduce the search

time. In addition, we present two popularity driven cache replacement algo-

rithms that are able to predict which items will be probably popular in the near

future to include them in cache. The first algorithm is DerPop that predicts

popular items using derivatives to estimate how much will increase or decrease

the number of request for each song in the future. The other algorithm is

MixPop that combines LRU and DerPop. These two algorithms outperformed

LRU by 132% and 145% in terms of cache hits. Experiments were carried out
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in Echoprint utilizing a new benchmark for audio identification that models

users’s listing patterns to provide a useful test workload.

Keywords: Static Caching, Partial Replication, Information Retrieval, Echoprint

Student Number: 2013-22511
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Chapter 1

Introduction

Content-based information retrieval (IR) has changed the traditional way of

obtaining information from databases. Searches in this kind of systems are

not based on meta-data or text anymore, are based on content, for instance

images or audio. Furthermore, the popularity of multimedia information re-

trieval (MIR) systems is growing very fast with the irruption of smartphones

and mobile applications. Some popular multimedia information retrieval ser-

vices, like Shazam, count with millions of active users and receive millions of

requests per month. [6, 12] However, challenges arise for developers and re-

searchers about this topic. First, fast response and high traffic is required due

to the enormous amount of users and information stored in the systems in order

to provide responses in a acceptable time and good scalability. On the other

hand, researchers have to deal with the lack of real-world data, mostly because

copyright issues, and lack of support from companies.

The usage of caches allows to improve the performance and scalability by

taking advantage of recent or popular data. Caches can be categorized into

two classes: static caches and dynamic caches [5]. The main difference between

these two classes of caches is the frequency in which the replacement algorithm
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is executed. Dynamic caches are updated as requests arrive. The dynamic

cache has to decide whether include a query when the query arrives and is not

found in the cache. Static caches updates its entries based previous requests

that arrived in a given time-frame. Therefore, this cache can be updated offline

reducing the overhead per request. In both cases, the chosen replacement policy

is crucial to achieve good performance. Replacement algorithms determine the

ratio of cache hits which is translated into a higher amount of queries handled

per second. A low cache ratio might be detrimental for the system performance.

This paper proposes a static cache architecture using a partial replica of the

whole dataset and a replacement algorithm based on popularity (DerPop). It

has been implemented and evaluated over an open source music identification

system called Echoprint[1]. The search engine uses fingerprints of the sampled

audio to match metadata of songs, which is what the user expect to receive.

Since data is sampled at a random instant from the beginning of the song and

in a random environment with unpredictable noise, it is very unlikely to receive

the same query twice in a reasonable period of time. This is why we decided

to cache items instead of caching results which it may likely provide a very

low cache hit ratio. Moreover, we analyzed the search behavior of Echoprint

to conclude the that search time increase linearly with the amount of stored

items. Thus, a partial replica can deliver high traffic and low latency.

The request patterns follows a power-law distribution in which the most

popular items represent most of the queries. Figure 1.1 show a graph of the

mass probability of a power law distribution. The request ratio for the most

popular items is higher than the ratio for less popular items. So, the main

goal is to predict the most popular items. The replacement algorithm that

we present predicts the popularity of songs using the derivative of the number

of requests in a given period of time and also giving higher priority to newer

songs. We implemented a pure version of this algorithm and and hybrid version

(MixPop) which combines DerPop with the well-know algorithm LRU. This two
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Figure 1.1 Example of a Power-Law probability mass graph.

algorithms and LRU were compared using the benchmark that is also presented

in this paper.

In addition, we have created a benchmark to test and evaluate performance

in audio identification systems in terms of cache hits, queries per second (QPS)

and accuracy. This was done to overcome the problem of gathering real world

data. This benchmark simulate users’ listening patterns producing a work-

load comparable to a real-world workload. Moreover, this benchmark can be

parametrized to adapt the workload size to the characteristics of the evaluated

system.

The remainder of this paper is organized as follows. Chapter 2 compares our

work with previous related work. Chapter 3 introduces an audio identification

system and analyzes its performance depending on the dataset size, Chapter 4

explains the design,architecture and implementation of our solution, Chapter 5

evaluates this architecture and algorithms and Chapter 6 concludes and discuss

about the future work.
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The key contributions of our work are:

1. An analysis of the response time of a query based on the size of the dataset

for the audio identification system Echoprint.

2. A static cache based on a partial replica of the dataset to overcome weak-

nesses of traditional caches for MIR systems.

3. A discussion about the trade-off between precision and performance.

4. Two novel popularity cache replacement algorithms using derivatives (Der-

Pop and MixPop).

5. A new benchmark to evaluate performance in audio identification systems.

4



Chapter 2

Related Work

Recent research projects are working to improve information retrieval search

engines, but most of them are based on text search. Some of those concepts

can be applied to audio identification systems. The main different between

text and audio search is that audio use hash fingerprints and the position of

each fingerprint matters in the search process. Moreover, only the best song is

relevant in the audio search. In contrast to it, text search must return a list of

several documents.

Partial collection replication is used to achieve a higher locality and reduce

network latency [2, 3]. Each replica is a subset of the original collection and it is

presented in a hierarchical architecture which depends on the user cluster that

is querying the collection and the access frequency of the documents. Replicas

in lower layers are a subset of upper layers. The top node contains the original

collection. Then, the most frequent accessed documents will be most likely to

be replicated and will be closer the user cluster. A selection algorithm decides

the most relevant replicas for each query, which maintains a high precision while

searching in just a portion of the dataset. It is proven that partial replication

achieves better performance than caching plain queries [2].
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However, this is not a good approach for audio identification systems be-

cause a bad decision made by the algorithm may lead to a search into a non-

relevant replica and therefore no results or wrong results will be returned. Z.

Lu & K. McKinley achieved a precision loss between 8.7% and 14.2% for the

top 30 documents on text information retrieval systems while our precision lost

remains below 2% for audio identification systems.

Among those research projects, a two-level cache for IR search engines ap-

proach improves the performance using a static cache in a first level and a

dynamic cache in a second level [4]. The static cache is built out of the query

logs that are selected from the hottest queries of the last 24 hours. This cache

stores the most frequent queries in a fixed period of time. Then, the dynamic

cache is updated using a well know LRU algorithm using the current queries

that the system receive. Figure 2.1 shows an example of a two-level collabo-

rative architecture. Both caches collaborate to improve the performance. The

static cache is queried first. In case the query does not hit it, the lookup process

is carried out in the dynamic cache. The query is only processed in the cluster

if there are not hits in both caches. However, this architecture will not per-

form well in audio search engines (and other multimedia search engines) since

it is really improbable to get an exactly same query several times. That is the

reason why the only viable way is to use partial replicas.

Thus, we propose an architecture that combines the advantages of partial

replication and two-level cache. Our architecture builds a static cache that

stores a partial replica of the dataset, instead of storing previous queries. This

has the advantage of reducing network latency and search time because, in case

of a cache hit, the search domain is just a portion of the whole domain and the

query is propagated through fewer machines in the cluster. Also, we provide a

second level dynamic cache that is refreshed in function of previous queries.

Some researchers have worked on probabilistic models to obtain a higher

cache ratio. For example, Lempel and Moran proposed a Probabilistic Driven

6



Figure 2.1 Two-level cache architecture for IR search engines.

Caching (PDC) for web search engines. This policy is extract probabilities from

active users that are currently searching high ranking pages [9]. However, our

research needs to extract the items that will reside in cache from queries that

were performed by users that are not currently active because the replacement

algorithm is not executed frequently.
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Chapter 3

Echoprint query Analysis

First, we analyzed how the search time is related to the size of the database

in an audio identification system. This task was done in incremental manner:

first a fixed number of songs were added to the system, second the search time

was evaluated and then repeated from the first step. Echoprint, which is an

open source music identification system, was chosen for this analysis because

its flexibility since code is available and it is possible to change the source code

to adapt it to our experiments. It relies on Apache Solr and Tokyo Cabinet.

In addition, it has the advantage of having easy-to-use client that is written in

Python.

3.1 Overview of Apache Solr and Tokyo Cabinet

Apache Solr is enterprise search engine that stores and indexes documents. It

is written in Java and provides an administration web interface. Documents

are composed of fields and each field has its own field type. Those documents

are indexed using an inverted index structure, as many information retrieval

search engines do. It can be distributed among multiple hosts in a highly
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scalable way. The score is obtained from the similarity between the query and

the documents in a Vector Space Model. Specifically, Solar implements the

term frequency-inverse document frequency model. Echoprint uses it to store

metadata of the song, i.e. track-id, author, title, length and others, and the

list of audio fingerprints of each song. It also extract the few best candidates

based on document search to later calculate the music histogram from those

candidates and get the best match as it will be explain the following chapters.

Tokyo Cabinet is a library (written in C++) of routines to manage a

database and Tokyo Tyrant provides a network interface to this database. This

database is a key-value store that is represented in a file as a B-tree or a hash

table. Collisions of hash values are handled by separated chaining. This key-

value store is needed to calculate the histogram because it can extract efficiently

the list of fingerprints from the track-id returned by Apache Solr. If the number

of elements of a bucket array is about half of records stored within a database,

although it depends on characteristic of the input, the probability of collision

of hash values is about 56.7% (36.8% if the same, 21.3% if twice, 11.5% if four

times, 6.0% if eight times) [11].

3.2 Echoprint architecture

Echoprint works with audio fingerprints, which are hash values that are gener-

ated by sampling audio. The overall hash rate is around 48 hashes per second

(8 frequency band, 1 onset per second and 6 hashed per onset) [1]. However,

Echoprint whiten the signal before generating the audio fingerprints in order

to improve robustness. As it was explained before, the database stores a set

of tracks and each track consist of an ID and metadata. An important char-

acteristic is that each track is split into 60 second segment and each segment

overlaps 30 second with the next one. This is done to decrease bias that can

be introduced by longer songs (longer songs might achieve a higher number of

hash matches).
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Figure 3.1 Two-level cache architecture for IR search engines.

Figure 3.1 shows the process of identify music since it is sampled until the

histogram is calculated and matched to find the best candidate. Once the hash

values have been generated, those values are sent to Echoprint server. After

that, the inverted code index (Apache Solar) is consulted and it returns a list of

candidates. The next step is to get all the hash values from the key-value store

and calculate the histogram to get the best result. Experience has shown that

usually the inverted code index return more than one candidate and it is need

to generate the histogram. Otherwise, it would not be necessary to generate it.

Audio is sampled and encoded in order to obtain its fingerprints before

a query can be processed. The matching algorithm can be divided in two

stages: a first stage in which the best candidate documents are selected from

the document database (Apache Solr for Echoprint where the documents are

represented as an inverted index) and a histogram matching stage in order to

select the final document (song) that will be returned. Algorithm 1 shows a

simplified pseudo-code of the matching process.

The fingerprints of the sampled audio are queried against the document

database. The document database server returns the 30 douments with high-

10



Figure 3.2 Histogram matching example

est document score. Only 30 documents are selected to reduce computation

in the second stage (histogram matching) because matching the histogram is

computational expensive. The score is computed according to the occurrences

of each fingerprint in the document. From our experience, the number of candi-

date documents is very likely greater than a document since is very common to

find fingerprints overlapping among documents. If the document database re-

turns more than a document and the top document score is higher than a given

threshold α (α = 0.05 * length of the query as default), the second stage of the

algorithm executed. Otherwise, Echoprint will not return any song since the

there are not enough occurrence of the fingerprints in the returned documents.

A histogram is computed per candidate document. The keys of the can-

didates are extracted from the key-value store (Tokyo Cabinet). Each bucket

of the histogram contains the number of query keys that match the candidate

keys for a particular time offset. This is done to calculate the amount of keys

that occurs in order even if the query belongs to a different section of the song,

query and candidates might not be aligned. The score of the histogram is the
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total of the top two histogram buckets. Figure 3.2 shows an example of a his-

togram with score 80, this is because the total of the top 2 buckets make 80 (50

+ 30). Then, the histogram score of the best candidate must be greater than

α. However, the candidate with highest score has to be significantly greater

than the candidate with the second best score to assure than it is a positive

match. Two more checks are needed in order to accomplish the previous con-

dition. The histogram score must be greater than a threshold β (β = 0.25 *

original document score for the best candidate document). In addition, the

difference between the histogram score of the first and second best candidates

must be greater than a threshold γ (γ = 0.33 * histogram document score for

best candidate document).

Algorithm 1 Simplified pseudo-code for the search algorithm in Echoprint

1: procedure Search

2: fingerprints← Sample audio

3: candidates← getCandidateSolr(fingerprints)

4: i← 0

5: songID← -1

6: maxScore← 1

7: while i < 30 do

8: score← histogram(cadidates, i, fingerprints)

9: if score > maxScore then

10: maxScore← score.

11: songID← cadidates[i]

12: i← i+ 1

13: if maxScore > threshold then

14: return songID.

12



Figure 3.3 Latency vs. Database size in Echoprint

3.3 Experimental results

In order to find out how to reduce the search time, we performed a battery of

queries to observe how the response time varies in function the database size.

We sampled 10 seconds of audio from 500 songs and requested Echoprint to

recognize those songs. The requests were carried out in a sequential way, i.e.

one by one and the elapsed time, from the beginning of the first request until

the end of the last request, were recorded. This process was repeated adding

more music to the database in an incremental manner to increase the size of

the database in order to check how the system behaves.

Figure 3.3 shows that the response time per workload grows almost linearly.

However, it is not a perfect line since the line wiggle when the database size

varies. The explanation of this behavior is that the hash values of each song

reside in a key-value store which maintains a hash table to keep all the records.

So, the response time is affected by the load and distribution of the hash buckets

in the table. In summary, the response time is affected by the size of the

database linearly and thus it is desirable to reduce the search domain as much

as possible to speed the query process up. Next chapter explains the proposed

cache design based on partial replication with its advantages and disadvantages.
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Chapter 4

Design and implementation

The design of our static cache and replacement algorithm requires an auxiliary

query log to keep trace of the requests that arrive to the system. A benchmark,

which is also needed for evaluation and evaluation purposes, requires a simulator

to emulate how real world queries arrive to an music identification system. In

this chapter we will cover the design and implementation of: a query log, the

static cache based on partial replicas, the DerPop algorithm and the simulator

for our new benchmark for audio identification systems.

4.1 Query log

The query log stores the response of every request that successful arrives to the

search engine, that is every request that finds a match song in the database.

Our cache algorithm DerPop predict the most popular items from this log using

derivative as we will see in the next chapters. SQLite[10] was used to implement

the log due to its portability and simplicity to maintain which is suitable for

prototyping.This log contained more than 4 millions records after development

and evaluation. Each record of the log is a quintuple r = (id, q, t, h, τ) where:

14



• id is the ID of the returned song for this query.

• q is time that was required to find the song in Apache Solr.

• t is the time that was required o perform the query.

• h is a boolean that indicates whether the song was found in cache or not.

• τ is the time-stamp of the query.

4.2 Partial replica design

Since it is not feasible to store previous queries in cache and after analyzing

how the system manages a single query, we came out with a solution that

combines partial replication and static caching. Caching most frequent queries

is not a good idea considering that the probability of receiving the same query

more than once is very low. This issue appears because of noise when sampling

and length and offset from the beginning of song when it is sampled. In the

case a collection was queried frequently, it would be a good idea to have a two

level architecture where the first level contains subset of the collection, i.e. this

subset could handle a request in a shorter period of time, and only in the case no

match is found in the first level, second level would get and handle the request.

Formula 4.1 models the response time where hr(q) is the hit ratio, C(q) is the

cache search time, Comm(q) is the communication time and S(q) is the search

time. There is a penalty when there is not a hit in the static cache because

it is necessary to lookup in both static cache and database and also there is

a communication delay. We proved in Chapter 5 that even for low cache hit

rates, our solution outperforms the original scenario.

T (q) = hr(q) ∗ C(q) + (1− hr(q)) ∗ (Comm(q) + S(q) + C(q)) (4.1)

The main characteristic of a static cache is a low refresh rate. This cache is

updated at the end of a time frame, in contrast of a dynamic cache that just

15



update the entries that are being accessed within a short period of time. The

replacement algorithm chooses records in the previous time frame analyzing

the query log presented in the Section 4.1. The length of the time frame is

configurable to make the most of each application. It might involve some tuning

to select the values that are more suitable for each application and hardware

architecture. Generating the cache could be time consuming depending of its

capacity, which is also a configurable parameter. A double buffer technique is

used in the replacement process to mitigate that issue. So, a new static cache

will be ready when the replacing process is completed. The previous cache will

be available until the replacement process is finish. This way we assure that

there is always a static cache working in the system. However, this scheme can

be used in other kind of scenarios. For instance, video identification systems,

any kind of identification systems or databases in which only one result is

relevant.

This design has several advantages over the original audio search engine

without static cache. First, each cache hit will reduce the computation time

giving a faster response to the user and therefore the amount of search traffic

will be higher, which is very desirable in a search engine. In addition the number

of I/O operations will be lower in the case of a cache hit because the number

of records that will be accessed is lower compared with an architecture without

our static cache. Resources can be used in a more intelligent way because a

high amount of QPS can be achieved utilizing less CPU and memory, this can

be seen as a save of hardware and energy. Despite of this static cache just

store a subset of the whole domain, it is loosely coupled. Figure 4.1 shows

the high level architecture of our static cache design and how both, cache and

database, can work independently even if one of then fails. This provides a

fault-tolerant schema that mitigates the risk of a machine failure. The static

cache is composed of an instance of the key-value store and an instance of the

document database. In essence, it is just a replica that stores less items to
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Figure 4.1 Architecture of Static Cache based on Partial Replicas for Echoprint

speedup the search time.

There is an issue with this solution, the static cache may return false posi-

tives which decrease the precision of the solution. However, it has been proved

in Section 5.2 that this issue can be mitigated by increasing the search algo-

rithm thresholds (α, β and γ). Therefore, there is a trade-off between the cache

hits and precision in the search engine. Moreover, the size of the cache deter-

mines the cache hit ratio. A high cache ratio is achieved using a larger cache

but the search time will also be higher than using a shorter cache. This is why

it is important to adjust the cache size to the necessities of the user checking

historical data from the query log.

4.3 Popularity caching

High cache ratios are achieved when items with high probability of being re-

quested are in cache and those requested items follow a power law distribution

in most of the database systems. The decision of which items will reside in

cache is taken by the replacement policy algorithm. Static caches invoke the

replacement algorithm less often than dynamic cache and it allows to have more

complex algorithm without harming performance. For those reason, a model

that can predict what will be the most popular item in the near future will
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obtain a good cache performance.

DerPop is a novel cache replacement policy that predict the popularity of

a item based on previous requests using derivatives. First, we need to define

popularity. Popularity measures the number of request of an item in a given

period of time. The most requested items in a time-frame are the items with the

highest probability in that epoch. So, we need to predict whether the popularity

of an item will increase or decrease in the next time-frame. An efficient way to

predict that is calculating the derivative of the number of requests in function

of time. Furthermore, a score function is need to determine the popularity of

the items. The items with highest populaity will be included in the next time-

frame cache. Equation 4.2 predicts the number of request a item will receive

within the next time-frame, where n(s, t) is the times a song s was requested

in the time-frame t and length(t) is the length in minutes of the time-frame.

Considering that S songs were requested in a time-frame t, then the score must

be calculated S times, once per song requested. The time-frame must be long

enough in order to amortize the calculation. Once the score is calculated, the

songs are sorted by score and the best ones are added to the cache.

score(s, t) =
△n(s, t− 1)

△t
lenght(t) + n(s, t− 1) (4.2)

This model is not completely accurate because the velocity of the requested

song change depending on the users’ patterns, which it is impossible to de-

termine beforehand. For this reason, we present MixPop, another cache re-

placement policy algorithm that select 20% of the items using LRU and 80%

of the items using DerPop. Chapter 5 will show that both algorithms are able

to predict well users’ patterns for audio identifications systems and get better

performance than LRU.

DerPop and MixPop were implemented using SQLite and Python. The

algorithms perform a query agaisnt the query log database in order to calculate

the number of requests and derivatives of each song.
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4.4 Benchmark

In this work, a benchmark was designed and implemented to test the per-

formance of of audio identifications system because the lack of available real

world data. This benchmark reproduce the behavior of users’ listening pat-

terns extracted from [7]. Those patterns were extracted and encode into our

benchmark.

In this versions, the benchmark consist of 4 patterns, each pattern has a

weight that goes from 0% to 100%. The summation of the weight of all the

patterns always has to be 100%. In addition, the benchmark also represent

different time-frames. Figure 4.2 shows these four patterns with 10 time-frames

each one. For example, if 200 songs are added to the time-frame number 5, then

50 songs will belong to the pop pattern in and each one will be requested 100

times (5000 pop requests in total). Therefore, a song will be requested as many

times as indicated in the graph per time-frame. Songs from each time-frame

will move to the next one when the current iteration finish (songs in the last

time-frame will move to the first one for simplicity). As prerequisite, a song

can belong to one and only time-frame and pattern. Each iteration generates

a workload that is executed by the audio identification system to evaluate the

cache algorithms. LRU requires only two iterations of the benchmark to cor-

rectly measures its performance. On the other hand, DerPop and MixPop need

at least two iterations to calculate with accuracy the derivative of each song.

This benchmark returns the QPS, total time needed to execute all the queries

and the cache hit ratio.
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Figure 4.2 Simulation patterns used for our benchmark.
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Chapter 5

Evaluation

This chapter reports the results of testing the presented cache replacement

algorithms using the benchmark from the Section 4.4. Section 5.1 explains the

machines configuration and utilized workloads. Section 5.2 discuses the effect

of our static cache scheme on the false positive ratio. Section 5.3 compares the

overhead of completely update the cache in function of the chosen algorithm

and Section 5.4 evaluates the performance of the 3 replacement algorithms in

terms of hit ratio and QPS.

5.1 Experiments setup

The experiments were carried out in two machines. First one was used for the

static cache, it is an Intel Core i30 530 (2 cores and 4 threads) and 4 GB of

RAM memory. The second machine is an Intel(R) Xeon(R) CPU E7- 4807 @

1.87GHz and 256GB of RAM memory (using only 8 threads with taskset within

a single processor). This machine was used as the main database that stored

132728 songs in 17831 MB of hard disk space. This machine is able to deliver

7.5 QPS without using our optimizations. We will see in Section 5.4 that the
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use of a static cache combined with our algorithms can increase the queries

delivered per second. The test workload consist of 2500 queries extracted from

2500 different songs and sampling 10 seconds from each one.

5.2 Static Cache accuracy

Since the result of a query depends on the distance of the fingerprints, look-

ing up in a smaller data-set may lead to false positives when searching in the

static cache. For this reason, we tested the false positive ratio against the orig-

inal search algorithm and then incremented the threshold to mitigate the false

positives issue without affecting performance. Figure 5.1 shows that the false

positives remain under 2% after modifying the threshold. False positives are

higher when the hit ratio is low because the search algorithm is not accurate

when relative distance of the stored fingerprints is low, this happened because

the cache was filled with random songs. For high cache hit ratio, the relative

distance among the fingerprints was adequate of obtain a good precision. How-

ever, the false positive ratio remains under 2% with our modified algorithm

with higher threshold even for low hit ratios. This false positive ratio is accept-

able for MIR systems. The modified thresholds used for this experiment are

the following:

• α = 0.10 * length of the query as default.

• β = 0.50 * original document score for the best candidate document

• γ = 0.33 * histogram document score for best candidate document

5.3 Replacement algorithms overhead

Adding functionality to a system introduces overhead. In addition of the com-

munication overhead, caches introduce overhead when updating its entries. The
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Figure 5.1 False positives of the static cache comparing the original and modified

threshold

replacement overhead will also depends on the time-frame size. So, longer time-

frames will introduce lower overhead according to the amortized analysis.

The replacement procedure can be split into three main parts: selecting the

best items, cleaning the cache and filling the cache with the new best candidate.

Selecting the best candidates is performed by SQLite and the elapsed time is

proportional the the length of the time frame. However, cleaning and filling

the cache is linearly proportional the the size of the cache. This two processes

determines the total overhead since filling the database is time consuming. It

is worth stressing that MixPop needs to perform two queries to obtain the

best candidate and therefore, as Figure 5.2 shows, MixPop produces a higher

overhead than LRU and DerPop. On average, DerPop and MixDer were 15.76

and 49.21 second slower than LRU respectively.
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Figure 5.2 Time required for each replacement algorithm to update the cache

5.4 Replacement algorithms performance

Finally, we evaluated the performance of our algorithm in terms of cache hits

and QPS. Cache hit ratio is a good indicator of how appropriate is the re-

placement algorithm. Moreover, final users are more interested on high-traffic

properties for online services as Echoprint. We ran the experiments using two

cache sizes: 100 and 200 songs, (this was because of limitations in the test

workload and copyright issues). In both cases, we tested the three algorithm

using our benchmark with 4 different size of workload: 9105 (800 unique songs),

18210 (1600 unique songs), 27315 (2400 unique songs) and 36420 (3200 unique

songs) requests per time-frame. MixPop was tested using 9 diferrent paraments.

The notation for this algorithm is composed of the keyword mix and the used

percentage for LRU. For example, mix20 is composed by selecting 20% of the

songs using LRU and 80% using DerPop.

Figure 5.3 and Figure 5.4 compare the hit ratio for the 3 algorithms (DerPop,

LRU, mix20, mix40, mix60 and mix80). Table 5.1 and Table 5.2 shows the cache
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Figure 5.3 Cache hit using a cache wit 100 songs.

hit ratio and QPS for LRU, DerPop and 9 MixPop replacement algorithms.

DerPop and MixPop get a similar hit ratio, when reserving at least 40% of

the songs for DerPop. For lower percertanges, MixPop performance decreases

and performs a bit better than LRU. While DerPop performs slightly better

than MixPop for low requests per time frame, MixPop is slightly better for

high requests per time-frame. Furthermore, the 3 algorithms perform similar

with a cache of 100 songs and high requests. This is because most popular

songs does not fit in cache and therefore the hit ratio is low. Anyway, LRU

always perform worse than popularity driven algorithm that outperform LRU

by 132% and 145% respectively in the best case. In the best case for LRU, it is

only outperformed by 15% and 9% (mix20 which is the best case for MixPop)

respectively and this happens with a cache of 200 songs and 9105 requests (800

unique songs). So, 25% percent of the songs fits in cache leading to a good

behavior of LRU.
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Figure 5.4 Cache hit using a cache wit 200 songs.

Figure 5.5 and Figure 5.6 shows that the QPS and hit ratio graph follows the

same pattern, this is, a high cache ratio leads to high QPS. Echoprint without

static cache was able to carry out 7.5 QPS. Static cache using any of this 3

algorithm beat the original systems in 181%, 261% and 214% respectively in

the best case. Moreover, DerPop and MixPop achieve 48.3% and 50.2% more

QPS than LRU.
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Figure 5.5 QPS using a cache with 100 songs.

Figure 5.6 QPS using a cache with 200 songs.
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Hits QPS

Queries 9105 18210 27315 36420 9105 18210 27315 36420

lru 0.4266 0.1814 0.1501 0.1448 13.73 9.12 8.86 8.84

der 0.5660 0.3948 0.2720 0.1568 16.45 12.07 10.69 9.22

mix10 0.5956 0.4143 0.2760 0.1939 15.96 12.20 10.05 8.96

mix20 0.5669 0.3872 0.2491 0.1869 16.83 12.20 9.72 9.17

mix30 0.5239 0.3924 0.2778 0.1948 14.77 11.44 10.01 9.08

mix40 0.5065 0.4116 0.2723 0.1887 15.21 12.80 10.11 9.18

mix50 0.5046 0.3794 0.2801 0.1866 14.99 11.23 9.92 9.15

mix60 0.4662 0.3641 0.2807 0.1995 13.37 11.93 10.08 9.14

mix70 0.4768 0.2925 0.2479 0.1802 13.57 10.09 9.39 8.74

mix80 0.4094 0.2622 0.2081 0.1822 12.29 9.86 9.24 8.84

mix90 0.3708 0.2294 0.1824 0.1765 12.00 9.60 8.79 9.08

Table 5.1 Cache hits and QPS table for a cache of 100 songs.
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Hits QPS

Queries 9105 18210 27315 36420 9105 18210 27315 36420

lru 0.6412 0.4002 0.2228 0.1859 21.03 12.61 9.67 9.10

der 0.7417 0.5658 0.4289 0.4329 26.99 17.17 13.06 13.50

mix10 0.6513 0.5502 0.4355 0.4460 20.54 16.56 13.22 13.92

mix20 0.7002 0.5768 0.4355 0.4382 23.42 16.27 12.96 13.27

mix30 0.6738 0.5338 0.4279 0.4562 22.42 16.23 12.88 13.76

mix40 0.6764 0.4775 0.4172 0.4552 21.82 14.00 12.84 13.50

mix50 0.6493 0.4767 0.4123 0.4157 19.99 13.48 13.00 12.36

mix60 0.6864 0.4567 0.4045 0.4021 23.88 13.08 13.01 11.98

mix70 0.6647 0.4700 0.3929 0.3434 21.34 13.31 12.11 11.26

mix80 0.6552 0.4604 0.3485 0.2872 21.12 13.85 11.51 10.90

mix90 0.5907 0.4038 0.2889 0.2319 16.71 12.08 10.40 9.47

Table 5.2 Cache hits and QPS table for a cache of 200 songs.
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Chapter 6

Conclusions and Future Work

In this paper, we have proposed a new caching architecture for information

retrieval systems that improve the performance when the cache most popular

items reside in cache. This cache schema is the most feasible solution for MIR

system since it is very improbable to receive similar queries twice within the

near future. Moreover, we modified the original search algorithm to maintain a

low false positive ratio when using our static cache schema. This ratio always

remain below 2% in our experiments. We created a benchmark to evaluate

performance in terms of QPS and cache hit ratio for audio identification systems

based on previous users’ listing patterns to overcome the necessity of real world

data. And we presented DerPop and DerMix, two popularity driven cache

replacement algorithms, that outperform the well-known algorithm LRU by

132% and 142% in terms of cache hit ratio.

Future work will follow these directions:

1. More evaluation and testing of DerPop and MixDer using different work-

load and scaling the problem size.

2. Implement and evaluate DerPop and MixDer on other IR systems.
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3. Improve our benchmark for audio identification systems to measure other

variables like the response time per query and model new users’ listening

patterns.

4. Test our algorithm with real world data.
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