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Abstract 

Improving Memory System 
Performance through Exploiting 
Asymmetries in Heterogeneous 

Memories 
 

Yuhwan Ro 

Intelligence Systems 

Department of Transdisciplinary Studies 

The Graduate School 

Seoul National University 

 

The memory system in computing systems has a significant impact 

on application performance. Therefore, it is important to improve 

memory system performance, which comes from various factors 

such as intrinsic access latency/bandwidth and microarchitecture of 

the main memory device (e.g., DRAM), total memory capacity, and 

memory controller design (including the control method based on 

device characteristics). First, we focused on DRAM access latency, 

which often directly affects the application execution time. This is 

more critical for applications where lack of locality or memory-

level parallelism is observed. However, reducing it by generation 

has been slow compared to enhancing DRAM capacity and 

bandwidth. Although low-latency DRAM organizations have been 
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introduced, they increase the chip dimensions substantially or 

require software modification due to access latency non-uniformity. 

Moreover, most reduce row activation and precharge time rather 

than column access latency which is more critical. Next, we focused 

on memory capacity as satisfying the demand for higher memory 

capacity is a major problem for computing systems. Conventional 

solutions are reaching those limits, so DRAM/NVM hybrid main 

memory systems that consist of emerging Non-Volatile Memory 

(NVM) for large capacity and DRAM last-level cache for high 

access speed were proposed to make further improvements. 

However, in these systems, the two device types share limited 

memory channels (or ranks) where NVM channels (or ranks) are 

often less utilized than DRAM ones. This causes an imbalance in the 

use of every channel (or rank), deteriorating memory system 

performance when an application needs moderate bandwidth. Last, 

we also focused on the performance of NVM. Phase Change 

Memory (PCM) is a promising NVM candidate for DRAM/NVM 

hybrid main memory systems due to its merits of high capacity and 

low standby power. However, the poor write performance is a 

critical issue for full adoption as main memory devices. Due to the 

high write power consumption and high write latency, the PCM’s 

write throughput is severely limited under chip power restriction. 

To overcome the three aforementioned limitations, we propose 

three novel techniques to improve memory system performance. 

First, a DRAM microarchitectural technique, SOUP (Skewed 

Organization of µbanks with Pipelined accesses), is proposed to 
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provide uniform low column access time over the entire DRAM chip 

by leveraging asymmetry in column access latency within a bank 

due to non-uniform distance to the column decoders. By starting 

I/O transfers as soon as data from near cells arrive instead of 

waiting for the entire column data, SOUP saves three memory clock 

cycles for column accesses to all banks. In our evaluations, SOUP 

improves IPC and EDP by up to 7.7% and 12.2%, respectively, over 

the baseline DDR4 device for memory-intensive SPEC CPU2006 

workloads while incurring negligible area overhead. Second, for 

DRAM/NVM hybrid main memory systems, we propose a load 

balancing technique between DRAM and NVM channels (or ranks) 

called OBYST (On hit BYpass to STeal bandwidth) which improves 

memory bandwidth by selectively sending read requests that hit on 

the DRAM cache to NVM instead of busy DRAM. We also propose 

an inter-device request scheduling policy optimized to OBYST. 

With negligible area overhead, OBYST improves bandwidth, IPC, 

and EDP by up to 22%, 21%, and 26%, respectively, over the 

baseline without bandwidth optimizations. Last, a PCM write 

throughput improvement technique called Reset-In-Set is 

proposed, which enables the PCM to concurrently execute more 

write requests by reducing the peak power of multi-bit writes. The 

peak write power reduction is achieved by delaying short ‘0’ writes 

until the lowest power region of long ‘1’ writes. This technique 

decreases the average PCM write latency substantially and 

simulation results show that Reset-In-Set increases the 

performance of a system with DRAM/PCM hybrid main memory by 
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up to 44% with negligible implementation overhead. 

Consequently, we improve DRAM access latency and PCM write 

throughput by proposing SOUP and Reset-In-Set, respectively. 

These methods are effective independently for DRAM-only main 

memory systems and PCM-only ones as well as cooperatively for 

DRAM/NVM hybrid systems. OBYST also enhances the memory 

bandwidth of hybrid systems that consist of heterogeneous memory 

devices. 

 

Keywords : Memory system, DRAM, Access latency, NVM, Hybrid 

memory, DRAM cache, PCM write power 

Student Number : 2012-23871 
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Chapter 1 
 

 

Introduction  
 

The memory system in computing systems has a significant impact 

on application performance. Therefore, improving memory system 

performance is important to reduce the execution times of 

applications running on computer systems. The performance of 

memory systems depends on various factors. As far as the main 

memory level of memory hierarchy is concerned, critical factor 

examples are intrinsic access latency/bandwidth and 

microarchitecture of the main memory device (e.g., DRAM: 

Dynamic Random Access Memory), total memory capacity, and 

memory controller design (including the control method based on 

memory device characteristics). 

First, we focused on the access latency of DRAM, which has 

been used as the default device for the main memory. The latency 

                                            

This Section is based on [1, 2, 3].- © 2017 IEEE, IEICE 2017, and IET 2015 

Reprinted, with permissions from HPCA 2017, ELEX Volume 14 (2017) 

Issue 11, and Electronics Letters Volume 51 (2015) Issue 17. 
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has not been reduced as fast as the capacity and bandwidth of 

DRAM have grown. Accordingly, it is still more than 100 processor 

clock cycles [4, 5]. Caching and prefetching could not effectively 

hide this latency, especially when running applications without 

sufficient locality or memory-level parallelism. Although some 

prior studies have proposed DRAM architectures specially designed 

for low-latency, these increase the chip dimensions substantially 

[6] or require software/hardware modifications due to access 

latency non-uniformity [5, 7, 8, 9]. For instance, Reduced Latency 

DRAM (RLDRAM) [6] reduces access latency evenly over the 

entire chip at a huge area overhead, which amounts to 40-80% of 

the chip (based on DDR2 DRAM) [10]. To amortize this overhead, 

Chatterjee et al. [7] suggest adding RLDRAMs to store only critical 

words in the cache lines. Recently, new DRAM architectures have 

been introduced to minimize the area penalty by making only the 

center region of the chip faster (CHARM [5]), by partitioning each 

bitline into fast and low regions with an isolation transistor 

(Tiered-Latency DRAM [9]), and by combining two cells into one 

logic bit for a portion of the device (Multiple Clone Row DRAM [8]). 

However, these new memory devices with non-uniform access 

latency commonly need intrusive changes along the memory 

request and service paths in hardware and/or software. For 

instance, CHARM reduces activation time (tRCD) and precharge 

time (tRP) by populating fewer cells per bitline only for the center 

region close to I/O pads (lower column access latency). Therefore, 

CHARM has both fast (center) and slow regions, and modifications 
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in the memory controller are needed to control these separate 

regions. Moreover, the software should be changed to identify hot 

pages and allocate them to the center region of the chip. CHARM 

requires such criticality-aware memory allocation for robust 

performance. 

Moreover, most prior low-latency DRAM organizations focus 

on reducing tRCD and tRP [6, 7, 8, 9]. Only CHARM reduces them 

as well as column access latency (tCL) of a portion of the device. 

However, tCL is more critical for the system performance. 

Consequently, although there have been some proposals reducing 

the average DRAM access latency, they have their own limitations. 

Thus, reducing critical latency parameters by modifying only DRAM 

microarchitecture without significant area overhead is still 

challenging. 

Next, we focused on memory capacity. Despite the continuous 

increase in memory capacity, there has always been a demand for 

higher capacity due to the emergence of new data-intensive 

applications. For example, in-memory database [11], key-value 

store [12], and RAMCloud [13] keep their most critical data in main 

memory instead of disks to improve performance. Providing 

sufficient memory capacity is critical to these applications as a 

system with memory capacity lower than the working set of an 

application experiences a surge in page fault, leading to radical 

performance degradation [14]. However, increasing main memory 

capacity without growing the cost and power consumption of 

systems is getting harder for the following reasons: 1) DRAM 
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process shrinking slows down heavily over time [15] and 2) DRAM 

leakage accounts for a large portion of the system power 

consumption and grows with increasing the capacity [16]. 

To overcome these limitations, the ideas of utilizing Non-

Volatile Memories (NVMs), such as Phase Change Memory (PCM), 

Resistive RAM (ReRAM), and 3D XPoint memory with low leakage 

power and higher capacity compared to DRAM, as main memory 

have been proposed [14, 17, 18, 19]. The read latency values of 

these byte-addressable (c.f., block devices such as NAND Flash) 

NVMs are only several times longer than those of DRAM. Therefore, 

these NVMs are assumed as more promising DRAM alternatives 

than NAND Flash. However, directly replacing DRAM with emerging 

NVMs is impractical due to their limited write endurance (107–1010) 

and high write energy/latency [14, 18, 20, 21]. Instead, 

DRAM/NVM hybrid memory systems were proposed, where low 

capacity DRAM processes frequently accessed requests with lower 

latency whereas NVM maintains a large memory space with longer 

lifetime due to fewer accesses [14, 17, 18, 19, 26, 65, 66]. These 

systems have two ways to deploy DRAM: implementing DRAM as a 

software-transparent Last-Level Cache (LLC) or a software-

managed fast memory region. This thesis focuses on the former. 

To gain higher memory capacity without noticeably increasing 

the cost of systems, DRAM/NVM hybrid memory systems require 

the two device types to share the existing/limited interfacing 

resource for cost-effectiveness. That is, a subset of memory 

channels/ranks is allocated to NVM, decreasing the number of the 
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channels/ranks used by DRAM (other options are described in 

Section 2.3). However, the channels/ranks allocated to DRAM cache 

are often more heavily utilized compare to NVM. This causes an 

imbalance in the use of every channel/rank, deteriorating memory 

system performance when an application needs moderate bandwidth. 

Therefore, the ideas of utilizing NVMs to increase memory capacity 

face another critical obstacle. 

Last, we also focused on the performance of NVM. Phase 

Change Memory (PCM) is considered promising as NVM device for 

DRAM/NVM hybrid main memory systems due to its advantages 

such as solid process scalability and low leakage power [14, 19, 22, 

26, 65, 66]. However, its inferior write performance is an obstacle 

for it to be fully adopted as main memory. Its write latency is an 

order of magnitude longer than both its read latency and DRAM 

access latency. Multi-banking is an option, but power constraint per 

chip (302.4 mW [23] through 1.8 V supply voltage) and high per-

bit write power (1.5 mW/bit [24] consumed first by charge pump 

with 33.3% power efficiency) limit write throughput as well [23, 

25]. In serving bursty writes (especially using a write buffer), 

limited write throughput has a serious impact on performance. 

Therefore, increasing write throughput is very important. 

Previous studies have pursued reducing write latency, with 

limited success. In PreSET [26], because a ‘1’ (SET) write takes 

much longer than a ‘0’ (RESET) write, SET writes are performed in 

advance (when the cache line becomes dirty) if the PCM is idle. 

When a write request later arrives, PCM executes RESET writes 
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only. However, the requests without a chance to SET in advance 

experience the latency of normal writes. Our work, which also 

exploits this asymmetry, can be applied to the requests without 

opportunities to PreSET. Two-stage-write-inv [22] divides a 

write request into multiple iterations of multi-bit writes, where all 

SET operations are executed first, and then followed by RESET 

writes. Because SET write power is much smaller than that of 

RESET (assuming set-box programming shown in Figure 2.4), SET 

write time can be reduced by increasing the degree of write 

parallelism. It also utilizes data flipping for fewer SET writes. We 

also exploit SET/RESET power asymmetry, but we assume a more 

widely used cell programming technique called set-sweep (also 

shown in Figure 2.4). In write overlapping [27], multi-bit writes 

can partially be overlapped when extra power margin is available. 

Similar to our work, it exploits the lowest power consumption 

region of SET writes. However, it assumes that all bit-writes are 

SET writes when calculating the power budget. Write overlapping is 

used as the baseline in our evaluation. 

In [25], called Flip-N-Write, by utilizing read-before-write, 

PCM writes the only bits that need to be changed. If more than half 

of the bits need to be changed, PCM writes flipped data instead. 

This method can reduce power consumption by half and double the 

write throughput. In [23], with token-based power budgeting, the 

PCM controller dynamically decides when to service write requests 

by comparing the number of bits to modify with the number of 

available power tokens. These two studies are complementary to 
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our work, and in contrast to two-stage-write-inv [22], our work 

can be applied on top of Flip-N-Write. To the best of our 

knowledge, there has been no proposal that reduces the peak power 

of a single batch of multi-bit writes consisting of multiple RESET 

and SET writes. However, reducing this peak power enables the 

PCM to concurrently execute more write requests, hence increasing 

write throughput. 

In this thesis, we pursue three objectives: 1) reducing DRAM 

access latency, 2) increasing the effective bandwidth of the 

DRAM/NVM hybrid main memory systems, and 3) increasing PCM 

write throughput. To achieve these objectives, we propose three 

novel techniques that can improve the overall performance of 

memory systems. Note that we focus on the main memory level of 

the memory hierarchy rather than the processor-side cache 

composed of SRAM (Static Random Access Memory). 

First, this thesis proposes a DRAM microarchitectural technique 

to provide uniform low column access time (tCL) over an entire 

DRAM chip, and hence robust performance without requiring 

sophisticated, criticality-aware memory allocation. This technique 

is called SOUP (Skewed Organization of µbanks with Pipelined 

accesses), leveraging latency asymmetry within a bank to provide 

better-than-worst-case latency for column accesses. Each bank is 

divided into four segments depending on the distance to the column 

decoders. For column accesses, data from the nearest segment 

arrive at the global I/O MUX the earliest, and the farthest one the 

latest. Unlike the conventional DDR4 device, which waits for the 
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entire column data to arrive, SOUP starts I/O transfers as soon as 

the data from the nearest segment arrive, hence effectively 

pipelining cell array accesses and I/O operations. This saves three 

memory clock cycles (tCK) and can cooperatively work with the 

existing solutions. Our evaluation with single- and multi-

programmed workloads using SPEC CPU2006 benchmarks [28] 

shows that SOUP improves IPC and EDP by up to 7.7% and 12.2%, 

respectively, while incurring negligible area overhead. 

Second, for DRAM/NVM hybrid main memory systems, we 

propose a novel bandwidth balancing technique called OBYST (On 

hit BYpass to STeal bandwidth). OBYST improves effective 

memory bandwidth by moving a portion of loads from DRAM to 

NVM when DRAM utilization is relatively high. When a read request 

is issued, if 1) it hits the DRAM cache, 2) the corresponding cache 

line is clean, and 3) DRAM bandwidth is beyond a certain threshold 

and higher than NVM bandwidth, OBYST accesses NVM instead of 

DRAM. For 3), OBYST measures DRAM and NVM bandwidth for 

every time interval (e.g., 1 K memory clock cycles) and determines 

the target device (DRAM or NVM) which will be applied during the 

following time interval. OBYST also considers the number of the 

channels/ranks allocated to each device and whether DRAM 

bandwidth (or per-channel bandwidth if DRAM and NVM share the 

same channel) is beyond a certain threshold (e.g., 30% of peak). 

Sim et al. [29] proposed an alternative technique called Self-

Balancing Dispatch (SBD). For the memory systems in which 

processor-integrated die-stacked DRAM (on-chip DRAM) works 
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as a cache of off-chip DRAM, SBD compares predicted latencies 

(the number of requests waiting for the same bank multiplied by the 

typical latency of one request of the corresponding device) to 

select the target device (on-chip or off-chip DRAM) for hit read 

requests heading to clean cache lines. Even though SBD works well, 

OBYST is also compelling due to the following limitations in SBD. In 

balancing bandwidth, the number of pending requests does not 

precisely reflect current bandwidth (the former fluctuates more). In 

minimizing latency, latency prediction is less accurate due to 

influences from row-buffer states and request scheduling. 

We also propose an inter-device request scheduling policy 

optimized for the DRAM/NVM hybrid system adopting OBYST, in 

which DRAM and NVM share the same channel (i.e., separate ranks 

for each device). Even if DRAM requests have higher priority than 

NVM requests because DRAM works as a cache, the requests sent 

to NVM by OBYST also deserve high priority for better 

performance. On a PCM-based DRAM/NVM hybrid main memory 

system, we show through system-level simulation that OBYST 

improves memory bandwidth, IPC, and EDP by up to 22%, 21%, and 

26% ), respectively, over the baseline (without any bandwidth 

optimization) while incurring negligible area and dynamic energy 

overheads. 

Last, in this thesis, we propose Reset-In-Set which can reduce 

the peak power of PCM writes. Reset-In-Set is a novel PCM write 

scheme designed to improve write throughput by executing more 

write requests (batches) in parallel under a given power budget. 
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The key idea is to delay short RESET writes until they and long 

SET writes finish at the same time. Because we adopt the most 

widely used cell writing technique called set-sweep, SET write 

power decreases over time and delaying RESET writes reduces the 

peak power dissipation of a write batch. We set the peak per-batch 

write power in such a way that one or more batches being 

concurrently written consume close to the per-chip power budget. 

At the same time, the write latency of a batch gets longer in 

sporadic cases to meet the per-batch power limit. Reset-In-Set 

improves the performance of a system with DRAM/PCM hybrid 

main memory by up to 44% in SPEC CPU2006 benchmarks over a 

state-of-the-art baseline (write overlapping [27]), with negligible 

implementation overhead. 

Consequently, three proposed techniques (SOUP, OBYST, and 

Reset-In-Set) improve memory system performance 

independently or cooperatively. SOUP reduces the access latency 

of existing DRAM-only main memory systems or the DRAM cache 

access latency of DRAM/NVM hybrid ones. Reset-In-Set 

increases the write throughput of PCM-based main memory 

systems, such as DRAM/PCM hybrid ones. OBYST also enhances 

the memory bandwidth of hybrid systems that adopt any 

combination of heterogeneous memory devices. 
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1.1  Outline 
 

We introduce the organization of this dissertation as follows. 

In Chapter 2, we explain modern DRAM device 

organization/operation, existing low-latency DRAM architectures, a 

processor-memory interface, and PCM cell write methods. 

Furthermore, we introduce implementation examples of DRAM/NVM 

hybrid main memory systems and show their problematic 

performance degradation. 

Chapters 3, 4, and 5 describe the detailed designs and 

operations of the proposed techniques, which are SOUP, OBYST, 

and Reset-In-Set, respectively. Each of these chapters also 

contains the impact evaluation of each technique at a system-level 

performance. 

In Chapter 6, we briefly review the related works. Finally, 

Chapter 7 concludes this dissertation. 
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Chapter 2 
 

 

Background  
 

In this section, we briefly introduce the organization and operation 

of a modern DRAM device and existing low-latency DRAM 

architectures providing background knowledge to understand our 

proposal, SOUP. We explain a processor-memory interface in 

servers and personal computers, and the implementation examples 

of DRAM/NVM hybrid main memory systems. Then, by showing our 

simulation results, we present the problem to solve using our 

technique, OBYST. Last, to help understand the mechanism of our 

proposal, Reset-In-Set, we explain PCM cell write methods. 

 

2.1  DDR4 DRAM Device Organization 
 

Figure 2.1 shows a contemporary DDR4 SDRAM organization with a 

floorplan is depicted in Figure 2.1(a), which shows a hierarchical  
                                            

This Section is based on [1, 2, 3].- © 2017 IEEE, IEICE 2017, and IET 2015 

Reprinted, with permissions from HPCA 2017, ELEX Volume 14 (2017) 

Issue 11, and Electronics Letters Volume 51 (2015) Issue 17. 
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(a) DRAM floorplan

(b) Simplified data I/O flow block diagram
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Figure 2.1: Contemporary DDR4 SDRAM device 

organization. (a) A DRAM device takes a hierarchy of bank 

groups, banks, subarrays, and mats, where a mat is a basic 

building block consisting of a 2D array of DRAM cells. (b) 

Each bank group owns a local I/O MUX and all the banks in a 

device share a global I/O MUX. 32-bit data is distributed 

across 4 I/O pads (assuming x4 configuration) with 8 bits 

per each using DDRMUX (i.e., burst length is 8). 

structure. A DRAM device takes a hierarchy of bank groups, banks 

(e.g., 16 for DDR4), subarrays, and mats, where a mat is a basic 
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building block consisting of a 2D array of DRAM cells (e.g., 

512×512 bits). In a mat, the cells that share a local bitline (BL) 

form a column and those connected with the same sub-wordline 

(WL) form a row. A bitline sense amplifier (BLSA) detects and 

latches the value (0 or 1) stored in a cell within the selected row. 

The row data latched at the BLSA array are multiplexed into 32-bit 

global datalines and moved out from the bank. In turn, the data (32 

bits) arrive at I/O pads via inter-bank datalines and I/O MUXes 

(see Figure 2.1(b)). With DDRMUX, a part of the I/O pad, data is 

transferred through a 8-bit parallel bus. Since an I/O pad has only 

one transmission line per DQ (data pin) and transmitting per-pin 

bandwidth is much higher than bandwidth per internal wire (e.g., 2.4 

Gbit/s/pin vs. 0.3 Gbit/s per inter-bank dataline wire for DDR4-

2400), it is necessary to serialize data for boosting its speed. 

Accordingly, DDRMUX serializes 8 bit parallel data into burst length 

with 8, then transmits data through the channel. Unlike DDR3, DDR4 

adopts the bank group architecture to maximize internal bandwidth. 

An array of mats sharing a main wordline (main WL) in a bank 

is called subarray. While all mats in a subarray operate in tandem, 

multiple subarrays in a bank can operate independently. Therefore, 

ideally, DRAM operations that do not utilize global datalines and 

inter-bank datalines, such as activation, precharge, and refresh, 

targeting different subarrays can be overlapped in a bank [30]. 

Similar to previous generations, a typical DRAM access process 

with DDR4 devices is as follows: If a bank is idle, every BL is at 

half of (VCC+VSS), where VCC is logic ‘1’ and VSS is logic ‘0’. If an 
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activate (ACT) command arrives, the data of the target row will be 

latched in the BLSA array (row-buffer) and takes tRCD. Then, if a 

read/write (RD/WR) command is sent with specifying a column, the 

requested column data will be moved from (to) the row-buffer to 

(from) DQs, which takes tCL. In the meanwhile, BLSAs keep 

developing the differential BLs to VCC  and VSS. After tRAS from 

ACT, the data are restored to the cells. Once a precharge (PRE) 

command arrives, the bank will become idle (BLs will be precharged 

at half of (VCC+VSS)), which takes tRP.  

With aforementioned timing parameters, main memory latency 

depends on the DRAM bank state. There are two states each bank 

can have, precharged and activated. Depending on the state of 

target bank and target row, three cases of DRAM access latency 

can be introduced. The first case is row-buffer hit. If the target 

bank is in an activated state and the active row is the target row, 

the request can be serviced with a single read (RD) command and 

its latency would be tCL. The next case is row-buffer empty. If the 

target bank is in a precharged state, the target row should first be 

activated, which takes tRCD, and then can be read, which takes tCL. 

In the third case, row-buffer miss, if the target bank has a row 

active but it is different from the target row, the active row should 

first be deactivated before the target row becomes activated. 

Therefore, the latency would be tRP plus tRCD plus tCL. Note that, 

because all three cases have tCL, column access latency, it is the 

most critical DRAM timing parameter for main memory latency and 

the system performance. 
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2.2  Low-Latency DRAM Organizations 
 

There are existing DRAM organizations that provide uniform low 

access latency by employing High-Aspect-Ratio (HAR) mats. A 

HAR mat decreases the number of WLs per mat to reduce the 

capacitance of BL by connecting fewer cells to each BL. This can 

shorten activation (tRCD) and precharge (tRP) times because both 

tRCD and tRP are directly proportional to the BL (dis)charging time. 

Reduced Latency DRAM (RLDRAM) [6] uses HAR mats on an 

entire device for uniform low access time. However, a significant 

area overhead is introduced as BLSAs and wires are duplicated. For 

example, it amounts to 40-80% of the chip (based on DDR2 DRAM) 

[10]. To mitigate this overhead, Chatterjee et al. [7] suggest 

adding RLDRAMs to store only critical words in the cache lines. 

However, their approach requires extra memory controllers to 

support multiple types of DRAM devices and modifications to the 

MSHR to support fragmented transfers of a cache line over multiple 

channels. 

Recently, novel DRAM organizations with better-than-worst-

case latency for a portion of the chip have been proposed to 

mitigate the high device cost. CHARM [5] replaces mats at the 

center region of the chip with HAR mats. The center region has a 

lower latency than the rest of the chip not only for smaller tRCD 

and tRP with HAR mats but also for lower column access time (tCL) 

because of its close distance from I/O pads. Tiered-Latency DRAM 
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[9] inserts an isolation transistor on each BL and splits cells in a 

mat into near and far segments. When activating or precharging the 

rows in a near segment, BL capacitance is reduced by cutting off far 

segment side BLs, hence yielding lower tRCD and tRP. Multiple 

Clone Row DRAM [8] speeds up accesses by multiplying cell 

capacitance. It combines multiple DRAM cells into one logical cell to 

increase (logical) cell capacitance at the cost of reduced memory 

capacity. All three examples above make DRAM a two-level NUMA 

device with asymmetric access latencies. 

However, these emerging asymmetric DRAM devices need 

intrusive changes along the memory request and service paths in 

hardware and/or software. Frequently accessed memory pages (hot 

pages) must be identified ahead of, or during execution, and 

allocated to fast regions. Annotating those hot pages while writing 

applications or profiling them during test runs is possible, but the 

memory access behaviors fluctuate over time and vary depending 

on input datasets in many applications. This makes the 

annotation/profiling-based techniques meaningless. 

Furthermore, except for CHARM, most prior low-latency 

DRAM organizations reduce tRCD and tRP. Even in CHARM, tCL is 

reduced only for a portion of the device. However, tCL directly 

affects the system performance more than the others, as we 

explained previously. 

 

2.3  Sharing Channels or Ranks of DRAM and NVM 
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The number of memory channels and ranks have substantial 

impacts on the performance of computer systems. Figure 2.2(a) 

shows a processor-memory interface in servers and personal 

computers. This interface connects a memory controller and Dual 

In-line Memory Modules (DIMMs) through on-board or on-

package memory channels. A processor often has several memory 

channels (CH0-3 in Figure 2.2(a)) each functioning independently 

of each other. Therefore, as the number of channels grows, both 

maximum and effective memory bandwidth are improved owing to 

more parallelism. A DIMM has one or more ranks. Consequently, 

the multiple ranks (RANK0-3) are connected to a single channel. 

As multiple banks in a rank operate in parallel (BLP: Bank-Level 

Parallelism), these ranks attached to a channel also operate in 

parallel (also called BLP in a wide sense). Thus, as the number of 

ranks per channel grows, effective memory bandwidth is improved 

due to an increase in BLP. 

The number of memory channels is limited by the pin count of a 

processor, and the number of ranks is limited by the signal integrity 

of electrical lines forming a channel. To implement DRAM/NVM 

hybrid systems, two device types share the existing memory 

channels or ranks. Even if some previous studies propose different 

interface types (using optical interconnect [31], separate PCI 

Express channel, or on-chip DRAM [18]), these proposals are less 

mature or not cost-neutral. [19] shows a DIMM architecture 

including DRAMs, PCMs, and a PCM controller; a preferred 

pragmatic near-term solution would be to give processors control  
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Figure 2.2: (a) Processor-memory interface for a DRAM-

only system and (b) two baseline DRAM/NVM hybrid main 

memory structures. 

of both DRAM and NVM through conventional DIMM form factors. 

 

2.4  Baseline DRAM/NVM hybrid memory structures 
 

For the aforementioned reasons, we choose the DRAM/NVM hybrid 

systems replacing a subset of DRAM DIMMs with NVM DIMMs [17, 

18] as baseline architecture. Among our two baseline structures 

(Figure 2.2(b)), the left system allocates a subset of its memory 
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channels to NVM (SC: separate channel for NVM), whereas the 

right system allocates a subset of the ranks on each channel to 

NVM (SR: separate rank for NVM). The ratio of the number of 

DRAM DIMMs to that of NVM DIMMs is optimized based on the 

trade-off between DRAM bandwidth and NVM capacity. For both 

the SC and SR examples in Figure 2.2(b), those ratios are set as ‘1’. 

Although the DRAM-only system in Figure 2.2(a) is configured 

to have the largest DDR4 Registered DIMM in the market (256 GB 

in total), the capacity of SC/SR in Figure 2.2(b) is 1 TB excluding 

DRAM cache thanks to the higher scalability (8× [21]) of NVM 

than that of DRAM. 4 GB single-rank DRAM DIMMs are used 

instead of 32 GB DRAM DIMMs for SC/SR (Figure 2.2(b)) because 

DRAM cache size is limited by the feasibility of storing a portion of 

DRAM cache tag information in the processor. Many DRAM cache 

studies suggest storing a part of tag information in the processor 

and an entire tag array in DRAM to mitigate performance overhead 

from DRAM accesses due to tag lookups [32, 33]. We leverage the 

idea of ATCache [33], which caches some of the tags into the 

processor. The storage size of the tag array managing a 16 GB 

DRAM cache (Figure 2.2(b)) is 512 MB with the cache line size of 

64 B, and we assume using a 2 MB tag cache that consists of SRAM 

[33]. 

 

2.5  Performance Degradation by Sharing Channels or 
Ranks 
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Figure 2.3: Performance comparison between DRAM-only 

systems and DRAM/NVM hybrid systems. 

Figure 2.3 compares the performance of DRAM-only systems and 

DRAM/NVM hybrid systems on 16-core chip-multiprocessor 

system simulation (refer to details in Section 4.4). The baseline is 

DO-4C4R, the DRAM-only system with 4 channels and 4 ranks per 

channel (Figure 2.2(a)). DO-2C2R has only the DRAM channels of 

SC, DO-4C1R has only the DRAM ranks of SR, and SC and SR are 

the ones shown in Figure 2.2(b), respectively. We focus on 

applications whose primary working sets fit in memory; hence, all 

the system configurations have the same page fault counts. 

Because DRAM, not NVM, processes most memory requests, 

the performance of SC and SR closely follows that of DO-2C2R 

(fewer channels) and DO-4C1R (fewer ranks). SC (SR) performs 

worse than DO-2C2R (DO-4C1R) due to the additional traffic for 

cache management. However, for MICA, a key-value store 

application, SC (SR) outperforms DO-2C2R (DO-4C1R) owing to  
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Figure 2.4: PCM cell write power profiles. 

high channel (rank) utilization allocated to NVM. SC performs worse 

than SR because the number of channels affects memory bandwidth 

more directly than the number of ranks does. Finally, although SC 

and SR perform worse than the DRAM-only system (DO-4C4R) in 

simulation, adopting DRAM/NVM hybrid system still could be 

justified for the merit in large capacity. If the primary working set 

of an application is much larger than the capacity of the DRAM-

only system, the hybrid memory systems can outperform the 

DRAM-only system. [14] shows that 4× main memory capacity 

reduces page faults by 5× and provides a speedup of 3×. OBYST 

makes this even more attractive. 
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2.6  PCM Cell Write Methods 
 

The value stored in a PCM cell is changed by current-driven 

thermal stimulus. Figure 2.4 shows the write power profiles that 

change the cell values. Writing a RESET (logic 0) consists of 

melting and fast cooling procedures by ‘RESET pulse’. For writing a 

SET (logic 1), there are two popular methods: set-sweep and set-

box programming [34, 20, 35]. The former is melting then slowly 

cooling a cell by ‘SET pulse (set-sweep)’, whereas the latter 

applies medium heating for a longer period by ‘SET pulse (set-

box)’. Set-sweep is more widely used in industry for its 

robustness in process variation [27, 34, 20, 35] and we also 

assume to use it. 
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Chapter 3 
 

 

SOUP: Reducing DRAM Column Access 
Latency  
 

This section introduces SOUP (Skewed Organization of µbanks with 

Pipelined accesses), a low-cost DRAM microarchitectural 

technique proposed to reduce column access latency (tCL) 

uniformly over an entire chip with a negligible area overhead. SOUP 

exploits serialization latency at I/O pads for data bursts, which 

offers timing slack for remote cells within a bank to be read, while 

transferring data from local cells simultaneously during a column 

access. 

 

3.1  Motivation 
 

Within a DRAM bank, the intrinsic column access latency differs 

depending on the distance from the column decoder. Figure 3.1(a)  

                                            

This Section is based on [1].- © 2017 IEEE 

Reprinted, with permission from HPCA 2017. 
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Figure 3.1: Design of SOUP (Skewed Organization of µbanks 

with Pipelined accesses): (a) changes in logical row 

composition and (b) intra-row pipelined access operations. 
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shows a bank. If we divide this bank into four subarray groups from 

Q0 (nearest) to Q3 (farthest) in the order of the proximity to the 

column decoder, the delay difference between Q0 and Q3 amounts 

to 3.7 ns at 22 nm technology according to our SPICE modeling 

(details in Section 3.5). This delay is longer than 3 tCK (even more 

than 4 tCK) in a DDR4-2400 system. 

We can achieve a better-than-worst-case column access 

latency by exploiting serialization latency at I/O pads for burst-

oriented data transfer, which is the norm in modern DRAM devices 

to exchange data with processors with limited pin count. For 

example, a 64B cache line is divided into 8 words (with 8 bytes per 

word), each being transferred at a rising or falling edge of the 

memory clock (DQS [36]). Thus, an entire cache line is transferred 

in four memory clock cycles. The cache line delivered through 

wider inter-bank datalines (say, 32-bit width) in parallel is 

serialized using DDRMUXes. This serialization latency provides a 

timing slack for data from the farthest segment (Q3) to be read, 

while those from the nearest segment (Q0) are transferred through 

I/O pads and DQs (data pins). 

 

3.2  Design of SOUP 
 

SOUP 1) partitions a single logical row into slices and interleaves 

them over the four latency segments (Q0 through Q3), and 2) starts 

a data burst for a RD command as soon as the data from the nearest 

segment (Q0) arrive. In this way, SOUP effectively overlaps 
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accesses to far segments with I/O transfers for near ones to save 

three memory clock cycles (tCK) for all banks. 

 

3.2.1  Modifications for the logical row composition 
 

SOUP decouples logical (addressable) rows from physical rows. 

Figure 3.1(a) compares the placement of a logical row in both a 

conventional DRAM device and SOUP. In both cases, four logical 

row types are shown in different colors. In SOUP, a single logical 

row is partitioned into four slices and interleaved over four 

segments (Q0 through Q3). Thus, once a RD command is issued, a 

quarter of column data coming from Q0 will arrive earlier than the 

other three quarters. The delay difference between Q0 and Q3 

segments amounts to more than 3 tCK (even more than 4 tCK) for 

DDR4-2400 devices at 22 nm technology. 

 

3.2.2  Column access example with SOUP 
 

Suppose a cache line has eight words (Word0-Word7) with 8 

bytes per word. As shown in Figure 3.1(b), SOUP places Word0/1, 

Word2/3, Word4/5, and Word7/8 to Q0, Q1, Q2, and Q3, 

respectively. Once a read (RD) command is issued, Word0/1 from 

the Q0 segment arrives at DDRMUX first, and then Word2/3, and so 

on. DDRMUX starts data transfers through DQs after Word0/1 

arrive (more precisely, waits for about 1 tCK to prevent a data 

bubble at DQs and then transfers Word0/1 for DDR4-2400 devices) 
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instead of waiting for the entire column data to arrive. Thus, tCL no 

longer includes the whole delay of the Q3 segment, allowing us to 

reduce tCL by several memory clock cycles. Although, within a 

bank, the delay difference between Q0 and Q3 amounts to 3.7 ns, to 

prevent a data bubble at DQs, tCL is 3 tCK (2.5 ns) shorter than the 

conventional in DDR4-2400 systems (tCL reduction is limited by 

the burst length). 

 

3.3  Implementation of SOUP 
 

To implement SOUP, DRAM should be able to activate four slices 

diagonally placed over four latency segments. To activate four 

subsets of mats within a subarray independently, we add four sub-

wordline driver array (SWD) select signals to each subarray (see 

Figure 3.2(a)). More specifically, existing pre-decoded signals (for 

selecting one of the four WLs associated with a main WL) are 

AND-gated with a SWD select signal. The height of the subarray 

(along the Y-axis in Figure 3.2(a)) is commonly determined not by 

metal wires but by the size of sub-wordline drivers and that of the 

BLSAs. Therefore, the area overhead of adding four lines per 

subarray is negligible. By contrast, the drivers and receivers of 

those lines do incur area overhead. This overhead amounts to about 

4 K minimum-sized gates and 544 large-sized gates for the entire 

8 Gb DRAM die. 

In conventional DRAMs, a large number of datalines are 

associated with a certain I/O pad. For pipelined access within a  
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Figure 3.2: Detailed implementation of SOUP. (a) Per-

subarray modifications to control µbanks independently. (b) 

DDRMUX modifications for pipelined accesses. 

column access, those datalines should be transposed at DDRMUX to 

deliver the data words from the nearest segment first through DQs. 

Therefore, as Figure 3.2(b) shows, the direction of major metal 
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lines in DDRMUX is changed (with no additional components 

introduced). There are four types of logical rows (each type is 

expressed as the same color in Figure 3.2(a)). Depending on which 

type of logical rows is activated, the position of the first word 

within a column changes. Therefore, per-bank activated row type 

information should be kept at an activation command (requiring 32 

flip-flops and control circuits per DDR4 DRAM die). Once a read 

(write) command is issued, the word number offset is determined 

using this information (X in Figure 3.2(b) is determined). Still, 

there is no need to twist the connections between datelines and 

storage elements in DDRMUX. Instead, DDRMUX simply changes 

the order of transferring the latched words. 

To estimate area overhead, we scale down 45 nm NanGate open 

cell library [37] in reference to [38] and estimate the die size of 22 

nm 8 Gb DRAM on the basis of [39]. According to our estimation, 

the area overhead is only 0.04% (0.033 mm2 over 82 mm2). The 

most pronounced energy overhead is due to switching four main 

WLs concurrently at a row activation. In our SPICE modeling and 

simulation, the row activation energy is increased by only 17 pJ. 

 

3.4  Discussion 
 

3.4.1  Support for critical-word first 
 

JEDEC SDRAM standard [36] provides an optimization similar to 

Critical-Word First (CWF) to improve cache performance [6, 40].  
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Figure 3.3: Comparison between Critical-Word First (CWF) 

and Critical-Word Earliest Possible (CWEP): (a) 

conventional DRAM with CWF, (b) SOUP without CWEP, and 

(c) SOUP with CWEP. 

At a read access, the processor can specify the necessary word 

with the column address field. Then DRAM changes the intra-burst 

word order and transfers the critical word first. Figure 3.3(a) 

shows eight possible word-ordering patterns according to the 
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critical word specified by the processor. Depending on the critical 

word specified, SOUP may not be able to deliver the critical word at 

the beginning of the data burst if it is mapped to the farthest 

segment, for example. However, with latest processors (e.g., Intel 

Haswell microarchitecture [41] or later), CWF means little, if any, 

because they have the 512-bit wide data path between L1 cache 

and L2 cache, which is equal to the burst size of a DRAM module. 

On the return path from the memory controllers to the core, the 

64B data (a whole cache line) are transferred in parallel. 

Nevertheless, we present a new alternative technique called 

Critical-Word Earliest Possible (CWEP) for those platforms that 

would benefit from CWF. With CWEP, the critical word access 

latencies of SOUP are always lower than or equal to those of the 

conventional design with CWF (see Figure 3.3(a)). Without CWEP 

(Figure 3.3(b)), tCL is determined by the delay of Word0 at 

DDRMUX, and the other words wait to be transferred. Thus, there 

is little room for advancing the turn of the rest words (Figure 

3.3(b)). Instead, CWEP puts the turn of the critical word as earliest 

as possible although it may not be the first word being transferred 

(Figure 3.3(c)). With CWEP, even if the critical word is Word6 or 

Word7 (the worst case), the critical word access latency will be 

still equal to that of the conventional design with CWF (Figure 

3.3(a)). If the critical word is one of the other words, SOUP with 

CWEP has a lower access latency for the critical word, which is 

achieved by either of the two possible word-ordering patterns (one 

for even critical words and the other for odd critical words). 
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Finally, a previous study [7] shows that the critical words of 

most memory accesses in common applications are Word0 (67% on 

average). Thus, the critical word support is likely less of an issue 

for SOUP even without CWEP support. 

 

3.4.2  Other target devices and alternative designs 
 

SOUP can also be applied to most existing low-latency DRAM 

organizations to further reduce their tCLs. For example, in CHARM 

[5], a single bank is divided into two regions (half-banks) with 

different tCLs. For the CHARM organization on DDR4-2400 

devices, SOUP further reduces each tCL by 2 tCK (the in-region 

asymmetry in column access latencies is as large as 1.8 ns). 

For SOUP, the number of latency segments per bank more than 

4 is meaningless. In case of DDR4 devices, a requested cache line is 

transferred through I/O pads for 4 memory clock cycles (tCK). 

Because tCL is also defined as a certain number of tCK, 4 segments 

per bank are enough to gain the best tCL value. 

As an alternative design instead of using the distributed sliced 

rows, we can utilize the latency skew in the column decoder (in the 

row direction). However, in this case, tCL is reduced by only 1 tCK. 

 

3.4.3  Repairing faulty cells in SOUP 
 

For SOUP, faulty cells should be replaced with only spares within 

the same latency segment of the bank. Though commercial DRAM 
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designs commonly replace faulty cells with spares within the 

corresponding subarray, SOUP, like other fine-grained 

architectures [30], limits the flexibility of using spare rows by 

disallowing a faulty row in one segment from being replaced by a 

spare row in a different segment. 

 

3.5  Experimental Methodology 
 

Resource Value 

Number of cores, MCs 16 cores, 4 MCs 

Coherence policy MOESI 

Per core:  

Freq, issue/commit width 3.6 GHz, 4/4 slots 

Issue policy Out-of-Order 

L1 I/D $ type/size/associativity Private/32 KB/4 

L2 $ type/size/associativity Private/256 KB/8 

L1, L2 $ line size 64 B 

Hardware (linear) prefetch On 

L3 $ type/size/associativity Shared/16 MB/16 

Per memory controller (MC):  

# of channels, Request Q size 1 Ch, 32 entries 

Capacity and bandwidth per rank 16 GB, 19.2 GB/s 

Scheduling policy PAR-BS [43] 

DRAM page policy Adaptive open [44] 

Table 3.1: Simulated system parameters. 

 

To quantify the effect of SOUP, we modeled a chip-multiprocessor 

(CMP) system. The detailed architectural parameters are listed in 
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Table 3.1. The system has sixteen 3.6 GHz out-of-order cores 

with 64 reorder buffers and has separate L1-I/D with a unified L2 

cache. In addition, a shared L3 last-level cache consists of 16 

cache slices, where one slice is connected to one L2 cache. The 

capacities of an L1, L2, and L3 are 32 KB, 256 KB, and 1 MB/slice, 

respectively. A linear hardware prefetcher [42] and a MOESI 

protocol are used. The system has 4 memory channels with each 

channel having 4 ranks of DDR4-2400. The memory controller has 

a 32-entry request buffer and adopts PAR-BS [43] as a memory 

request scheduling policy as well as adaptive open policy [44] 

(which is also adopted at Intel Xeon series) as a page management 

policy. For single-threaded workloads, only one memory channel is 

populated to stress the main channel. The latency and energy 

parameters of the processor (14 nm technology) are extracted from 

a modified McPAT [45] and we modified McSimA+ [46] for system 

modeling and performance simulation. 

For single- and multi-programs, SPEC CPU2006 benchmark 

[28] applications were selected. We identified and used the most 

representative simulation point (each consisting of 100 M 

instructions) per application using Simpoint [47]. We classified the 

nine most memory-intensive applications based on the memory 

accesses per kilo-instructions as spec-high: lbm, libquantum, 

GemsFDTD, mcf, milc, leslie3d, soplex, omnetpp, and sphinx3. A 

multi-programmed workload, mix-high, is composed of one or two 

copies of spec-high applications. mix-blend is composed of sixteen 

random-selected applications: a copy of h264ref, lbm, dealII, 
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bwaves, zeusmp, perlbench, bzip2, xalancbmk, mcf, milc, 

cactusADM, libquantum, soplex, hmmer, calculix, and wrf. MICA [12, 

48] (a key-value store), canneal of PARSEC [49], RADIX and FFT 

of SPLASH-2 [50], and PageRank of GAP [51] are used for multi- 

threaded workloads. 

 

 Baseline SOUP 

tCL [cycle (tCK)] 16 13 

tRCD [cycle (tCK)] 16 

tRP [cycle (tCK)] 16 

tRAS [cycle (tCK)] 38 

ACT+PRE energy [nJ] 11.8 

RD/WR energy [nJ] 13.5 

Per-rank standby power [W] 1.2 

Table 3.2: Timing parameters, energy, and power of the baseline 

DRAM and SOUP organization, where 1 tCK = 0.83 ns. 

 

We use the DDR4 latency and energy parameters referred to or 

derived from [36] in Table 3.2. The tCL reduced by SOUP is 

obtained from SPICE simulation. We use the low-power model of 

PTM [52] modified to assume a 22 nm process with 3 metal layers 

and sized transistors to meet the timing specifications of DDR4-

2400 [36]. 

 

3.6  Evaluation 
 

We evaluate the gains in the system-level performance (IPC) and  
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Figure 3.4: The relative performance (IPC) and EDP of a 

system with the DRAMs adopting SOUP over one with the 

baseline DDR4-2400 devices on the simulated workloads. 

energy efficiency (EDP) from SOUP over a conventional DRAM 

architecture using various workloads. Figure 3.4 shows the relative 

IPC (higher is better) and EDP (lower is better) of a system with 

the DDR4 devices that adopt SOUP over one with the baseline 

DDR4-2400 devices on the simulated workloads. Aggregate IPCs 

are presented for multi-programmed workloads. 

SOUP makes tCL shorter than the baseline DDR4 DRAM by 

three memory clock cycles (tCK). With negligible area and energy 

overhead, employing SOUP improves IPC and EDP by up to 7.7% 

(an average of 5.4%) and 12.2% (an average of 8.7%), respectively, 

for spec-high applications. Furthermore, for mix-high and mix-
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blend, SOUP increases the IPC by 3.0% and 1.4%, respectively. 

Furthermore, for multi-threaded applications, SOUP achieves 4.6%, 

4.6%, 4.3%, and 3.8% IPC as well as 7.7% 7.3%, 6.4%, and 6.2% 

EDP improvements over the baseline DDR4 device for MICA, 

PageRank, RADIX, and canneal, respectively. 
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Chapter 4 
 

 

OBYST: Increasing the Bandwidth of 
DRAM/NVM Hybrid Memory Systems   
 

We propose OBYST (On hit BYpass to STeal bandwidth) which 

improves the memory bandwidth of DRAM/NVM hybrid main 

memory systems by mitigating inefficiency in use of every channel 

or rank by changing the target device of some requests from busier 

DRAM to underutilized NVM. To find the requests NVM can process 

among the ones usually DRAM processes, we focus on the memory 

data whose latest copies are stored in both DRAM and NVM. 

Consequently, we identify that the read requests which 1) hit on 

DRAM cache and 2) head to clean (not dirty) cache lines can be 

processed by NVM. Hereafter, we call this request a clean-hit-

request. OBYST improves memory bandwidth by switching the 

target device of clean-hit-requests adaptively. 

 

                                            

This Section is based on [2].- © IEICE 2017 

Reprinted, with permission from ELEX Volume 14 (2017) Issue 11. 
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4.1  Design of OBYST 
 

OBYST is an epoch-based adaptive scheme and uses DRAM, NVM, 

or both bandwidths per channel monitored during the latest epoch 

interval (e.g., 1 K memory clock cycles) to select the target device 

of clean-hit-requests issued during the following epoch interval. 

For SC (separate channel for NVM), the OBYST algorithm can be 

applied at least per channel group which consists of one or more 

NVM and DRAM cache channels. For SR (separate rank for NVM), 

OBYST can be applied at least per channel that consists of NVM and 

DRAM cache ranks. 

There are two necessary conditions in sending clean-hit-

requests to NVM. First, the DRAM bandwidth of the channel group 

(SC) or the channel bandwidth consumed by both DRAM and NVM 

(SR) should be over a certain threshold called BW-threshold (e.g., 

30% of peak). When memory bandwidth utilization is low (under 

BW-threshold), the existing banks and ranks provide sufficient 

parallelism for the few requests, thus, sending clean-hit-requests 

to NVM is not beneficial. Therefore, when the first condition is not 

met, OBYST always targets using DRAM caches. Proper BW-

threshold values depend heavily on architectural parameters, such 

as the number of banks/ranks, the latency and minimum interval of 

row/column accesses, as well as the row-buffer miss rate of a 

workload. In this study, we empirically set the BW-threshold value 

for both SC and SR as 30% of peak bandwidth through performance 

simulation. 
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Second, the ratio of DRAM bandwidth to NVM bandwidth called 

BW-ratio should be over a certain threshold. If a channel group 

(SC) has the same number of NVM and DRAM channels or a 

channel (SR) has the same number of NVM and DRAM ranks, a 

better inter-channel or inter-rank bandwidth balance can be 

achieved when BW-ratio approaches ‘1’. Likewise, if the number of 

NVM channels (or ranks) is three times more than that of DRAM 

channels (or ranks), a better bandwidth balance can be achieved 

when BW-ratio approaches ‘0.33’. To make our threshold a unique 

value ‘1’, OBYST multiplies BW-ratio by a weight called RA-ratio 

(resource allocation ratio), the ratio of the number of NVM channels 

(or ranks) to that of DRAM channels (or ranks) in a channel group 

(in a channel). For the latter case above, RA-ratio is ‘3’. The 

OBYST algorithm is described in Figure 4.1(a). When a clean-hit-

request arises, if DRAM bandwidth (SC) or channel bandwidth (SR) 

is over BW-threshold and BW-ratio × RA-ratio is larger than ‘1’, 

the request will be sent to NVM; otherwise, it will be sent to DRAM. 

 

4.2  Inter-Device Request Scheduling Policy for OBYST 
 

Conventional request schedulers on memory controllers, such as 

FR-FCFS [54] and PAR-BS [43], are designed to schedule 

requests for a single device type (e.g., DRAM) on a channel. 

However, for SR where DRAM and NVM share the same channel, a 

memory controller should schedule between DRAM and NVM 

requests. We call this inter-device request scheduling and devise a  
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A clean-hit-request arises.

If ( (                                         > BW-threshold )

&& ( BW-ratio * RA-ratio > 1 ) )
{ send the request to NVM request queue.    }
else
{    send the request to DRAM request queue.    }

< Abbreviations >
Clean-hit-request: the read request hit on DRAM cache and 
heading to a cacheline not modified
BW-threshold: the minimum bandwidth which benefits from 
sending clean-hit-requests to NVM 
BW-ratio: the ratio of the monitored DRAM bandwidth to the 
monitored NVM bandwidth
RA-ratio: the ratio of the number of NVM channels (or ranks) to 
that of DRAM channels (or ranks)

[SC] DRAM bandwidth  
[SR] channel bandwidth

Processor
Memory 
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(a) Pseudo code of OBYST algorithm

(b) Additional blocks for OBYST on SR
 

Figure 4.1: (a) Pseudo code of OBYST algorithm and (b) 

additional blocks (grey-colored) for OBYST implementation 

on SR. 
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policy optimized for SR adopting OBYST. The policy is applied to 

selecting one request between a DRAM request and a NVM request 

each being independently selected per device type by an existing 

scheduler. When there are pending requests, the existing scheduler 

finds the request with the highest priority among the requests 

meeting timing constraints at every memory clock. If this operation 

is executed per device type for SR, at most two requests will be 

selected per cycle (one for DRAM and the other for NVM). Then, 

OBYST selects the request based on the priority (① through ④) 

shown in Table 4.1. 

 

Request type 
Priority order Original request or 

source operation Baseline SR OBYST SR 

DRAM read 

① 

① 
Read (hit), 

Dirty evict 

DRAM write ③ 

Write (hit), 

Read (miss), 

Write (miss) 

NVM read 
② ④ 

Read (miss), 

Write (miss) 

NVM write Dirty evict 

Clean-hit 

steered to NVM 
N/A ② Read (hit) 

NOTE: This priority order is applied between one DRAM request 

and one NVM request selected independently per device by an 

existing scheduler. 

Table 4.1: Optimal request type priority orders for SR. 
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For inter-device request scheduling, a memory controller 

classifies every request into only five types to reduce hardware 

burden, but Table 4.1 lists the types of original requests or cache 

management operations in the rightmost column. For SR without 

OBYST, DRAM requests have higher priority than NVM requests 

because DRAM cache hit requests should be processed as soon as 

possible (in terms of shortest-job-first). By contrast, for SR with 

OBYST, the clean-hit-requests sent to NVM have higher priority 

than DRAM writes as they are both hit requests and, in general, 

reads are more critical for performance than writes. 

 

4.3  Implementation of OBYST 
 

We describe the implementation of OBYST only for SR because it is 

more complicated than SC and the latter is easily inferred by our 

description. Figure 4.1(b) shows the functional blocks (grey-

colored) added on the memory controller integrated into the 

processor to implement OBYST on SR. The memory controller 

designed for DRAM/NVM hybrid memory systems has 2-level 

memory engine (2LME) which converts original memory requests 

to either DRAM or NVM requests depending on DRAM cache status 

and takes charge of DRAM cache management, such as tag update, 

data caching, and evicts [18]. OBYST target decision logic in 2LME 

determines the target device of clean-hit-requests. DRAM 

read/write counter and NVM read/write counter count the number 

of read/write commands issued to each device. OBYST target 
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decision logic resets the counters at an epoch. At the next epoch, it 

1) calculates the bandwidth of DRAM, NVM, and their sum with 

those counter values and 2) determines the target device (DRAM or 

NVM) which will be applied during the following epoch interval and 

3) resets the counters again. 2LME sends the clean-hit-requests 

issued during the following epoch interval to the target device. To 

apply our inter-device scheduling policy, the inter-device 

scheduler in DRAM/NVM controller should be modified. The area 

overhead by the modifications listed above is at most 2 K logic 

gates per memory controller. 

 

4.4  Experimental Methodology 
 

To quantify the effect of OBYST, we modeled a chip-

multiprocessor (CMP) system with PCM-based DRAM/NVM hybrid 

main memory system. Detailed parameters are listed in Table 4.2. 

The composition of memory channels and ranks, as well as their 

capacity, equals those in Figure 2.2(b). Because the memory 

footprints of the evaluated workloads (193 MB–1.6 GB) are smaller 

than DRAM cache size (16 GB), we scaled down DRAM cache size 

to a quarter of workload footprint for each simulation by reducing 

the number of rows per bank. The latency and energy parameters 

of the processor (14 nm technology), DRAM, and PCM are 

extracted from a modified McPAT [45], Micron datasheet, and 

previous studies [20, 24, 53], respectively. We adopted PAR-BS 

[43] as a memory request scheduling policy and adaptive open 
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policy [44] (which is also adopted at Intel Xeon series) as a 

DRAM/PCM page management policy. 

 

System 16-core 4-issue OoO CMP, 3.6 GHz 

Cache 
Private L1I/D (16 KB each) L2 (1 MB), 

MOESI, HW prefetch (linear) 

DRAM 

(cache) 

Channel/rank/capacity: Figure 2.2 

DDR4-2400, 16 banks per rank, 16 chips per rank (×4) 

(16-way set-associative, writeback, 64 B line) 

PCM 

Channel/rank/capacity: Figure 2.2(b) 

1.2 GHz DDR, 16 banks per rank, 

16 chips per rank (×4), 256-entry write buffer, 

Flip-N-Write [25], 

read prioritized [66] (< 80% write buffer occupied), 

write cancellation [66] (threshold = 75%), 

atomic 64 B write command compatible 

NOTE: DRAM cache size is scaled down to a quarter of workload 

memory footprint on each simulation. 

Latency 

tRCD (DRAM / PCM): 13.3 ns / 55 ns [20, 53] 

tCL (DRAM / PCM): 13.3 ns / 13.3 ns 

PCM atomic 64 B write: 455 ns [20] (Flip-N-Write) 

Energy 

ACT (8 KB DRAM page / 1 KB PCM page): 10 nJ / 20 

nJ [53] 

PRE (8 KB DRAM page / 1 KB PCM page): 2 nJ / – 

READ (DRAM / PCM): 13 nJ / 13 nJ 

WRITE (DRAM / PCM): 13 nJ / 49 nJ [24] (Flip-N-

Write) 

NOTE: The data sensing from PCM cells happens at activate 

(ACT). PCM does not have precharge operation (PRE). 

Table 4.2: Simulated system parameters. 
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For OBYST, the optimal epoch interval that we found is 1 K 

memory clock cycles (833 ns), and for SBD (Self-Balancing 

Dispatch [29]), a previous work, we use ‘1’ as the ratio of the 

typical latency of a DRAM access to that of a PCM access. Although 

[29] used the ratio lower than ‘1’, ‘1’ led to better performance in 

our environment because intermittent drops in the number of 

pending DRAM requests at high DRAM bandwidth need to be 

compensated. We modified McSimA+ [46] for system modeling and 

performance simulation. 

For multi-programs, SPEC CPU2006 benchmark [28] 

applications were selected. We identified and used the most 

representative simulation point (each consisting of 100 M 

instructions) per application using Simpoint [47]. We classified the 

nine most memory-intensive applications based on the memory 

accesses per kilo-instructions and composed mix-high with them 

(two copies of lbm, libquantum, GemsFDTD, mcf, milc, leslie3d, and 

soplex plus an instance of omnetpp and sphinx3). mix-blend is 

composed of sixteen random-selected applications (a copy of sjeng, 

h264ref, astar, lbm, omnetpp, sphinx3, dealII, bwaves, zeusmp, 

perlbench, bzip2, gobmk, xalancbmk, mcf, milc, and GemsFDTD). 

RADIX and FFT of SPLASH-2 [50], in-memory hash join [11], 

and MICA [12] were used for multi-threaded workloads. 

 

4.5  Evaluation 
 

We evaluate the gains in the system-level performance (IPC), 
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energy efficiency (EDP), and memory bandwidth, from OBYST. 

Figure 4.2(a) and (b) show the relative IPC (higher is better) and 

EDP (lower is better) as well as memory bandwidth (DRAM plus 

NVM) of multi-programmed and multi-threaded workloads on the 

system with (a) SC or (b) SR DRAM/NVM hybrid memory system. 

The baseline (without any bandwidth optimization), SBD [29], 

OBYST, and OBYST with our inter-device scheduling policy 

(IS+OBYST) are compared. Note that the performance of the 

baseline configuration is shown already in Figure 2.3 (SC and SR) 

and IS+OBYST is only for SR. 

 

4.5.1  Improvements by OBYST 
 

For every simulated workload, memory bandwidth, IPC, and EDP 

are improved in the order of baseline, SBD, and OBYST on both SC 

and SR. By adopting SBD or OBYST, NVM bandwidth (black bar) is 

increased by switching clean-hit-requests from DRAM to NVM 

while DRAM bandwidth (grey bar) is partially maintained by 

processing other pending requests instead of the switched clean-

hit-requests. Therefore, total bandwidth and IPC, as well as EDP, 

are improved. Because SC has lower performance on the baseline 

and a wider room for improvement compared to SR, the degree of 

improvement by those schemes on SC is larger than that on SR. 

For mix-high, a memory-intensive multi-programmed 

workload, OBYST improves bandwidth, IPC, and EDP by 22% 

(19%), 21% (20%), and 26% (25%), respectively, over the baseline  
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(a) Relative IPC, EDP, and bandwidth of the workloads on SC

(b) Relative IPC, EDP, and bandwidth of the workloads on SR
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Figure 4.2: (a) The relative IPC, EDP, and bandwidth of 

multi-programmed and multi-threaded workloads on the 

systems with SC and (b) the same with SR. 

on SC (SR). For a group of workloads with moderate memory 

intensity (mix-blend, radix, and hashjoin), OBYST improves 
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bandwidth, IPC, and EDP by 9–14% (7–11%), 8–9% (7–8%), and 

10–14% (8–12%), respectively. By contrast, for FFT and MICA, 

OBYST improves every metric by only 0–3% because their clean-

hit-requests comprise 0.2% (FFT) and 3% (MICA) of all memory 

requests. 99% of the read requests that hit on DRAM cache of FFT 

are heading to dirty cache lines (almost not clean), and 89% of read 

requests of MICA miss on DRAM cache (almost not hit). The 

proposed inter-device scheduling policy (IS+OBYST) improves 

IPC by 1% over OBYST in every workload except for mix-blend. 

 

4.5.2  Analysis on limitations of previous work 
 

OBYST outperforms even SBD for every workload (up to 13% in 

IPC). SBD misses a portion of good chances to send clean-hit-

request to NVM due to the following two limitations. First, Figure 

4.3(a) shows the number of pending requests to a DRAM channel 

and its bandwidth (average for 1 K memory clock cycles) over time 

that are sampled during 50 K memory clock cycles in mix-blend on 

the baseline of SC. The effectiveness of bandwidth balancing in SBD 

is limited by a lack of correlation between the number of pending 

requests and bandwidth. When bandwidth utilization is moderate on 

average, the number of pending requests could fluctuate widely. 

Moreover, SBD is based on the number of pending requests not per 

channel but per bank.   

Second, Figure 4.3(b) shows latency spectrum including 

queuing delays of 1 M sampled DRAM reads over the number of  
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(a) The number of pending requests and channel bandwidth over time
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Figure 4.3: (a) The number of pending requests to a DRAM 

channel and its bandwidth over time and (b) the latency 

values of 1 M DRAM reads over the number of requests 

waiting for the target bank of each read. 

pending requests heading to the target bank of each read (mix-

blend, the baseline of SC). Because actual latency is not exactly 
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proportional to the number of pending requests to the 

corresponding bank (the same trend is observed with per-channel 

pending request count or other schedulers, such as FR-FCFS [54]), 

the effectiveness of prediction-based latency minimization in SBD 

is limited. Real latency values heavily depend on current row-

buffer states, row-buffer locality of pending requests, and request 

scheduling results. Even in terms of latency, our simulation shows 

that OBYST is more effective than SBD.
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Chapter 5 
 

 

Reset-In-Set: Increasing PCM Write 
Throughput  
 

This section introduces Reset-In-Set which can reduce the peak power of 

PCM multi-bit writes. It is a novel PCM write scheme designed to improve 

write throughput by executing more write requests (batches) in parallel 

under a given power budget. The key idea is to delay short RESET writes 

until they and long SET writes finish at the same time. SET write power 

decreases over time and delaying RESET writes reduces the peak power 

dissipation of a write batch. Reset-In-Set increases the write latency of a 

batch only in sporadic cases such as when all bit-writes are SET writes. 

 

5.1  Reducing the Peak Power of Multi-bit Writes 
 

Reset-In-Set reduces the peak power of a multi-bit write batch by 

controlling the starting time of RESET writes. We assume that a 

single write request generates a batch of bit-writes to a PCM chip.  
                                            

This Section is based on [3].- © IET 2015 

Reprinted, with permission from Electronics Letters Volume 51 (2015) Issue 

17. 



 

 66 

time

po
w

er
 p

er
 w

rit
e 

ba
tc

h Ppeak
time

po
w

er
 p

er
 b

it-
w

rit
e

time

po
w

er
 p

er
 w

rit
e 

ba
tc

h

time

po
w

er
 p

er
 b

it-
w

rit
e

Ppeak_1st

Ppeak_2nd

(a) Conventional PCM write method and power profile (b) Reset-In-Set and power profile
 

Figure 5.1: PCM write methods including the conventional 

method and Reset-In-Set. (a) The conventional one with its 

power profile and (b) Reset-In-Set with its power profile. 

Figure 5.1(a) shows the conventional write method where every 

bit-write starts concurrently, and the peak power is achieved by 

that time. In Reset-In-Set, we delay a portion of RESET writes to 

the lowest power dissipation region of SET pulses (Figure 5.1(b)). 

Then, power peaks in two regions per write batch, where both 

regions have a lower peak value than the conventional one. 

 

5.2  Making Rare Case Slow  
 

If we set the per-batch power budget lower than the worst case 

power of the conventional method (Figure 5.1(a)), the write latency 

of a batch should be increased depending on the number of SET bits 

in the batch. Figure 2.4 shows the parameters for the RESET/SET  
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Figure 5.2: The peak power of writing a batch and 

probability distribution. (a)The first and second power peaks 

over Nset (the number of SET writes) and (b) the peak 

power and the probability distribution of Nset. 

pulses. Hset is the same as Hreset due to the physical writing 

mechanism [20, 34]. Nmax is the maximum number of bits to be 

modified per write batch. By adopting Flip-N-Write [25], Nmax 

becomes halved in a batch. In the analysis, we assume that the 
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number of bits to be modified is its worst case value, Nmax. Nset, 

Nreset_ND, and Nreset_D are the number of SET, ‘not delayed’ RESET, 

and ‘delayed’ RESET writes, respectively. The first and second 

peaks are calculated as (1) and (2). 

 

𝑃𝑝𝑒𝑎𝑘_1𝑠𝑡 = 𝑁𝑠𝑒𝑡 × Hset + 𝑁𝑟𝑒𝑠𝑒𝑡_𝑁𝐷 × Hset             (1) 

 𝑃𝑝𝑒𝑎𝑘_2𝑛𝑑 = 𝑁𝑠𝑒𝑡 × Hset_tail + 𝑁𝑟𝑒𝑠𝑒𝑡_𝐷 × Hset            (2) 

𝑃𝑟 (𝑁𝑠𝑒𝑡) =  � 𝑎 ×
𝐶𝑖2Nmax 

22Nmax
×

𝐶𝑁𝑠𝑒𝑡𝑖

2𝑖
2Nmax

𝑖=𝑁𝑠𝑒𝑡
,    � 𝑎 = 2, 𝑖 < Nmax

 𝑎 = 1, 𝑖 = Nmax    (3) 

 

Figure 5.2(a) overlaps (1) and (2) over Nset. If all RESET 

writes are delayed, the graph will be in the shape of ‘X’. However, 

when Nset is smaller than the cross-point A, we can make the peak 

power constant by moving some RESET writes to the ‘not delayed’ 

group (like the circled digit 1). Figure 5.2(b) shows the combined 

peak power (grey line). To limit the peak power for large Nset 

values, SET writes can also be delayed, with an increase in write 

latency. In this thesis, we suggest a threshold-based control, which 

delays excessive SET writes only if Nset is over ‘set-threshold (B 

in Figure 5.2(b))’. In other words, Reset-In-Set has longer write 

latency when the number of SET writes is over the set-threshold. 

Decreasing the set-threshold (B) to reduce the peak power of 

a write batch (B × Hset) also enlarges the portion of long latency 

cases (Figure 5.2(b)). However, even the minimum set-threshold 

(A) makes the long write cases stay as a small minority. For 

theoretical analysis, we assume uniform random distribution for the 
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locations of ‘1’s in data to be written. We assume to use Flip-N-

Write [25]. The probability of Nset in updating 2Nmax-bit data (the 

size of a write batch) is calculated as (3), and its distribution is 

shown in Figure 5.2(b) (black curve where Nmax is assumed as 128). 

Considering the probability distribution, the probability that Nset is 

over a certain set-threshold (B) is small (accumulation of Pr(Nset)). 

For example, if a 32B write batch (Nmax is 128) has the set-

threshold as 100 (22% reduction in peak power), its probability of 

the long write latency case is 1.7×10−12. With our reasonable 

parameters of SET/RESET pulses (specified in Section 5.4), the 

minimum set-threshold is 69 (46% reduction), where the 

probability of long latency becomes 10%. With Reset-In-Set, a 

set-threshold should be decreased to execute more write requests 

in parallel as far as additional parallelism is more effective. 

 

5.3  Implementation of Reset-In-Set 
 

To implement Reset-In-Set, a single additional line is needed 

between a PCM chip and a PCM controller for notifying long write 

latency cases, which is very small compared with the system cost. 

The modification in the PCM peripherals and controller induces a 

negligible area overhead because the basic functions, such as 

counting ‘1’s (SETs) to be written [25] and delaying SET/RESET 

pulses [27], are already equipped. Therefore, Reset-In-Set incurs 

a negligible cost overhead. 
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5.4  Experimental Methodology 
 

Parameter Configuration 

Processor 8-core 4-issue O3 core CMP, 3 GHz 

Cache Private L1I/D (16 KB each), L2 (1 MB) 

DRAM 

cache 

64 B line, 262144-set, 16-way, writeback, 

DDR3–2000, 1-rank, 8-bank/rank, 

256 MB (×16-512 Mb * 4) 

PCM main 

memory 

1 GHz DDR, 4-rank, 8-bank/rank, 

32 GB (×32–32 Gb * 8), 

1024-entry write buffer, Flip-N-Write [25], 

read prioritized [66] (< 80% write buffer occupied), 

write cancellation [66] (threshold = 75%), 

atomic 78 ns read [27, 20], 

atomic 478 ns (normal) / 828 ns (long) write 

Table 5.1: Simulated system configuration. 

 

The evaluation framework is quantitatively similar to [26]. The 

detailed parameters are listed in Table 5.1. The normal PCM write 

latency is 478 ns (78 ns verify read + 400 ns Lset in Figure 2.4 

[20]). The long PCM write latency is 828 ns (verify read + Lset × 

2 - 50 ns Lreset in Figure 2.4 [20]). Lset_high is the same as Lreset (50 

ns) due to the physical mechanism, and Hset_min is assumed as 0 W 

(a vendor oriented value [24, 27, 20]). We modified McSimA+ [46] 

for simulation. 

We chose six applications in the SPEC CPU2006 benchmark 

[28] based on their main memory write frequency (Table 5.2). We 
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ran these applications in a rate mode. We also use six multi-

programmed workloads, each containing two instances of four 

applications, specified in Table 5.2. We simulated one billion 

instructions. 

 

Workload Configuration 

lbm_r 8 instances of lbm 

Gems_r 8 instances of GemsFDTD 

milc_r 8 instances of milc 

leslie_r 8 instances of leslie3d 

zeusmp_r 8 instances of zeusmp 

cactus_r 8 instances of cactusADM 

mix_1 lbm-Gems-milc-leslie (×2) 

mix_2 lbm-Gems-zeusmp-leslie (×2) 

mix_3 lbm-cactus-milc-leslie (×2) 

mix_4 lbm-cactus-milc-zeusmp (×2) 

mix_5 Gems-cactus-milc-zeusmp (×2) 

mix_6 Gems-cactus-leslie-zeusmp (×2) 

Table 5.2: Simulated multi-programmed workloads. 

 

5.5  Evaluation 
 

5.5.1  Improvements by Reset-In-Set 
 

We compared a Reset-In-Set system with the best-performing 

system among the previous studies. A previous work [23] 

estimated the PCM chip power restriction as 302.4 mW (through  
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Figure 5.3: The relative IPC and average PCM write latency 

of Reset-In-Set over the baseline on the multi-

programmed workloads consisting of SPEC CPU2006 

applications. 

1.8 V supply voltage). And Hset (in Figure 2.4) of the latest PCM 

prototype [24] is 1.5 mW (consumed first by charge pump with 

33.3% power efficiency). Then, a PCM chip can write up to 201 bits 

concurrently. For Reset-In-Set, because Nmax is 128, we can set 

the set-threshold to 100. Then, a PCM chip can execute two write 

requests concurrently (100 × 2 < 201). In contrast, our baseline 

uses write overlapping [27], where a 64-bit write is done first 

followed by the rest 64-bit write. These two iterations can be 

partially overlapped while making their peak power under half of 

chip power restriction. Therefore, the baseline can also execute 

two write requests in parallel. Its write latency is calculated as 681 

ns (with 197 ns of overlap). 

Figure 5.3 shows the relative IPC and relative average PCM 

write latency of Reset-In-Set over the baseline. The reduction in  
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Figure 5.4: The relative IPC of the Reset-In-Set systems 

which can execute 2 (case-1) and 3 (case-2) write 

requests concurrently over the baseline system (which can 

execute 1 request concurrently). 

average write latency indicates the improvement on write 

throughput indirectly. Reset-In-Set improves the IPC by up to 

44% (an average of 11%) and reduces the write latency by up to 

61% (an average of 27%), where the percentage of the long write 

latency cases is 0.017% on average. 

 

5.5.2  A case study 
 

The next evaluation compares the systems with different degrees 

of write parallelism induced by different set-thresholds. For this 

evaluation, we assume that Hset is 15% lower than for the first 

evaluation (possible in the future). Ideally, a PCM chip can write 

237 bits concurrently. In the baseline case, we do not use Reset-

In-Set, so a PCM chip can execute one write request concurrently 
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(128 × 1 < 237). In ‘case-1’, we set the set-threshold to 118 

where a PCM chip can execute two write requests concurrently 

(118 × 2 < 237). In ‘case-2’, the set-threshold is 78 where a PCM 

chip can execute three write requests concurrently (78 × 3 < 237). 

Figure 5.4 shows the relative IPC of case-1 and 2 on the 

multi-programed workloads in Table 5.2. In comparison with the 

baseline, the IPC of case-1 and case-2 is increased by up to 67% 

(an average of 36%) and 87% (42% on average), respectively. The 

percentages of the long writes in case-1 and 2 are 0.005% and 

0.773%, respectively, on average. According to these results, if we 

can increase write parallelism by decreasing the set-threshold, a 

better choice will be maximizing write parallelism rather than 

minimizing the long write latency cases. 
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Chapter 6 
 

 

Related Work  
 

There are various proposals to enhance the performance of the 

main memory system, which is one of the most critical shared 

resources in contemporary computer systems, as classified by 

subject. 

 

6.1  Reducing DRAM Latency 
 

Reduced Latency DRAM (RLDRAM) [6, 7] and Fast Cycle DRAM 

(FCRAM) [55] use fewer cells per bitline than the conventional 

DRAM device to reduce memory access latency. However, these 

DRAM organizations have a huge area overhead with a higher cost 

per bit, which prevents their widespread adoption to replace 

conventional DRAM devices. By contrast, to reduce high area cost, 

Lee et al. [9] propose the Tiered-Latency DRAM architecture 
                                            

This Section is based on [1, 2, 3].- © 2017 IEEE, IEICE 2017, and IET 2015 

Reprinted, with permissions from HPCA 2017, ELEX Volume 14 (2017) 

Issue 11, and Electronics Letters Volume 51 (2015) Issue 17. 
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where a transistor partitions each bitline into fast and slow regions. 

It improves the memory performance by shortening several timing 

parameters such as tRCD and tRP. However, it is not sufficient to 

optimize DRAM access latency, as tCL is also a dominant factor 

with tRCD and tRP. Similar to the Tiered-Latency DRAM, CHARM 

[5] proposes a technique to reduce tRCD and tRP as well as tCL of 

the center region close to I/O pads (lower intrinsic column access 

latency); but CHARM has both slow and fast regions in a DRAM 

device, necessitating careful page allocation. SALAD [56] exploits 

the asymmetric structure of CHARM backward: placing low-latency 

mats in edge regions, not in the center region. Thus, the sum of 

tRCD and tCL is (nearly) the same over an entire device, while 

providing robust performance without requiring a criticality-aware 

allocation scheme. As our SOUP and SALAD can cooperatively 

work with each other, eventually, SOUP-N-SALAD [1] 

organization has been introduced later. 

ChargeCache [57] and NUAT [58] reduce memory access 

latency by exploiting the timing margin of DRAM parameters. The 

timing parameters for sensing/restore (tRAS/tRCD) assume that a 

cell is not fully charged due to leakage. The time required for 

sensing/restore is shorter when a cell is fully charged, right after 

refresh or row access. The system performance can be improved 

with minimizing the timing margin for these cases. However, this 

approach has a limitation on improving performance as it can reduce 

only tRCD and tRAS, not tCL which has a greater impact on 

performance. Row-buffer decoupling [4] hides precharge latency 
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on most cases by decoupling row-buffers from bitlines, which is 

orthogonal to SOUP. 

 

6.2  Effective DRAM Cache Implementations 
 

There have been various studies on DRAM last-level cache for 

heterogenous memory systems such as the combination of on-chip 

DRAM (die-stacked DRAM) and off-chip DRAM (DIMM) or that of 

the conventional DRAM and high-density NVM. Because DRAM 

caches are very large compared to processor-side caches (such as 

L1 and L2), it is impractical to store their tag information in the 

processor. Thus, looking up the tag stored in DRAM requires 

additional DRAM accesses and introduces performance overhead. 

Therefore, many DRAM cache studies try to minimize DRAM cache 

tag lookup overhead. 

Loh et al. [32] propose storing the tag and corresponding data 

in the same DRAM row where a hit access can be done by 

consecutive two column accesses with one row activation. They 

also propose MissMap stored in the processor where one bit per 

cache line indicates the hit/miss status of the corresponding cache 

line. Thus, for miss cases, MissMap effectively eliminates the 

DRAM accesses for tag lookups. Alloy Cache [59] proposes 1) 

concurrently  accessing both tag (8B) and data (64B) at a DRAM 

column access (72B) as well as 2) concurrently accessing DRAM 

cache and main memory only when the Memory Access Predictor 

(MAP) indicates that the access misses the DRAM cache. Sim et al. 
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[29], besides SBD, propose a history-based Hit-Miss Predictor 

(HMP). ATCache [33] caches some of the tags into the processor 

and stores an entire tag array in the DRAM cache. The ‘tagless’ 

DRAM cache recently proposed by Lee et al. [60, 61] eliminates 

the tag lookup overhead by utilizing a cache-map TLB (cTLB), 

which offers virtual-to-cache address mapping instead of virtual-

to-physical address mapping in the conventional TLB (Translation 

Lookaside Buffer). 

 

6.3  Improving PCM-based Main Memory Performance 
 

Many prior studies mitigate the negative effects of long read/write 

latency and high write energy of PCM on the performance of PCM-

based main memory systems. As PCM can decouple the row-buffer 

from the bitline sense amplifier (BLSA) array, Lee et al. [53] state 

that for PCM-only memory systems, small and multiple row-

buffers should be used per bank to increase row-buffer utilization 

and hit rate. They also propose writing only modified cache lines or 

words at a precharge operation to reduce write energy. Qureshi et 

al. [14] propose using DRAM cache (e.g., DRAM/PCM hybrid 

memory systems) and PCM write buffer (implemented on the 

processor) for higher access speed and PCM write reduction. [25, 

62] suggest that, by utilizing read-before-write, PCM writes the 

only bits that need to be changed when processing a write request. 

Especially in Flip-N-Write [25], if more than half of the bits need 

to be changed, PCM writes flipped data instead. Consequently, this 
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method can reduce power consumption by half and double the write 

throughput. Our proposal, Reset-In-Set, also benefits from Flip-

N-Write. Zhang et al. [63] propose a process-variation-aware 

write current provision and apply data compression only to cold 

pages to reduce write energy. In PreSET [26], long SET writes are 

performed in advance (when the cache line becomes dirty) if the 

PCM is idle. When a write request later arrives, PCM executes 

short RESET writes only. OptiPCM [64] increases bank-level 

parallelism by using many small ranks where a memory channel is 

comprised of optical interconnects to compensate the signal 

integrity, which deteriorates by an increased fan-out. 

PCM’s long write latency affects not only write performance, 

but also read performance because a PCM bank executing a write 

operation could not process read requests that are more critical for 

the system performance than writes. Qureshi et al. [66] propose 

Write Cancellation and Write Pausing. If a read request arises for 

the bank executing a write operation, the former cancels and later 

retries the write operation as long as the write operation is not 

almost finished. If a write request induces multiple iterations of 

write operations (e.g., Multi-Level Cell PCM), the latter pauses and 

later resumes on-going series of the write iterations when a read 

request arises to the same bank. Our baseline evaluation 

configurations use Write Cancellation by default. 

Some prior works enhance the PCM write throughput limited by 

high write power consumption and chip power restriction. Hey et al. 

[23] and Jiang et al. [65] propose token-based power budgeting 
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methods where the PCM controller dynamically decides when to 

service write requests by comparing the number of bits to modify 

with the number of available power tokens. In particular for [65], 

the global charge pump (the high-voltage generator in a bridge chip 

per PCM DIMM) assists hot PCM chips that do not have enough 

tokens even with their own local charge pumps. 
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Chapter 7 
 

 

Conclusion  
 

In this thesis, we have proposed three new techniques to 

cooperatively or independently improve the performance of the last 

memory hierarchy level, which is main memory system. 

The first technique reduces DRAM access latency. We have 

proposed a DRAM microarchitectural technique, SOUP (Skewed 

Organization of µbanks with Pipelined accesses), to provide uniform 

low column access time (tCL) over the entire DRAM device. SOUP 

leverages asymmetry on intrinsic column access latencies within a 

bank. It also exploits serialization latency at I/O pads for data bursts, 

which offers timing slack for remote cells within a bank to be read, 

while transferring data from local cells simultaneously during a 

column access. Consequently, SOUP saves 3 tCK in column access 

latencies (tCL) for all banks. The resulting design improves both 

                                            

This Section is based on [1, 2, 3].- © 2017 IEEE, IEICE 2017, and IET 2015 

Reprinted, with permissions from HPCA 2017, ELEX Volume 14 (2017) 

Issue 11, and Electronics Letters Volume 51 (2015) Issue 17. 
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IPC and EDP by up to 7.7% (an average of 5.4%) and 12.2% (an 

average of 8.7%), respectively, over the baseline DDR4 device for 

memory-intensive SPEC CPU2006 workloads, while incurring a 

negligible area overhead. 

The second technique, OBYST (On hit BYpass to STeal 

bandwidth), improves the effective bandwidth of DRAM/NVM hybrid 

main memory systems. It sends the read requests that hit on DRAM 

cache to NVM instead of DRAM when the monitored DRAM 

bandwidth is relatively high. An inter-device request scheduling 

policy which prioritizes the NVM requests steered by OBYST is 

also proposed. Our proposals are from the following observations: 

1) a large portion of hit requests is heading to clean data and can be 

processed by NVM, 2) real-time bandwidth monitoring is a more 

direct and reliable metric for inter-device bandwidth balancing (on 

the various channel/rank allocation ratios) than pending request 

count used in state-of-the-art Self-Balancing Dispatch (SBD), 

and 3) although hit requests are sent to NVM, they still deserve 

high priority. In our evaluation, OBYST improves bandwidth, IPC, 

and EDP by up to 22%, 21%, and 26%, respectively, over the 

baseline without bandwidth optimizations with negligible area 

penalty. 

The last technique, Reset-In-Set, is designed to enhance the 

write throughput of Phase Change Memory (PCM, an emerging 

NVM). PCM is attractive as main memory due to its capacity and 

standby-power advantages over DRAM. However, its poor write 

throughput is a major hurdle. Reset-In-Set increases the write 
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throughput with minimal hardware overhead atop existing write 

power reduction techniques. It enables PCM to concurrently 

execute more write requests by reducing the peak power of a 

multi-bit write, and hence improve average write latency. Our 

proposal enhances system performance up to 44% in SPEC 

CPU2006 benchmarks over a state-of-the-art baseline. 

Consequently, three proposed techniques (SOUP, OBYST, and 

Reset-In-Set) improve the performance at three different factors 

in the main memory systems. SOUP reduces the access latency of 

existing DRAM-only main memory systems or the DRAM cache 

access latency of DRAM/NVM hybrid ones. Reset-In-Set also 

improves the write performance of PCM-based main memory 

systems, such as DRAM/PCM hybrid ones. Furthermore, OBYST 

increases the memory bandwidth of the hybrid systems which 

consist of different kinds of memory devices. 
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국문초록 

 
컴퓨팅 시스템에서 메모리 시스템은 애플리케이션 실행 성능에 

상당한 영향을 미친다. 그러므로 메모리 시스템의 성능을 향상시키는 

것은 중요하다. 메모리 시스템의 성능은 메인 메모리 디바이스(예로서, 

DRAM)의 고유한 접근 지연시간/대역폭(bandwidth) 및 마이크로 

아키텍처, 총 메모리 용량, 메모리 컨트롤러 설계(디바이스 특성에 

기반한 제어 방법 포함) 등 다양한 요소에 영향을 받는다. 우리는 먼저, 

DRAM 접근 지연시간에 집중하였다. DRAM의 랜덤 접근 지연시간은 

상대적으로 서서히 줄어들고 있는 반면, 특히 메모리 접근의 지역성이나 

병렬성이 부족한 애플리케이션에서 실행 시간에 직접적인 영향을 미친다. 

기존에 제안된 저지연시간 DRAM 구조들은 현저한 면적 증가를 

유발하거나, 비대칭적인 접근 지연시간을 갖고 있어서 소프트웨어 

stack에 부담을 준다. 더불어, 이들 중 대부분은 더 중요한 column 

접근 지연시간 대신에 row activation 시간과 precharge 시간을 줄인다. 

다음으로 우리는 메모리 용량에 집중하였다. 더 큰 메모리 용량에 대한 

수요를 충족시키는 것은 컴퓨팅 시스템에서 중요한 과제이다. 기존의 

해결 방법들은 한계에 도달하고 있는 반면, 고용량을 위한 새로운 

비휘발성 메모리(NVM)와 고속 접근을 위한 DRAM 라스트 레벨 

캐시로 구성된 DRAM/NVM 하이브리드 메인 메모리 시스템들이 

제안되었다. 그러나 이러한 시스템에서는 두 종류의 디바이스가 제한된 

수의 메모리 채널(또는 rank)을 공유해야 하며, NVM 채널(또는 

rank)이 DRAM 채널(또는 rank)에 비해 적게 사용되곤 한다. 이러한 

현상은 애플리케이션이 일정 수준 이상의 메모리 대역폭(bandwidth)을 

필요로 할 때, 모든 메모리 채널(또는 rank)을 사용함에 있어서 

불균형(imbalance)을 초래하여 메모리 시스템의 성능을 악화시킨다. 
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마지막으로 우리는 NVM의 성능에도 관심을 가졌다. 상변화 

메모리(PCM)는 대용량, 저대기전력 등의 이점 때문에 DRAM/NVM 

하이브리드 메인 메모리 시스템을 위한 중요한 NVM 후보로서 

받아들여지고 있다. 그러나 열악한 쓰기 성능은 PCM이 메인 

메모리로서 채택되는 데에 장애물이 되고 있다. 높은 쓰기 전력 소모와 

긴 쓰기 지연시간 때문에, 칩 전력 제한 하에서 PCM의 쓰기 

처리량(throughput)은 심각하게 제한된다. 

위에서 언급한 세가지 한계를 극복하기 위하여, 본 학위논문에서 

우리는 메모리 시스템의 성능을 향상시키는 세가지 새로운 기술을 

제안한다. 첫째, DRAM 마이크로아키텍처 기술인 SOUP (Skewed 

Organization of µbanks with Pipelined accesses)은 DRAM 칩의 모든 

영역에 동일하게 짧은 column 접근 시간을 제공하기 위해 제안되었다. 

이 기술은 bank 안에서 column 데이터가 저장되는 row-buffer와 

column 디코더 사이의 거리가 동일하지 않기 때문에 발생하는 column 

접근 지연시간의 비대칭을 이용한다. 칩 밖으로의 I/O transfer를 

column 데이터 전체가 도착한 후가 아닌, 가까운 cell의 데이터가 

도착하자마자 시작함으로써, SOUP은 column 접근 시 모든 bank에 

대해 세 메모리 클럭 싸이클을 절약하도록 해준다. 우리가 진행한 

평가에서 SOUP은 무시할 만한 칩 면적 증가에도 불구하고, 메모리 

집약적인 SPEC CPU2006 워크로드들에서 기존 DDR4 디바이스 대비 

IPC와 EDP를 각각 7.7%, 12.2%까지 개선한다. 둘째로, DRAM/NVM 

하이브리드 메인 메모리 시스템들을 위하여 우리는 OBYST (On hit 

BYpass to STeal bandwidth)라고 부르는 DRAM 채널(또는 rank)과 

NVM 채널(또는 rank)사이의 로드 밸런싱 기술을 제안한다. 이 기술은 

DRAM 캐시에 hit인 읽기 리퀘스트를 선택적으로 바쁜 DRAM이 아닌 

NVM이 처리하도록 함으로써 메모리 대역폭을 향상시킨다. 우리는 
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추가적으로 OBYST에 최적화된 디바이스 간 리퀘스트 스케줄링 정책 

또한 제안한다. OBYST는 무시할 만한 메모리 컨트롤러 면적 증가에도 

불구하고 메모리 대역폭, IPC, EDP를 각각 22%, 21%, 26%까지 

개선한다. 마지막으로, PCM의 쓰기 처리량(throughput)을 개선하는 

기술인 Reset-In-Set이 제안되었다. 이 기술은 여러 비트를 동시에 쓸 

때의 피크 전력(power)을 줄임으로써 PCM이 동시에 더 많은 쓰기 

리퀘스트를 처리할 수 있도록 해준다. 이러한 피크 전력 감소는 짧은 ‘0’ 

쓰기들을 긴 ‘1’ 쓰기의 가장 전력을 적게 소모하는 구간까지 

지연시킴으로써 가능하였다. 이 기술은 평균 PCM 쓰기 지연시간도 

대폭 줄여준다. 우리의 실험 결과는 Reset-In-Set이 무시할만한 구현 

오버해드에도 불구하고, DRAM/PCM 하이브리드 메인 메모리를 

사용하는 시스템의 성능을 44%까지 향상시켜준다는 것을 보여준다. 

결과적으로 우리는 SOUP과 Reset-In-Set을 고안함으로써 

DRAM 접근 지연시간과 PCM 쓰기 처리량을 각각 개선한다. 이들은 

DRAM만으로 구성된 메인 메모리 시스템이나 PCM만으로 구성된 

시스템에서 독립적으로 효과가 있을 뿐 아니라, DRAM/NVM 

하이브리드 시스템에서도 상승적인 효과를 발휘한다. OBYST 또한 여러 

종류의 메모리 디바이스로 구성된 하이브리드 시스템들의 메모리 

대역폭을 개선한다. 

 

주요어 : 메모리 시스템, DRAM, 접근 지연시간, NVM, 하이브리드 

메모리, DRAM 캐시, PCM 쓰기 전력 

학  번 : 2012-23871 

 


	Abstract
	Introduction
	1.1  Outline

	Background
	2.1  DDR4 DRAM Device Organization
	2.2  Low-Latency DRAM Organizations
	2.3  Sharing Channels or Ranks of DRAM and NVM
	2.4  Baseline DRAM/NVM hybrid memory structures
	2.5  Performance Degradation by Sharing Channels or Ranks
	2.6  PCM Cell Write Methods

	SOUP: Reducing DRAM Column Access Latency
	3.1  Motivation
	3.2  Design of SOUP
	3.2.1  Modifications for the logical row composition
	3.2.2  Column access example with SOUP

	3.3  Implementation of SOUP
	3.4  Discussion
	3.4.1  Support for critical-word first
	3.4.2  Other target devices and alternative designs
	3.4.3  Repairing faulty cells in SOUP

	3.5  Experimental Methodology
	3.6  Evaluation

	OBYST: Increasing the Bandwidth of DRAM/NVM Hybrid Memory Systems
	4.1  Design of OBYST
	4.2  Inter-Device Request Scheduling Policy for OBYST
	4.3  Implementation of OBYST
	4.4  Experimental Methodology
	4.5  Evaluation
	4.5.1  Improvements by OBYST
	4.5.2  Analysis on limitations of previous work


	Reset-In-Set: Increasing PCM Write Throughput
	5.1  Reducing the Peak Power of Multi-bit Writes
	5.2  Making Rare Case Slow
	5.3  Implementation of Reset-In-Set
	5.4  Experimental Methodology
	5.5  Evaluation
	5.5.1  Improvements by Reset-In-Set
	5.5.2  A case study


	Related Work
	6.1  Reducing DRAM Latency
	6.2  Effective DRAM Cache Implementations
	6.3  Improving PCM-based Main Memory Performance

	Conclusion
	Bibliography
	국문초록


<startpage>6
Abstract 1
Introduction 13
 1.1  Outline 23
Background 24
 2.1  DDR4 DRAM Device Organization 24
 2.2  Low-Latency DRAM Organizations 28
 2.3  Sharing Channels or Ranks of DRAM and NVM 29
 2.4  Baseline DRAM/NVM hybrid memory structures 31
 2.5  Performance Degradation by Sharing Channels or Ranks 32
 2.6  PCM Cell Write Methods 35
SOUP: Reducing DRAM Column Access Latency 36
 3.1  Motivation 36
 3.2  Design of SOUP 38
  3.2.1  Modifications for the logical row composition 39
  3.2.2  Column access example with SOUP 39
 3.3  Implementation of SOUP 40
 3.4  Discussion 42
  3.4.1  Support for critical-word first 42
  3.4.2  Other target devices and alternative designs 45
  3.4.3  Repairing faulty cells in SOUP 45
 3.5  Experimental Methodology 46
 3.6  Evaluation 48
OBYST: Increasing the Bandwidth of DRAM/NVM Hybrid Memory Systems 51
 4.1  Design of OBYST 52
 4.2  Inter-Device Request Scheduling Policy for OBYST 53
 4.3  Implementation of OBYST 56
 4.4  Experimental Methodology 57
 4.5  Evaluation 59
  4.5.1  Improvements by OBYST 60
  4.5.2  Analysis on limitations of previous work 62
Reset-In-Set: Increasing PCM Write Throughput 65
 5.1  Reducing the Peak Power of Multi-bit Writes 65
 5.2  Making Rare Case Slow 66
 5.3  Implementation of Reset-In-Set 69
 5.4  Experimental Methodology 70
 5.5  Evaluation 71
  5.5.1  Improvements by Reset-In-Set 71
  5.5.2  A case study 73
Related Work 75
 6.1  Reducing DRAM Latency 75
 6.2  Effective DRAM Cache Implementations 77
 6.3  Improving PCM-based Main Memory Performance 78
Conclusion 81
Bibliography 85
국문초록 93
</body>

