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A1 AE
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L1 W2 AFUr fojH3g S &8t 3417

L=y, 15417 Y (Artificial Neural Network)2 o] 2] )14], 57 ¢14], 7] A H 4,

o
ol u] 2] A} 2L ThFE 5§ Hofol A 948 A5

K-8 Q7] SIAE Aol 27k 2 £ dlojelo} 2xke welo] M Rt} BT
Rale gelo] 4] e At vRe A9 Ba R g Jubg o 2 gl

lo

A - H= A= (Single-precision Floating Point, FP32)-2 &-835}¢] Q13417
ot AU =72 HlolH S ARgSHH Q7= At} v e ZH
o THAE 29 5 ok 22O £ 5 A3 = 84 = 4 O
(Arithmetic Bandwidth), W2 2] o %2 (Memory Bandwidth), #|©] &l A](Latency)”7}
oIt} e AUEE LGS A5 fE T v e Y ES 20K SEE
=4 7 ek IZAET e TS 7HEStAL, A5 ASHE Faskehr] A W
= g)o]E & (Reduced Precision Datatype) 0.2 oL 16-bit-S &-gol= AT+
7F Ag ol gt} d o] AREE= 16-bit Hlo]E P L] of|= 11447 16-bit, I[EEE
4 ¥t-AHl 5 B= 4 =H(Half-precision Floating Point, FP16), B &9 B-%5 A7
(Brain Floating Point, BFP16 [25]) 5-©| QIt}. 16-bit2 &-835HH Ao 28] oA}
O ALt £ gt 28] o]4fo] A2 HHE ARE 71311"_%‘ g Qltt. e, B
AL golHyg o THT o F 7HA] ZA = {6l 445 Ak 4 Aot
A WA, 2~ H (Swamping [T O & Qls] T o] A= =HA| ¢b& & At &
HPolgh, F & o uf 2h2 o] 00& AlRtR]l= s HEtth A Y (Scale)
Zpol7t U= F ghe g o], A5 (Exponent)E A 2| A|Aof gttt AR5 A
A7, 22 7F9] 7hHeE (Mantissa)E @ 22 0 2 o]5(Right Shifting)A] 7] =1,
ojuff 7}4=F-9] bit gho] Arehd 4= 1ot 10-bit 7}H(Mantissa)E 7+ FP162

(311 —r—‘ O}'i



grol 271 zpol 7k 2 vl o<l -, 7-bit 7hpH-5 7H BFP162 & gho] &
AL ztol7} 2° vl o]4Fl A, 2 gho] 002 Attt E o2 Al &9
W ol M 2F2 2] et 9 E(Gradients) 7} 0.2 & AF2H & Qlth= Zlo|th. FP32
£ Aol 8-bitZ AFE-SH=H], Aol o] Hot A 2 bitg dgshd, gk 2 9]
(Dynamic Range)7} &of=tt. ofof wheh, 2h2 3f 29 W= So)S7 i, FP32

A= 00] ofH AE 2h2 gho] Y2 LU= glolH oA 02 2AE 4 Ut
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ol
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= , 3, 9]. DoReFa-Net2 1 HAE7ZR] de AU s
ShET, Lbit 7452, 2bit S4B, 6-bit 1T AES BEate] A4
TS S5 [28]. 0], 16-bit T AASHL FL5l= ALE AorE e
MNIST, CIFAR10 g]o] ] A1 © 2 CNN(Convolutional Neural Networks) B2 &-2 #] 5
I (Accuracy) <=4 glo] Z AT [4].

RNN(Recurrent Neural Networks) &2 S A Yo Al g = AL86t= A7 A

3358t} He et al.(2016)2 GRU [2] @} LSTM [8]9] 7} 9} 84 3lgho] AL bit=

ol et

n)

lt

b

ggsto] ofzte] A5 AskE HolH Tt RNN 2 E5 ¢FA-eH(Quantization)
Sl & o2 ®HA]o] AlotE] Q1] Ott et al.(2016)2 ©]ZI(Binary), 3%I(Ternary),



X

(Exponential) 715:4] F7515 SH45}0] tobeh RNN RS 373} £
, 9o] rdlg](Language Modeling)} 241 <121(Speech Recognition)o]| 4] 2]
BohsteEh. ) A WA S R T 2 S FP2E d4Fstel E4ol
o} wraba] o ok (Back Propagation)©f| 4] 9] A4t H]-8-(Computation Cost)

ST

ol
-

or 2

R
o
oodlo
32,

839t A FAAY T v ol &9 AW L T ¥ (Mixed Precision Training)
Aletgitt. FP322] utA g 715 X](Master Copy of Weights)2} £=A17F A7 A&
(Loss Scaling), FP32 accumulator& €83} o]n]Z] 25 (Image Classification), ¢1¢]
2 d2)(Language Modeling), ©] 1| %] A A (Image Generation) 5 t}Fet 28 Hofo
J5-2 I 7Fsit} Kalamkar, et al.(2019)2 & T2 16-bit 5447 <] BFP16

A
o

2 B89 £ AUE TAL AUk BFPI6S FPI29L FUAH 2 530] 8-
O
=

bits TFste], g A W17t FP32¢} |25ttt wh2tbA], FP32, BFP16 Ato]
2H(Casting)o] 11, A 2ALH 2 AMESHA] edotle H= ol it CNN,
RNN, 57 A] Al (Recommendation System) 5 2] ThoFat &8 Holo] x| S&o] 2

L =gt AL S "hAl o] AAHA] 0 2 FP8(8-bit Floating Point)-S <H-8-5ff
s SR WA o] A|9FE| It} Wang, et al(2018)& FP8-S &850

A2 A 0 2 ResNetS E&AFc}. nfAE 71E 2] S FP327} obd FP162 2 2 eA3)c}.
S Al (Chunk-based Dot- product)ﬂ- FP16 accumulator2- €13}
V] B E A AK Arithmetics)-2 FP8 =2 Zsigith AE 7| AE 22T (Stochastic
&5t of7he] A5 A5 Ho|w ResNet502 & Tt o] %, FP8

U-‘-‘



oA & & stH= 73ete £A7F A7 Y 2 (Enhanced Loss Scaling)} A~ E 7| A E

2t ge &85 ST CNN R &#ek ofi] 2} RNN REoME g7lo] H=
g HAr[19]

O 112 & =70 AFEE = FP8 &9t A9k &8 yHA-& Yehdl: 7H5X4]
o] EQ} accumulation2 A| 2| $F L 2] R E AARS FPRO 2 4~asttt &3 A
A EHA AP (Swamping)> 7+52] JH| o] E(Weight Update)@} v E ]~
HA4(Matrix Multiplication) 7} 2] accumulationo]| 4] ¥rA1g 4= Qlt}. o] & |2
7] 9190, FP329) A HEH 2 w8k, of 7o) et S Nrdatch. Accu-
mulator®] H[o]E{ Q] © 2 FP32E5 k= }i5to] ~¢ o= Qlgh <l
HFz| ottt £AZF AA D2 AAHE £&A7F A7 & (Constant Loss Scaling), TF
A 7Y & (Dynamic Loss Scaling [15]), 733t £A12F A7 D & (En-

hanced Loss Scaling [19]) 5 ThFgH WH4l0] ZAjshit] £ =Rol e AAHE

e
u
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=2 (Underflow) S

2 =Fo i FP8 £ YU Z9S AWTTh 7|20 FP8 £¢ AU £

Lo A= E 5 (Sign) 1-bit, A= (Exponent) 5-bit, 7}<=5-(Mantissa) 2-bit (s1e5m2)

02 FP8G FAITIL B = Rol A 143, 75 o] FEIE bit /|42 Telet
W A5 ASUT 7P ¢ FP8 bit 744-& FobA, AR AH 7}%%} B
(Stochastic Weight Averaging, SWA)-2 T}oFgH b1 0 22 A 29ict SWA= AHESH

=
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Al 2 & Bit 2¢o] o} 2 FP8 £ AU &

2.1 Bit 23} u}
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e AL o g o2 Y 1 4 F2F 24 F stk gk B Wlolch
T Bd H e Ag-Fol Dok bit 7ol oEjtt. 3 2.1-2 FP32, FP16, FP8 €]
Zr 2 915 Yepith FP8E B35 1-bit, 2|55 5-bit, 7} 2-bitO 2 A5}
Lowpa] o F-Eo| A AFRE]| = HEAl o]t} o] x| 4=ELo]| 5-bitS

1(FP8-sle5Sm2)2 7| & A
< Q7T v|=ok AR, ZF=R 9] bit 7|7 H o 22 FP16
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218f(Exponentially Doubles) ot} gk & W= A5 Hpo]o] A(Exponent
Bias)% Zefo}al o512 & Slth. FP8-sleom1 o] Woi gk Tal W9IE o] 4
A 24 204 NS 5Y 4 et o) 2 59 ) e Lol AE HEL RET
T At soldt H 4 F4A H = 2A19 P =Bl (Scaling Factor)of] & 7179+ a3

£ 7PA e} FPS-sledm3 e JuEsl 22 oA, g £ 997} 4ee] Eobart
Fo17 g A W9] 2ol AFAFR melo] wheba] 41 vholol 2B 2 AehE

Aol £ gelsiet
13 2.1 2 CIFAR10-2 &8 SFResNet20 Rl o] &3 = I U A E S| AETIH
(Histogram)-2- LtEFHCE FP8-sle6bml Q] 2| 4-E Hio|o] AE 460 7 A SHH, FP-

slebml & [2745, 216)0] 4% FPGCE FPslesm2 & [271,21)9] 5 Hd5}
2, FP8-sleSm2 ol A 43k AA| Y-S #2] eFow, oF 11%9] 1 HAET}
0cg mdHct 1L}, o] 1 ]EJOJ E-2 FP6-sle6ml of|A] £43E AADR)S

#.7) ot grol A9 4= ek
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3 2.1: FP32, FP16, FP82] 7t ¢ HH&| vl

Data type Bit Format | Exponent | Max Min Min
yp (s, e, m) Bias Normal | Normal | Subnormal
FP32 1, 8,23 127 3.40e38 | 1.17e-38 | 1.40e-45
FP16 1,5,10 15 6.55e4 | 6.10e-5 | 5.96e-8
FP8 1,6,1 46 9.83e4 | 2.84e-14 | 1.42e-14
FP8 1,5,2 15 5.73e4 | 6.10e-5 1.52e-5
FP8 1,4,3 7 2.40e2 1.56e-2 1.95e-3
B FP8-sle6ml Representable range N
FP8-sle5Sm2 Representable regl%;e
$3|_ i
210 i i
&,
5 H :
Epecome Zero in FPS—sleSm%
0— } T T t t t
-50 -40 -30 -20 -10 0 10 20
[Exponent value, €]
1% 2.1: ResNet20-CIFAR10 It E 5| AE 1
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shod WAL W FUE ABAAY oA Fad IS Sd L
o2 AR EHLE &Y 7[H-L RNE(Round to Nearest Even)@} AEAE 28]

(Stochastic Rounding, SR [4, 26, 19]))o|t}. 2 22 7]®(Unbiased Rounding
Schemes) & 5}1}9] RNE™ [EEE 754 % d4to] 7|24 0 @ AL& 5] 71 9]t} ot
flotoll F+AsE7] 4194 d2] AR&E AL 9l ott, LSB(Least Significant Bit) 2] X=
FHEE W= g0l AR TRl A2 bit 7t SE a5 RNEC]
osff TAst= AE E42 oS An. 2B AH 222 RNE| HIs A X
=d 5 9&% VARl 2he Y 7]% olTH26, 19]. H2{ A= LSB
Ko Wolmz, gn 48 F

Uepiche, glele] BE AR ok o -
(-1 2 -m 0.2 TR 4 ek, ol 2 71 ofehel 2k

(—1)*-2¢ - |m), if 0 < melmle o1
—1)5-2¢ - (Im], +¢) elif § < ™=l <

RNE(z, k) = =1) (Ll +e) 2 ‘ 2.1)
(=1)%-2°- [m], elif mod (|m],,2¢) =0

(=1)*-2°-(Im], +¢€) elif mod (|m],,2€) #0

s e m—|m|
—1)s.2¢. + p. 2ol
(—1) (lm], +€) wp. =— 22)

(—1)%-2¢ - |m), wp. 1 — "=

ke 7R bit 4ol 3, ¢ = 27K o] ek i i Rol A AEAAE ehed e

12



23 A9 A

ResNet-ImageNet AH-2 A 2|5t 2 =F9] 2 E A5 NVIDIA’s Pascal, Volta
GPUZ A= et} Ao AF8% GPUE Titan Xp, Titan RTX, Titan V100o|t}.
ResNet-ImageNet-2 Google’s TPUZ A&t thofst bit £3to]| 2 FP8-S Ad
517] 95l TensorFlow [24]5 &-85}o] FP8 AW E|(Converter)S A|2-5}% oF. FP8
AW E]E FP32 4AH<&(FP32 Arithmetics)QJ oF, o] B-o] A FP32 o] FP8 O 2 s}
T2 gtk 7% 225 FP8 ZAH{El7} A A AT Aol 2 §H AL Lhehuict.
T 228 #5 Oe T AU &719] FP32 ufAH 7F52|E FP8O & Heh
she ol 92 1@% OL%%UJ 2 v @A) Qlela 228 FPso R
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&z,
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2
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>
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oz,
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®

trix Multiplication), 24 5} @*—’]\—(Activation Function) 52 Zgtsict,

Operations
FP8-converter FP8-converter
FP8-converter
Operations

FPS§ weights

FP8-converter

l

() (b)
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231 ojuA) 2§

FA 74 mE 2 ResNet [5]2 A&

) S APt Blo] =AY H SWAS
S =23t} &9 b|o| = CIFARI10 [14]7} ImageNet [23]o|t}. &
E 247 AA|dae Aagy, AAeld HE 2 12852 AFLF)

2|5t WH2|5}17] 915) ResNet®] 918 gjo]oje}

o
H
R
Bl
31
2
e
lo
ox,
or
filo
oL
N
)

el
ol
N
do
et
r o

T 22:FP8 = &2 9] ResNet-CIFAR10 A&

o
ox
12}
H
ol

(a) ResNet20

FPS8 FPS8 FP8
kP32 (slebml) | (sleSm2) | (sledm3)
Baseline 92.17 87.13 90.02 91.10

SWA(5x5) | 92.08 87.91 90.55 91.31
SWA(5x10) | 92.04 87.65 90.20 91.25

(b) ResNet56

FP8 FP8 FP8
FP32 (slebml) | (sleSm2) | (sle4m3)
Baseline 93.46 89.49 92.45 92.50
SWA(5x5) | 93.45 90.24 92.85 92.66
SWA(5x10) | 93.47 90.35 92.86 92.79

H2.2=FP8 &3t AU T 57 0] ResNet20/56-CIFAR10 38 (%)E LHEFATY
S&HL 175 0| Z T 5ot APt 71 %] 74 M E](Weight Decay Factor):=5-1074
7] g 2ol E -2 0.1, 75, 12594 of| 2F oA 108] 4 3t} 37 2.2
w15

1o,
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ng
<
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>
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=
rlr
Hol
o
ofN
l
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FPSS 4% 9p4-S HolT). B3], FP8S] sh4iel] S bit 75
S22 ML SEALS wo] B Yth SWA A28 E5] FP8-sle6m1-L ResNet20
ofl A Zth 0.78%°] A5 F/d= E AL, ResNet560 4 Z|tf 0.86%°] /5 Fd=
H At} FP8-sle4m3 7-9-of H|5f Ad-5 /4 Zo] A ofk 3u)] o]/Foltt. 7FF-9] bit
27} Ho22 SWAVL W @it

3 2.3: FP8 &3} AU 5 H 9] ResNet-ImageNet A2+

(a) ResNetl8

FP8 FP8 FP8

Fp32 (sleébml) | (sleSm2) | (sle4m3)
Baseline 70.14 63.25 67.37 NaN
SWA(1x5) | 70.23 66.78 69.03 NaN
SWA(@2x5) | 70.19 66.95 69.02 NaN
SWA(1x10) | 70.19 67.26 69.28 NaN

(b) ResNet50

FP8 FP8 FPS8

Fp32 (slebml) | (sleSm2) | (sle4m3)
Baseline 76.10 71.55 75.17 NaN
SWA(1x5) | 76.12 73.38 75.71 NaN
SWA(2x5) | 76.08 73.91 75.39 NaN
SWA(1x10) | 76.10 73.83 75.95 NaN

T 232 FP8 &gt AU T 9] ResNet18/50-ImageNet & 8 (%)= LFeRA L}
90 A EF Bt T A APt 7H5A] A4 HE = 1-107 o]t} 21 H o] EE0.1
ol A A125te], 30, 60, 80EI A o Aol A 10814 EAct. o] A3t nptriz| 2
SWAXXY)= 58 22 5, X o 23 7H4 Y/ e T EES P75 SWAS &

4
% 70|tk FP8-sledm3-L 2k Ed W 917} ot &4 3to] WhAtstn] Eelo] %] o¥ot

15



t}. FP8-sle6ml12} FP8-sle5Sm2= &2 o] 7}t FP8-slebm1-2 FP322to] A=
2}0] 7} ResNet186] 4] -6.89%, ResNet500]| A -4.55% & A% sheto] Aers] A3,
SWAS H4elel A o ® A% S Bt FP2] A FAHS 0.09%2 2
4% oSS 1lch FP £3 AUE FHos Ao RU SWAS Ao o
HIS} A =0] olx =1, ResNet182] -2 FP8-sle6m1-2 Xt 4.01%, FP8-sle5m2
o ] 1.91% AL spato] THAE| QI SWAS .85} ResNet50-2 FP320]A] ]
o 0.02%, FP8-slebmlof| A Xt} 2.36%, FP8-sle5m20]| 4] Z|tf 0.78% A5 T
Bt FP8-sleSm2 SWA(1x10) A5-& 75.95%=, FP32-Baseline A% 76.10%2
A o] ufeiztet.

ResNet20/56-CIFAR107} ResNet18/50-ImageNet A & Z 7 B ™, FP8-sle5m2

F

lo

7} 7V @ Ado] et 2 5 glek. FPS-sledm3 & 4% 2491 CIFAR10 @]
A 22 %2 RAAT, ofee 2] &5t ImageNet AP ol A 4ratoy
EHo] {7 gorct

232 ol 2L &Y

o RElY 24 JIFAFT o= LSTM 7|4 Tof Qo] BelS sttt &1

tfjo]E] 2% PTB(Penn Tree Bank [17])& &-835}%th EH’J Z|EAe] L9} 2
i 7]} ¥ <=(Hyperparameters)i= [27]5 Wttt @lo]o] /|5 1,24712 A7sto] 3
A wdg gagt. Age U, 5ol 9% FE 248 Fol7] a7
42 ABE. % 7154 747 oF 6.7 o] HES o]} 747} o] o}

2} LSTM 2] -4 = 2} (Hidden Dimension)2 =%t = A2 39 of|;x 3 FoF
4

SAE] It v x| Ato] A (Batch Size)= 20, A A Zo](Sequence Length)+= 359]

th 27] 2y o] Ex 1914 AlZstel £7 6 o] 0] F e uf o] =T}t 0.8

< FolA 29t o= A= melo] £ o] F ol 2719 2]y o] ES A8

o} 1XLSTM-920& F717} 3 o| L3, YA = F7]71 4 o T 0|t} A5 A51=
16



Zo]7] 95 ¢H|Y o] o](Embedding Layer)} &
FP8-sle4m3L 2|44 Hlo|o] AE 112 AT}

T 24=FP8 53 AU L 52 0] LSTM 7]l tho] olo] Relo] HlAE BH L=
LT Z5h4 0 =2 mdl o] Zlo]7h k2 79, FP8o| FP329] 452 & whelztth.
a8y glo]oirt Z o] A4 FP329} H| W 5le] FP82| A5 #s7F HEE =, &
o] 7kt A2 FP8-slebm19] 5 A|5t7t 713 A9t £3o] =% 5 SWA
= Agsd gtk A S-S H Ytk FP8-sleSm2= SWAS 22513 IXLSTM-
920, 2xLSTM-6509]| 4| += FP32-Baseline 2] A5 L3
35 oF2H(-2.53)& H ot

2 dlo]oli= FP32& AL,

o)

O}, 4XLSTM-4600]| A=

¥ 24:FP8 23 UL 3219 WLM-PTB B3

(a) 1XLSTM-920

FP8 FP8 FP8
Fp32 (slebml) | (sleSm2) | (sle4m3)
Baseline 80.74 83.52 80.93 80.44
SWA@(3x4) | 79.48 82.84 80.03 79.64
(b) 2xLSTM-650
FP8 FP8 FP8
Fp32 (slebml) | (sleSm2) | (sle4m3)
Baseline 85.30 87.18 86.29 85.58
SWA@4x4) | 84.17 85.21 84.38 84.53
() 4xLSTM-460
FP8 FP8 FP8
Fp32 (slebml) | (sleSm2) | (sle4m3)
Baseline 94.50 102.21 98.20 96.27
SWA(@4x4) | 93.85 101.56 97.03 95.74
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2.3.3 o|mA B4 &Y

ol 2] /g 2r<iol tishA FP8 &gt FL = 12 U3t DCGAN [22]2 CI-

FARI0 fjo]gl2 3385t ASE =4
gj|o]o}(Fully Connected Layer), 37 2] 3
¢ 1719] Tanh #o]of Bl ReLUR o] FoiFtt. YrEAK(Discriminator):= 371} 2
274 g o]of(Convolutional Layer)2} 17} 2] #loJo] 2 Leaky ReLUZ
TFAE At} ofF(Adam [13]) 2.2 50000 A~ §(Steps) SH W O™, A5 # 5= =0
7] 919 A2 dojolsl 29 dolol FPR22 SAHT 453 Brbe u A3
o]u] 2] 50000745 A&t A5 A E = A4 A5 o] (Inception Score, I1S) 2} L]
A Q1K ] A8 A(Frechet Inception Distance, FID) S AHE-3Th 3 2.5= FP8 &3
A& & o] DCGAN-CIFARI0 A% 1 It FP8-sledm3 9] A5-0] 71 £

t}. FP8-sle5m29] A58 FP32-Baseline™} B 6H, SWAS A-835}7] A= IS

0,06, FID -0.649] 4% #1512 RGA|T SWAS AL8 31 49 4%5-& ZAat.

N

=o}
T M

25 FP8 &g AL 599 DCGAN-CIFARI0 A5

(a) Inception Score

FP8 FP8 FP8

Fp32 (slebml) | (sleSm2) | (sle4m3)
Baseline 4.20 4.05 4.14 4.25
SWA(1x5) | 4.20 4.02 4.19 4.24
SWA(2x5) | 4.24 4.03 4.25 4.29

(b) Frechet Inception Distance

FP8 FP8 FP8

Fp32 (sleébml) | (sleSm2) | (sle4m3)
Baseline 6.37 6.84 7.01 5.93
SWA(1x5) | 6.24 6.71 6.59 5.65
SWA(2x5) | 5.62 6.58 5.90 5.61
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}S 0 2 DCGAN-S CELEBA [16] dlo|E]&2 T}
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_Er_
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oAt WAL 5749 A

4 @010} 2} Leaky ReLUR T4 5|1t oF o & 30000 A7) a2 e gict.
=

9 #olojet £ o]0l FP322 G|t B 268 F

DCGAN-CELEBA MS-SSIM(Multi Scale SSIM)-- L}EFW 7 o]t} MS-SSIM Zto]

2o m thepgt o|u A5 ARtk 21 ofnlgith. 500007) ofn

}1.©

n%;
e
u
Z %
e

SSIM-& =43}, A1A] CELEBA H|o] €] o] MS-SSIM 3t oF 0.220]t}. 1 =50

A 2335 DCGAN-CELEBA 9] MS-SSIM Z}-2 0.225 45
oju|z]=o] AA| "ol ETE A= FAFSHT
©] MS-SSIM g2 F 0.03 ©

T o
’C7/ie

of
Iste] 274 248 B,
SRR

=
"?_E} FP8 DCGAN A&
Z

o] FP329] A

or
2
e

15171 $19ll 7k w2 o] A o] u] A & A AT,

o AU 2 9] DCGAN-CELEBA MS-SSIM

FP8 FP8 FP8
FP32 (slebml) | (sleSm2) | (sle4m3)

Baseline 0.270 0.270 0.262 0.261

SWA(1x5) | 0.263 0.288 0.264 0.271
1% 232 FP8 &3 AWr &2 o2 A2 DCGAN-CELEBA o]u]z] AA]-S
et 22 A4 oln S HolHdd ¥ 2 § A4H olnAE et
Witk $50) A4 olu] 5L HoleFE £ 2 F SWAS Hgsto] 44T
o|u|2]& YEPHTE et o2 SWAE &85tH w54 2, Y&, H3d I8

v ko] A A A 5ol A el A= o] T
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(h) FP8-sle4m3(SWA)
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I3} Helrt. &30 4F2 o= H= 7%, FP8- sle4m34 ‘—5—01 7V 5

FPt.sledmao] 21517 ST FPS stebm1 & 26 A4 18 A, A
sketo] A9tk 5] ImageNet Blo]d o]n]x] FRo} go] 24gh 2kgjolit, dlo]

4
o7t AL BAHe R4 A% AHe H% AT FP8-sleSm2i 4-agh 4
FP8-

o4 EH0] RE AFH 02 Frk. ek7he] 435 5}efo] £A51AI T, FPS-slebm1o]
Wl A% A317 dsick

FPS £ HUE 9 £ T SWAS Agaiet), gtk A5 F44e nolct
SWA 282§ 4% G4 FPsol 4 SE 27T, FPSS] 752 bit /j57) 42
2 5 L AT A AL FPs-sledm3o] $oHAT, A B4
2.0 FP-slesmio] 7 7tk 7143 bit 7|47 Ao SWAS W= A] A gafof
St= Zl o2 Holtt FP8-sleSm2= SWAES 83 79, FP32-Baseline 2] A5<
SEETT
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Al 37 SWAS 883t FP8 29 2
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ri

3.1 AEINAE J}ER] Yo

Izmailov, et al(2018)-2 SGD(Stochastic Gradient Descent) 2 9-& £A17F SF4~(Loss
Function) 9] 7|5} L2 E H 11, AEI|AE 7152] o (Stochastic Weight Av-
eraging, SWA)S A|etgich. Eol %01] Q1o ofe] mEle] 754 B (Averaging of
Weights)o] 5519 7] Al SGD&E A& 7}E2|(W)H th Auks) Axo] =
1L SR, OIS 1£ A1) BB Wi FoHe A7 A L
2 d g|o] E(Learning Rate)«= A<+ 2] #|o]E(Constant Learning Rate) F+= 5
714 24 g ©]E(Cyclical Learning Rate)E A&t 4725 19] 13HA =1
2ol 7HEAE=S &1 =50l dHolESHH, WewaE AlAtst=t 875+ H=
2] @ H3]|=(Memory Overhead)E & < Ut

i
Fot
rﬂi

rlo

Algorithm 1 Stochastic Weight Averaging

Require:
1: initial weight w, cycle length ¢, learning rate schedule o € R°,
2: number of epochs NNV, steps per an epoch T'

Ensure: wsyya
3 W4 W, WSWA < W, Nmodels < 1

4: fori < 1to N do > train for N epochs
5: a <+ afi)

6: for j < 1toT do > update weight T times per an epoch
7: w—w—avy Ljw) > stochastic gradient descent
8: end for

9: if mod(i, ¢) = 0 then

10: Nmodels < /¢

11: WEWA wSWﬁ“m'o’;g;’ffﬁw > update weight average
12: end if

13: end for
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2@ HFALS ResNet-ImageNet, ResNet-CIFAR10,

A WA AR, T FR T Wawas 2ENRYTH 29 o]EE ImageNet
I, QBAAY BEL ResNetl8o|Th. 1 3.1 2y #o]E AAST Wya

S ot A B XRIE S Yepdth SWAXXY)E Wewas A4TE of, X
2

ol =1 (Epoch) 7HH 0 2 Y 0] melS AL AL ojn] g, B 3.1 Thorgt mel
S8

FN

ZAJAEZHE A% Wowa H A= (%)E UEHH T T8 T5olle= Wswa
JSiC}. Baseline2 7|

A wElE SWAS A-851%] 9o Aolch FP32 SWAS

A-ag8S uf] SWA(1x5)oA o A5 70.23%S L3t o]= FP32-Baseline A%

70.14%2} v shH ) A5 FAF Z0 7 oF 0.07% S d=tt. FP32-SWA(5x10)

At YA, FP8-sleSm2= R E AL A=

Hol
i

—

rlo
o
)
\]
=
2
o}
f
o
ol
v
o
olr
2
ol
i

3’—]’ H] 1S ]»Eq °F 1.91% A5 FAFS A9t FP8-sleSm2 A A} = SWA(IX5),
SWA(2x5), SWA(1x10)2] =7} th2 AR A 5o] £t} o]52 FUg 29
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0.1 O SWA(2x5)
A SWA(5x5)
=
g 0.0l
g
2
§ 0.001
=)

0.0001 S—CAc—H

0 30 60 70 80 85 90
[Epoch]

1% 3.1: ResNet18-ImageNet £ 2] 2]y go|E AA|Z E tjofst e RO E

FP32 | FP8-sle5m2
Baseline 70.14 67.37
SWA(Ix5) | 70.23 69.03
SWA(2x5) | 70.19 69.02
SWA(1x10) | 70.19 69.28
SWA(3x5) | 70.16 68.98
SWA(4x5) | 70.18 68.87
SWA(5x5) | 70.10 68.72
SWA(5x10) | 69.70 68.60
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TR A oR, 58 F o] 7EX(W)E WewaZ AW +— Wswa)

she] EHshe WAlS BARTE B =Rol 4l Zd Fo WE Wewa 13] 27
ot AT 3 Fo| WE WewaZ v o 23ubc} A5k Ad-S vw ot
2 A0 ResNet20-CIFAR 103} PTB-WLMoj| 4 AZ 5 Qlct.

F 3258 = SWAE 135] 423 1 ResNet20-CIFAR10 A 8Hr (%)= LFebA
ot Bl 53 B4 o 23 A R O] 7FEA] WE WewaR 18] WA} 234

E Wswal 2 WAokA] -2 Aot} 3~4H A A1 FP8(W
WE WswaZ WAt Zoltt. 3HA H(Once, 75, 1x10)
nd 58 75HA o2 WE Wepwa L2 13] BAg Aol 11, 44 &G (Once,
125, 1x10)2 2d & 12504 o2 Ao WE Wewa 2= 13] WASH Aol
(Once, 75, 1x10), (Once, 125, 1x10) AF %=, WA S of AFEol= WewaZR 1 9
23 7R 107 B ZRJAES FH A AR A 215 HH, &1 5 SWA
2 Ags}7] 9o Aol Aso] £4-3th. FP8-Baseline] 452 90.02%=, SWA

F3~4di7) d O] Baseline At H o} Eo}. A5 2 H ol SWA(SxS),
SWA(5x10)= &5l o] Eual LA SWAE &85t Aupgit.

£ 15 4%

roh

F32: 5 5 SWAE 19] 288 off ResNet20-CIFAR10 Az

FP8 FP8(W <+ Wgsw a)
(Once, 75, 1x10) (Once, 125, 1x10)
Baseline 90.02 89.87 89.10
SWA(5x5) | 90.20 90.40 90.23
SWA(5x10) | 90.55 90.71 90.94

H 332 53 = SWAE v of|i23 A2t u]] ResNet20-CIFAR10 A% (%)
= Upebdich 33 A(ALL 75~, 1x5)2 2E B2 T5HA o m3 o] FRE SWA
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E A8ttt SWA A -gof| AFE-Sh= Wawae 1 o223 714 57 RE(1x5)S H+f
A L3tk 48a (AL 75~, 1x10)2 md T2 7587 o] 3 o] TEE| SWA
£ A3k 1 o] =3 74 107] BE(1x10) BFalA o] o EAuict SWAS 2

71—7_1|—

™, (All, 75~, 1x5), (All, 75~, 1x10)2] Baseline 52 7
1Z25

H

_F':
=
89.19%, 89.36%© & FP8-Baseline %<1 90.02%S 2] ZFc}. v, £
Fofl SWAE 4§35t 220 45 o]5o] EAY. (AlL, 75~, 1x5)2 °F 0.55%,
o
=

(All, 75~, 1x10)& ¢k 0.11% A% FAFS 1 o).

HE3.3: T8 5 SWAS 1] o 232 2|83 wf ResNet20-CIFAR10 A

iy

FP8 FP8(W <+ Wsw 4)
(All, 75~, 1x5) (All, 75~, 1x10)
Baseline 90.02 89.19 89.36
SWA(5x5) | 90.20 89.49 89.47
SWA(5x10) | 90.55 89.74 89.47
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Seste ol 2 9 v1A A ot

92 = Baseline

W < Wsu4(Once, 19)

o0l N 4 W < Wy, (Once, 27)

== W < Wsy4(Once, 35)

: @ W « WSWA(AH,ZON)

N\
86
84
15 18 21 24 27 30 33 36 39
[Epoch]

Wahe A% At 24 el :3:1:1301 ' 7, SWAS A8y, 3 %
A 47 REE BRF SWAGK)S] AL BE A6 % e Bt

P8 FP8(W <« Wspw a(1 x 5))
(Once, 19) (Once, 27) (Once, 35) (All, 20~)
Baseline 81.91 82.08 82.63 81.93 84.29
SWA(3x4) | 81.69 81.98 82.28 81.78 83.83
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ABSTRACT

In recent years, Artificial Neural Networks(ANN) perform well in a variety of ap-
plications. To achieve better performance, complex models and large data are required,
which necessitates a significant amount of computation and memory resources during
training. In this paper, mixed precision training with 8-bit floating point format(FP8) is
performed to reduce the amount of computation and memory resources. We analyzed
how many bits are best for exponent and mantissa of the FP8. We also explored var-
ious ways of applying Stochastic Weighted Averaging(SWA) to FP8 mixed precision
training and found the best way of them.

According to various experimental results, it is most suitable to apply SWA after
FP8 mixed precision training with FP8 of sign 1-bit, exponent 5-bit and mantissa 2-
bit(FP8-s1e5m?2). In this paper, we verified the model performance according to the
combination of bits with different numbers of exponent and mantissa bits of FP8. The
FP8-s1le4m3 has good performance, but its narrow value representation makes it dif-
ficult to train in complex tasks. A neural network with FP8-sle6bm1 can be trained,
but the deeper the model, the more severe the performance degradation. FP8-sle5m2
showed some performance degradation. The applying SWA to FP8-sleSm2 almost
followed the performance of the FP32-Baseline. In addition, this paper has applied
SWA in various ways to FP8 mixed precision training. Applying SWA after training
has improved performance in most experiments. However, applying SWA once during
training or applying SWA at every epoch during training have not shown any improve-

ment.
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