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Abstract 

 
When 3D printers are used to manufacture objects, users must 

create support structures so that overhang regions of the 3D models 

of the objects can be stably stacked. It is inconvenient for users to 

manually create support structures every time they print. Sometimes, 

experienced users might skip some overhang regions. In that case, 

users often receive poor results because skipping overhang regions 

results in a significant decrease in the quality of the surface or failure 

in the printing. Many 3D printer companies provide software that 

automatically generates a support structure. Also, there is much 

open-source software on the web that users can freely download. 

However, these kinds of software provide functions that simply 

enable slices to be stacked with a pattern-shaped support structure, 

sometimes called a lattice support structure, which is not effective in 

terms of saving printing time and materials but focuses only 

successful printing. Therefore, we propose a method of automatically 

generating a tree-shaped support structure, which wastes the least 

material and printing time. The process of creating support 

structures consists of three main steps: searching the overhang area, 

sampling the support points, and creating the support structure. 

Because sampling the support points is performed using a predefined 
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sampling distance, some of the overhang regions are often missed 

because of the higher frequency of the surface than that of sampled 

support points. This causes more support points than the model 

requires. It is also an NP-hard problem to generate tree-shaped 

support structures from the support points obtained. Even with the 

optimum support points, it is still difficult to create the optimal 

tree-shaped support structure with a minimum length. As a solution, 

this research proposes a method that applies deep learning and 

reinforcement learning technology instead of presenting a 

rule-based algorithm, as is characteristic of previous approaches. 

Using deep learning and reinforcement learning technology, the 

machine learns not artificially created features but beneficial features 

itself to obtain optimal support points. It also creates tree-shaped 

support structures that are equal to or shorter in length than other 

support structures from previous studies. To prove the excellence of 

the presented results, the 3D model data set called Thingi10k [1] 

was used to compare the results of previous studies. 

 

Keyword : Support structure generation, 3D printing, reinforcement 

learning, deep learning 
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Chapter 1. Introduction 
 

With many interesting research and technological developments 

in the field of additive manufacturing over the past 20 years, today 

the public can design and manufacture products at home. However, 

inexperienced users inevitably face technical challenges that have 

not been fully resolved. One of these difficulties is the creation of 

support structures [2, 3, 4]. 

Support structures are essential when using fused deposition 

modeling (FDM) where plastic filaments such as ABS and PLA are 

melted and sprayed through nozzles or stereo lithography apparatus 

(SLA) where photocurable resin is solidified by laser projectors. 3D 

printing is a manufacturing process where materials are stacked layer 

by layer. If models have overhang regions that are unable to be 

self-supported, the printing process without proper support 

structures will eventually fail. 

Various approaches have been proposed so far for automatically 

generating support structures. These methods can be broadly divided 

into two types: mesh-based methods [5] and slice-based methods 

[6]. Both methods first search for overhang areas that need support 

structures and sample the areas to obtain support points. Figure 1 [5] 

shows a 3D model requiring support points sampled with different 
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sampling distances and its overhang region was computed by mesh-

based method. Figure 2 [7] shows how to compute the region to be 

supported based on the computed offset using slice-based method. 

With these support points, connection structures between the 

support points are then created and finally finish generating the 

support structures. 

 

 

Figure 1. 3D Model with points requiring support sampled with different 

sampling distances. 
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Figure 2. Determination of the region to be supported by comparing two 

consecutive layers. 

There are many ways to complete support structures by 

connecting given support points, but in general, tree-shaped support 

structures, as shown in Figure 3, are preferred to reduce printing 

time and material usage. However, even if the same support points 

are used to create tree-shaped support structures, the results can 

differ. Among various structures, the optimal tree-shaped support 

structures have the smallest sum of the tree length. The problem in 

configuring the optimal tree-shaped support structures is 
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determining how to connect support points to minimize the length of 

the tree, which is the minimum Steiner tree problem known as 

NP-hard, a kind of combinatorial optimization problem such as the 

traveling salesman problem. Previous work proposed heuristic 

algorithms to solve this problem, and tree-shaped support structures 

close to the optimal were created [8]. 

 

 

Figure 3. Progressive building of tree-like support structures. 

In this study, we present a reinforcement learning-based 

solution for creating support structures rather than rule-based 

algorithms in previous studies. With the recent development of deep 
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learning technology, reinforcement learning has performed 

astoundingly by utilizing deep neural networks [9]. Deep Mind [10] 

developed Alpha Go [11], which defeated Se-dol Lee, one of the 

world's best Go pros, without implementing a Go model or artificially 

created features; and OpenAI [12] showed their learned agent won 

against pro gamers of Dota2, which requires collaboration between 

different agents in the 5 versus 5 team game. 

 

 

Figure 4. The agent-environment interaction in reinforcement learning. 

 

Reinforcement learning is primarily used as a solution to 

decision-making problems. This is because the agent learns a policy 

that represents the action to be taken given a state, which is 

state-to-action mapping. As Figure 4 shows, the process of policy 

learning takes place through repetitive interactions between two 

components of reinforcement learning, the agent and the environment. 

Meanwhile, the agent looks for a policy that can maximize the 
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received cumulative attenuation reward. 

Once this decision problem is defined mathematically, it can be 

expressed as the Markov decision process (MDP). MDP consists of 

state space, action space, transition probability, reward function, and 

a discount factor. At each time step, depending on the given state, 

the agent chooses an action that will maximize the sum of the rewards 

in the future. And the environment gives the agent the next state and 

immediate reward based on the current state and the agent's action. 

As a result, the agent learns which action to take in each situation to 

maximize the sum of future rewards through countless trial and error. 

An agent can find the optimal policy through trial and error in a 

bruteforce way, taking into account all the trajectories created by 

combinations of all states and actions. But this is, in practice, 

impossible because the number of trajectories grows exponentially 

according to the size of the state space and the action space. Various 

reinforcement learning algorithms such as DQN [13], A3C [14], PPO 

[15], SAC [16], and IMPALA [17] have been studied to quickly 

converge to the optimal policy. As such algorithms cannot always be 

guaranteed as superior to other algorithms for all problems, as Figure 

5 shows, developers must choose an algorithm regarding the 

characteristics of the problem and the algorithm. 
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Figure 5. Benchmark results in OpenAI Spinningup. 



 

 8 

 

 

 

Figure 6. Evolution of a randomly chosen subset of model features through 

training. 
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In addition to selecting a reinforcement learning algorithm, 

designing the architecture of the neural network is also important. In 

the past, artificially created features based on domain knowledge 

have been introduced to solve machine-learning problems, but 

achieving truly human-level performance was difficult. On the other 

hand, deep learning solves problems without artificially created 

features. This is because the deep network has the capacity to 

represent a lot of features and capabilities to combine low level 

features to produce high level features. In fact, the ImageNet Large 

Scale Visual Recognition Challenge (ILSVRC) [18] classifies images 

labeled into more than 20, 000 categories. In 2015, ResNet [19] 

ranked first with an error rate of 3.6% and labeled images more 

accurately than humans without any artificially created feature. 

AlexNet [20], another deep neural network, consists of dozens or 

hundreds of convolution layers. As Figure 6 shows, the features 

automatically learned by AlexNet can be seen in a few layers of the 

convolution filters and seem able to extract edges of specific 

directions in the beginning and represent abstract features such as 

parts of objects in the end. The reason these features are 

automatically learned is because the convolutional neural network is 

designed to have characteristics that are translation invariant and 

local. If a solution related to Natural Language Processing (NLP) is 
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required, neural networks with LSTM [21] and Attention [22] must 

be introduced to meet the characteristics of the language problem, 

which helps the features specialized to solve this kind of problem be 

learned more easily. In this study, experiments were conducted to 

compare different types of neural networks, considering that the 

characteristics of the support structure generation and the networks 

were designed to learn efficient features. 

In general, supervised learning requires a large size of dataset 

consisting of problems and their correct answers so that the neural 

network can be converged. When supervised learning is used to solve 

our problem, it is virtually impossible because it requires the optimal 

support structures corresponding to at least thousands of 3D models. 

However, in reinforcement learning, the agent can improve the policy 

through the reward given at each time step, which is feedback from 

the environment. In other words, reinforcement learning does not 

need the kind of dataset that supervised learning requires. Instead, 

the agent must undertake a lot of trial and error. To satisfy these 

requirements, calculating the reward and obtaining the next state 

given a previous state and an action must be performed in a short 

time. Therefore, we define the problem so that the next state can be 

easily obtained by simplifying actions, and we easily recognize 

whether additional support points are needed in the current state.  



 

 11 

Because neural networks are used in reinforcement learning as a 

function approximator, intput and output sizes must be matched to 

those of the network. Many image-based deep learning applications 

such as labeling and segmentation are applied to a fixed size of 

two-dimensional image. When the input size is rather variable, as in 

the NLP problem, inputs are embedded into a fixed-size vector and 

used as an input to the neural network. 3D meshes can be considered 

variable-sized data because the number of vertices and faces differ 

for each model. 

Converting 3D mesh into 3D voxel helps change its form for easy 

use in the neural network because the horizontal, vertical, and height 

size are fixed, such as images. In addition, 3D voxel has advantages 

in support structure generation that help determine whether a part of 

a 3D model is supported or not, because a layer composed of voxels 

of the same height can be treated as a slice. And actions can be 

expressed easily so that an action, such as placing a stone on a board 

in Go, fills a voxel. These actions make the process to configure the 

next state simple. We need only change the voxel value at the location 

where the action was performed. As mentioned earlier, the way we 

configure and define the support generation problem, such as 

converting into 3D voxel and action mechanism, provide the agent 

with sufficient trial and error. 
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In summary, we propose a method of generating tree-shaped 

support structures of a 3D model using reinforcement learning in this 

study. To utilize the deep neural network, the 3D mesh is converted 

into 3D voxels so that it can be used as an input with fixed size. A 

state consists of a configuration of 3D voxels without any artificially 

created features. An action fills a voxel at a specific location in the 

grid so that the next state can be quickly acquired. The reward 

function, feedback from the environment, is set to minimize the 

overall length of the support structure. Various types of reward 

functions were proposed and compared through experiments. If the 

distance between the model and the floor is large, all support points 

may converge into a column. This case is not stable and can 

potentially lead to printing failure. Users can adjust parameters of the 

reward function to increase the stability and design tree-shaped 

support structures where several columns connect to the floor.  

In training, a dataset of 3D mesh called Thingi 10k [1] was used 

to initialize the state. The data was divided into three different groups 

with an 8:1:1 ratio for training, validation, and testing. 
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Chapter 2. Related works 
 

 

This chapter introduces previous research related to support 

structure generation and reinforcement learning. In Section 2.1, the 

previous studies related to the support structure generation were 

investigated. In Section 2.2, studies on the application using 

reinforcement learning and studies on reinforcement learning 

algorithms are explored, respectively.   

 

2.1. Support structure generation 
 

The material may fall or sink by gravity during printing if the 

printing space is not filled with materials such as Selective Laser 

Sinterring(SLS). If there is no proper support structure, printing 

failure occurs in many cases, which results in the waste of material 

and time. To prevent this, users must prepare support structure. 

The easiest way to create support structure is to tightly fill the 

printing volume underneath the 3D model. This kind of support 

structure is not the type preferred by users because it wastes the 

most material and removing the support structure is difficult. 

Moreover, the printout surface may be severely damaged during the 

removal process. To avoid the disadvantages listed above, various 
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types of support structure have been proposed. Among them, 

tree-shaped support structure is known to use the least amount of 

material and take less time to print. 

 

 

Figure 7. Overhang area in red and island area in blue. 

 

In addition to tree-shaped support structure, various types of 

support structure have been proposed in many studies, but the 

process for generating support structure is mostly similar. First, 

support points that indicate positions on the surface that must be 

supported must be found before a 3D model is printed. The support 

points can be found in overhang areas, in which the angle between 
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the surface normal and the printing direction is smaller than a 

threshold, as Figure 7 [23] shows. In particular, the area called 

"island" that floats in the air must not be missed. Otherwise, it is 

highly probable that the printing will fail or that much of the part will 

be lost. After appropriately sampling the overhang areas so that the 

support points can cover them, connection structures between the 

support points are generated to complete the support structures. 

Vanek et al. [5] proposed a method to create tree-shaped 

support structures using conical constraints. Support points are found 

by examining whether primitives such as points, faces, and edges are 

overhang. Projecting these primitives onto the floor enables the 

projected areas to be uniformly sampled to obtain the positions of the 

support points. However, the obtained support points are not 

sensitive to changes within a distance smaller than the sampling 

distance, so local optimums such as island regions may be missed 

[23]. If the support points do not exist on the local optimums, the 

regions will lead to a printing failure or will lower the printout 

accuracy. 

Meanwhile, Dumas et al. [24] proposed support structures 

consisting of columns and bridges similar in form to the support 

structures used in construction sites. To build bridges, the 3D model 

is first transformed into slice data, and two consecutive layers are 
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compared. Both end points of each segment constituting an outline 

indicating the tool path in the layer are examined to determine 

whether the lower layer supports them. If more than 50% of the area 

of the circle drawn at that point does not belong to the lower layer, 

the point is distinguished as not sufficiently supported. And a support 

point is added to the position to cover the overhang area. However, 

there may not exist any direct connections between the island area 

and the printed material in the lower layer even if more than 50% of 

the circle belongs to the lower layer. This will cause the island area 

to be missing with no support points added, so the island is printed in 

the air. 

Ye et al. [25] used numerical methods such as image-based 

slicing and tool path planning instead of traditional analysis methods. 

They also used a projector rather than a laser machine to solidify the 

photocurable resin inside the model and traced the outer boundary 

with a laser, which significantly reduced the printing time compared 

with laser use only. Because the outer boundary was traced with a 

laser, there was no obvious difference in accuracy from the 

conventional method. This image-based slicing and path planning 

starts with obtaining a point cloud composed of the intersections of 

rays and models. Because the morphology operation is not performed 

in the 3D mesh but in the point cloud, there is no concern about the 
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topology, so it is easy to implement and has less error. 

Ahasan et al. [26] used a polysurface model because the 

geometry and topology information of CAD data in 

STereoLithography (STL) format cannot be completely recovered. 

Points on the surface obtained by uniformly sampling parameters in 

the polysurface model were clustered into coherent regions. Each 

cluster was divided into convex grains, and slanted support was 

created for each grain. 

Chen et al. [7] proposed a telefabrication technology that can 

function as a 3D fax by directly slicing the 3D point cloud obtained 

from 3D scanning and transmitting it to a computer in another location. 

In the 3D printing process, as support structures are required, the 

receiver compares two consecutive layers to satisfy the requirement. 

The shadow area obtained by subtracting the lower layer from the 

upper layer includes overhang areas that need support points. To 

calculate the self-supporting area, the offset of the outline was used. 

However, errors may sometimes appear because distant parts that 

are not actually connected can be distinguished as supported parts. 

Huang et al. [6] proposed a method of generating support 

structures from slices composed of binary images because 

topology-related problems can occur in slices composed of outlines. 

They utilized conditional dilation [27] to find self-supported regions. 
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It helps obtain self-supported regions directly connected to the 

printed material in the lower layer, so it has no such problems that 

occur in the study of Chen et al. [7]. However, conditional dilation is 

computationally expensive when high-resolution 3D printers are 

used. 

Wang et al. [28] made a frame structure and used it as an internal 

shape instead of a uniform lattice-type infill controlled by 

user-defined density. The frame structure minimizes the frame 

volume while preventing the internal stress from exceeding the yield 

stress, greatly reducing material waste. 

Lu et al. [29] used centroidal Voronoi tessellation (CVT) to 

maximize strength versus weight by creating a porous structure 

similar to a honeycomb cell. 

Wu et al. [30] optimized mechanical stiffness by using a rhombic 

cell structure with an adaptive size as an infill. Unlike other types of 

cell structures, rhombic cells have the advantages of not requiring 

additional support structure because they are self-supported. 

Lee et al. [31] replaced the infill structure by filling the model in 

the form of a cube with an adaptive size. Cube model also has the 

advantage of being self-supporting. 

Wang et al. [32] did not use pattern-type infills such as Voronoi 

cell structure or rhombic cell structure. They hollowed out the inside 
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of the model while keeping the model self-supported through shape 

optimization. 

 

2.2. Applications of reinforcement learning 
 

 

Figure 8. Schematic illustration of the convolutional neural network. 

 

Reinforcement learning finds an optimal policy through 

interactions between an agent and an environment, unlike supervised 

learning, in which a pair of problems and answers are given. The 

agent learns which action should be taken in each state to maximize 

the future reward sum through trial and error. These characteristics 

make it inappropriate for solving problems such as 3D object 

recognition, medical image diagnosis, and speech recognition where 
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humans can give the correct answers. For problems where it is 

difficult for humans to know the correct answers such as those 

concerning control, stock investment, and computer video games, a 

reinforcement learning approach is suitable. 

Mnih et al. [13], a study in which reinforcement learning has 

begun to attract attention, solved 2600 Atari games without artificial 

feature generation by receiving only the pixel values and game 

scores of the game screen. The agent's performance was shown to 

significantly outperform the previously developed algorithms, and 

even 49 games showed results superior to those of 

professional-level human users. In addition, the same neural network 

architecture was used for 2600 games, and the agent did not need 

fine-tuning of the hyperparameters for each game. The same 

hyperparameters were used for all games. As Figure 8 shows, the 

proposed neural network structure receives four gray images of 

84x84 size, and Q-values for a maximum of eighteen and a minimum 

of four are obtained through three convolutional neural networks and 

two fully connected feedforward neural networks. The reason for 

receiving four input images is that one image does not contain 

information about time, so the complete state cannot be described. 

Therefore, by defining four images as a state, information about time 

can also be included. In addition, when the agent obtains data through 
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trial and error, learning is performed with similar data because the 

interaction between the agent and the environment occurs 

successively. However, the correlation causes convergence 

difficulties for the agent. To reduce this effect, a replay memory was 

proposed, and data obtained through trial and error were stored and 

randomly sampled to perform mini-batch learning, which greatly 

helps in the convergence of learning. 

 

 

Figure 9. Neural network pipeline and architecture. 
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Silver et al. [11] proposed a solution combining Monte Carlo 

Tree Search (MCTS) to solve Go, whose number of states is greater 

than the number of atoms in the universe. As Figure 9 shows, they 

first collected match results of professional players and created a 

rollout policy with previously known features of Go. From the rollout 

policy, SL policy started to learn. The SL policy was used as the 

initial value of RL policy. The performance of the RL policy was 

improved through numerous self-plays, and the value network that 

can measure a win rate in every given state became accurate. The 

rollout policy was used to search the tree in MCTS and was not used 

in the actual game. The policy network was configured with one 

convolutional neural network of 5x5, twelve convolutional neural 

networks of 3x3, and output 361 action selection probabilities with 

fully connected neural network. MCTS consists of four steps: 

selection, expansion, evaluation, and backup. The time cost for 

searching the tree from a given state is reduced with the policy 

network and the value network by filtering pointless trajectories. To 

prove the performance of the agent, they prepare a match with 

Se-dol Lee, one of the best Go players in the world, and the agent 

won against him four by one. 

Berner et al. [33] and Vinals et al. [34] beat world 

champion-level pro gamers in computer games called Dota2 and 
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StarCraft2, respectively. In spite of the very long episode and the 

very large state space and action space, the imitation learning 

technique helps the learning of the agent start from a nice initial value 

and the agent converge smoothly. In addition, they have many other 

agents in a game, such as different champions in Dota2 and different 

units in StarCraft2, so that the agents necessarily cooperate for each 

other to win. It can also contribute to a neural network architecture 

that can handle a large state space and a large action space.  

Andrychowicz [35] trained an agent that controls the robot hand 

as shown in Figure 10. The robot can rotate the cube freely without 

the hand dropping it so that it faces in the desired direction. The agent 

actually learned this task in a computer simulation, but the learned 

parameters were transformed to a real robot that could the robot 

successfully complete the task as in the simulation. The agent had no 

prior knowledge about how to rotate its hand based on any 

physics-related law. It was just given images of the cube placed on 

the hand captured in three directions and learned to control the hand 

to match the scene with the given images. In the overall pipeline, 

supervised learning was first performed so that the features 

represented the pose of the object through a convolutional neural 

network with images captured in three directions. The position of the 

fingertip and the pose of the desired cube were given to a long short-
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term memory (LSTM) [21] neural network. The LSTM network 

outputs actions that control the hand, and the training was conducted 

based on reinforcement learning. Finally, during a trial, three images 

were put into a pre-trained neural network to obtain an output 

representing the position of the cube that was then combined with 

the fingertip position, which was entered into the LSTM network to 

control the hand. The agent successfully learned which action to take. 

Interestingly, movements similar to those of a real human hand were 

observed even though the agent had no prior knowledge of how a 

person manipulates a hand. 
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2.3. Reinforcement learning algorithms 
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In this study, a model-free reinforcement learning algorithm is 

used, so the model-based reinforcement learning algorithm will be 

excluded. As Figure 11 shows, the reinforcement learning algorithms 

can be largely divided into policy optimization and Q-learning. In 

policy optimization, mapping a given state to an action to be taken 

appears as an explicit policy. However, there is no explicit policy in 

Q-learning because Q-learning does not have probabilities of actions 

but Q-value for a state that represents the cumulative future reward 

sum. Therefore, it can be said that the optimal policy can be obtained 

by choosing the action with the largest Q-value because the purpose 

of our agent in learning is to maximize the cumulative discounted 

reward sum. 

Rainbow DQN [36] and SAC [37] are known for 

Q-learning-based algorithms. Rainbow DQN put together all the 

improvements used in DDQN [38], Prioritized DDQN [39], Dueling 

DDQN [40], Distributional DQN [41], and Noisy DQN [42] as Figure 

12 shows. However, the number of hyperparameters is large, and it 

is difficult to tune, which causes users to avoid using it. SAC uses 

entropy-based RL to improve sample efficiency, extensive data 

collection, and stable exploration. It can also be applied to continuous 

control with Q-function approximation. As a result, sample 

complexity was reduced, and improved performance was observed. 
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Figure 12. Rainbow DQN performance. 

 

However, the inherent difficulty of the RL algorithm based on 

Q-learning is that learning the Q-value does not proceed smoothly. 

This is because a different action suddenly occurs if the rank of 

Q-value changes. As mentioned above, the action that represents the 

largest Q-value is chosen, and this kind of abrupt action change is 

inevitable. In addition, in many cases learning is not stable because 

the Q-value becomes excessively large and convergence in 

Q-learning is not guaranteed. On the other hand, the policy-based 

RL algorithm always results in convergence theoretically, and 

learning also proceeds smoothly because an action to be taken for a 
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given state is obtained by probability. The algorithms of the 

policy-based RL can be representatively referred to as A3C [14] 

and PPO [15]. A3C created several agent-environment pairs 

asynchronously, collected data, and learned in a stable way because 

the effect of correlation was reduced with experience data from many 

other environments. Another characteristic is that it utilizes value 

network to learn policy network to stabilize the learning process. The 

longer the lifespan of an episode, the greater the variance of the 

return value and future discounted reward sum. Obviously, this 

makes learning difficult. Efforts have been made to regularize it to 

reduce this variance and the value often used for the average is 

Q-value. If the policy network is an actor that determines a certain 

behavior, a critic can give the actor feedback by subtracting Q-value 

from the return value that indicates how good or bad the action is. 

The value after the subtraction is called advantage function. PPO 

tried to prevent too large a change to a new policy by introducing 

constraints on KL divergence. A proxy loss function is used for 

determining whether the constraint is met or not. Simple clipping is 

sometimes used, and is convenient to implement, and there is no 

significant difference in performance. 

The learning process for the support structure generation 

problem often changes the policy network significantly because some 
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actions are not legal due to already occupied voxels. Therefore, the 

policy-based reinforcement learning algorithms are used for the 

agent to learn rather than Q-learning based algorithms. 
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Chapter 3. Markov Decision Process (MDP) 

design 
 

 

Reinforcement learning involves learning how to act through 

interactions between the environment and the agent to maximize the 

cumulative discounted future reward sum, which represents the 

user's desired intention. That is, it is applied to a decision-making 

problem for a given state, and this kind of problem can be 

mathematically defined by the Markov design process (MDP). This 

chapter first describes MDP's background: specifically, the elements 

that make up MDP, such as action, state, and reward. The roles of 

the agent and the environment in reinforcement learning to solve 

MDP are also explained. Additionally, we examine value function and 

Bellman's equation [43] related to the process of learning policies 

that indicate how the agent should act. We also present the MDP 

design for support structure generation, including which form is used 

to express states in MDP, what reward function is used to give 

feedback to create tree-shaped support structure of minimum length, 

and what kind of action the agent takes. 

 

3.1. What is MDP? 
 

In reinforcement learning, an agent acts as a decision maker or a 
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learner who learns a policy in a given state. The environment refers 

to an object that successively interacts with the agent while the 

learning process is running. In the interactions, the agent delivers the 

action 𝐴𝑡 to the environment according to the state 𝑆𝑡 received from 

the environment every time step 𝑡  occurs. In response, the 

environment passes the new state 𝑆𝑡+1 and 𝑅𝑡+1 back to the agent. 

This process is repeated over and over until the episode ends or the 

terminal state is reached. The reward 𝑅  delivered by the 

environment is a one-dimensional scalar value, and the agent learns 

a policy of choosing action 𝐴 to maximize the sum of all rewards 

received during the episode. 

An MDP is defined by state space 𝒮, action space 𝒜, reward 

function ℛ, transition probability 𝑃, and discounted factor 𝛾. In an 

MDP, the interaction between the agent and the environment can be 

expressed as Equation 3.1, and the sequence is called a trajectory. 

 

 

In a trajectory, the random variables 𝑅𝑡, and 𝑆𝑡 are defined by a 

discrete probability distribution that depends only on the previous 

state and action. In other words, as in Equation 3.2, a state 𝑠′ ∈ 𝒮 and 

a reward 𝑟 ∈ ℛ  are generated by a probability depending on the 

 𝑆0, 𝐴0, 𝑅1, 𝑆1, 𝐴1, 𝑅2, 𝑆2, 𝐴2, 𝑅3, … (3.1) 
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previous state and previous action given at a specific time step 𝑡. 

 

such that 𝑠′, 𝑠 ∈ 𝒮, 𝑟 ∈ ℛ and 𝑎 ∈ ℛ.  

 

This is called the dynamics of MDP, and since the dynamics 

represents a probability distribution, Equation 3.3 holds: 

 

such that 𝑠 ∈ 𝒮, 𝑎 ∈ 𝐴(𝑠). 

 

When 𝑃 is given as the dynamics of the environment in MDP, the 

random variable 𝑆𝑡 and 𝑅𝑡 are determined only by 𝑆𝑡−1 and 𝐴𝑡−1 of 

the immediately preceding time step regardless of the state or action 

experienced in the previous time step. These properties are so-

called Markov. Therefore, in MDP, Markov property is basically 

always satisfied.  

Given the dynamics of MDP, 𝑃, the probability or expected value 

for the next state variable and reward variable can be calculated. 

Given the previous state and the action, the probability representing 

the next state is called a state-transition probability, which can be 

 𝑝(𝑠′, 𝑟) = Pr{𝑆𝑡 = 𝑠′, 𝑅𝑡 = 𝑟 | 𝑆𝑡−1 = 𝑠, 𝐴𝑡−1 = 𝑎} (3.2) 

 
∑ ∑ 𝑝(𝑠′, 𝑟|𝑠, 𝑎) = 1

𝑟∈ℛ𝑠′∈𝑆

 (3.3) 
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expressed as Equation 3.4. 

 

 

When the previous state and the previous action are given, the 

compensation value can be expressed as Equation 3.5 and Equation 

3.6 if the next state is given. 

 

 

 

To solve the MDP defined as above, it is necessary to learn the 

policy 𝜋(𝑎|𝑠) that informs the agent how to act for a given state. The 

policy 𝜋(𝑎|𝑠) refers to the probability of 𝐴𝑡 = 𝑎 when 𝑆𝑡 = 𝑠. In this 

study, it is assumed that the agent does not know about the dynamics 

of the environment, 𝑃, and the reward function because model-free 

reinforcement learning is used. In model-free reinforcement learning, 

learning policy is performed by the value function and the Bellman 

 
𝑝(𝑠′|𝑠, 𝑎) = Pr{𝑠𝑡 = 𝑠′| 𝑆𝑡−1 = 𝑠, 𝐴𝑡−1 = 𝑎} =  ∑ 𝑝(𝑠′, 𝑟|𝑠, 𝑎)

𝑟∈ℛ

 (3.4) 

 
𝑟(𝑠, 𝑎) = 𝔼[𝑅𝑡|𝑆𝑡−1 = 𝑠, 𝐴𝑡−1 = 𝑎] =  ∑ 𝑟 ∑ 𝑝(𝑠′, 𝑟|𝑠, 𝑎)

𝑠′∈𝒮𝑟∈ℛ

 (3.5) 

 𝑟(𝑠, 𝑎, 𝑠′) = 𝔼[𝑅𝑡|𝑆𝑡−1 = 𝑠, 𝐴𝑡−1 = 𝑎, 𝑆𝑡 = 𝑠′] 

𝑟(𝑠, 𝑎, 𝑠′) =  ∑ 𝑟
𝑝(𝑠′, 𝑟|𝑠, 𝑎)

𝑝(𝑠′|𝑠, 𝑎)
𝑟∈ℛ

 

(3.6) 
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equation. The value function 𝑣𝜋 is given as in Equation 3.7. 

 

 

In Equation 3.7, 𝛾 means the discounted factor and 0 ≤ 𝛾 ≤ 1. If 

the discounted factor is 1, the agent will regard future rewards as 

important as the immediate reward. And the agent will only care 

about the immediate reward if the discounted factor is zero. That 

means the agent gets greedier if the discounted factor approaches 

zero and the agent gets more far-sighted if the discounted factor 

approaches one.  𝐺𝑡 can be expressed as Equation 3.8. 

 

 

Equation 3.7 states that the value function is equal to the 

expected value of the reward. Because the reward has a recursive 

nature, the value function can be expressed as Equation 3.9. 

Equation 3.9 means that the value function in the current state 𝑠 

can be expressed by the value function in the next state 𝑠′ and the 

immediate reward 𝑟. 

 

𝑣𝜋(𝑠) = 𝔼𝜋[𝐺𝑡|𝑆𝑡 = 𝑠] =  𝔼𝜋 [∑ 𝛾𝑘𝑅𝑡+𝑘+1|𝑆𝑡 = 𝑠

𝑟∈ℛ

] (𝑠 ∈ 𝑆) (3.7) 

 
𝐺𝑡 = 𝑅𝑡+1 + 𝛾𝑅𝑡+2 + 𝛾2𝑅𝑡+2 +∙∙∙ =  ∑ 𝛾𝑘𝑅𝑡+𝑘+1

∞

𝑘=0

 (3.8) 
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The value function 𝑞𝜋 for the state-action pair can be expressed as 

Equation 3.10. 𝑞𝜋 is called the action-value function for the policy 

𝜋. 

 

 

Solving MDP using reinforcement learning is same as finding an 

optimal policy 𝜋∗  that can obtain the largest reward sum among 

countless policies 𝜋 . 𝑣𝜋(𝑠) ≥  𝑣𝜋′(𝑠)  must hold for all 𝑠 ∈ 𝒮  to 

distinguish which policy is better or at least equal for two different 

policies 𝜋, 𝜋′. Therefore, when following the optimal policy 𝜋∗, the 

value function and the action value function are the same as Equation 

3.11 and Equation 3.12, respectively. 

 𝑣𝜋(𝑠) = 𝔼𝜋[𝐺𝑡|𝑆𝑡 = 𝑠]  

 𝑣𝜋(𝑠) = 𝔼𝜋[𝑅𝑡+1 + 𝛾𝐺𝑡+1|𝑆𝑡 = 𝑠]  

 
𝑣𝜋(𝑠) = ∑ 𝜋(𝑎|𝑠) ∑ ∑ 𝑝(𝑠′, 𝑟|𝑠, 𝑎)[𝑟 + 𝛾𝔼𝜋[𝐺𝑡+1|𝑆𝑡+1 = 𝑠′′]]

𝑟𝑠′𝑎

  

 
𝑣𝜋(𝑠) = ∑ 𝜋(𝑎|𝑠) ∑ 𝑝(𝑠′, 𝑟|𝑠, 𝑎)[𝑟 + 𝛾𝑣𝜋(𝑠′)]

𝑠′,𝑟𝑎

 (3.9) 

 𝑞𝜋 = 𝔼𝜋[𝐺𝑡|𝑆𝑡 = 𝑠, 𝐴𝑡 = 𝑎] =  𝔼𝜋 [ ∑ 𝛾𝑘𝑅𝑡+𝑘+1

∞

𝑘=0

|𝑆𝑡 = 𝑠, 𝐴𝑡 = 𝑎] (3.10) 
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In Equation 3.11, the optimal value function must also satisfy the 

recursive nature of the return value. With this, Bellman's optimal 

equation can be derived as Equation 3.13. 

 

 

The Bellman's optimal equation for the state value function 𝑞 is 

similarly derived as Equation 3.14: 

 

 𝑣∗(𝑠) =  max
𝜋

𝑣𝜋(𝑠) (for all 𝑠 ∈ 𝒮) (3.11) 

 𝑞∗(𝑠) =  max
𝜋

𝑞𝜋(𝑠) (for all 𝑠 ∈ 𝒮) (3.12) 

 𝑣∗(𝑠) = max
𝑎∈𝐴(𝑠)

𝑞𝜋∗
(𝑠)  

 𝑣∗(𝑠) = max
𝑎

𝔼𝜋∗
[𝐺𝑡|𝑆𝑡 = 𝑠, 𝐴𝑡 = 𝑎]  

 𝑣∗(𝑠) = max
𝑎

𝔼𝜋∗
[𝑅𝑡+1 + 𝛾𝐺𝑡+1|𝑆𝑡 = 𝑠, 𝐴𝑡 = 𝑎]  

 𝑣∗(𝑠) = max
𝑎

𝔼𝜋∗
[𝑅𝑡+1 + 𝛾𝑣∗(𝑆𝑡+1)|𝑆𝑡 = 𝑠, 𝐴𝑡 = 𝑎]  

 
𝑣∗(𝑠) = max

𝑎
∑ 𝑝(𝑠′, 𝑟|𝑠, 𝑎)[𝑟 + 𝛾𝑣∗(𝑠′)]

𝑠′,𝑟

 (3.13) 

 𝑞∗(𝑠, 𝑎) = 𝔼 [𝑅𝑡+1 + 𝛾 max
𝑎′

𝑞∗(𝑆𝑡+1, 𝑎′) |𝑆𝑡 = 𝑠, 𝐴𝑡 = 𝑎]  

 𝑞∗(𝑠, 𝑎) = ∑ 𝑝(𝑠′, 𝑟|𝑠, 𝑎) [𝑟 + 𝛾 max
𝑎′

𝑞∗(𝑠′, 𝑎′)]𝑠′,𝑟 . (3.14) 



 

 38 

 

As mentioned above, solving an MDP is equivalent to the agent's 

finding the optimal policy. To find the optimal policy, two approaches 

are possible. One is Bellman's optimal equation. The method of using 

Bellman's optimal equation is to find the optimal value function, such 

as Equation 3.13 or Equation 3.14, and take the corresponding action. 

The other is to find the value function corresponding to the current 

policy using Bellman's equation, as Equation 3.9, and improve the 

policy and the value function together to reach the optimum. Both 

methods have been used in many previous studies, but each has its 

own pros and cons. The former has a disadvantage of low sample 

efficiency because the learning process is unstable and convergence 

may sometimes fail. And the latter can always use only 

trial-and-error data obtained by the current policy. In this study, a 

reinforcement learning algorithm related to the latter was used to 

pursue stable learning. Many different types of reinforcement 

learning algorithms are examined in Chapter 5. 

 

3.2. Designing state, action, and reward function 
 

In the MDP designed in this study, the meaning of the action is 

occupying the empty space with a voxel at the specific location where 
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the action was taken, as if putting a stone in Go. If a stone is put on 

the 3D grid for every action, the difficulty for convergence increases 

exponentially as the resolution of the grid increases. The purpose of 

this study is to prove the validity of the approach rather than the 

marketability in practice. Therefore, the voxel grid is limited to a 

two-dimensional grid so that training can be performed on a regular 

PC. 

When the width and height of the voxel grid are each set to fifty, 

2500 actions are possible. The size of a 2500-action space per time 

step is quite large, which makes it difficult for the agent to converge 

to the optimal policy. Thus, the action space must be reduced using 

a little trick. 

In fact, each layer is stacked one after another from the bottom 

in 3D printing. If a layer fails to stack, there is no need to check to 

see if the next layer is stacked properly. With these characteristics, 

it is possible to easily inspect the entire model by checking whether 

support points are properly generated in each pair of consecutive 

layers from the top layer as shown in Figure 13. Therefore, we 

design MDP as if it consists of many sub-MDPs for each layer so 

that the action space of a sub-MDP becomes a set of voxels on the 

same layer, as Figure 14 shows. The size of the action space can be 

significantly reduced from the entire voxel space. 
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For designing states, the entire 3D model must be considered, 

unlike actions. This is because it is necessary to determine whether 

a support point can be connected to other support points, whether the 

distance to the bottom is too short, and whether the model blocks in 

the middle. 
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The state basically consists of images whose width and height 

are each fifty as shown in Figure 15. The first image shows the model 

where support structures will be created. The second image shows 

the support structures. It changes at each time step because a new 

voxel is added. In the third image, the current layers are tiled by 

number of layers. This is because the need to create support points 

depends on the configuration of the current layer. In the fourth image, 

the layer on which the current support voxel will be placed is tiled by 

the number of layers. The reason why the voxels are copied is same 

as that of the third image. Support points are practically created on 

the same position regardless of where the two layers exist. 

Therefore, in the third and fourth image, it is intended that the agent 

will choose the same action even if the two layers are located at 

different heights. That is, the height is invariant in these feature 

planes. Next, in the fifth image, empty voxels below the current 

action layer are marked. This is because how to connect the support 

points in the space remaining up to the floor is important for creating 

tree-shaped support structure, especially for minimum length. 

Layers that are already passed and supported do not affect future 

actions. 
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Chapter 4. Designing neural network 

architecture 
 

 

Reinforcement learning is an algorithm that improves policy by 

using a reward function as feedback after numerous trials and errors. 

Policy is a mapping function between state and action. When using a 

deep neural network as a function approximator representing a policy, 

one needs to be able to extract appropriate features from the state 

for an agent to learn properly. The shape of the appropriate feature 

varies depending on the problem characteristics. For example, 

convolutional neural networks are often used in image-based 

applications such as object recognition, and recurrent neural 

networks such as LSTM are often used in applications such as natural 

language processing. In object recognition, convolutional neural 

networks are used to extract features (i.e., transition-invariant and 

rotation-invariant features) regardless of the position and 

orientation in the image. On the other hand, in natural language 

processing, when selecting the next word, the context of the words 

used before or the words to be used later is important, so for an 

LSTM to have a memory function capable of storing the context is 

more advantageous. In fact, learning will probably fail if the nature of 

problems and the shape of desired features are ignored or if an 
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inappropriate neural network is used. For example, only fully 

connected neural networks are used for object recognition, or only 

convolutional neural networks are used in natural language 

processing. In this study, the nature of problems related to the 

generation of support structures was investigated, and the results 

were compared using the Atari and ResNet neural networks, both of 

which are considered effective neural networks. Finally, the ResNet 

neural network achieved better results; Section 4.2 discusses this. 

 

4.1. Atari neural network 
 

As explained in Chapter 3, the state is the same as a 3D tensor 

stacked with six images. The support points depend on the local area 

rather than the entire area. If features appear that are used to 

determine if a support point is needed, support points should always 

be created no matter where the features are observed in the image. 

In other words, the features involved in creating support points are 

transition-invariant. It is reasonable to approximate the agent's 

policy by using convolutional neural networks for features to have 

the characteristic. The representative example of convolutional 

neural network use appears in Mnih et al. [13]. The neural network 

used by Mnih et al. [13] consists of three layers of convolutional 

neural networks and two fully connected neural networks. The input 
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data consists of four images after pre-processing. The sizes of the 

kernel constituting the convolutional neural network are 8x8, 4x4, 

and 3x3, respectively, and the strides are four, two, and one. 

However, the size of the input data used in this study is fifty each in 

width and height. If the same kernel is used, the size of the output 

data is reduced too much. Therefore, a modified neural network was 

devised as shown in Figure 16 by slightly decreasing the original 

kernel size. The first layer uses a 6x6 kernel and the stride is set to 

three. The second layer uses a 4x4 kernel with the stride set to two. 

The third layer uses a 3x3 kernel with the stride set to one. Then, it 

is fully connected to the hidden layer with 512 nodes through the 

flatten layer. Finally, 51 nodes are fully connected to have two types 

of outputs. The reason why the size of the output is 51 is that the 

size of the action space is 50. Fifty nodes represents the probabilities 

that the corresponding action is sampled, and the left scalar output 

represents the value function in that state. It was introduced in Silver 

et al. [44] that the value function and policy share the same neural 

network. This is natural because both the probabilities in the policy 

network and the expected return of the value network are highly 

dependent on the features developed from a state. In fact, the shared 

network will yield better results than separate networks. 
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In convolutional neural networks, the image size continues to 

decrease as it passes through several layers. So, if the input size 

needs to be the same as the output size, it is common to use zero 

padding on the border of the input image. However, because the Atari 

neural network does not use zero padding, the image size is reduced 

to 4x4. There are two reasons this makes it difficult to use in this 

study. First, the border value becomes faded as it passes through the 

layer, which means that it is insensitive to edge values. This is 

because the boundary values of the original input data are used only 

in the first layer and are then contribute less to the final output than 

those in the middle as Figure 17 shows. So, without zero padding, the 

values that were at the edges of the original input data tend to dilute 

gradually as the layer passes. According to the characteristic of the 

support generation problem, zero padding is essential because the 

values of the borders are as important as those that are not. The 

second reason can be seen from Simonyan et al. [45], that is, it is 

more advantageous to make a smaller kernel deeper than to make a 

larger kernel size, assuming that they have the same receptive area. 

This is because even if the neural network is shallow, the number of 

weights gets bigger when the kernel gets larger. The more weights 

you have, the harder the networks converge. As shown in Figure 18, 

the number of weights required to generate 3 by 3 output data 
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through two convolutional neural networks of 3 by 3 kernel size from 

7 by 7 input data is 18, equal to the number of elements in two 3x3 

kernels. A convolutional neural network using a 5x5 kernel has a total 

of twenty-five weights, making it more difficult to learn. Therefore, 

if a convolutional neural network needs a wider receptive area, it is 

more advantageous to make the kernel size smaller and make the 

neural network deeper than to increase the kernel size. 

The performances are compared in Section 2 for the case of 

using an Atari neural network when the horizontal and vertical sizes 

of the input data are 10, 30, 50, and 80. 

 

 

Figure 17. Influence of the edge values is weakened while passing through 

convolution layers. 
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Figure 18. Two 3x3 kernel convolution layers and one 5x5 kernel 

convolution layer are compared. 

 

4.2. ResNet neural network 
 

In this section, the reason that the ResNet network is suitable for 

the support generation problem and detailed neural network 

architecture are described. It was mentioned earlier that it is more 

efficient to use deep layers of smaller kernels than a few layers with 

larger kernels to widen the receptive area of convolutional neural 

networks. However, optimizing the weights through a 

backpropagation technique when traversing deep layers increases 

the likelihood that the gradient values will disappear or explode. This 

gradient loss or explosion obviously makes convergence of the 
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network difficult.  

He et al. [19] devised a mechanism called a skip connection to 

maintain some degree of gradient values even in deep neural 

networks. It creates a shortcut by adding input data to the output data 

passed through the activation function. Creating shortcuts avoids 

gradient problems because gradient values are not lost or amplified 

by the addition operator. In terms of learning, the meaning of the 

shortcut is that the input is included in the output as it is, so the 

network has the effect of learning the changes except for the input. 

Otherwise, passing through deep neural networks weakens the 

influence of the original input, making learning difficult. This can also 

serve as a reminder. 

In the process of creating support structures, after finding the 

support points, how the support points on the surface are connected 

to create the optimal tree structure is critical. To account for all the 

support points in the entire volume, the receptive area of the 

convolutional network must be large enough. As mentioned earlier, it 

is more advantageous to use a smaller kernel than to use a larger 

kernel to increase the receptive area, so the network architecture 

that uses skip connections such as ResNet is more efficient. 

In this study, a neural network consisting of two convolutional 

layers and one skip connection is modularized into one residual block, 
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as Figure 19 shows. Thus, a total of thirty such modules appear in 

succession to form the entire neural network. Specifically, the input 

data first goes through a convolutional neural network as shown in 

Figure 20 and then through thirty residual blocks. Then, both the 

probabilities for available actions and a value indicating how good the 

current state is are computed. The exact architecture for the value 

is illustrated in Figure 21, and the policy network is illustrated in 

Figure 22. The diagram for the whole network is shown in Figure 23. 

 

 

Figure 19. A residual layer. 
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Figure 20. A convolutional layer. 

 

 

Figure 21. The value head. 

  



 

 55 

 

Figure 22. The policy head. 

 

 

Figure 23. Our network. 
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Theoretically, two consecutive convolutional neural networks 

have a receptive area of 5x5 pixels, so it is enough to have twenty-

five layers covering 50x50 pixels. Because one residual block module 

contains two convolutional neural networks, 13 residual blocks are 

sufficient. However, it is necessary to experiment to find out how 

many layers are needed to solve the problem. Therefore, 

experiments were conducted with neural networks consisting of 

different numbers of residual blocks, with 15, 25, 30, and 40 modules, 

respectively. Chapter 5 discusses the results of the experiment. 
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Chapter 5. Training for support structure 

generation 
 

 

This study presents a solution based on reinforcement learning 

for creating support structures. In Chapter 3, the process of creating 

support structures is replaced by MDP. In Chapter 4, various 

hyperparameters are compared for the deep neural network 

architecture that approximates the policy. A neural network 

architecture based on the ResNet network is proposed because it is 

theoretically better than the Atari network. In this chapter, the agent 

is trained by applying the reinforcement learning algorithm and the 

result will be shown.  

The reinforcement learning algorithms have been differentiated 

in various ways according to the nature of the problem. An 

appropriate reinforcement learning algorithm should be chosen; 

otherwise the characteristics of the algorithm and the nature of the 

problem make it difficult for the network to converge. Therefore, 

experiments for different algorithms were performed using DQN, 

PPO, and SAC, which are known as effective reinforcement learning 

algorithms. The results show that PPO can provide the best 

performance, so PPO was chosen as the most appropriate algorithm 

to solve the support generation problem. Some hyperparameters 
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were also investigated to improve performance. The combination of 

the hyperparameters with the best performance will be given in 

Section 5.2. Finally, an experiment was conducted to compare the 

results of the previous studies with our approach. 

 

 

5.1. Algorithms of reinforcement learning 
 

Reinforcement learning algorithms can be roughly divided into 

on-policy algorithms and off-policy algorithms. If the policy used by 

the agent to collect data through trial and error and the policy used 

for learning are the same, it is on-policy. If they are different, it is 

off-policy. One of the most basic off-policy algorithm is Q-learning. 

MDP could theoretically be solved using artificially generated 

features. Before the success of deep learning, machine learning 

methods mainly used artificially generated features rather than 

features that are learned by deep neural networks. However, taking 

advantage of well-established domain knowledge, no matter how 

good the features that are devised, the limitations are clear. So 

shallow networks with artificial features cannot be used for practical 

applications. 

DQN received attention by introducing creative techniques that 

solved the chronic problem of Q-learning with deep neural networks. 
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The spirit used in these techniques is revealed in the recent follow-

up studies.  

The correlation between the data collected by the agent was too 

large to meet the basic requirements of the training data: independent 

and of identically distributed (IID) condition. The other problem is 

that when updating the value function in Bellman's optimal equation, 

the target in the value function is also updated. Because of this, the 

target in Bellman's optimal equation always changes after an iteration. 

This is obviously not desirable because it makes the network difficult 

to converge. This phenomenon seems like a dog biting its tail with its 

mouth. 

To deal with these difficulties, DQN devised experience replays 

and a dummy network. Experience replay serves as an external 

memory storage. When the agent updates the value function, the data 

is collected while running episodes until enough data fills the memory, 

and the data in the memory is randomly sampled to reduce the 

correlation between the data. The other technique is a dummy 

network that preserves the target value so that it can be modified at 

regular intervals. 

To update the value function, Bellmann's optimal equation is 

utilized and is shown in Equation 5.1. 
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Therefore, since 𝑄(𝑠, 𝑎; 𝜃) ≈ 𝑄∗(𝑠, 𝑎) must hold, the loss function 

is derived as in Equation 5.2. 

 

 

The gradient for the loss function is shown in Equation 5.3. 

 

 

Next, PPO [15] is the on-policy algorithm and is distinct from 

the policy gradient method that belongs to the on-policy algorithm 

as well. The policy gradient method estimates the policy gradient and 

uses the gradient ascent method to update the weights of the neural 

network. When the weights are updated, the amount of change in 

weight is significant. This makes the network difficult to converge. 

To solve this difficulty, TRPO [46] developed constraints on policy 

updates and solved them using second-order optimization. 

Meanwhile, PPO [15] developed not the same but a similar approach 

that uses a first derivative by adding a soft constraint because the 

 𝑄∗(𝑠, 𝑎) =  𝔼𝑠
′ [𝑟 + 𝛾 max

𝑎′
𝑄∗(𝑠′, 𝑎′)|𝑠, 𝑎] (5.1) 

 𝐿𝑖(𝜃𝑖) =  𝔼𝑠,𝑎,𝑟[(𝔼𝑠′[𝑦|𝑠, 𝑎] − 𝑄(𝑠, 𝑎; 𝜃𝑖))2]   

 𝐿𝑖(𝜃𝑖) =  𝔼𝑠,𝑎,𝑟 [(𝑦 − 𝑄(𝑠, 𝑎; 𝜃𝑖))
2

] +  𝔼𝑠,𝑎,𝑟[𝕧𝑠′[𝑦]]  (5.2) 

 ∇𝜃𝑖
𝐿(𝜃𝑖) 

=  𝔼𝑠,𝑎,𝑟,𝑠′ [(𝑟 + 𝛾 max
𝑎′

𝑄(𝑠′, 𝑎′; 𝜃𝑖
−) − 𝑄(𝑠, 𝑎; 𝜗𝑖))∇𝑄(𝑠, 𝑎; 𝜃𝑖)] 

(5.3) 
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method TRPO used was too complex to be solved.  

PPO defines the surrogate objective function in Equation 5.4. 

 

 

Clipping as shown in Equation 5.5 was added because 

unconstrained and excessively large policy updates can occur. 

 

 

As a result, excessive policy updates were prevented by 

constraining the objective function from becoming too large or too 

small. In addition, PPO also introduces a way to penalize KL 

divergence so that policy updates are not too large. Then, the loss 

function is defined by Equation 5.6. 

 

Finally, the objective function proposed in PPO is shown in 

Equation 5.7. 

 

 

One effective off-policy algorithm is SAC [16]. Traditionally, the 

 
𝐿𝐶𝑃𝐼(𝜃) = 𝔼 [

𝜋𝜃(𝑎𝑡|𝑠𝑡)

𝜋𝜃𝑜𝑙𝑑
(𝑎𝑡|𝑠𝑡)

𝐴𝑡] =  𝔼[𝑟𝑡(𝜃)𝐴𝑡] (5.4) 

 𝐿𝐶𝐿𝐼𝑃(𝜃) = 𝔼 [min(𝑟𝑡(𝜃)𝐴𝑡, 𝑐𝑙𝑖𝑝(𝑟𝑡(𝜃), 1 − 𝜖, 1 + 𝜖)𝐴𝑡] (5.5) 

 
𝐿𝐾𝐿𝑃𝐸𝑁(𝜃) = 𝔼 [

𝜋𝜃(𝑎𝑡|𝑠𝑡)

𝜋𝜃𝑜𝑙𝑑
(𝑎𝑡|𝑠𝑡)

𝐴𝑡 − 𝛽𝐾𝐿[𝜋𝜃𝑜𝑙𝑑
(∙ |𝑠𝑡), 𝜋𝜃(∙ |𝑠𝑡)]] (5.6) 

 𝐿𝐶𝐿𝐼𝑃+𝑉𝐹+𝑆(𝜃) = 𝔼[𝐿𝐶𝐿𝐼𝑃(𝜃) − 𝑐1𝐿𝑉𝐹(𝜃) + 𝑐2𝑆[𝜋𝜃](𝑠𝑡)] (5.7) 
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entropy term was added to the loss function to improve exploration. 

This prevents the policy from converging too quickly. The reason 

why introducing the entropy term into the loss function stops the 

early convergence of the policy is that the entropy term gets bigger 

as the probabilities for actions deviates from randomness.  If the 

entropy is large, the loss function increases and the policy keeps 

trying to explore without falling into a local optimum. However, in 

SAC [16], entropy terms were added to maximize the reward value, 

which is the fundamental purpose of reinforcement learning. 

Therefore, the objective function can be expressed as in Equation 

5.8. 

 

 

ℋ(𝜋𝜃(∙ |𝑠𝑡)) stands for the entropy value, and α is the weight for this 

term, which is called the temperature parameter. 

In SAC [16] we learn the policy 𝜋𝜃, the soft Q-value function 

and soft state-value function for maximizing Equation 5.8. First, the 

soft Q-value function and the soft state-value function can be 

expressed as Bellman equations as shown in Equations 5.9 and 5.10, 

respectively. 

 
𝐽(𝜃) =  ∑ 𝔼(𝑠𝑡,𝑎𝑡)~𝜌𝜋𝜃

[𝑟(𝑠𝑡 , 𝑎𝑡) + 𝛼ℋ(𝜋𝜃(∙ |𝑠𝑡))]

𝑇

𝑡=1

 (5.8) 
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First, the objective function and the gradient value for the soft 

state value function are expressed as in Equations 5.11 and 5.12, 

respectively. 

 

 

 

The objective function of the soft Q function and its slope value 

can be expressed by Equations 5.13 and 5.14, respectively. 

 

 

𝐷 stands for playback memory, and 𝑓 stands for partition function. 

Therefore, at each gradient step, we perform training by updating the 

 𝑄(𝑠𝑡 , 𝑎𝑡) = 𝑟(𝑠𝑡 , 𝑎𝑡) +  𝛾𝔼(𝑠𝑡+1,𝑎𝑡+1)~𝜌𝜋
[𝑄(𝑠𝑡+1, 𝑎𝑡+1)

− 𝛼 log 𝜋(𝑎𝑡+1|𝑠𝑡+1)] 

(5.9) 

 𝑉(𝑠𝑡) =  𝔼𝑎𝑡~𝜋[𝑄(𝑠𝑡 , 𝑎𝑡) − 𝛼 log 𝜋(𝑎𝑡|𝑠𝑡)] (5.10) 

 
𝐽𝑉(𝜑) =  𝔼𝑠𝑡~𝐷[

1

2
(𝑉𝜑(𝑠𝑡) −  𝔼[𝑄𝑤(𝑠𝑡, 𝑎𝑡) −  log 𝜋𝜃(𝑎𝑡|𝑠𝑡)])2] (5.11) 

 ∇𝜓𝐽𝑉(𝜓) =  ∇𝜓𝑉𝜓(𝑠𝑡)(𝑉𝜓(𝑠𝑡) − 𝑄𝑤(𝑠𝑡, 𝑎𝑡) + log 𝜋𝜃(𝑎𝑡|𝑠𝑡))  (5.12) 

 𝐽𝜋(𝜙) =  𝔼𝑠𝑡~𝐷,𝜖𝑡~𝑁[log 𝜋𝜙(𝑓𝜙(𝜖𝑡; 𝑠𝑡)|𝑠𝑡) − 𝑄𝜃(𝑠𝑡 , 𝑓𝜙(𝜖𝑡; 𝑠𝑡)]) (5.13) 

 ∇𝜙𝐽𝜋(𝜙) =  ∇𝜙 log 𝜋𝜙(𝑎𝑡|𝑠𝑡)

+ (∇𝑎𝑡
log 𝜋𝜙 (𝑎𝑡|𝑠𝑡)

−  ∇𝑎𝑡
𝑄(𝑠𝑡 , 𝑎𝑡)) ∇𝜙𝑓𝜙(𝜖𝑡; 𝑠𝑡)  

(5.14) 
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parameters of the policy 𝜋𝜃, soft Q-value function, and soft state-

value function according to Equations 5.10, 5.12, and 5.14. 

Because SAC [16] is an algorithm designed for continuous action 

space setting, the method introduced in discrete SAC [43] was 

applied to this study. 

In this study, voxels can only be placed in empty positions, so 

the possible actions are limited differently for each state. Therefore, 

policy can change abruptly, so convergence of DQN and SAC was not 

easy because of the inherent nature of the max operator. It was 

difficult for the network to converge because the target value was 

constantly changing. Therefore, in this study, PPO [15] was used as 

the main reinforcement learning algorithm. 

 

5.2. Analysis of hyperparameters 
 

Hyperparameters such as the number of feature planes, entropy 

coefficients, learning rate, weight penalty, value function clipping, and 

KL divergence can have a variety of values and can affect the 

convergence. In this study, the final hyperparameter was selected 

through experiments for a range of values to present the 

hyperparameter values for smooth training. The hyperparameter 

values used in the experiments are shown in Table 1. 
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Table 1. A list of candidate hyperparameters and their valid values. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

First, the experimental results for the number of features of the 

network are shown in Figure 24. If the number of features in the 

network is too small, it may not be possible to extract various 

features, which can lead to poor performance. On the other hand, if 

there are too many features, it takes a long time to learn and the 

amount of memory required is large, which makes progress difficult. 

In this study, 32, 64, and 128 functional planes were used for the 

experiment, based on the fact that Silver et al. [44] designed a neural 

network using 192 functional planes. Of course, 32 was the fastest 

and 128 was the slowest. However, the results show that optimal 

performance was reached fastest when the number of feature planes 

was 64. In all three cases, optimal performances were reached before 

Hyperparameter name Values 

Number of feature planes 32, 64, 128 

Entropy coefficient 0.0, 0.01 

Weight decay 0.0, 1e-4, 2e-4 

Learning rate 5e-5, 1e-4 

Clipping of value function 0.01, no clipping 

Target KL divergence 0.01, no target 
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passing the two million time steps. 

Next, experiments on the entropy coefficient were performed; 

the results are shown in Figure 25. The entropy coefficient is added 

to the loss function, so if the policy changes too favorably for a 

particular action, the entropy value decreases. In an arbitrary random 

initial policy, the entropy value is the highest. Because the entropy 

term of the loss function is negative, the larger the entropy value, the 

smaller the loss function. Therefore, it prevents the neural network 

from converging to the local optimum too quickly. This can be 

observed in Figure 25. If the entropy coefficient is zero (i.e., the loss 

function does not have an entropy term), the network converges very 

quickly compared to the case where the entropy coefficient is 0.01. 

But in the end, around the 600k time step, the network fell into local 

optimum and there was little performance gain for a while. If the 

entropy coefficient is 0.01, the speed of the convergence is slow at 

first, but the training is stable. In the end, the optimal performance is 

achieved at about 1.3M time steps. But it fails to converge when the 

entropy coefficient is zero. 
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Experiments on weight penalties were conducted that act as 

regulators to help prevent overfitting. The results are shown in 

Figure 26. Because the L2 penalty for the weight value is used, it has 

the effect of suppressing that a certain element of the weight are not 

too large compared to other elements. In the experiment, if the L2 

penalty factor is 0, it shows optimal performance in 1.3M time steps, 

but if the L2 penalty factor is 1e-4, it shows optimal performance in 

1M time step. On the other hand, in the case of 2e-4, optimal 

performance can be achieved only after 2M time steps have passed. 

The reason is that the effectiveness of the regulator is so great that 

training has difficulties in converging. 

Experiments on the learning speed were also conducted, with the 

results shown in Figure 27. If the learning rate is too fast, the 

optimum weight may not be reached immediately, and vibration may 

occur; or it may not converge and diverge. If the learning rate is too 

slow, it may take too long for optimal performance to appear. If the 

learning rate is 5e-5, the optimal performance appears in about 1M 

time steps, so it is proven to be a more suitable learning rate. 
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The value function is updated at regular intervals. Convergence 

may be difficult if the value function changes too much. So, the 

presence of a clipping condition for the value function was also 

studied. The experimental results are shown in Figure 28. How to 

truncate the updated value of the value function is critical. In this 

study, because the reward function has the nature of a continuous 

function, there is no sudden change in the value function, so the value 

function changes smoothly in almost all states. Therefore, it is more 

advantageous not to use clipping than to use clipping of the value 

function to make training proceed slowly. 

Finally, different values of the KL divergence were studied, with 

the results shown in Figure 29. In the end, the policy can be said to 

be a probability distribution over action space, and the change in this 

probability distribution can be measured with KL divergence at every 

update. If the value of KL divergence changes significantly, it is the 

same as if the change in policy were also radical. Therefore, policy 

changes that are too radical interfere with learning, so it is helpful to 

continue learning while keeping the KL divergence value stable. In 

particular, learning takes place in the form of a mini-batch, the data 

of which are stored in the rollout buffer and then sampled. PPO is an 

on-policy policy, but if the update is performed several times, the 

data created in the rollout buffer are data created by the past policy, 
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so there are cases that it does not fit well. Thus, if a policy change 

occurs too radically, which also means a sudden change in the KL 

divergence value, it is determined that the data in the rollout buffer 

is not fresh, and the rollout buffer should be cleared and recreated. 

As the results show, if there is no consideration for KL divergence, 

the data can be used several times even when the data is not so fresh 

that the value function may be updated wrongly. The experimental 

results show that the optimum performance is observed with a KL 

divergence target. Without it, training converges at about 1.1M time 

steps. On the other hand, training shows optimal performance at 

about 900K time steps with a KL divergence target of 0.01. 

Finally, the hyperparameters of the results presented in this 

study are listed in Table 2. 
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Table 2. Final our hyperparameter value. 

 

  
Hyperparameter name Value 

Number of feature planes 64 

Number of residual blocks 30 

Learning rate 5e-5 

Number of environments 32 

Number of steps 32 

Batch size 64 

Number of epochs 4 

Gamma 0.99 

GAE lambda[48] 0.95 

Clip range 0.1 

Entropy coefficient 0.01 

Value function coefficient 0.5 

Maximum gradient norm 0.5 

Target KL divergence 0.01 

Size of hidden nodes in the value head 512 
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Chapter 6. Results and analysis 
 

 

To build tree-shaped support structures, a minimal Steiner tree 

problem should be considered. The action defined in this study is to 

place one voxel in an empty cell. Therefore, if the number of actions 

is minimized, the support structures at that time will have the 

minimum length. 

The nature of the problem of minimizing the number of actions is 

similar to that of the basic application problem of reinforcement 

learning, the maze finding problem. The object of the maze finding 

problem is to escape the maze as quickly as possible, so the number 

of actions should be the minimum. To solve the problem, the reward 

is often set as minus one for all actions. Assuming a gamma value of 

one, the sum of the total rewards for the episode is equal to the 

negative of the number of actions. Thus, to maximize the sum of the 

rewards, the agent should take as few actions as possible. 

An example of the results obtained by setting the reward function 

to minus one is shown in Figure 30. As can be seen from the upper 

subfigure, it is different from the general support structures. The 

column is not straight in the vertical direction but is inclined 

diagonally. The reason for this result is that only the number of 

actions is important in summing the rewards. Thus, even if an action 
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in the diagonal direction occurs, the sum of the rewards does not 

change. In the perspective to minimize the number of actions, it is 

considered an appropriate action. 

 

 

Figure 30. The support structure with constant penalty (up) and with 

straight-line compensation (down) in reward function. 
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Figure 31. Examples of different additional reward in the straight-line 

test. 

 

 

Figure 32. Examples of different additional reward in the straight-line 

test. 
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To solve the above problem, the reward function must be 

modified so that the agent can prefer the straight support column. If 

the cell is already occupied that is right above the cell where the 

agent performs an action, the reward is bigger than when the cell is 

empty. Results are shown in Figure 31 and 32. In the top-left 

subfigure, a bonus reward was not applied, and 0.01, 0.05, and 0.1 

bonus rewards are applied in clockwise order. Whenever an 

additional bonus reward is applied, the agent prefers the action to 

create a vertical support column, even if there are other action 

options. There were cases where even if the bonus reward were 

above a certain level, it would be more advantageous to collect the 

bonus reward than not to receive minus one reward by merging two 

branches. In 3D printing, it may be more stable to have more trunks 

meet the floor of the platform than to have one trunk, although the 

structure has a minimum tree length. This is more effective 

particularly when the weight of the model is too heavy. Therefore, 

training agents with different reward functions can provide users with 

other alternatives, which means a trade-off between safety and the 

amount of material used. 

Users with 3D printing experience are reluctant to have junctions 

with support structures on the surface. The reason is that no matter 

how well the support structures are removed, their mark remains. To 
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remove these marks, postprocessing such as numerous sandings by 

hand is needed. However, by setting up a reward function, it is 

possible to induce support structures that avoid the junction with the 

surface. 

 

 

Figure 33. Two different mechanism to shorten the length of the support 

structure. 

 

In the case of minus one reward, the objective of the agent is to 

minimize the number of actions. After the support points are created, 

they are often merged with other support points or the surface of the 

model. Figure 33 shows that the blue circle indicates a junction 

between support points and the red circle indicates a junction with 
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the surface of the model. To avoid the latter situation, the reward 

function can be redesigned. The new reward is given as the amount 

of change in the unsupported voxel in the current sub-MDP. In detail, 

first count the number of unsupported voxels before taking an action, 

and if the same sub-MDP continues after taking the action, count 

again the number of unsupported voxels and calculate the amount of 

the change.  

Both cases were compared under the assumption that all 

hyperparameters and experiment environments are fixed. The first 

case is that a reward of minus one for each action is given, and the 

second case is the amount of change in the number of unsupported 

voxels before and after taking an action. The experimental results 

are shown in Figure 34. With the adaptive reward function, the 

convergence is quicker at around 800K and the optimal performance 

is better. The reason for this improvement in performance is that it 

is difficult to interpret the feedback when a constant penalty is given, 

but the use of an adaptive reward makes it easy to measure how good 

or bad the action is. Therefore, it can be said that a more precision 

evaluation of the state is possible. 
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The problem of junctions between the structures and the model 

surface can also be solved using the adaptive reward. Essentially, the 

agent learns that the action that connects the structures to the model 

surface is bad. The reason is that the sum of the reward can be 

maximized when different branches of support structures are merged 

to form one branch. On the other hand, connecting the support branch 

to the model surface eliminates the chances of future merging, which 

results in the decrease of the sum of the reward. This phenomenon 

is shown in Figure 35. 

 

 

Figure 35. An example of adaptive reward system use. 

 

The performance of the agent trained by the method proposed in 
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this study has been compared with the previous rule-based algorithm. 

Training was conducted using the PPO algorithm and the 

hyperparameters obtained in Chapter 5. Two agents were used in the 

experiment, each of which was trained by a different reward function. 

The first gave a penalty of one minus for each action and the other 

reward gives the amount of change in unsupported voxels.  

 

 

Figure 36. The difference in number of support points compared to the 

sampling method. 

 

First, the number of support points was examined. The method 

of sampling within a predetermined sampling distance in the overhang 

area was applied and compared. The result is shown as a histogram 

in Figure 36. The maximum difference is 19, and the minimum 
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difference is zero. The average is 1.55 and the median is one. As the 

results show, the agent found at least less support points than the 

rule-based method. Therefore, it can be said that it is close to the 

optimal support point location. Optimal support points naturally 

reduce material quantity and printing time. 

 

 

Figure 37. Direction in measuring the length of support structure using 

region growing. 

Next, experiments on the length of the support structures were 

conducted. The length of the structures was measured using the 

deformation of the growing area starting from the bottom surface. 

The direction of area growth was constrained only upward, as shown 

in Figure 37. Algorithm 1 provides the pseudo code for the algorithm. 

The length was measured using the Euclidean distance metric. When 

proceeding in the diagonal direction, the length was made larger than 

the vertical direction. The histogram of the comparison result is 

shown in Figure 38. 
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Algorithm 1. Pseudo code for computing the length of support structure 

using region growing. 

 
 

 

When using the constant penalty, the length of the support 

structures was shorter than that of the rule-based method, but when 

the reward was provided by the amount of change in the number of 

unsupported voxels, the length of the support structures was longer 

than that of the previous study. The reason is that the rule-based 

method does not avoid the junction between the structures and the 

model. If rewards are given by the amount of change in the number 

of unsupported voxels, the opportunity to receive the reward 

disappears when the agent connects the model and the support, so 

the support is created without connecting with the model. 

Nevertheless, the difference in the support length does not appear to 
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be severe because the structures are created with fewer support 

points, and the way in which they are connected is also different.  

 

 

Figure 39. Printouts by FDM. 
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Figure 40. Printouts by SLA. 

To verify whether support structures generated by the proposed 

method are shorter, some models were actually printed using both an 

FDM and an SLA. The printouts by FDM and SLA are shown in 

Figures 39 and 40, respectively. To prove the superiority of the 

result, the same model with support structures was generated by 

Netfabb [49], a commercial software that utilizes tree-shaped 

support structure. Three different models were printed: a donut 

shape with a hole inside the model, a flower shape with complex 

geometry, and a bucket shape with many horizontal planes. The 

output result of the tree-shaped support structures generated by 
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Netfabb is shown in Figure 41. It was proven that less material was 

used by comparing the weight of the support structures, which is 

shown in Figure 42, and Table 3 shows the measured weight. These 

results demonstrate improvement over previous research results. 

 

Table 3 Weights of the printouts 

  

 
No 

supports(g) 

Support 

structures 

by 

Netfabb(g) 

Support 

structures 

by 

RL(g) 

Volume 

reduction(%) 

Doughnut 3.19 4.12 3.45 16.25 

Flower 3.19 4.40 3.56 19.09 

Bucket 3.11 3.90 3.52 9.74 
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Figure 41. Printouts by Netfabb. 

  



 

 93 

 

 

 

 

Figure 42. Three different models are printed and their weights measured: 

model without support structures(left), model with support structures by 

Netfabb(middle), and by the proposed method(right). 
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Chapter 7. Conclusion and discussion 
 

 

This study proposes a method to automatically generate support 

structures for 3D printing. Although various types of support 

structures have been proposed in previous studies, and research on 

multi-directional printing is actively progressing [50, 51], the tree 

shape is known to be the best for saving printing material and 

shortening the printing time. Algorithms that propose tree-shaped 

support structures were proposed in previous studies based on 

heuristic rules, but the generated support structures are not optimal. 

Because support points are examined in the previous studies 

according to a predetermined sampling distance, a parameter that 

samples the points in overhang areas, more support points can be 

obtained than those for the optimal structures. To acquire sufficient 

support points for the 3D model, this study takes advantage of deep 

learning and reinforcement learning. So, the machine learns how to 

find support points, and they are fewer than those found by the 

previous rule-based algorithm. In addition, the reward function for 

reinforcement learning is designed so that the structures have a 

minimum length while creating tree-shaped support structures. 

When the structures are removed, the quality of the printed surface 

is degraded, so having a strategy that prevents the structures from 



 

 95 

connecting to the model directly can be a good alternative. This study 

shows that controlling the parameters of the reward function is 

effective in using this strategy. In addition, the tree-shaped support 

structures are basically less stable in printing because the number of 

support branches connected to the platform floor may not be 

sufficient. This study also shows that the reward function can be 

modified so that users can control the number of trunks connected to 

the floor. Moreover, no artificially created features are used in 

training, and all the features used are created naturally in the deep 

neural network. To help the agent find the features, various types of 

neural network architecture were tested through experiments and 

their validity was verified. The hyperparameters were also studied 

to effectively train the agent. The superiority of the proposed method 

is proved by the number of support points and the tree length. 

Experiments show that fewer support points were found and that the 

length of the support structures was shorter. 

The application of this study is not limited to simply generating 

support structures. Its achievement is the proposal of a framework 

that can serve as a new design method from a larger perspective, 

such as internal structure design [32, 52, 53, 54, 55], 

microstructures [50, 56, 57, 58, 59, 60], or lattice modeling [61, 62, 

63]. In the future, classic design process of creating models, running 
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experiments, and revising them again will change to the process of 

designing reward functions so that an agent understands users' intent. 

For example, when an object's internal structures to resemble a 

certain pattern, an appropriate reward function can be provided as a 

measure of how similar it is to the pattern. With the reward function, 

the internal structures are designed to be similar to the pattern. This 

method can be used in a variety of ways in the field of traditional 

computer-aided design. 

In some cases, users prefer creating support structures other 

than tree-shaped structures. However, this study proposes only how 

to set the reward function to create tree-shaped structures. If future 

research can show that modifying the reward function can generate 

different types of support structures, the design method using 

reinforcement learning will be a way to bring about a new design 

paradigm. In addition, this study proved its validity through 

experiments in a 2D grid setting. However, the research can be 

extended to a 3D grid setting without any problems. The reason for 

not using 3D grid in this study is that too much time is required to 

train the network because of hardware limitations such as graphical 

processing unit capabilities and memory size. To resolve the 

limitations, deep learning technology for 3D data must be further 

developed in the future, and much hardware development is also 
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necessary. Also, it is a good research direction for utilizing 

multimodal reinforcement learning rather than utilizing the entirety 

of the data. In multimodal reinforcement learning, it is a method of 

building modularized networks to extract features easily with only 

the necessary data. To introduce reinforcement learning in the field 

of computer-aided design in the future, it is necessary to apply 

multimodal reinforcement learning. 
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Abstract 

 

   3D 프린터를 이용해 출력하기 위해서 사용자는 반드시 출력할 3D 

모델의 오버행(overhang)영역이 문제없이 적층될 수 있도록 서포트 구

조를 생성해야 한다. 매 출력시에 사용자가 수작업으로 서포트 구조를 

생성하는 것은 매우 번거로운 일이기도 하지만, 경험이 많은 숙련된 사

용자일지라도 몇몇 오버행 영역을 빠트릴 수 있다. 운이 나쁘면 출력물

의 품질을 크게 떨어뜨리거나 도중에 출력이 실패하는 경우가 종종 발생

하기도 한다. 많은 3D 프린터 업체에서 서포트 구조를 자동 생성하는 

소프트웨어를 제공하거나 웹에서 오픈소스 소프트웨어를 이용해 볼 수 

있으나, 출력시간이나 재료의 절약 측면에서 최적의 서포트 구조를 제공

하기보다 단순히 적층이 수월하도록 도와주는 일정한 패턴형태의 서포트 

구조를 사용하는 경우가 많다. 따라서 본 연구에서는 가장 소요되는 출

력시간이 작고 낭비되는 재료의 양이 적은 형태인 트리 형태의 서포트 

구조를 자동 생성하는 방법을 제시한다. 서포트 구조를 생성하는 작업은 

주로 오버행 영역탐색, 서포트 포인트 샘플링, 그리고 서포트 구조 생성

과 같이 3단계로 나누어진다. 이때, 서포트 포인트 샘플링이 미리 지정

된 샘플링 거리에 의해 수행되기 때문에 실제 필요한 최소의 서포트 포

인트보다 많이 생성되는 경우가 빈번하고 샘플링 거리보다 작은 크기의 

변화에는 둔감하여 오버행 영역을 놓치는 경우도 있다. 이외에도 얻어진 

서포트 포인트들로 트리 형태의 서포트 구조를 생성하는 것은 NP-hard

문제이기 때문에 최적 서포트 포인트를 얻었더라도 최소길이를 갖는 트
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리 형태의 서포트 구조를 생성하기는 쉽지 않다. 본 연구에서는 이에 대

한 해결책으로 기존의 규칙기반 알고리즘을 제시하는 것이 아닌 딥러닝

과 강화학습 기술을 적용한 방법을 제시한다. 딥러닝과 강화학습 기술을 

적용함으로써 인위적으로 생성된 피처가 아닌 새로운 형태의 피처를 기

계가 스스로 학습하여 최적의 서포트 포인트를 획득하고 동시에 기존 연

구성과보다 짧은 길이를 갖는 트리 형태의 서포트 구조물을 생성할 수 

있다. 제시한 결과물의 우수성을 입증하기 위해 3D 모델 데이터셋인 

Thingi10k [1]를 이용하여 기존 연구 성과와 비교하였다. 
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