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Abstract

Reinforcement Learning has been intensively researched and has solved various chal-

lenges such as robotics, the game of go, and games. Policy gradient is most lively

analyzed method among many Reinforcement Learning algorithms. When the given

action space is continuous, policy distribution is commonly assumed as Gaussian dis-

tribution. The action sampled from the policy distribution is sent to the environment

and the environment returns the reward that will used for training. However, the action

out of the defined boundary is clipped before being passed to the environment. In this

progress, the boundary effect occurs that disturbed actions are executed and twisted re-

wards are returned. This is the problem because it misleads the algorithm and disrupts

the training. Previously, the researchers suggested the use of Beta distribution, but this

induces other problems.

In this paper, we introduce Logitnormal distribution as a substitute and address the

boundary effect. We examine the performances of Logitnormal, Beta and Gaussian

distribution in comparison. Experiments are conducted in MuJoCo simulator on con-

tinuous action spaces. The results show that policy gradient using Logitnormal distri-

bution overperformed the method using the others in both Proximal Policy Optimiza-

tion (PPO) and Trust Region Policy Optimization (TRPO). Logitnormal distribution

has generality and efficiency unlike Beta distribution, thus not shares its drawbacks

and proves its potentiality to be the major distribution in reinforcement learning.

keywords: Deep Learning, Policy Gradient, Bounded Continuous Action Space,

Logitnormal distribution

student number: 2019-26419
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Chapter 1

INTRODUCTION

Reinforcement learning with function approximator has achieved great successes in

various challenging applications including atari games [1, 2, 3, 4], alphago [5, 6], star-

craft2 [7] and planning robot control [8]. The final goal of reinforcement learning is to

generate optimal plans of sequence of actions to achieve highest expected cumulative

rewards. Policy gradient [9] is the method to reach this goal by learning a policy that

defines a distribution of actions conditioned on states.

In recent days, policy gradient is a dominant model-free method among other methods

such as Q-learning [10, 11, 12, 13]. The action space can be discrete or continuous

by which the type of network model was determined. Learning the policy on continu-

ous action space is generally more challenging [12]. Naı̈ve approach to deal with the

continuous action space is discretizing it, which treats a continuous action space as a

discrete action space with a finite number of actions that form a part of continuous ac-

tion space. However, discretizing action space typically grows the dimension of itself

that can cause a curse of dimensionality. Instead, most of the current reinforcement

learning has adopted Gaussian distribution as the policy with two parameters; mean

µ and variance σ. The variance tends to converge to zero during training because the

sample far from the mean typically reduces the objective function. Entropy regulariza-
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tion is usually added to the objective function to prevent the variance from converging

to zero [16].

However, continuous action spaces of real-world tasks are usually bounded. In other

words, many real-world tasks take only actions in intervals. Examples includes control-

ling robot arm, driving car and portfolio optimization. As Gaussian distribution has un-

bounded domain, most of the reinforcement learning algorithms with this distribution

are not suitable for the tasks having the bounded action spaces. In practice, the environ-

ments automatically clip the action into the boundary, which disturbs object function

underlying reinforcement learning. Previously, researchers proposed Beta distribution

as a replacement of Gaussian distribution because it is supported on a bounded inter-

val [14]. Another proposition is clipping actions [15] to address this problem. These

two methos have improved performances in TRPO [4] and in TRPO and PPO [16]

respectively, but the two parameters of Beta distribution change in a wide range dur-

ing learning.Also, both parameters are not the scaling parameter that is key element to

adjust variance externally. Difficulty of calculating KL-divergence makes it inefficient

to utilize TRPO. Clipping action remains free of this problem, but has its limitation as

it still has mismatched objective function.

In this work, we focus on reinforcement learning on bounded continuous action space.

We mitigate the problems from the previous study, with the mathematical property of

Logitnormal distribution[17].

We gain three essential advantages of adopting Logitnormal distribution. First, with the

help of Logitnormal distribution, we improve performance in bounded action space.

Second, Logitnormal distribution allows us to analytically calculate KL-divergence by

its mathematical property. Third, we can still keep the magnitude of variance by clip-

ping the scaling parameter. Fourth, most existing reinforcement learning is executable

with the Logitnormal distribution since we only change the underlying distribution.

We found that this method surpasses existing methods with model-free policy gradient

2



from control problems in Mujoco [18].
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Chapter 2

BACKGROUND

2.1 Preliminaries

Reinforcement Learning is modeled on MDP (Markov Decision Process). MDP is

defined by the tuple(S,A,P, r, ρ0, γ), where S is a set of states, A is a set of actions,

P : S×A×S → R is the transition distribution, r is reward function r(s, a) : S×A →

R, ρ0 : S → R is a probability of initial state, and γ ∈ (0, 1) is a discount factor that

determines how much the future reward is penalized. What we want to deal with in

this paper is a stochastic policy π : S × A → [0, 1] that determines the probability of

action conditioned on the state. We assume that the actions are defined only in [0, 1].

The boundary is easily extended to any interval [a, b] by scaling and adding a bias. The

expectation of cumulative reward η(π) is our objective function to maximize:

η(π) = Es0,a0,...

�
∞�

t=0

γtr(st, at)

�

,where

s0 ∼ ρ0(s0), at ∼ π(at|st), st+1 ∼ P(st+1|st, at).

(2.1)

To measure the quality of the state or the action on the state, three mathmetical terms

are defined; a state-action value function Qπ, a value function Vπ and a advantage

function Aπ.
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Qπ(st, at) = Est+1,at+1,...

�
∞�

l=0

γlr(st+l, at+l)

�

,

Vπ(st) = Eat,st+1,...

�
∞�

l=0

γlr(st+l, at+l)

�

,

Aπ(st, at) = Qπ(st, at)− Vπ(st),where

at ∼ π(at|st), st+1 ∼ P(st+1|st, at).

With Qπ and Vπ, the objective function (2.1) is equivalent to

η(π) = Es0,a0Qπ(s0, a0)

= Es0Vπ(s0),where

s0 ∼ ρ0(s0), a0 ∼ π(a0|s0).

(2.2)

2.2 Stochastic Policy Gradient

Policy gradient is the most famous model-free method to optimize the objective func-

tion in Reinforcement Learning. It calculates the direct gradient of the objective func-

tion called gradient estimator:

gθ = Ês0,a0,...

�
∞�

t=0

Ψt∇ log πθ(at|st)

�

,where

Ψt =

∞�

t�=t

γt
�

r(st� , at�), Qπ(st, at), Vπ(st) or Aπ(st, at)

(2.3)

Every time step, policy parameters are updated by gradient descent. The subsequent

objective function is an alternative with the support of the autogradient package.

LPG(θ) = Ês0,a0,...

�
∞�

t=0

Ψt log πθ(at|st)

�

(2.4)

Since it is infeasible to calculate true expectation, the approximated expectation is

instead calculated with the help of Monte Calro Method which is represented as Ê in

5



each equation. The gap between approximated expectation with Monte-Calro Method

and the true expectation induces high variance that degrades the performance of the

updated policy. Previous studies have addressed the problem by settingΨ = Aπ(st, at)

[10], since it introduces adequate bias to each term.

It is sample efficient to update policy multiple times while reusing the same trajecto-

ries. One major drawback of this method is that it introduces distributional shift [19]:

the difference between distributions of trajectories sampled before and after the update.

Distributional shift distorts expectation in (2.3) and (2.4) because reused trajectories

has already been sampled from the previous policy even updated policy exists.

2.3 Trust Region Policy Optimization

The objective function used to update reusing trajectories is:

L(θ) = Êt

�
πθ(at|st)
πθold

(at|st)
Ât

�
(2.5)

Trust Region Policy Optimization (TRPO) [4] was suggested to mitigate the problem,

with constrained objective function:

maximize Êt

�
Ât

�

subject to Êt [KL[πθ, πθold
]] ≤ δ

(2.6)

Where δ is a hyperparameter that controls how much difference is allowed between

policies before and after the update. The difference is mathmetically expressed as KL-

divergence: a measure of the difference between two distributions. In Each update step,

the first-order Taylor approximation of (2.6) is maximized constrained to δ. By duality,

the analytic solution of the gradient direction is the same as Natural gradient [22] and

the gradient step size is set by the constraint. Generally, this solution is gained in two

ways, first is to calculate Fisher information matrix of the policy that is proved to be

the approximation of the Hessian of the KL-divergence of the policy, the second way
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is to calculate the Hessian of the KL-divergence directly in closed-form if it is feasible.

Usually the latter way is better because it only depends on the states, not on the actions,

and is computationally efficient in the large-scale setting [4].

2.4 Proximal Policy Optimization

Proximal Policy Optimization (PPO) addresses the distributional shift without con-

straint.

LCLIP = Êt

�
min(rt(θ)Ât, clip(rt(θ), 1− �, 1 + �)Ât)

�
(2.7)

Let ratio rt(θ) =
πθ(aθ|sθ)
πθold

(aθ|sθ)
in the objective function (2.5). clip(a, b, c) is the same

function as min(max(a, b), c) that clip value a into [b, c] if it is lower than b or exceeds

c. PPO clips the rt(θ) into the bound defined by � to lower the update size when

πθ(at|st) is much different from πθold
(at|st). Thus the objective function (2.7) ensures

the update size is small enough for the updated policy to be in the trust region around

θold. � is the hyperparameter controlled by the user. PPO shows its performance is

greater than TRPO and it also works well along with LSTM and Dropout.

2.5 Beta Policy

As a replacement of Gaussian function, Beta policy [14] was proposed that utilizes

Beta distribution

f(x;α, β) =
Γ(α, β)

Γ(α)Γ(β)
xα−1(1− x)β−1 (2.8)

Which is parameterized by two positive parameters α and β that control the shape of

the probability distribution. Γ(·) is a extension of the factorial function to the com-

plex number, called Gamma function. Beta distribution has the nice property that it is

7



supported on [0, 1]. By controlling two parameters α and β, various types of distribu-

tion can be represented including the one similar to Gaussian distribution (as shown in

Figure 2.1). Adopting Beta distribution as a policy addresses the boundary effect [14],

but it has several shortcomings. First, it is hard to prevent its variance from converging

to zero. Typically we directly limit the variance of Gaussian policy through its scale

parameter σ, Beta policy has just two shape parameters α and β. Second, it is complex

to calculate closed-form of KL-divergence:

KL(P ||Q) = ln(
B(α�, β�)

B(α, β)
) + (α− α�)ψ(α) + (β − β�)ψ(β)

+ (α� − α+ β� − β)ψ(α+ β)

(2.9)

Where each of α, β and α�, β� are parameter of two Beta distribution. ψ(·) is Digamma

function, logarithmic derivitive of Gamma function which makes KL-divergence of

Beta distribution hard to differenciate.

8



Figure 2.1: pdf of Beta distribution in various parameter pairs (α, β). Both values in

the pairs over the 1 specify a unimodal distribution.
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Chapter 3

POLICYWITH LOGITNORMAL DISTRIBUTION

3.1 Logitnormal distribution

Logitnormal distribution [17] is transformed Gaussian distribution by Sigmoid func-

tion. Sigmoid function has been used as an activation function in Deep Learning with

its useful properties: non-linearity and bounded domain. With the help of Sigmoid

function, Logitnormal distribution has been widely used in a variety of statistical ap-

plications such as hierarchical Bayesian modeling [20] and other applications [21].

The density of Logitnormal distribution is

f(x) =
1√

2πσx(1− x)
exp{−

1

2
[
log( x

1−x)− µ

σ
]2},

where x ∈ (0, 1)
(3.1)

Where µ and σ are the location parameter and scale parameter, respectively. As shown

in Figure 3.1, the density can be unimodal with small σ, and bimodal with big σ sup-

ported on (0, 1).
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Figure 3.1: pdf of Logitnormal distribution in various parameter pairs (µ, σ). High

value of σ specifies a bimodal density.
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3.2 KL-Divergence

KL(P ||Q) = log
σ2

σ1
+
σ21 + (µ1 − µ2)

2

2σ22
−
1

2
,

where P,Q are both Gaussian distributions

(3.2)

KL(P ||Q) =
� xθ

xθ

P (x) log(
P (x)

Q(x)
)dx

=

� yθ

yθ

P (y) log(
P (y) dy

dx

Q(y) dy
dx

)dy

=

� yθ

yθ

P (y) log(
P (y)

Q(y)
)dy

(3.3)

Since Logitnormal distribution is transformed Gaussian, its origin lets us calculate KL-

Divergence in a closed form, the same formula as those of Gaussian distribution (3.2).

This is true by invariance of KL-divergence under parameter transformations (3.3),

where the variable y is transformed variable x.

3.3 Mean and Variance

Generally, the mean of the policy distribution on the state is regarded as a greedy action

during inference. Unfortunately, the mean and variance of Logitnormal distribution

cannot be analytically calculated. Only approximation of these values can be obtained

through numerical integration.

3.4 Policy

The logitnormal distribution has several benefits of being the base distribution of the

continuous policy in the fixed boundary. The main benefit from it is that it addresses

the boundary effect in the same way as Beta distribution does, since it is supported

12



on the boundary. Furthermore, it can bring several advantages from Gaussian distri-

bution. With Gaussian policy, researchers generally clip the parameter σ to keep the

variance in a proper range. The equivalent method can be applied to policy with Log-

itnormal which we call Logitnormal policy. Also, its KL-divergence is easily obtained

in a closed form, which means we can still utilize TRPO and its variants.
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Chapter 4

EXPERIMENT

In the experiment, we evaluate our method on various continuous control environments

in the MuJoCo simulator. The actions are represented as a n-dimension of vectors in

which the each element is real number in a specific interval. We assume the elements

have no correlation, thus the covariance of any two elements is zero and two output of

n-dimension of the vectors are enough to infer the distribution.

We construct two neural networks: a Policy network for generating actions and a Value

network for estimating value functions. The policy network consists of 2 hidden layers

(64 nodes each) with tanh as activation function. The outputs of the Neural Network

are two |A| dimensional vectors: µ and log σ for the Gaussian and the Logitnormal

Policy, or α and β for the Beta Policy. We regard one of the outputs as log σ rather

than σ to make sure it is positive. log σ is externally clipped in [-10, 1] to ensure the

proper variance of the policy. Also, this prevents gradient exploding for the Logit-

normal policy during training. Value function network has the same setting as Policy

network and does not share the parameter with the policy network to avoid sensitive

hyperparameter adjusting. Both networks are updated by Adam optimizer [23] which

is most commonly used in Deep Learning.
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In Beta policy, we follow the same configuration described in [14]; α and β are re-

stricted to be over the 1 to have unimodal distribution. The maximum value of 80 is

set for both α and β not to incur gradient exploding. We add an entropy regularization

term in PPO to increase exploration and prevent the variance from converging to zero.

This is essential for Beta policy since it has no scale parameter to clip. Reparameteriz-

ing α and β to location parameter and scale parameter seem not to work because it is

hard for them to be in the right interval.

We compare the performances of the three policies in 6 different MuJoCo environ-

ments. Table (4.1) shows the names of the environment, the observation spaces and

the action spaces. Dimensions of observation spaces |S| are between 15 and 87. All

action spaces are bounded, thus action out of this boundary is clipped to the interval.

PPO and TRPO are used in the experiment with the three types of policies, except

Beta policy for TRPO. Beta policy has its limit to calculate Hessian of KL-divergence

analytically due to numerical problem with digamma function which is one of the

components of the formula.

Each of experiment repeats 10 times to get the average performance of them with the

different random seeds. All experiment is trained for 500 epochs, each of which has

2048 timesteps at least. 2048 timesteps of transition are used as a batch in TRPO and

64 timesteps of trainsition are used as minibatchs in PPO. Detailed hyperparameters

are described in Appendix.
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Table 4.1: Environments of MuJoCo simulator in this experiment and their observation

space and action space

Environment Observation space Action space

HOPPER-V2 87 [−1.0, 1.0]3

WALKER2D-V2 53 [−1.0, 1.0]6

ANT-V2 36 [−1.0, 1.0]8

HALFCHEETAH-V2 45 [−1.0, 1.0]6

HUMANOID-V2 27 [−0.4, 0.4]17

SWIMMER-V2 15 [−1.0, 1.0]2
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Chapter 5

RESULTS

We conducted the experiments to evaluate performance improvements of Logitnormal

distribution from addressing the boundary effect. The learning curves of the various

experiments stand for the efficiency and compatibility of the Logitnormal distribu-

tion. Experiment results for PPO are plotted in (5). Beta policy and Logitnormal Pol-

icy tended to surpass Gaussian policy in most of the environments. Specifically, in

HalfCheetah-v2 and Humanoid-v2, Logitnormal policy trained faster than the other

two distributions. The gap between training curves of Logitnormal policy and Beta

policy is not significantly big, on the other hand, the performance of Gaussian policy

is poor, compared to the others. What can be clearly seen in this plot is that Gaussian

policy started its performance much lower than the others. In Hopper-v2, Walker2d-v2

and Ant-v2, all three distributions performed well with tiny differences. However, in

Swimmer-v2, Gaussian policy outperformed the other two distributions after around

80 iterations. Beta policy converges fast although entropy bonus encouraged them not

to be premature convergence, same as other environments. In experiments result for

TRPO (5), we only made use of Gaussian policy and Logitnormal policy since it is

difficult to calculate KL-divergence of Beta policy. The results are similar to those of

the experiment in PPO. In Walker2d-v2, Ant, HalfCheetah and Humanoid-v2, Logit-
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normal policy surpassed Gaussian policy greatfully and underperformed in the rest of

two environments.

18



Figure 5.1: Learning curves of PPO on the 7 different MuJoCo environment. Each

experiment is trained 10 times independently and its average performance is reported

on the plot.
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Figure 5.2: Learning curves of TRPO on the 7 different MuJoCo environment. Each

experiment is trained 10 times independently and its average performance is reported

on the plot.
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Chapter 6

DISCUSSION

The boundary effect is solved by Logitnormal distribution with the help of the fact that

it is supported on the bound. The results showed that introducing Logitnormal distri-

bution significantly improves the performance in Policy Gradient. In the four environ-

ments both in PPO and TRPO, the Logitnormal policy led the highest performance as

Beta policy did.

What is striking in these results is that each experiment starts with a very poor perfor-

mance in the case of Gaussian policy. The performance starts at relatively low score

before training because they have a high probability to select the actions out of the

boundary. As it is being trained, µ and σ set its place to ensure only valid actions are

likely to be sampled given the observation.

During experiments, we limit the maximum value of the log σ in Gaussian policy and

Logitnormal policy, α and β in Beta policy. The drawback of Beta distribution and

Logitnormal distribution is that the parameters scale becomes large in some cases.

It is because huge different pairs of parameters specify the similar densities in Beta

distribution and closer the sampled action to the end of the boundary, larger scale

the parameters become. This is the property of the sigmoid function, thus the neural
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network should output the small value to sample the action near the middle of the

boundary and the huge value to get actions at the boundary.

Since Logitnormal distribution shares the nice property of Gaussian such as vari-

ance clipping and calculating KL-divergence analytically, it performs well practically

whereas Beta distribution necessarily needs entropy bonus to explore enough and it

took disadvantage to calculate KL-divergence. Still, most of the reinforcement learn-

ing in continuous action adopt Gaussian distribution by its generality and many useful

properties. Logitnormal distribution can be applied to most application regarding to

reinforcement learning since what we have to do is just replacing the underlying dis-

tribution.

As for the inference in Gaussian distribution, researchers do not sample action from

the distribution, instead simply choose µ as it is equal to mean and mode at the same

time in Gaussian distribution. Unfortunately, Logitnormal distribution doesn’t have µ

as any of mode and mean mostly. Since it turned out that obtaining mode and mean in

a closed-form is impossible, the numerical method is the only to get those. We remain

this task as an open problem for the next interesting question.
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Chapter 7

CONCLUTION

In this paper, we try to solve the boundary effect arising from the distribution not sup-

ported on the boundary, especially in the bounded continuous action space. Due to the

convenience and the generality, reinforcement learning commonly utilizes Gaussian

distribution. Unfortunately, since Gaussian distribution is supported on the infinite do-

main, this induces the boundary effect. Formerly the researchers have proposed Beta

distribution as the action distribution and achieved great performance, it cannot keep

the generality and the efficiency of the Gaussian distribution. We introduce Logit-

normal distribution as a replacement of Gaussian distribution and Beta distribution.

Logitnormal distribution is free of boundary effect and also has the generality and the

efficiency. It is supported on the boundary as Beta distribution and has a scaling pa-

rameter that makes the variance possible to be controlled to be in the proper interval

defined by the environments. Logitnormal distribution has the same KL-divergence as

Gaussian distribution, which contributes to enabling TRPO.

In the experiments on MuJoCo simulation, Logitnormal policy generally surpasses

Gaussian policy. It starts with the performance at a higher position in the first itera-

tion than Gaussian policy because the action sampled is valid from the first time. The

limitation of this study is that the scale of the parameter should be managed not to be

23



large. Additionally, in the inference process, it is hard to obtaining the mode or mean

of Logitnormal distibution and needed to be examined further. In spite of this limita-

tion, researchers who work on the environment of bounded continuous action space

could apply this method by simply converting the policy distribution from Gaussian

distribution to Logitnormal distribution.
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Chapter A

Hyperparameters

Table A.1: PPO hyperparameter for the experiment in MuJoCo simulator

Hyperparameter Value

HORIZON (T) 2048

ADAM STEPSIZE 3× 10−4

NUM. EPOCHS 10

MINIBATCH SIZE 64

DISCOUNT (γ) 0.99

GAE PARAMETER (λ) 0.95

ENTROPY COEFFICIENT 1× 10−4

CLIPPING VALUE (�) 0.02
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Table A.2: TRPO hyperparameter for the experiment in MuJoCo simulator

Hyperparameter Value

HORIZON (T) 2048

ADAM STEPSIZE 3× 10−4

NUM. EPOCHS 10

DISCOUNT (γ) 0.99

GAE PARAMETER (λ) 0.95

ENTROPY COEFFICIENT 1× 10−4

MAXIMUM KL-DIVERGENCE (δ) 0.01
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초록

강화학습은 굉장히 활발히 연구되며 현재까지 로봇, 바둑, 게임 등 도전적인 다

양한 문제를 해결해왔다. 정책 경사 강화학습은 그중에서도 가장 활발히 연구되는

알고리즘이다.주어진공간이연속공간일때,보편적으로정책경사강화학습에서

는 정책 확률 분포를 정규 분포로 가정하여 해결한다. 정책 확률 분포에서 결정된

행동은 환경으로 전달되어 행해지고 그 결과로 학습에 사용될 보상을 받는다. 그

러나 유계 공간을 넘어서는 행동은 강제로 깎여 환경으로 전달된다. 이 과정에서

분포에서생성된표본이변형되어실행되고,보상을받게되는경계효과가발생한

다.경계효과는알고리즘이경사를오인하게하여학습을저해하므로해결해야할

필요가있다.기존에이를위한해결책으로베타분포을활용하는제안이있었으나

일부단점이나타난다.

이 논문에서 우리는 정규 분포의 대체로서 로짓 정규 분포를 소개하고 이를 이용

해경계효과를해결한다. MuJoCo의연속공간시뮬레이션에서의실험을통해정규

분포 , 베타 분포와 그 성질과 성능을 비교한다. 실험결과, 로짓 정규 분포를 이용한

정책 경사 강화학습은 근위 정책 최적화 (PPO)와 신뢰 영역 정책 최적화 (TRPO)

에서모두정규분포를앞지르는성과를보였다.로짓정규분포는베타분포와는다

르게 일반성과 효율성을 가지고 있어 그 단점을 공유하지 않으므로, 강화학습에서

주력확률분포가될가능성을보여준다.

주요어:심층학습,정책경사강화학습,유계연속행동공간,로짓정규분포.

학번: 2019-26419
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