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Abstract 
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While the development of the transformer neural network architecture has 

revolutionized the field of natural language processing (NLP), it is still not fully 

understood exactly how transformer models achieve the performance they do. This 

has led to a wealth of research devoted to studying the internal structure of 

transformer models to better understand how they function, establishing that 

transformers, and BERT models in particular, do indeed capture and represent a 

substantial amount of syntactic, semantic, and other linguistic knowledge. This is 

remarkable as the pretrained BERT models are not explicitly trained to capture such 

linguistic knowledge. Rather, these capacities emerge as a byproduct of these models’ 

more general task of language modelling. 

The central motivation behind the current thesis is to attempt to extend this 

line of research into considering populations of models trained across different 

languages at once, in order to determine whether the emergent behaviors of a 

population of models themselves converge onto a more general pattern. If this is the 

case, and if the general pattern converged upon accords with our understanding of 
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typology, we may say that, just as individual BERT models can capture syntactic and 

semantic features, populations of BERT models can collectively capture typological 

features. 

This study attempts to determine this by testing five models across two 

languages—English and Korean—on a set of syntactic features correlated to a salient 

distinction between the two languages: wh-question constructions. In Korean, the 

word order between a simple declarative sentence and a wh-question are the same. 

In English, however, the word order between the two is significantly different, due 

to the wh-fronting of English question formation. 

We test all five models on two syntactic relations correlated to the contrast 

between declarative sentence and wh-question constructions in both languages: the 

dependency of the object on the root-verb in declarative sentences (‘object-

dependencies’), and the dependency of the wh-word on the root-verb in wh-

questions (‘wh-dependencies’). Assuming principles of usage-based linguistics, we 

predict two behaviors from the population of models. First, because declarative 

sentences and wh-questions are isomorphic constructions in Korean, we predict that 

they will be equally easy for Korean trained networks to ‘recognize’, and that 

therefore object-dependencies and wh-dependencies will be represented in the same 

attention layers of the network. Second, because of the difference in word order 

between the two constructions in English (along with the comparative commonality 

of declarative constructions), we predict that English trained networks will find wh-

questions more difficult to ‘recognize’, and will therefore capture wh-dependencies 
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in later attention layers of the network than object-dependencies. 

For all five of the primary models tested, these two predictions are 

confirmed. A sixth model, multilingual BERT, is also shown to display the same 

behaviors, albeit more ambiguously. 

The study takes the confirmations of these predictions as concluding that 

populations of models can indeed capture typological features, much in the same 

way individual models capture syntactic or semantic features. Finally, this study 

suggests that these findings are elegantly accounted for by linguistic theories which 

take language to be a complex adaptive system (CAS). 

 

 

Keywords: BERT, BERTology, attention, dependency relations, wh-questions, 

complex adaptive system 
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1. Introduction 

 

 

While the development of the transformer neural network architecture has 

revolutionized the field of natural language processing (NLP), it is still not fully 

understood exactly how transformer models achieve the performance they do. As 

with other deep neural networks before them, they remain today largely as black 

boxes. This has led to a productive line of research in recent years devoted to 

shedding some light into the inner workings of these black boxes, in an attempt to 

better understand how they achieve their results—the field of so-called 

“BERTology”, named for perhaps the most well-known transformer, BERT. 

Through investigation into the inner workings of various transformers, it 

has now been well established that such models do indeed capture and represent a 

significant amount of linguistic knowledge via the organization of their internal 

states (Rogers et al. 2020). This is a remarkable finding because the base, pretrained 

versions of the most popular transformer models, such as BERT, are not explicitly 

trained to capture syntactic and semantic knowledge (Clark et al. 2019). Rather, these 

behaviors arise as a byproduct of these models’ more general task of language 

modelling. Put differently, the capacity of transformers to capture and represent 

linguistic knowledge emerges through the self-organization of their internal states, 

an organization arrived at by the transformer through pretraining. This behavior may 
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be described as emergent① because it is arrived at by the model on its own accord, 

without being explicitly trained to do so. 

The central motivation behind the current thesis, stated as succinctly as 

possible, is to attempt to determine whether the patterns of such emergent behavior 

across a population of models, trained on different languages, themselves converge 

onto a more general pattern. That is, this study aims to test both whether different 

models trained on the same language capture the same linguistic features in a 

predictably similar manner, and whether the differences in patterns of feature capture 

between models trained on different languages differ in a predictably similar manner. 

If this turns out to be the case, and if this systematic difference in feature capture 

between models of different languages accords with our understanding of typology, 

then we may say that, while individual transformer models capture syntactic features, 

populations of transformer models capture typological features. 

This study will attempt to do this by testing patterns of syntactic feature 

capture in a population of English and Korean trained BERT models on a set of 

features correlated to a salient typological difference between the two: the 

construction of wh-questions. 

 
① Here, “emergence” is intended in the manner that it is used in physics, particularly in the 

study of complex systems, and not how it has sometimes been used in philosophy. See 

Ladyman and Wiesner’s What is a Complex System? for a precise description of how the 

concept of emergence is used in the science of complex systems: “If the sum of the parts is 

taken just to be the collection of parts, then the whole is more than the sum of its parts. 

However, the interactions of the parts are all it takes to make the whole exist. One of the most 

fundamental ideas in complexity science is that the interactions of large numbers of entities 

may give rise to qualitatively new kinds of behavior . . . When whole systems spontaneously 

display behavior that their parts do not, this is called ‘emergence’” (Ladyman and Wiesner 

2020). 
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2. Background 

 

 

2.1. The Transformer & BERT 

 

Prior to the advent of the transformer, the state-of-the-art in NLP neural network 

architectures involved encoder-decoder systems which made use of attention, and 

which relied heavily upon recurrence, convolutions, or both. By contrast, the 

transformer architecture eschews both recurrence and convolution, instead using an 

encoder and decoder which both rely nearly entirely on stacked, multi-headed self-

attention, and which are both trained in parallel to arrive at their representations 

(Vaswani et al. 2017). The architecture of the original transformer is shown in Figure 

1 below. 

 

Figure 1: The original transformer architecture (from Vaswani et al. 2017) 
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The key to the success of the transformer revolves around its use and 

innovation of the attention mechanism of previous models (Badhanau et al. 2014). 

The original attention mechanism involves giving each token or element of a 

sequence an attention weight, a value telling the next part of the network how much 

to focus on a given token or element when performing its computation. The self-

attention mechanism of the transformer, however, is importantly different in several 

respects. What self-attention calculates is not simply the importance of a token or 

element for the next computation, but the internal structure of an input itself, telling 

each token in a sequence how much it should focus on every token in the sequence 

(including itself) in order to determine its meaning. 

It does this by taking the input embeddings of a sequence, copying them 

twice over, and sending each copy of the embeddings to a different linear layer, 

producing three matrices: the key (K), the query (Q), and the value (V). Matrix 

multiplying the key and query matrices together (and then scaling the resulting 

matrix and running it through a softmax equation) produces an attention filter. This 

attention filter is then applied to the value matrix, multiplying the values of V by 

those of the attention filter, in order to produce the output for the attention head itself: 

the attention map of a given input, for a given attention head. Informally, self-

attention essentially takes some input and uses itself (Q) to search itself (K) in order 

to tell itself how much attention ( ) to pay to each part of itself (V). 

Self-attention is thus computed as follows: 
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(1) 𝐴𝑡𝑡𝑒𝑛𝑡𝑖𝑜𝑛(𝑄, 𝐾, 𝑉) =  𝑠𝑜𝑓𝑡𝑚𝑎𝑥 (
𝑄𝐾𝑇

√𝑑𝑘
) 𝑉  

  

Transformer architectures all use multi-headed self-attention: each layer 

holds several self-attention heads, with their resultant attention maps for some input 

concatenated and sent to a linear layer after computation. The attention maps for an 

input produced by these multi-headed self-attention layers will be the focus of this 

study. Both the self-attention mechanism and multi-headed attention can be seen in 

Figure 2 below. 

 

 

Figure 2: The self-attention mechanism (left) and multi-headed self-attention (right)  

(from Vaswani et al. 2017) 

 

Following the unveiling of the original transformer, a large number of 

variations of the model architecture were developed. These included sequence-to-

sequence models which kept to the encoder-decoder architecture of the original 

transformer, such as T5 (Raffel et al. 2019); auto-regressive models based solely on 
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the decoder of the transformer, such as GPT-2 (Radford et al. 2018); and auto-

encoder models based solely on the encoder of the transformer, such as BERT 

(Devlin et al. 2018), our focus here. Among these, BERT has become particularly 

popular (hence the namesake of ‘BERTology’), with a large number of BERT models 

being developed across a wide variety of languages. 

In essence, the architecture of BERT (‘Bidirectional Encoder 

Representations from Transformers’) is created by stacking together the original 

transformer encoding layers. As shown in the left part of the transformer architecture 

in Figure 1, a transformer encoder, and thus BERT, consists mostly of alternating 

multi-headed self-attention layers and fully connected layers. The base BERT model 

consists of 12 transformer encoder layers, each with 12 attention heads. BERT is 

pretrained on a vocabulary of 30,000 tokens on two self-supervised tasks: masked 

language modeling (MLM) and next sentence prediction (NSP). For the MLM task, 

tokens in the input are randomly masked, and BERT’s goal is to predict what token 

is being masked. For the NSP task, BERT is given a pair of sentences and must 

predict whether one sentence follows the other. The base BERT model, and all the 

BERT models tested in this study, use the wordpiece tokenizer. The vocabulary for 

each BERT model also includes two special tokens: a classification token, ‘[CLS]’, 

which is the first token of every sequence input into the model; and a separation 

token, ‘[SEP]’, which comes both between the sentences in a sentence-pair input, 

and at the end of an input (Devlin et al. 2018). 
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2.2. BERTology 

 

While the transformer and the variations on it that followed achieve state-of-the-art 

performance across a wide range of NLP tasks, like other deep learning architectures 

before them, they largely remain as black box language models, and how exactly 

they achieve the performance they do is not yet well understood. This has led to 

productive lines of research dedicated to peering into and analyzing the inner 

workings of various neural network models, a line of research which has carried over 

into studying transformers as well. Works in this area have focused on examining the 

outputs, hidden layer encodings, and attention heads of various models to determine 

how such models represent various aspects of linguistic knowledge. 

Many earlier works attempting to understand how deep neural language 

models understand and represent language approached the task through analyzing 

either the outputs of models when given specially chosen inputs, or through 

analyzing the hidden layer representations of a network on a given input. Linzen et 

al. (2016), for instance, take the former approach, analyzing the outputs of a deep 

LSTM (long short term memory) network, and concluding that such networks are 

capable of representing various syntactic dependencies such as subject-verb 

agreement. Regarding hidden layer representations, Adi et al. (2017) analyze vector 

embeddings for sentences produced in the hidden states of an LSTM, finding that 

such vectors effectively preserve word order and content. 

Following the transformer, much research along these lines has begun to 
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focus specifically on the representations of attention heads. A key study in this area 

of research, and the study which much of the current work takes as its primary 

inspiration, is Clark et al.’s “What Does BERT Look At?” (2019). As Clark et al. 

mention, attention is particularly useful in understanding how transformer models 

achieve their performance, as it is easily interpretable: attention simply says how 

much each token in an input should focus on all other tokens in the input (including 

itself) in determining its representation. Attention therefore is also easily 

interpretable in terms of syntactic dependencies: an attention map for some 

dependent word which spends most of its attention on the word it depends on can be 

interpreted as modeling the relevant syntactic dependency. This will be discussed in 

more detail in Section 4 below. 

Clark et al. (2019) analyze the attention heads of the base-uncased BERT 

model on two levels: first, on how attention behaves in BERT generally, and second, 

on how it captures specific syntactic dependency relations. Regarding the general 

behavior of attention, they find that different attention layers display different 

general properties of attention distribution. For example, they find that attention is 

generally very diffuse in layer 1, yet more focused on specific words (depending on 

the input) in later layers. They also find that certain layers tend to focus attention on 

certain positions of the input relative to a word, regardless of the input—such as 

many of the attention heads in layer 3, where the attention map for most words 

focuses most intently on the word immediately following it, and attention heads in 

later layers (11 and 12), where attention is focused largely on punctuation. Clark et 
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al. (2019) also analyze how attention works with respect to special tokens, noting 

that a surprisingly large amount of attention—over 50% of attention in some layers—

is focused on the ‘[SEP]’ token, the special token which marks the end of a sentence 

or the separation between two sentences in an input. Following this, they hypothesize 

that BERT uses the ‘[SEP]’ token as a no-op for attention, using it essentially as a 

place to dump attention it does not need. The general take-away from this part of the 

analysis is that BERT’s performance appears to be due in part to these more general 

properties of the behavior of attention, emerging through pretraining, with different 

layers focusing on different general properties of an input (Clark et al. 2019). 

It is with regards to syntactic information, however, that Clark et al. (2019) 

give the main finding of their study: that BERT does indeed appear to capture a large 

number of syntactic dependency relations, all without being explicitly trained to do 

so. As they note, while no attention head does well on dependency relations in 

general, specific attention heads come to specialize in capturing specific 

dependencies, with some achieving over 90% accuracy in capturing the dependency 

relation it has trained itself to capture (Clark et al. 2019). In summary, the primary 

finding of “What Does BERT Look At?” is that BERT possesses the capacity to 

capture a great deal of syntactic information, and that this capacity, as it is not 

explicitly trained for, emerges on its own, through the self-organization of BERT’s 

internal states through pretraining. 

Other studies in BERTology②  further reveal the extent of the linguistic 

 
② A broader, more general overview of the findings of BERTology, and the capabilities and 
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information BERT captures, such as Tenney et al. (2019), who found that BERT 

captures most of the linguistic information of the classical NLP pipeline, and indeed, 

captures it in the order expected. Other studies also suggest that BERT captures both 

semantic and world knowledge. Ettinger (2019) and Tenny et al. (2019) both suggest 

that BERT can represent semantic roles, with the latter also showing that BERT can 

represent entity types and relations. Additionally, Petroni et al. (2019) suggest that 

BERT’s ability to recover knowledge of real-world relations is competitive with 

other state-of-the-art methods. 

In short, research in BERTology has thus far shed a significant amount of 

light on how transformers achieve their impressive performance, specifically on how 

they capture syntactic and semantic information. In the next sections, we will see 

how the current study intends to build on these results. 

 
limitations of the BERT architecture, can be found in Rogers et al. (2020), “A Primer in 

BERTology.” 



 

 １１ 

3. Experimental Design 

 

 

The linguistic phenomena to be tested are the dependency relation of a wh-word on 

the root-verb in a question, and the dependency relation of a noun-object on the root-

verb in a declarative sentence (hereafter referred to simply as ‘wh-dependencies’ and 

‘object dependencies,’ respectively). 

 It should be noted from the outset that, when describing the following 

grammatical relations, this study will be relying on a simplified version of the kind 

of schemata found in various forms of construction grammars, such as that in Croft 

(2001). This is sufficient for our purposes here.  

A construction grammar takes linguistic constructions—whether they be 

lexical items, phrasal units, idiomatic structures, or any other type of construction—

as the basic unit of syntax (Croft 2001). As such, construction grammar (and the 

usage-based approach to linguistics consonant with it) makes no assumptions 

regarding the existence of a necessary logical formalism required to describe 

language, and instead describes language acquisition as a thoroughly statistical 

process③ (Diessel 2017). Given that we are here dealing with artificial language 

 
③ This study remains agnostic on the status of the cognitive role played by such formalisms 

in the human beings, and does not weigh in on the debate concerning these topics. Even with 

the complex systems approach to language advocated in Section 6 below, there are various 

means by which formal linguistic theories may be resolved with such a conception of 

language. Our only claim here is that, because the artificial models tested in this study model 

language probabilistically, usage-based approaches are most suitable for our purposes here. 
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models which are probabilistic and usage-based in nature, this is suitable for our 

purposes. We will not, for example, here be referencing theories of wh-movement. 

Instead, in what follows, we consider only the surface-level structural similarity 

between constructions.  

 

 

3.1. Wh-Dependencies, Attention, & Premises 

 

In English, a simple declarative sentence could be modeled in a simplified manner 

as a construction such as the one below: 

 

 (2) He threw the ball.   

[ [noun-subject] [ verb + tense] [noun-object] ]. 

 

Wh-questions in English, however, generally appear as a construction with 

a very different internal structure—namely, as a wh-fronted construction, where the 

order of the wh-word and verb is reversed relative to the order of the object and the 

verb in declarative sentences: 

 

 (3) What did he throw?  

[ [wh-word] [ aux verb] [noun-subject] [verb + tense] ]? 
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In a dependency grammar, such as the one the Universal Dependencies (UD) 

project (Nivre et al. 2020) relies on, both the object of a declarative sentence and the 

wh-word of a question are immediate dependents of the root-verb—in this case, 

‘throw’. Additionally, the wh-word in these types of questions is a stand-in for an 

unknown object, what would be the object in a declarative sentence.  

An example of a sentence parsed using the UD dependency grammar is 

shown in Figure 3 below: 

 

 

Figure 3: Sentence parsed using universal dependency grammar  

(from Nirve et al. 2020) 

 

Following Clark et al. (2019), we will take an attention map where the 

dependent word pays most of its attention to the word it depends on as capturing the 

dependency of the dependent word on its parent word. For instance, with the example 

sentences above, if for the map of some attention head, the object ‘ball’ pays more 

of its attention to ‘threw’ than to any other token, this head will be said to have 

captured the object-dependency for this input. Likewise, if for the map of some 

attention head, the wh-word ‘what’ pays more of its attention to ‘throw’ than to any 

other token, that head will be said to have captured the wh-dependency for this input. 
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In usage-based linguistics, the constructions of a given language are learned 

and modelled through use over time. As Diessel (2017) puts it in his primer on usage-

based linguistics: 

 

“[o]ne aspect that plays an important role in this approach is frequency of 

occurrence. As frequency strengthens the representation of linguistic 

elements in memory, it facilitates the activation and processing of words, 

categories, and constructions, which in turn can have long-lasting effects 

on the development and organization of the linguistic system.” (Diessel 

2017) 

 

This allows us to state the first premise this study will rely on: we will 

assume that a construction which is more uncommon in a language will be more 

difficult to recognize, and thus more difficult to model, than a construction that is 

more common. Declarative sentences are the most common constructions of a 

language, and are certainly the most common type of sentence for any dataset a large 

language model is likely to be trained on. They should therefore be the easiest for a 

model to ‘recognize.’ Given the significant differences between how wh-questions 

and declarative sentences are constructed in English, we may assume that wh-

questions in English will be more difficult to recognize relative to declarative 

sentences in English—and that therefore the syntactical features corresponding to 

wh-questions in English will be more difficult for an English-trained model to 
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represent than those corresponding to declarative sentences.④ 

Returning to wh-questions, the differences between wh-questions and 

declarative sentences in English contrasts dramatically with Korean, which does not 

form questions through wh-fronting: 

 

 (4) 그는 공을 던졌어.  

[ [noun-subject] [noun-object]  [verb + tense] ]. 

  

(5) 그는 뭘 던졌어?  

[ [noun-subject] [wh-word object]  [verb + tense] ]? 

 

Because such fronting does not occur, the order of the object relative to the 

verb in a declarative sentence is the same as the order of the wh-word standing in for 

the object relative to the verb in a question. Both the question containing the wh-

word and the declarative sentence in Korean are structurally isomorphic. It is here 

that we will make our second assumption, based again on usage-based linguistics, 

and taken as a logical consequence of it: we will assume that, if two constructions 

are structurally isomorphic or else nearly identical, knowledge of one construction 

can also transfer, at least in part, to knowledge of the other. That is, knowledge gained 

 
④  Note that here, by ‘difficult to recognize’, we do not mean ‘more computationally 

complex.’ Rather, by difficulty, we exclusively mean difficulty as implied by usage-based 

linguistics, as a function of how often a given construction appears, and thus how easy it is 

to recognize—i.e. how much of the language model is devoted to representing the given type 

of construction—not how easy it is, all else being equal, to compute. 
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from using one construction will also count, at least in part, as knowledge for another 

nearly identical construction. If this assumption is correct, we may assume that, in 

contrast to English, wh-questions in Korean will not be more difficult to process 

relative to declarative sentences in Korean. This distinct difference is the reason for 

choosing these two particular linguistic features (wh-dependencies and object-

dependencies) for analysis. 

Finally, we will rely on one final assumption, taken from the literature on 

deep learning, to develop the experimental set-up of this study. As mentioned in 

Section 2, there has been a great deal of literature devoted to peering into the black 

boxes of deep learning models. Many earlier studies in this line of research focused 

on attempting to gain some insight into how convolutional machine-vision models 

internally represent visual information. Zeiler and Fergus (2013), for instance, took 

a deep convolutional neural net and selected images or portions of images which 

maximally activated the hidden units of each layer. What they found was that earlier 

layers most strongly responded to images of simple features, such as lines and curves, 

while increasingly deeper layers captured increasingly complex or increasingly 

difficult features of images. 
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Figure 4: Images maximally responded to in layers 2 (left), 3 (middle), and 5 (right) of a 

CNN (images from Zeiler & Fergus 2013)  

 

 The general consensus that has emerged from research such as this is that, 

in neural networks, shallower layers capture simpler or easier features, while deeper 

layers capture more complex or more difficult features. Therefore, analogously, we 

will in this study assume that syntactic features corresponding to easier to recognize 

constructions will be captured earlier in the network, while features corresponding 

to more difficult to recognize constructions will be captured later. That is, assuming 

that wh-fronted questions in English are more difficult to recognize relative to 

declarative sentences in English, we would expect the model to capture the relevant 

dependency for wh-questions later than the relevant dependency for declarative 

sentences. 

It may be the case that not all of these premises are uncontroversial. If the 

hypotheses derived from these premises turn out to be substantiated, we will consider 

this as evidence for the validity of the premises themselves. 

 

 

3.2. Hypotheses 

 

With these assumptions in place, we can now succinctly state the two hypotheses 

that this study intends to test. Assuming that more uncommon constructions in a 
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language are more difficult to recognize/process, that knowledge of one construction 

can help understand another near identical construction, and that a neural net 

representing syntactic relationships will capture more difficult to recognize syntactic 

relationships in deeper/higher layers, we predict the following: 

 

Hypothesis 1: In English trained BERT models, the model will have a more 

difficult time capturing the wh-dependencies of wh-questions than the 

object-dependencies of declarative sentences; therefore, if captured, they 

will be captured later in the network than object-dependencies. 

 

Hypothesis 2: In Korean trained BERT models, however, the model will not 

have a more difficult time capturing the wh-dependencies of wh-questions 

than the object-dependencies of declarative sentences. In general, layers 

that capture one dependency should capture the other, and therefore one 

will not be represented deeper in the network than the other. 

 

If the pattern of dependency capture is the same for models trained on the 

same language, and if differences in dependency capture between models trained on 

two different languages differ in the same manner, we may say that this population 

of models, as a group, captures the relevant typological feature. If it does so, it will 

have done so by converging on a specific set of representations for the tested 

syntactic relations. 
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3.3. Additional Considerations Regarding Korean Wh-Words 

 

Before continuing with the main analysis, there are two cases regarding Korean wh-

words worth mentioning that this study was unable to consider due to the limited 

size of the available datasets: scrambling and wh-word ambiguity. We outline those 

issues here and provide tentative predictions regarding what behaviors we would 

expect from Korean trained models given the premises outlined above. 

 

3.3.1. Scrambling 

Scrambling is a phenomenon seen in many languages where the word order of a 

sentence can be substantially changed without effecting its meaning. While English 

is not a scrambling language, Korean is (Ko 2018). This bears on our analysis 

because wh-words can also be scrambled in Korean, and our predictions regarding 

the relative depth of various dependency relation representations in transformer 

networks is based on how much a sentence’s word order differs from that of 

canonical declarative sentences. While standard wh-questions in Korean adhere to 

the same word order as canonical declarative sentences, scrambled wh-questions (as 

well as, of course, scrambled declarative sentences) do not. 

Consider the following sentences: 

 

(6) ‘그의 아버지가 누구를 싫어하니?’ 

(7) ‘누구를 그의 아버지가 싫어하니?’ ((5) in Ko 2018) 
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Both (6) and (7) express the same meaning. But while the canonical 

ordering in (6) matches with that of standard declarative sentences, the scrambled 

order in (7) does not. Instead, the scrambled order more closely resembles the order 

of English wh-fronted questions.  

Unfortunately, the datasets relied upon in this study have very few (less 

than 10) instances of scrambled wh-questions, and we were therefore unable to 

directly compare how wh-dependencies in scrambled questions would be 

represented in Korean trained networks as compared to those of questions bearing 

the canonical order.  

Our premises do, however, allow us to make specific predictions regarding 

what behavior we should expect. Namely, we should expect the wh-dependencies of 

scrambled Korean wh-questions to be captured later in Korean trained networks than 

both object-dependencies in canonically ordered declarative sentences and wh-

dependencies in canonically ordered wh-questions. This is for the same reason we 

also predict wh-dependencies will be captured later than object-dependencies in 

English trained models in general: to the degree the word order differs from that of 

a standard declarative sentence, a given model should have a somewhat more 

‘difficult’ time recognizing/representing the sentence (following premises one and 

two), and should therefore represent the syntactic features correlated to the more 

difficult form later in the network (following premise three). 
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3.3.2. Wh-word ambiguity 

Wh-word words in Korean also display a property that wh-words in English do not 

possess: a unique form of ambiguity regarding what role in which the wh-word is 

actually functioning. In some contexts, Korean wh-words are interrogatives (such as 

‘who’, or ‘what’), as we would expect from wh-words; but in other contexts, they 

play the role of indefinites (such as ‘someone’ or ‘something’) (Yun). The context 

that determines what role the wh-word serves is often determined outside of the 

sentence itself. 

 Consider the following sentence: 

 

(8) ‘밖에 누가 있니?’ ((1) in Yun) 

 

This sentence has two possible interpretations: one where the wh-word, ‘누

가’, is an interrogative (‘Who is out there?’), and one where it is an indefinite (‘Is 

there someone out there?’). Furthermore, without the additional context the sentence 

is embedded in, it is impossible to tell which role the wh-word is supposed to serve 

given the sentence alone. 

This bears on our analysis here due to the fact that it is only in cases where 

the wh-word is an interrogative (‘who’) that it stands in for an unknown object, 

acting as a wh-word in the sense that we use the term throughout the study. In the 

second case, where the wh-word is an indefinite (‘someone’), it does not stand in for 

an unknown object, but rather is the object itself—the indefinite object of the 
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sentence. 

As with the case of scrambling, the limited size of the available Universal 

Dependencies Korean datasets limits our ability to directly compare the 

representation of wh-dependencies in questions where the wh-word is an 

interrogative and in questions where it is an indefinite. This is because there are very 

few Korean wh-questions in the datasets where the wh-word is obviously serving the 

role of an indefinite. 

However, as with the case of scrambling, our premises still allow us to make 

predictions regarding what kind of dependency capture or representation behavior 

we might expect in these cases from Korean trained models. In the case of wh-

ambiguity, we would expect no systematic difference between the depth of the 

representation of wh-dependencies when the wh-word is an interrogative and when 

it is an indefinite (so long as both are in their canonical, non-scrambled form). This 

is for the same reason we expect no difference in the depth of representation between 

wh-dependencies and object-dependencies in Korean trained models: in both the 

case of interrogatives and indefinites, where the wh-word either stands for the 

unknown object of the sentence or is an indefinite object itself, the word order is the 

same with that of declarative sentences—and therefore the position of the indefinite 

or unknown object will be the same as that of the object in declarative sentences. 

In conclusion, our study is unfortunately unable to directly compare 

scrambled versus non-scrambled and interrogative wh-word versus indefinite wh-

word questions due to the limited size of the available data. However, we are able to 
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make specific predictions on what behaviors we would expect from models 

representing these. It would be interesting to see if future research is able to 

corroborate these predictions. 
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4. Methods 

 

 

4.1. Datasets 

 

All data for this study was taken from the datasets provided by the Universal 

Dependencies (UD) project, an ambitious open community project whose goal is to 

provide a dependency grammar and treebank annotation system applicable across 

nearly all languages (Nivre et al. 2020). Three datasets were used for English: the 

English Web Treebank (EWT), the Gum Corpus (GUM), and the English portion of 

the LineES Parallel Treebanks (Line) datasets. Two datasets were used for Korean: 

the Google Korean Universal Dependencies Treebank (GSD), and the Kaist Tree-

Tagging Corpus (Kaist) datasets. There is one additional Korean dataset available 

from the Universal Dependencies project (the PUD dataset), but the available portion 

is small and contains no wh-questions. It was therefore omitted. Each dataset 

contains the dependency tree, and therefore all the dependency relations, of every 

sentence provided. 

Wh-questions and declarative sentences were derived from each dataset to 

form the data used for the study. Both English and Korean declarative sentences were 

derived by extracting sentences whose root was a verb, where the immediate 

dependents of the root-verb included an object, and where the sentence ended in a 

period. The ‘object-dependencies’ which this study tests for are the dependency 
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relation of the object-words on the root-verbs. 

In the case of Korean declarative sentences, only sentences with ten or less 

whitespace tokens were included, in order to filter out excessively long declarative 

sentences. By ‘whitespace token,’ we simply mean the list of tokens generated from 

a sentence by splitting the sentence along whitespace. This was done in order to 

prevent the average length of declarative sentences from being far greater than the 

average length of wh-sentences in Korean, and thus to ensure that it was not too easy 

for the Korean trained models to do better on wh-dependencies over object-

dependencies (as, the more tokens there are in a sentence, the more diffuse its 

attention may be, and the more chances it has to get the dependency “wrong”). As 

we will see below, despite this, the Korean models still performed generally better 

on wh-dependencies than object-dependencies. We offer explanations as to why this 

may be the case below. 

English wh-questions were derived by extracting sentences whose root was 

a verb, where the immediate dependents of the root-verb included a wh-word, and 

where the sentence ended in a question mark. Korean wh-questions were derived in 

the same manner, with one exception. Because, unlike the English datasets, the 

available Korean UD datasets contain many sentences that do not end in punctuation 

(and therefore many questions that do not end in a question mark), wh-questions 

were derived by extracting sentences whose root was a verb, and where the 

immediate dependents of the root-verb contained a wh-word. The results were then 

checked by hand to determine if all derived sentences were questions, eliminating 
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those that were not. The ‘wh-dependencies’ this study tests for are the dependency 

relation of the wh-words to the root-verbs. 

As the datasets contained vastly more declarative sentences then wh-

questions, only a subset of the declarative sentences derived in the above manner 

were used in this study, so that the number of declarative sentences did not 

overwhelm the number of wh-questions tested. 

The English datasets contained an initial 322 valid wh-questions (168 from 

EWT, 65 from GUM, and 89 from Line). Following this, 350 initial declarative 

sentences were derived (150 from EWT, 100 from GUM, and 100 from Line). 

Sentences were then passed through the BERT models to calculate the models’ 

attention values for each sentence. Sentences which were unable to be passed 

through a model were automatically ejected from the dataset, leaving a total of 279 

declarative sentences (116 from EWT, 72 from GUM, and 91 from Line) and 293 

wh-questions (158 from EWT, 60 from GUM, and 75 from Line) remaining. 

The Korean datasets contained an initial 143 valid wh-questions (84 from 

GSD and 59 from Kaist). An initial 200 declarative sentences were derived from the 

datasets (100 from GSD, 100 from Kaist). Sentences that were unable to be passed 

through a model were automatically ejected from the dataset, leaving 174 declarative 

sentences (87 from GSD and 87 from Kaist) and 130 wh-questions (82 from GSD, 

48 from Kaist). 
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4.2. Dependency Relations & Attention Analysis 

 

The methodology used to determine whether or not a dependency relation is being 

modelled by a specific attention head is the same as that used by Clark et al. (2019). 

A model is fed a dataset and, for every input sentence of the dataset, produces an 

attention map for all the model’s attention heads. Each attention head is taken as a 

zero-training-required classifier which takes a sentence as its input, and for each 

token, gives the word in the input it most attends to as its output (ignoring special 

tokens, and ignoring a token’s attention to itself). 

As mentioned in Section 2, the attention mechanism is particularly useful 

in attempting to understand the inner workings of transformers because it is easily 

interpretable in terms of a dependency grammar: attention from one word to another 

is interpretable as an attention head’s prediction of whether a dependency relation 

holds between two words. 

In a dependency grammar, the syntax of a sentence is given as a hierarchy 

of dependencies. Each sentence will have a root, which sits at the top of the 

hierarchy—the root-verb, in the case of the declarative sentences and wh-questions 

we are concerned with here. Each root will have several tokens in the sentence as its 

dependents—tokens which immediately depend on the root. These dependent words 

will in turn have their own dependents, and so on, until the entire sentence is parsed 

in terms of a hierarchy of dependency relations. The Universal Dependencies 

datasets we have used in this study are parsed according to Universal Dependency 
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grammar framework (Nivre et al. 2020). The advantage of the universal dependency 

framework is that it, as the name implies, provides a single framework which can be 

used universally across a wide variety of languages, allowing us a common 

framework to analyze both English and Korean dependency relations. 

The two dependency relations we are interested in here are the dependency 

of the object on the root-verb in declarative sentences (object-dependencies), and the 

dependency of the wh-word on the root-verb in wh-questions (wh-dependencies). In 

both cases, the relevant dependent word is an immediate dependent of the root-verb. 

 

4.2.1. Methodology for Attention Analysis 

We will use an example to illustrate how an attention head acts as such a classifier. 

Consider the example sentence, “This is an example of how attention might be 

allocated”. This sentence will first be processed and passed through the model 

tokenizer, adding special tokens, and breaking the sentence into wordpiece tokens in 

BERT’s vocabulary. In this example, all words in the input sentence are included in 

the vocabulary and are therefore not broken into sub-tokens. The result of this 

preprocessing is a list of tokens, [‘[CLS]’, ‘This’, ‘is’, ‘an’, ‘example’, ‘of’, ‘how’, 

‘attention’, ‘might’, ‘be’, ‘allocated’, ‘[SEP]’], which is then fed into the model as 

its input. 

 The base BERT model contains 12 layers, each with 12 heads, for a total of 

144 attention heads. Each attention head will produce an attention map for the input, 

resulting in a square matrix of attentions. In our example here, there are 12 tokens 
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(including special tokens), so each attention map produced will be a 12x12 matrix. 

Figure 5 below shows an example of one such attention map, produced by the first 

attention head of layer 3. 

 

Figure 5: Attention map for an example sentence from layer 3, head 1 of BERT 

 

 As we are taking attention heads to be zero-training-needed classifiers, 

following Clark et al. (2019), we are interpreting each attention head as taking each 

token of the sentence as an input, and producing as an output another token from the 

sentence. This output is the token to which the input token pays most of its attention 

to. In an attention head, each token distributes its attention across all of the tokens 
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of the sentence. We will only be considering the single token given the most attention 

as the output of the attention head for some input token of a sentence. 

Thus, for a sentence with 12 tokens, each attention map gives 12 outputs, 1 

output for each input token in the sentence. In our visualization here, the tokens 

running down the left-hand side of the heat map, labelling the rows of the attention 

map, display the inputs of the attention head, and the tokens running across the top 

of the heat map, labelling the columns of the attention map, display the possible 

outputs of the attention head. So, for instance, in this attention map, we have the 

following input → output mappings:  

 

[CLS] → [CLS] This → is 

is → an an → example 

example → of of → how 

how → attention attention → might 

might → be be → allocated 

allocated → [SEP] [SEP] → [CLS] 

 

As can clearly be seen here, this is an example of an attention head that is taking a 

token as its input, and giving the next token in the sentence as its out (except in the 

case of the special tokens), one of the general attention behaviors demonstrated by 

Clark et al. (2019). 

 For this study, what we are concerned with is what token each attention 
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head maps the objects of declarative sentences and the wh-words of wh-questions to. 

That is, for each input sentence to the model, we are concerned with only one input 

token for each attention head (the object or wh-word) and the outputs for this input 

token. Object-dependencies are represented by an ‘object’ → ‘root-verb’ mapping; 

wh-dependencies are represented by a ‘wh-word’ → ‘root-verb’ mapping. If the 

output (the token most attended to) for the object or wh-word is the root-verb for 

some attention head, we will say that attention head has represented or captured the 

object-dependency or wh-dependency for that input. Following Clark et al. (2019), 

we will ignore a token’s attention to itself and special tokens’ attention when 

analyzing an input sentence’s attention map to see if it models the relevant 

dependency relation. 

 For example, consider one of our earlier example sentences, ‘He threw the 

ball.’ Figure 6 below shows the 4th head of layer 7. As can be seen, the tokens ‘the’ 

and ‘ball’ both pay most of their attention (almost all of it, in fact) to ‘threw.’ Thus, 

treating the attention head as a classifier that gives the token an input token spends 

most of its attention to as the output, for ‘the’ and ‘ball’ we have the following 

mappings: the → threw; ball → threw. For our analysis, we would only be interested 

in the input ‘ball’, as it is the object of the declarative sentence. And given that ‘ball’ 

maps to the root-verb, ‘threw’, we will interpret this attention map (the matrix 

produced by an attention head for some input sentence) as representing or capturing 

the object-dependency relation. As mentioned, and as can be seen in the figure below, 

tokens’ attention to themselves and the attention values for special tokens have been 
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ignored. 

 

Figure 6: Attention map for the input ‘He threw the ball’ from layer 7, head 4 of BERT 

 

To get an even clearer picture of how this works, let us examine a 

declarative sentence from one of the datasets used in the study, the English portion 

of the LineES dataset: “He was crossing the street and moving eastward.” Here, we 

can visualize not just what token each token pays attention to, but we can also label 

the attention maps produced by BERT with the dependency relations of the input 

sentence tokens. This makes clear the fact that, in this example, the object of the 

sentence (‘street’) is spending the majority of its attention on the root-verb 

(‘crossing’), and thus representing or capturing the ‘object’ → ‘root-verb’ 
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dependency relation according to the methodology of Clark et al. (2019). This is all 

shown in Figure 7 below. 

 

Figure 7: Attention maps for sentence in LineES dataset from layer 7, head 4 of BERT  

(left: labelled with tokens; right: labelled with dependency relations) 

 

The attention head which produced the attention map in figure 7 is the same 

head depicted above, head 4 of layer 7, and displays the same pattern of dependency 

relation representation, where both the object of the sentence and its determiner map 

to the root-verb. Because for declarative sentences, we are only concerned with 

whether or not the object token maps to the root-verb token, and because this is 

indeed the case here, we say that this attention map represents or captures the object-

dependency relation. 

We give a score to each layer of a network based on these attention maps in 

order to determine how deep in the network a given dependency relation is most 
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represented. For example, suppose we are using a dataset with a hundred declarative 

sentences. Feeding this dataset to the base BERT model, consisting of 12 layers with 

12 heads each, will produce one attention map for each attention head for every input 

sentence. This would result in a total of 1,200 attention maps produced for each layer 

of the network. The score given to each layer is simply the number of attention maps 

which give the correct output token for the relevant input token (object → root-verb 

in declarative sentences; wh-word → root-verb in wh-questions) over the total 

number of attention maps: 
# 𝑜𝑓 "𝑐𝑜𝑟𝑟𝑒𝑐𝑡" 𝑎𝑡𝑡𝑒𝑛𝑡𝑖𝑜𝑛 𝑚𝑎𝑝𝑠 (𝑓𝑜𝑟 𝑠𝑜𝑚𝑒 𝑙𝑎𝑦𝑒𝑟)

𝑡𝑜𝑡𝑎𝑙 # 𝑜𝑓 𝑎𝑡𝑡𝑒𝑛𝑡𝑖𝑜𝑛 𝑚𝑎𝑝𝑠 (𝑓𝑜𝑟 𝑠𝑜𝑚𝑒 𝑙𝑎𝑦𝑒𝑟)
. Therefore, in 

our example of a dataset of 100 declarative sentences, if 300 out of the total 1,200 

attention maps for some layer show the object of the sentence spending most of its 

attention on the root-verb, those 300 maps will be said to have captured the object-

dependency relation, and the score for the layer will be 
300

1200
= 0.25. 

This leads to the main difference between the methodology of the current 

study and that of Clark et al. (2019). We are here interested exclusively in the depth 

of a representation, and not in how relatively distributed or not across a layer a given 

representation is. That is, if we imagine two axes along which a representation may 

be measured—one axis being how deep in a network a representation is, and the 

other being how distributed a representation is at that depth—then we are here only 

concerned with the first axis, as it is only with regards to the first axis that our 

hypotheses make any predictions. If some layer performs relatively poorly in the 

overall capture of some dependency, but captures what it does entirely in only one 

of its attention heads, and if some other layer does relatively well in capturing this 
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dependency, but spreads its representation across the heads of its layer, such that the 

one head in the poorly performing layer performs better than any of the individual 

heads in the high performing layer, then for our purposes here, we will still consider 

the representation to be more strongly captured in the higher scoring layer. 

It is because we are here interested only in the relative depth of a 

representation that we assign a score to how well each layer in a network captures a 

relevant dependency relation by taking the percentage of how many attention maps 

in a layer correctly map the dependency. Figure 8 below gives an exhaustive example, 

showing the attention map for every attention head of the base BERT model on the 

example sentence used above, and showing whether or not each attention map 

captures the ‘object’ → ‘root-verb’ mapping. If our dataset was composed of this one 

example, then the layer scores in Figure 8 would be the overall layer scores. The 

highest scoring layer in this example is layer 7, with a score of 0.50, which accords 

with what we will see later in the larger datasets below. 
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Layer 1 score: 4/12 = 0.33 

 
Layer 2 score: 0/12 = 0.00 

 
Layer 3 score: 3/12 = 0.25 

 
Layer 4 score: 2/12 = 0.17 

 

 

Figure 8.1: LineES example, all attention heads (layers 1 – 4) 
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Layer 5 score: 2/12 = 0.17 

 
Layer 6 score: 5/12 = 0.42 

 
Layer 7 score: 6/12 = 0.50 

 
Layer 8 score: 5/12 = 0.42 

 

 

Figure 8.2: LineES example, all attention heads (layers 5 – 8) 
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Layer 9 score: 0/12 = 0.00 

 
Layer 10 score: 1/12 = 0.08 

 
Layer 11 score: 0/12 = 0.00 

 
Layer 12 score: 0/12 = 0.00 

 
Figure 8.3: LineES example, all attention heads (layers 9 – 12) 
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4.2.2. Miscellaneous Technical Details 

Each sentence of the UD datasets comes already tokenized along whitespace, with 

dependency relations given to each whitespace token. The BERT models used in this 

study, however, all use the wordpiece tokenizer. The wordpiece tokenizer first splits 

a sentence along whitespace (resulting in tokens corresponding to the tokens of the 

universal dependencies data), and then for each whitespace token, searches its 

vocabulary to see if the corresponding token exists in it. If not, the tokenizer splits 

the whitespace token into smaller tokens—wordpiece tokens—until it arrives at a 

wordpiece token in its vocabulary. These wordpiece tokens are then fed into the 

model as its input, after which the model then computes attentions for each token 

and the final output. Attentions are therefore computed by the model for wordpiece 

tokens, and not for the whitespace tokens which bear the dependency relation 

information. In order to derive attentions for whitespace tokens, for each whitespace 

token, the attentions of the wordpiece tokens it is broken into are averaged together. 

This gives us attention values for the whitespace tokens, corresponding to the 

sentence’s dependency relation tags. 

After overall tests on dependency relations were performed on the 

individual UD datasets, all wh-questions for both English and Korean were then 

grouped together and further categorized according to the type of dependency 

relation they hold with the root-verb. Wh-questions of each dependency relation type 

were then passed through each model again to determine each model’s layer scores 

on dependencies of each type. For English, 143 of the final wh-questions held an 
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‘advmod’ (adverbial modifier) dependency relation with the verb, 56 held a ‘nsubj’ 

(noun subject) relation, and 50 held an ‘obj’ (object) relation. For Korean, 75 of the 

final wh-questions held an ‘advmod’ relation with the verb, and 18 a ‘nsubj’ relation 

with the verb. Dependency relation types with less than 10 instances were not 

considered, leaving the datasets for the dependency relationship type analysis 

slightly smaller than the datasets of the primary analysis. 

The models tested were all tested using HuggingFace’s Transformers API 

(Wolf et al. 2019). The five main models tested were KrBERT (Lee et al. 2020) and 

KorBERT (Electronics and Telecommunications Research Institute 2019) for Korean, 

and BERT, BERT-Large (Devlin et al. 2018), and DistilBERT (Sahn et al. 2020) for 

English. Finally, after the primary analyses, multilingual MultiBERT (Devlin et al. 

2018) was also tested on all derived English and Korean datasets to see if it produces 

the same behavior for both languages as the single-language models. This study did 

not expect MultiBERT to behave in the same manner, owing to the fact that it 

presumably possesses a less sophisticated representation of both English and Korean 

than the other single-language models, and is therefore presented separately. 
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5. Results 

 

 

The results of this study confirm the two hypotheses put forward above. All five of 

the single-language models converge on the general pattern of object and wh-

dependency representation predicted. For the results below, it is important to note 

that what we are concerned with here is the score of a layer for some dependency 

relative to all other layers—the absolute value of any layer’s score on any 

dependency, in isolation, bears no meaning for our analysis here. 

 

 

5.1. Main Analysis: English 

 

Beginning with the first hypothesis, concerning English—that English trained 

models will, in general, capture wh-dependencies in questions later than they will 

capture object-dependencies in declarative sentences—this is confirmed by all three 

of the English BERT models tested. In all cases, ignoring the first layer, the layer 

which most strongly captures the object-dependency in declarative sentences 

appears earlier in the network than the layer which most strongly captures wh-

dependencies in questions. 
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5.1.1. BERT 

This pattern is perhaps most striking in the base uncased BERT model, possessing 

144 attention heads (12 heads for all 12 layers). For all three datasets tested, layer 7 

most strongly captures the object-dependency (EWT: 0.242; GUM: 0.246; Line: 

0.31), while the wh-dependency is most strongly captured in layer 8 for both the 

EWT and GUM datasets (EWT: 0.216; GUM: 0.190), and in layer 9 for the Line 

dataset (0.172). This is shown in Figure 9 below, where the blue line represents the 

degree of object-dependency capture, and the dashed gray line the degree of wh-

dependency capture. 

 

 

Figure 9: Layer scores by dataset for BERT base uncased 

 

The caveat stated above regarding this pattern—“ignoring the first layer”—is given 
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because, for both BERT and BERT-Large, the models appear to track both object and 

wh-dependencies relatively strongly in the first layer. For the base BERT model 

above, this does not disrupt the pattern shown, but in at least one case in BERT-Large, 

the layer which most strongly tracks the wh-dependency is actually the first layer. 

This, however, appears to be an incidental effect produced by the general behavior 

of attention in BERT, and not due to these models actually tracking these syntactic 

relations strongly in layer 1. This is because, as Clark et al. (2019) demonstrate, 

attention is uniquely diffuse in layer 1 in BERT compared to other layers. This by 

itself explains the comparatively small, but still pronounced, early spike in object-

dependency capture in layer one: it is simply the case that, because attention is 

diffuse in layer one, the layer will accidentally capture object-dependencies more 

strongly than other layers which are actively not focusing on this dependency, such 

as, for example, layers 2 or 10. This will be the case for all such dependencies. 

Given that this is the case, however, it still remains to be explained why 

wh-dependencies are particularly strongly captured in layer 1 in these models—more 

so than object-dependencies, and in one case in BERT-Large, more strongly than in 

any other layer. The likely reason for this is actually relatively simple. While 

attention is diffuse in layer 1, it is not uniformly diffuse. Rather, the earlier the token 

is in a given input sentence, the more attention it receives. This is shown in Figure 

10 below. 
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Figure 10: Attentions by word for layer 1 in BERT 

 

This means that, in layer 1, due to the arbitrary nature of attention in general in this 

layer, the first word will receive more attention than any other word. And naturally, 

as the name suggests, the first word of most wh-fronted questions is the wh-word 

itself: the word we are focused on when tracking wh-dependencies. The relatively 

high object and wh-dependency scores for layer 1 in these models, then, are not a 

product of the model actually capturing any syntactic information in layer 1, but is 

rather an accidental artifact of the general behavior of attention overall. The inflation 

of scores in layer 1 is artificial. For this reason, from here on, we will not consider 

layer 1 in our analyses when considering English-trained models. 

 

5.1.2. DistilBERT 

The same pattern seen in the base BERT model is also seen in DistilBERT, a more 

compact version of BERT produced by HuggingFace, with half the layers and 
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attention heads of the original model (12 attention heads for 6 layers each). For all 

datasets, layer 4 most strongly tracks the object dependency (EWT: 0.190; GUM: 

0.173; Line: 0.220), while layer 5 most strongly tracks the wh-word dependency 

(EWT: 0.298; GUM: 0.240; Line: 0.196). This is shown below in Figure 11. 

 

 

Figure 11: Layer scores by dataset for DistilBERT 

 

Another interesting property of these results, however, is one that echoes 

what we will see more strongly in the Korean-trained BERT models: while the 

object-dependency relation is tracked first (earlier in the network), once the wh-

dependency is tracked, it is often tracked more strongly. That is, while the layer most 

responsible for object-dependency tracking comes before the layer tracking wh-

dependencies, the latter generally does a better job at the task it specializes for. And 
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this generalizes across most layers: while the layers that most strongly capture the 

object-dependency come first, generally, where the wh-dependency is tracked, it is 

tracked more strongly.  

We will discuss this in more detail in relation to the Korean-trained models 

below, but to preface the discussion here, this can generally be assumed to be because 

of the fact that, for the wh-dependency relation, there are only six possible words 

which can stand in the wh-word position, while for the object-dependency, there are 

significantly many more words which can occupy the object position. One way to 

view this is that, though it is more difficult for a BERT layer to learn to recognize 

wh-dependencies, once it has, it generally has an easier time determining when an 

object fills that dependency role.  

To summarize then, the pattern we see is that the syntactic pattern is 

captured later; but once the syntactic pattern is already captured, the heads 

responsible can perform their task with a higher degree of accuracy than the ones 

responsible for capturing object-dependencies. This does not conflict with the 

predictions made by the hypotheses outlined above, which concern only the 

difficulty of learning recognize the syntactic representation itself. 

 

5.1.3. BERT-Large 

In the BERT-Large model (consisting of 24 layers with 16 attention heads), we see 

the same general pattern emerge once again, only now—given the higher number of 

degrees of freedom the model possesses—it emerges in a more complex and detailed 
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manner. As with BERT and DistilBERT, the layer which most strongly captures 

object-dependencies comes before the layer which most-strongly captures wh-

dependencies. Layer 14 most strongly captures object-dependencies on the EWT 

dataset (0.137), while layer 13 does so for both the GUM and Line dataset (GUM: 

0.140; Line: 0.167). For wh-dependencies, excluding layer 1 for reasons mentioned 

above, it is the deeper layer 17 which most strongly captures them for every dataset 

(EWT: 0.203; GUM: 0.193; Line: 0.178).  

Given the greater detail of BERT-Large, however, this pattern can now be 

seen to generalize to the neighborhood of layers surrounding those that most strongly 

capture a given dependency. For all three datasets, a “spike” in scores for object-

dependencies comes between layers 11 to 17, while the spike in scores for wh-

dependencies comes between layers 13 to 20. We also again see the pattern 

mentioned in DistilBERT, where, while the capture of object-dependencies comes 

earlier, layers responsible for capturing wh-dependencies generally perform their 

task better. This is all shown in Figure 12 below. 
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Figure 12: Layer scores by dataset for BERT-Large 

 

It is also interesting to note that, given the higher definition of the BERT-

Large model, we can now begin to see a little more clearly another pattern which 

may also be faintly seen in the BERT base model. For all datasets, in the BERT base 

model, before the individual layers which most strongly capture object and wh-

dependencies, there is a very faint spike in how well the model captures both 

dependencies. There is first a small spike in object-dependency capture, then a small 

spike in wh-dependency capture, followed by the layer which most strongly captures 

the object-dependency, and finally followed by the layer most strongly capturing wh-

dependencies. Stated differently, there appears to be a kind of echo of the general 

pattern of dependency capture we see between the layers which most strongly 

capture a given dependency earlier on in the network. 
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This pattern of the large spike tracking object and wh-dependencies deeper 

in the network (object: layers 11-17 in BERT-Large; wh: layers 13-20 in BERT-Large) 

being echoed at a much smaller scale earlier in the network now comes into a slightly 

sharper relief with BERT-Large. The pattern is still not strong, but it is more visible: 

there is a small spike in layers 3-4 for object dependencies (very small, because, as 

mentioned, object dependencies are, when tracked, generally tracked less strongly 

than wh-dependencies), and in layers 7-9 for wh-dependencies. However, this 

pattern, while perhaps interesting, is extremely faint. And given that it can only truly 

be seen with any degree of clarity in BERT-Large, it is impossible to tell whether 

this is a significant pattern, or merely an artifact of BERT-Large. 

 

5.1.4. Interim Summary 

To summarize the section on English models, all models confirm the first hypothesis: 

for all models, on all datasets, the layer which most strongly captures wh-

dependencies comes after the layer which most strongly captures object-

dependencies. 

 

 

5.2. Main Analysis: Korean 

 

The second hypothesis—that, in contrast to English trained models, Korean trained 

models will not find it more difficult to process wh-dependencies in questions 
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relative to object-dependencies in declarative sentences—is also confirmed by the 

two Korean trained models tested. 

 

5.2.1. KorBERT 

Starting with KorBERT (which has the same architecture of the base English BERT 

model, with 12 layers possessing 12 attention heads each, for a total of 144 heads) 

we see in both the GSD and Kaist datasets the general pattern of how Korean trained 

models capture object and wh-dependencies: in contrast with English models, there 

are few notable differences in what layer catches what dependency, with the primary 

difference only being that all layers capture the wh-word dependency more strongly 

than the object dependency. As we will see, in both KorBERT and in KrBERT, layers 

which capture the object-dependency most strongly generally also capture the wh-

dependency most strongly, though there are a few exceptions.  

For KorBERT, layer 6 captures both object and wh-dependencies most 

strongly on the GSD dataset (object: 0.201; wh: 0.604). On the Kaist dataset, layer 

8 most strongly captures object-dependencies (0.247) and layer 9 wh-dependencies 

(0.335). However, even though the layer which most strongly captures wh-

dependencies is indeed after the layer which most strongly captures object-

dependencies for this dataset, this is not a general pattern that is systematically 

repeated in other datasets for either Korean model. Furthermore, differently from the 

English models, the general pattern of dependency capture is generally similar for 

both object and wh-dependencies for all layers, with only occasional differences 
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emerging. Indeed, for the Kaist dataset, it is only in layer 9 where such an exception 

is produced (object-dependency tracking decreases from layer 8 to 9, but wh-

dependency tracking increases). Given both that these types of differences are both 

occasional and occur apparently at random (as will be seen below), and given that 

the overall pattern of dependency capture is the same for both dependencies across 

all layers for both models, the difference here appears to be incidental. 

 One result to note, and which we saw to a limited degree with the English 

base BERT model above, is the relatively high scores for wh-dependency capture in 

comparison to those of object-dependency capture. While the behavior of a layer for 

both object and wh-dependencies, relative to all other layers, is roughly the same, all 

layers are better at capturing the wh-dependency than the object-dependency. Stated 

informally, while the line for dependency capture is roughly the same shape for both 

object and wh-dependencies, for the latter, it is shifted upwards. That is, for both 

KorBERT and, as we will see, KrBERT, while the general behavior of dependency 

capture for a given level, relative to all other levels, is roughly the same, in general, 

both models tend to more strongly capture the wh-dependency for all layers.  

As mentioned in the above section on English models, the reason for some 

models scoring better for layers which capture the wh-dependency relation than for 

layers which capture the object-dependency relation—which are generally the same 

layers in Korean trained models—likely has something to with the fact that, while 

there are only six possible words that can act as the wh-word, there are a much larger 

number of possible objects. Imagine giving two students two different questions of 
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roughly similar difficulty, but one student is given five answers to choose from, and 

the other is given 5,000. The student in the former situation is more likely to do better. 

That is roughly the distinction between the difficulty of object and wh-dependency 

capture in Korean-trained models. 

 

 

 

Figure 13: Layer scores by dataset for KorBERT 

 

5.2.2. KrBERT 

The same general pattern also holds true for KrBERT (which, like both the base 

English BERT and KorBERT, consists of 12 layers with 12 heads each) on the GSD 

dataset: layers which do well on object-dependencies also do well on wh-

dependencies, with neither being systematically more strongly captured relative to 
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other layers later or earlier in the network than the other, and with the scores for wh-

dependencies being uniformly higher. Layer 6 scores highest for both dependencies 

on the GSD dataset (object: 0.178; wh: 0.465).  

For the Kaist dataset, we again see the pattern predicted by our second 

hypothesis, but there is also a notable difference from what we have seen from 

Korean-trained models thus far. Again, the layers which perform well on object 

dependencies generally also perform well on wh-dependencies—only now, for the 

Kaist dataset, the scores for both dependencies are roughly similar on every layer, 

rather than having wh-dependencies generally being tracked more strongly. On the 

Kaist dataset, layer 2 tracks object-dependencies most strongly (0.256), while layer 

1 captures wh-dependencies most strongly (0.213). The difference between what 

layer captures what dependency in the Kaist dataset is here actually opposite to what 

we saw in the previous discrepancy with KorBERT, mentioned above. On the Kaist 

dataset, the layer which most strongly tracks wh-dependencies in KorBERT comes 

after the layer which most strongly tracks object-dependencies; here, it comes before. 

As mentioned above with KorBERT, these are not systematic differences, but 

occasional and incidental effects. The general behavior of all layers, for both models 

and both datasets, remains the same.  

Informally stated, for KorBERT and for the GSD dataset with KrBERT, the 

lines tracking the scores of object and wh-dependencies are roughly the same shape, 

with the line for wh-dependencies just being shifted upwards. For the Kaist dataset 

with KrBERT, both lines are again roughly the same shape, but are now also in 
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roughly the same place. While this difference is interesting, it does not conflict with 

our second hypothesis, and may simply be an artifact of the Kaist dataset itself. (For 

KorBERT as well, the differences between object-dependencies and wh-

dependencies on the Kaist dataset were noticeably smaller than on the GSD dataset.) 

 

 

 

Figure 14: Layer scores by dataset for KrBERT 

 

5.2.3 Interim Summary 

All of this confirms the second hypothesis: Korean trained models do not find it more 

difficult to track wh-dependencies than object dependencies, and layers which 

capture one relation generally capture the other as well. The same layers largely 

responsible for one relation are generally also responsible for the other, and neither 
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is captured any deeper in the network than the other. 

 

 

5.3. Analysis by Wh-Dependency Relation: English 

 

Thus far, both our first and second hypotheses have been confirmed by the English 

and Korean BERT models tested. What is particularly interesting, however, is that 

an analogue to the differences we see between how English and Korean trained 

BERT models track object and wh-dependencies can also be seen within the models 

themselves. 

As outlined above, question formation in English occurs through wh-

fronting, leaving the word order in most English questions significantly different 

from that of their respective declarative counterparts. But this is not necessarily true 

for all wh-questions in English. 

The dramatic difference in word order occurs when the wh-word in question 

holds certain types of dependency relations with the root-verb, namely that of an 

adverbial modifier (‘advmod’) or object (‘obj’) in the Universal Dependencies 

framework—the former often occurring when the wh-word in question is ‘when’, 

‘where’, ‘how’, or ‘why’, and the latter generally occurring when the wh-word is 

‘what’. In these cases, it is generally the noun-object of the sentence which the wh-

word is standing for. 

There is another case of wh-fronted questions in English, however, where 
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the word order does not differ from that of simple declarative sentences: when the 

wh-word stands in, not for the noun-object, but for the noun-subject. Unsurprisingly, 

in the Universal Dependencies framework, such wh-words usually bear a noun-

subject (‘nsubj’) dependency relation to the root-verb. This often occurs when the 

wh-word in question is ‘who’ or ‘what.’ (As we can see, there is thus no strict division 

between what wh-words can appear in which wh-dependency). Consider for instance 

the following wh-question and its declarative counterpart: 

 

(9) Who threw the ball?  

[  [wh-word]  [ verb + tense] [noun-object] ]? 

 

 (10) He threw the ball.   

[ [noun-subject]  [ verb + tense] [noun-object] ]. 

 

Here, the word order has not changed. Given our hypotheses above, and 

given that the word order of the wh-question in the noun-subject case is isomorphic 

with that of declarative sentences, we should not expect the same pattern we saw 

above with English trained models. That is, we should not expect English trained 

BERT models to systematically capture ‘nsubj’ wh-dependencies later than object 

dependencies. Conversely, for ‘advmod’ and ‘obj’ wh-dependencies, we should not 

only still see the pattern seen above, but given that ‘nsubj’ wh-words are now 

factored out, we should see those patterns come into even stronger relief. 
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This is precisely what we see in all English trained models. 

 

5.3.1. ‘Advmod’ and ‘Obj’ Wh-Dependencies 

Beginning with the noun-object wh-dependencies, ‘advmod’ and ‘obj,’ for all models 

we continue to see the same pattern witnessed above, only now in a more pronounced 

manner: the layer which most strongly captures the wh-dependency comes after the 

layer which most strongly captures the object-dependency (ignoring the first layer, 

for reasons mentioned above). 

In BERT, layer 7 most strongly captures object-dependencies (0.266), while 

layers 10 and 8 most strongly capture ‘advmod’ and ‘obj’ wh-dependencies 

respectively (wh-advmod: 0.196; wh-obj: 0.255). This pattern is repeated again in 

DistilBERT (decl-object, layer 4: 0.195; wh-advmod, layer 5: 0.259; wh-obj, layer 

5: 0.367), and again in BERT-Large (decl-object, layer 13: 0.147; wh-advmod, layer 

17: 0.190; wh-obj, layer 17: 0.240). In all cases, it appears that factoring out noun-

subject wh-dependencies has magnified the patterns witnessed with wh-questions 

above. This is in accordance with the predictions made by our hypotheses. 
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Figure 15: Layer scores by dependency relation for BERT 

 

 

Figure 16: Layer scores by dependency relation for DistilBERT 
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Figure 17: Layer scores by dependency relation for BERT-Large 

 

5.3.2. ‘Nsubj’ Wh-Dependencies 

For English ‘nsubj’ wh-dependencies—where questions often do not involve wh-

fronting, but instead bear a similar word order to declarative sentences, as shown 

above—we see the opposite. As expected, the models do not systematically capture 

‘nsubj’ wh-dependencies later than object-dependencies. Here, the pattern differs a 

little with each model, but there is one common point important to observe: for all 

models, ‘nsubj’ behavior is very different from that of ‘advmod’ and ‘obj’ 

dependencies. 

 For BERT, the layer which most strongly captures ‘nsubj’ wh-dependencies, 

excluding layer 1 for reasons mentioned above, is layer 8 (0.241), which still occurs 
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just after the layer most strongly capturing object-dependencies (layer 7: 0.266). 

However, layer 6 also nearly captures ‘nsubj’ wh-dependencies just as strongly 

(0.239) as layer 8, indicating very different behavior from other wh-dependencies. 

For BERT-Large, the layer most capturing ‘nsubj’ wh-dependencies (again excluding 

layer 1), layer 14 (0.278), again comes after the layer capturing object-dependencies 

(layer 13), but well before the layer most strongly capturing ‘advmod’ and ‘obj’ 

dependencies (layer 17), again indicating very different behavior. Finally, for 

DistilBERT, both object and ‘nsubj’ wh-dependencies are most strongly captured by 

layer 4 (decl-object: 0.195; wh-nsubj: 0.272). 

 

 

5.4. Analysis by Wh-Dependency Relation: Korean 

 

If the hypotheses we outlined above are indeed correct, we should not see this 

difference in behavior between ‘advmod’ and ‘nsubj’ wh-dependencies in Korean 

trained models. This is because, differently from English, the word order for wh-

questions with both types of these dependencies is the same as that of Korean 

declarative sentences. This is indeed what we see. Not only is the behavior of the 

Korean trained models the same for both types of dependency, but this behavior is 

also the same as what we saw in the general analysis above. Because there is no 

change in word order, there is no appreciable change in behavior. 
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5.4.1. KrBERT 

As with the analysis by dataset above, for Korean models, a layer that does well on 

one dependency—whether it be an object-dependency, an ‘advmod’ wh-dependency, 

or a ‘nsubj’ wh-dependency—will, in general, do well on the others, and vice versa. 

Starting with KrBERT, layer 6 strongly captures all three dependencies (decl-object: 

0.202; wh-advmod: 0.406; wh-nsubj: 0.298)—most strongly in the case of the 

‘advmod’ and ‘nsubj’ dependencies, and second most strongly for object-

dependencies (the strongest capture being in layer 2, with a slightly higher score 

(0.217)). While this layer comes early, the difference is between layer 6 is not only 

very slight, but the overall layer-by-layer is again roughly the same for all three 

dependencies. 

 

 

Figure 18: Layer scores by dependency relation for KrBERT 
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5.4.2. KorBERT 

The one notable exception for the Korean models is with KorBERT on ‘nsubj’ 

dependencies, where the layer most strongly capturing the wh-dependency comes 

later (layer 9: 0.476). Even with this deviation, however, the behavior of layers for 

both ‘nsubj’ and object dependencies are very similar layer-by-layer, with most layer 

scores going up or down together, relative to the previous layer. As for the ‘advmod’ 

wh-dependency, as with KrBERT, it is most strongly captured in the same layer 

which most strongly captures object-dependencies, layer 6 (0.573). Despite the 

deviation, the overall behavior of KorBERT here still fits what we have seen thus far. 

 

 

 

Figure 19: Layer scores by dependency relation for KorBERT 
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5.4. Interim Conclusion 

These results all accord with our typological understanding of the differences 

between English and Korean question formation, and suggest that, just as individual 

models capture syntactic features, the patterns of syntactic feature capture that 

populations of models converge on collectively capture typological features.  

 

 

5.5. MultiBERT 

 

Thus far, whether looking at the behavior between models on all wh-dependencies, 

or looking at the behavior within models on different wh-dependencies, both 

hypotheses appear to have been confirmed. It may be interesting, however, to 

determine whether any of the same patterns of behavior emerge in multilingual 

BERT (MultiBERT). 

 MultiBERT, as the name implies, is a BERT model trained on a multitude 

of languages—104 separate languages, including English and Korean—rather than 

on one specific language. This is the great advantage of the MultiBERT model, which 

allows it to be used for multi-language tasks. However, as Lee et al. (2020) notes, 

the disadvantage of this model is that, while it captures a broad number of languages, 

by the same token, it may capture less linguistic knowledge of a specific language. 

For this reason, this study did not expect MultiBERT to capture the same patterns 

which the English and Korean trained models tested thus far have been shown to 
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converge on, and thus presents MultiBERT separately. 

 However, despite presumably possessing a less detailed model of both 

English and Korean, MultiBERT appears to capture enough linguistic knowledge of 

both to demonstrate nearly all of the patterns the single-language models above have 

been tested for—albeit, in a somewhat less clearly defined manner. 

 

5.5.1. MultiBERT Behavior by Dataset 

We first tested MultiBERT on the full English and Korean datasets outlined above. 

For the both the EWT and GUM datasets, the pattern expected given hypothesis one 

is also produced by MultiBERT, though in a less clearly defined manner than the 

other English trained models. For both datasets, the layer which most strongly 

captures wh-dependencies, layer 7 (EWT: 0.159; GUM: 0.177) comes later than the 

layer which most strongly captures object-dependencies, layer 6 (EWT: 0.148; GUM: 

0.131). This pattern is not repeated for the smaller Line dataset, however, which 

shows layer 7 tracking both dependencies most strongly (object: 0.172; wh: 0.146).  
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Figure 20: Layer scores by dataset (English) 

 

For Korean, the results of MultiBERT are less definite. Unlike the Korean 

trained models above, the behavior of MultiBERT’s attention in a layer, relative to 

all other layers, does not appear to be generally the same for both dependencies—

though it does differ substantially from the English results above in a manner that at 

least qualitatively seems to approximate the behavior of the Korean trained BERT 

models. For the GSD dataset, layer 7 captured object-dependencies most strongly 

(0.153), while layer 11 captured wh-dependencies most strongly (0.548), although 

the second strongest wh-dependency capture was indeed in layer 7 as well (0.501). 

For the Kaist dataset, layer 7 captures both dependencies most strongly (object: 

0.205; wh: 0.143)—only now, layers are generally tracking object-dependencies 

better than wh-dependencies, which we have not seen for any other Korean trained 
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model. The layer-by-layer behavior for both datasets is now also substantially 

different for both dependencies, which was not the case with the Korea-trained 

models. 

 

 

 

Figure 21: Layer scores by dataset (Korean) 

 

5.5.2. MultiBERT Behavior by Wh-Dependency 

While the behavior of MultiBERT on the full English and Korean datasets only 

partially reproduces the results of the single language trained models to some degree, 

these patterns come into somewhat sharper relief when the wh-dependency type is 

considered. 

 Starting with English, for both wh-dependency relation types where the wh-
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word stands in for a noun-object (i.e. ‘avmod’ and ‘obj’), the object-dependency is 

most strongly captured before the wh-dependency. Object-dependencies are most 

strongly captured in layer 6 (0.146), while both noun-object wh-dependencies are 

both most strongly captured in layer 7 (wh-advmod: 0.145; wh-obj: 0.164). However, 

the behavior of the ‘nsubj’ wh-dependency is more difficult to appropriately pin 

down. While qualitatively speaking, the line traced by ‘nsubj’ wh-dependency 

capture by layer more closely approximates the shape of object-dependency capture 

than ‘advmod’ or ‘obj’ dependency capture, it is still the case that the layer which 

most strongly captures the ‘nsubj’ dependency (layer 7: 0.250) comes after the layer 

which most strongly captures the object-dependency relation. 

 For Korean wh-dependency types, we likewise have behavior that is 

qualitatively similar to what we observe in single-language models, but which still 

differs to a non-trivial degree. For Korean wh-dependencies in MultiBERT, there 

appears to be no systematic relation between what dependency is captured where: 

object-dependencies were most strongly captured in layer 7 (0.179); ‘advmod’ wh-

dependencies were most strongly captured afterwards, in layer 11 (0.475); and ‘nsubj’ 

wh-dependencies were most strongly captured well before object-dependencies, in 

layer 3 (0.306). However, as with the Korean trained models above, rather than 

observing dramatic differences between how object and wh-dependencies are 

captured, the general shape of the lines traced by all dependencies captured do not 

appear to deviate from each other sharply at many points. 
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Figure 22: Layer scores by wh-dependency relation (English) 

 

 

 

Figure 23: Layer scores by wh-dependency relation (Korean) 
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In conclusion, MultiBERT’s behavior regarding dependency capture is 

more ambiguous than the single-language trained models. Nevertheless, it does 

appear to reproduce their behavior to at least some degree. As this study initially 

assumed that MultiBERT would not be able replicate the behavior of the single-

language models, owing to the fact that MultiBERT presumably captures less 

linguistic knowledge of the languages it is trained on, these results were unexpected. 
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6. Discussion & Conclusion 

 

 

The results of this study confirm both of the hypotheses this study sought to test for 

the models tested: English trained BERT models repeatedly capture object-

dependencies later than wh-dependencies, while Korean trained BERT models 

repeatedly capture both dependencies at the same time. All five of the primary BERT 

models tested converge on this pattern. Thus, we may conclude that, while individual 

BERT models may self-organize their internal representations so as to capture 

syntactic and semantic features, these patterns of self-organization and feature 

capture across a population of models may themselves converge to capture 

typological features. The results here thus also serve as a proof-of-concept: by 

extending work in BERTology from considering individual models in isolation to 

considering populations of models across multiple languages, we may not only be 

able to develop a picture of the internal structure such models arrive at to capture 

linguistic information, but may also begin to develop a more general picture of the 

external structures these models’ internal representations converge on through 

pretraining, and the behaviors generated by such convergence. 

This effectively concludes the empirical portion of this study. But it may be 

worth considering what conceptions of language results such as these are most 

readily consistent with. What is remarkable about these results is that the behavior 

of this population of BERT models converges onto a predictable pattern, even though 
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every model tested is trained entirely independently of each other—at no point does 

the behavior of any model influence another’s. Each converge on the observed 

behaviors in isolation, arriving at the same behavior independently. Furthermore, 

these models are doing all of this while only ever having access to the surface level 

of the language, the actual utterances that constitute the models’ pretraining data. 

This all presents a puzzle: what, precisely, are these models converging on? And 

what is instigating such convergence? It is in attempting to sketch an answer to such 

questions that we turn to the question of what results such as these might say about 

language more generally. This study will suggest that these questions are most easily 

answered if we adopt the theory that language is a complex adaptive system. 

The idea of language as a complex system is not a new one, but rather 

possesses a long history in modern linguistics. The renowned mathematician René 

Thom, one of the main architects of what is today known as chaos theory, had already 

begun applying his mathematical innovations to linguistics in the mid-60s 

(Bundgaard & Stjernfelt 2010). The approach has since developed into a thriving, if 

not yet mainstream, line of research, with developments including Wolfgang 

Wildgen’s catastrophe theoretic semantics (Wildgen 1982), Manuel DeLanda’s 

assemblage theoretic approach to language (DeLanda 2016), and work by the 

premier research center for complex systems, the Santa Fe Institute (“Five Graces 

Group” 2009). The idea of language as a complex adaptive system has slowly begun 

garnering more attention among linguists recently due to an interest in providing 

evolutionary explanations, not just for the diachronic change of languages, but for 
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their synchronic structure as well (Croft 2000; Mufwene et al. 2017).  

Below, we will first give a brief overview of some of the essential features 

of complex systems more generally, and then describe how linguists have 

conceptualized language as a complex system. Following this, we will see why this 

study’s results readily fit this picture. 

 

 

6.1. A Brief Primer on Complex Systems 

 

Giving a formal definition of complex systems is a deceptively difficult task. While 

complex systems usually possess some number of a certain set of properties, a 

complex system need not include all of them (Hooker 2011). We will therefore here 

briefly introduce only the most essential features of complex systems. 

 Ladyman and Wiesner, in What is a Complex System? (2020), give a list of 

ten primary features of complex systems (with the tenth feature being what sets 

complex adaptive systems apart from other complex systems, as a subset of them): 

  

1) Perhaps most importantly, complex systems involve a large number of 

interacting components. A typical complex system might have tens of thousands or 

tens of millions of interacting components.  

2) Complex systems do not have any centralized controller, and thus 

possess some degree of disorder.  
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3) Complex systems possess feedback mechanisms, such that previous 

interactions further influence subsequent interactions.  

4) Complex systems are open systems, interacting with their environment, 

and therefore do not come to an equilibrium, i.e. a fixed, final point. 

5) Given their openness to their environments and the internal feedback 

structuring their dynamics, complex systems are non-linear—in other words, small 

changes may have large effects, and large changes may have small effects.  

6) Follow this, complex systems are robust: under certain perturbations, the 

system will remain stable.  

7) Complex systems self-organize their components, generating order 

spontaneously.  

8) They may operate on a variety of levels, possessing upward and 

downward causality between levels, and may possess a modular structure, having 

their components in some portion of them self-organize to specialize in some 

particular function (consider, for instance, the brain).  

9) Complex systems often possess a history, and are capable of storing some 

memory regarding this history. 

10) And finally, complex systems may possess adaptive behavior, changing 

in response to their environment over time (Ladyman and Wiesner 2020).  

 

Not all complex systems need possess all of these properties; but a complex 

system will possess most of them.  
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Given these properties, complex systems possess an interesting number of 

qualities and behaviors. First, sufficiently complex systems are extraordinarily 

difficult, and often simply impossible, to properly model with finite resources. In 

mathematical models of complex systems, this complexity can sometimes be 

reduced via linearization methods, which render it easier to study certain features of 

the system; but this has the effect of stripping many of the behaviors of the actual 

system from the model (Hooker 2011). Practically speaking, this means researchers 

attempting to model a complex system encountered in the wild, without prior 

knowledge of the exact dynamics governing it, may arrive at very different models 

to describe the same system. 

 Most importantly for our purposes here, however, is the nature of the 

models of complex systems. Complex adaptive systems are a subspecies of non-

linear dynamical systems, and as such, like all dynamical systems, their behavior can 

in principle be modelled with a state space. A state space is a space which represents 

all possible states, and thus all possible behaviors, of a system. A point in a state 

space represents a possible state of a system, and a trajectory through state space 

represents a history of a system (Bishop 2011). In complex systems, these state 

spaces can be extraordinarily high-dimensional. 

 Crucially, these spaces are highly structured. Not every point in a state 

space is equally likely as every other. The mathematical objects which structure a 

dynamical system’s state space are called attractors, and these attractors come in 

three types: point attractors, which draw in (or repel) all trajectories through a state 
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space towards (or away from) a single, final state; period attractors, which either 

draw in (or repel) all trajectories towards (or away from) an n-period oscillation of 

final states; and chaotic or strange attractors, which possess a fractal nature, and 

which attract or repel all trajectories, while themselves never revisiting the same 

point twice. What is important for our purposes here is that “[t]his ‘attractor 

landscape’ is a system’s dynamical signature, expressing its dynamical form” 

(Hooker 2011). The ‘attractor landscape’ of the system represents its state space, and 

its state space represents the full range of its possible behaviors.  

If language is a complex adaptive system, then like all such systems, it can 

in principle be represented by a state space and its attractor landscape (even if 

practically speaking, such a model is impossible to fully produce given finite 

resources). This attractor landscape expresses the full range of everything that can 

be done with and in a language. The full range of linguistic behaviors of a language 

are described by this model. And to give a perfect mathematical description of a 

language would simply be to fully describe this state space or its attractor landscape. 

 

 

6.2. Language as a Complex Adaptive System (CAS) 

 

Before we detail why such a concept of language may easily fit with the results of 

this study, we first briefly state the case for why one might consider language to be 

a complex system. To do so, we only need to look at the above ten properties listed 
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and notice how each one corresponds to some property of language: 

 

a) A language has a very large number of interacting components, at (at 

least) two levels: a language itself is composed of hundreds of thousands, if not 

millions, of constructions (what Croft 2000 calls “linguemes”); and these 

constructions are used, and altered over time, by thousands, millions, or even 

hundreds of millions of speakers, in both individual idiolects and in communal 

language. 

b) There is no central controller governing how a natural language should 

look or function, no agent with a perfect representation of a language: “. . . there is 

no ideal speaker-hearer for language use, language representation, or language 

development” (“Five Graces Group” 2009).  

c) Speakers interact using the constructions of a language, with current uses 

of a language being influenced by previous uses, producing emergent effects. 

Language emerges through “. . . two distinctive but interdependent levels: an idiolect 

is emergent from an individual’s language use through social interactions with other 

individuals in the communal language, while a communal language is emergent as 

the result of the interaction of the idiolects” (“Five Graces Group” 2009).  

d) Language is an open system, which changes as its socio-cultural 

environment does, hence language change. Languages are “an open system,” “in 

constant flux,” and “. . . both communal language and idiolects are in constant change 

and reorganization” (“Five Graces Group” 2009). 
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e) Language also exhibits the non-linearity characteristic of complex 

systems. As mentioned above, this translates to the possibility of large changes 

having small or even negligible effects (hence the robustness of complex systems), 

and the possibility of small changes having large effects, as in a phase transition. As 

the Santa Fe Institute’s “Five Graces Group” (2009) note, “. . . such phase transitions 

are often observed. Developmental ‘lexical spurts’ often lead to rapid grammatical 

development . . . The S-curve shape of dynamics in language change is also a kind 

of phase transition.” 

f) Following this non-linearity, language is therefore also robust, stable 

under certain perturbations: below some critical threshold, speakers using a language 

ungrammatically, for example, does not change a language. 

g) Language is a self-organizing system: there is no central controller for 

language, yet languages are highly structured and ordered (while still possessing 

some level of disorder, a product of there being no ideal speaker). 

h) Language is multi-level and possesses some degree of modularity: as 

already mentioned, linguistic complexity operates at least on two levels—the level 

of the constructions of a language itself, and the level of social use of language by 

speakers (which further sub-divides into idiolects and communal language). At the 

level of constructions, we see more levels still: lexical items, phrasal constructions, 

idioms, sentences, et cetera. We also see modularity with different types of 

constructions serving different roles (e.g. nouns vs. verbs). 

i) Language possesses both a history and a memory. See (c) above.  
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j) And finally, languages change over time in response to their 

environments. Languages both adapt through competing use and adapt to the human 

brain (“Five Graces Group” 2009). 

 

Language thus seems to possess all of the key features of a complex 

adaptive system. With this preliminary discussion of language as a complex system 

complete, we can now move on to see how our results may easily fit in with the 

descriptions of such a theory. 

 

 

6.3. Convergent Behavior of BERT & Language as a CAS 

 

All the models tested independently converge on a specific set of behaviors with 

access only to the surface form of a language. Thus, we appear to require a 

description of language wherein there is no necessary strict division between the 

organizing principles and constraints of a language, and the surface form or use of 

the language itself. The complex adaptive systems approach outlined above provides 

precisely this.  

In the CAS approach, the structure of a language is inferred from its surface 

form. The CAS approach adopts a notion of usage-based grammar as its starting 

point: “. . . grammar [is] a network built up from categorized instances of language 

use” (“Five Graces Group” 2009). It is learnt through contact with the surface form 
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of a large number of utterances.⑤ 

 An acquired grammar is the model or representation of a language a speaker 

learns through use, and is therefore an approximation of a perfect model of a 

language (which no speaker has)—i.e. the state space of a language, a complete 

model of every form the language can take, with every point in the state space being 

a possible utterance.⑥ 

 If this approach is correct, BERT, as well as all other NLP systems, in 

producing their own internal representation of a language (i.e. a language model), 

are likewise producing their own approximations of a language’s state space, of its 

attractor landscape—they are producing a lower-resolution version of the same 

model speakers themselves approximate, models which likewise possess much of 

the same mathematical structure as the state space of the language. This allows us to 

answer the question ‘what are the models converging on?’ In this account, the 

language models BERT architectures arrive at are approximations of a complete 

model of language—it’s state space. These approximations are likewise shaped by 

the same attractor landscape that structures the state space of a language itself, and 

 
⑤

  If language is a complex system, such patterns learned through use over time could 

themselves possibly emerge as partially independent structures. A process such as this in the 

early evolutionary development of language could potentially feedback into the cognitive 

systems used in language production and comprehension, producing more or less stable 

structures. This is one potential method of resolving the insights of formal linguistic theories 

with those of the complex systems approach. Unfortunately, a detailed consideration of the 

potential relationship between the CAS approach and other theories in linguistics is beyond 

the scope of the current thesis, and will be left to further research. 

 
⑥ The state space of a system also changes in time as the parameters of a system changes—

in this case, as language changes over time through use—adding an additional level of 

complexity to the system. 
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which in turn determine the linguistic behaviors of a user of the language. To say 

that these models are converging on what a complete representation of the language 

would look like, its state space, is precisely to say that they are converging on the 

linguistic behaviors determined by said space’s attractor landscape. On this account, 

this is why the BERT models produce the behavior expected—to the degree that they 

are adequate approximations of the language they are modelling, they have no choice 

but to do so. 

 The argument implicitly underlying this approach is that any sufficient 

model of a language, artificial or otherwise, will eventually converge at the limit on 

the same representation. The more high-dimensional the model and the greater the 

accuracy of its approximation, the greater the convergence will be, and the more the 

approximation will capture the attractor landscape of the system. 

 In conclusion, if this account of language is on the right track, then what 

we are seeing in this population of BERT models’ behavior with regards to 

dependency relation capture is a set of behaviors determined by how well they have 

approximated some structure or portion of structure in the state space of the language, 

the portion of state space which describes the formation of declarative sentences and 

wh-questions. 

 

 

 

 



 

 ８１ 

6.4. Conclusion 

 

The previous sections attempted to draw out some possible conclusions as to how 

the results of this study, and future studies like it, might bear on wider questions of 

linguistic theory. However, regardless of whatever interpretation we choose to give 

or not to give to the results of this study, the results themselves remain. The general 

dependency relation capturing behavior of all English and Korean trained BERT 

models tested converge on the patterns expected by the hypotheses given above. As 

this not only gives us a predictable behavior for how models of one language capture 

a set of features, but also a predictable difference in how models of different 

languages will capture corresponding sets of features, we may conclude that, just as 

individual models capture syntactic and semantic features, populations of BERT 

models can and do capture typological features. Finally, this study aims to act as a 

proof-of-concept: comparing the internal states of a population of models may yield 

deeper insights into how these models represent language. 

 

 

6.5. Suggestions for Future Research 

 

Lastly, this study will suggest some possible avenues of future research. First, as 

mentioned in section 3.3., there are several features of Korean syntax which bear 

directly on our analysis here, but which this study was unable to fully consider due 
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to the limitations of the datasets available. These are scrambling and wh-word 

ambiguity: i.e. the ability of word order to change in Korean questions and 

declarative sentences without the meaning changing, and the ability of Korean wh-

words to take on the role of both an interrogative or an indefinite depending on their 

context. We are able to derive predictions from our premises for the kinds of 

behaviors that we should expect in these cases—namely, that we would expect wh-

dependency capture to be later in scrambled wh-questions relative to canonical wh-

questions, and that we would expect wh-ambiguity to have no impact on the capture 

of dependencies either way. However, due to the limitations of the currently available 

datasets, we have not been able to test these predictions directly, and hope that future 

research will be able to further shed light on the representation of these phenomena. 

Second, as mentioned above, this study acts as a proof-of-concept, 

demonstrating that studying the behavior of populations of models trained across 

different languages can give into insight into how language models represent 

linguistic knowledge. As this was intended to be a proof of concept, we have in this 

study focused on a salient, high-level distinction between English and Korean: word 

order in questions compared to declarative sentences. We hope, however, to see this 

line of research develop and extend into considering the representation of 

increasingly subtle and complex linguistic features in a wider variety of languages 

in the future. 
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국문초록 

 

 

서울대학교 대학원 언어학과 

칼보니, 조슈아 로버트 

 

트랜스포머 신경망 모델 구조의 발전은 자연 언어 처리 (NLP) 분야에 

진보를 가져왔으나, 어떻게 트랜스포머 모델이 이러한 성과를 가져왔는

지에 대한 분석이 완전히 이루어지지는 않았다. 이에 따라 트랜스포머 

모델이 어떻게 기능하는지에 대해 이해하기 위하여, 이 모델의 내부 구

조에 대해 수많은 연구가 행해졌으며, 특히 BERT 모델이 통사, 의미 등 

상당한 양의 언어적 특성을 표상한다는 결과를 얻을 수 있었다. BERT 모

델은 사전 학습 과정에서 언어적 특성을 의도적으로 학습시키지 않으면

서도 일반적인 언어 모델링 작업의 부산물로 이러한 특성의 결과를 보인

다는 점에 주목할 가치가 있다. 

본 연구의 목적은 위의 연구들을 확장하여, 트랜스포머 모델들을 

한국어 및 영어의 학습에 대해 분석했을 때 각 모델로부터 발생되는 결

과들이 일반적인 패턴으로 귀결하는지 확인하는 것이다. 이러한 패턴이 

일반적인 언어 유형론적 지식과 일치한다면, 각 BERT 모델이 통사론적 

및 의미론적 특성들을 표상하며, 종합적으로 BERT 모델들이 유형론적 

특성을 표상한다고 볼 수 있을 것이다. 

위의 가정을 확인하기 위해 본 연구는 한국어와 영어의 wh-의문

문 구조에 대해 5가지 BERT 모델을 이용해 분석을 수행한다. 이 두 언

어는 통사론적 특성에 있어 현저한 차이를 보인다. 한국어의 경우 평서

문과 wh-의문문의 어순이 같지만 영어의 경우 wh-의문문에서 의문사가 

앞에 위치하도록 구성하므로 평서문과 어순이 다르게 나타난다. 
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본 연구는 두 언어에서 평서문과 wh-의문문 구조의 대비와 관련

된 두 의존관계(“목적어-의존관계”: 평서문에서 본동사에 대한 목적어

의 의존성, “wh-의존관계”: wh-의문문에서 본동사에 대한 의문사의 의

존성)에 대해 5가지 모델들을 테스트하고, 이들 모델을 이용해 사용-기반 

언어학 원리를 고려하여 두 가지 가설을 확인한다. 첫째, 한국어의 경우 

평서문과 wh-의문문의 어순이 일치하기에 한국어로 학습된 모델 네트워

크에서는 통사ㆍ의미적 지식의 인식이 용이하며 목적어-의존관계와 wh-

의존관계가 네트워크의 같은 층에서 표상될 것이다. 둘째, 영어의 경우 

평서문과 wh-의문문의 어순이 다르며 평서문이 비교적 흔하다는 사실을 

고려하면, 영어로 학습된 모델 네트워크에서 언어적 지식의 인식이 더 

어려우며, wh-의존관계가 목적어-의존관계에 비해 네트워크의 더 깊은 층

에서 표상될 것이라 예측된다. 

이에 따라 테스트한 5가지 BERT 모델에 대해 두 가설이 모두 

검증되었다. 여섯 번째 모델인 multilingual BERT 모델 또한 비교적 모호

하면서도 예측과 일치하는 결과를 보였다. 

본 연구는 각각의 모델이 통사론적 및 의미론적 특징을 표상하

는 것과 같은 방식으로 여러 BERT 모델들로부터 공통적인 유형론적 특

징을 발견할 수 있음을 확인하였다. 또한 이러한 발견이 언어를 복잡 적

응계(CAS)로 여기는 언어 이론을 설명한다는 점을 시사한다. 
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Appendix: 

Wh-questions by dependency relation 

 

 

Below are the wh-questions used in the study, listed by wh-dependency relation type. 

 

 

1. English 

 

English ‘obj’ wh-questions: 

 

0:  what do you think? 

1:  Besides eating good foods, what else do people do in Miramar? 

2:  What do you think of Air France? 

3:  What would you call the device that hold up your photography 

backdrop? 

4:  can anyone tell me exactly what it is and what took place? 

5:  What should I do? 

6:  But since in my country it lasts for minimum 6 years,and I 

want to go aground the world,what do you think,should I do it 

before or after medical school? 

7:  And what do we get for this effort? 

8:  After you are elected in 2004, what will your memoirs say 

about you, what will the title be, and what will the main theme 

say? 

9:  what do you mean i am perverted? 

10:  What do you eat in Miramar? 

11:  And if anyone else has voted, what did you guys vote for? 

12:  what does it mean when a veiled chameleon egg is soft? 

13:  What do french men find sexy? 



 

 ９０ 

14:  What do you really know about George W. Bush’s time in 

the Air National Guard? 

15:  What was Bush doing with his youth? 

16:  What do you do? 

17:  What can we do about it? 

18:  Can you tell the free world just what enabled women here 

to achieve this reversal of roles?" 

19:  what do you think? 

20:  What do you think? 

21:  What do you think? 

22:  After that, what do we do? 

23:  What say ye? 

24:  What are you doing to the least of the people? 

25:  And what am I DOING about it? 

26:  What will the federal government do to prevent inflation 

in the housing and building market? 

27:  When common sense takes a back seat to politics and legal 

mumbo jumbo what have we become? 

28:  What do other Holga owners do when they need to change 

film when they are traveling? 

29:  what do I feed it? 

30:  What should I feed it? 

31:  What do I do? 

32:  What would you get if you cross a sussex male and a silkie 

female? 

33:  What do you think of these photos? 

34:  What do you think of these photos? 

35:  Specifically, what would you have done differently? 

36:  What would you have done differently than him? 

37:  But you know what? 

38:  What do you think? 

39:  What do you think? he said, scornfully. 

40:  What've you been doing all these years in your ivory tower 
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in Wiltshire? 

41:  What – the – devil – are – you – doing? said Uncle Vernon 

through gritted teeth, his face horribly close to Harry's. 

42:  What do you do? 

43:  Sheltered employment all these years, what d' you expect? 

44:  Well, what'd you think? 

45:  What can a little girl see that astronomers and telescopes 

cannot? 

46:  What was it then that hooped together ordinary night with 

infinity? 

47:  If being followed was a certainty, what did it matter? 

48:  What, then, could he conclude? 

49:  What wouldn't he give now for a message from Hogwarts? 

 

English ‘advmod’ wh-questions: 

 

0:  why do you think i should get one of those? 

1:  why is enron blowing up? 

2:  how fare of kolkatta? 

3:  Where to buy bodybuilding supplements in Delhi? 

4:  how do you mold silicone or rubber into a mermaid tail? 

5:  How come no one bothers to ask any questions in this section? 

6:  and where can I find them? 

7:  why are there two statues of David? 

8:  How do you run a cafe, with no refills on coffee-? 

9:  How did the CPA get to the point where it has turned even 

Iraqi Shiites, who were initially grateful for the removal of 

Saddam Hussein, against the United States? 

10:  Where it risks fighting dual Sunni Arab and Shiite 

insurgencies simultaneously, at a time when US troops are 

rotating on a massive scale and hoping to downsize their forces 

in country? 

11:  Why were they suddenly acted on Saturday? 
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12:  where did you grow up? 

13:  why do you think they are mean? 

14:  why would you want a chihuahua? 

15:  How is it going? 

16:  How are things going with you? 

17:  How are you doing? 

18:  How much is a big mac in your country? 

19:  How to prepare a silicon rubber mould for human statue of 

size 375mm in height? 

20:  When was Miramar founded? 

21:  Erm ya How can I watch Fair City Online in England lols? 

22:  How can i get Weed in Auckland? 

23:  Why would someone post the location of a dealer in a 

public place? 

24:  Where do we vote? 

25:  Where do we vote? 

26:  why do i want to do work experience at an animal center? 

27:  How are strangers supposed to know why YOU want to do that 

sort of job? 

28:  Why is the city called Miramar? 

29:  where can I get morcillas in tampa bay , I will like the 

argentinian type , but I will to try anothers please? 

30:  how can you get wifi anywhere 24/7 on your apple ipod 8gb? 

31:  how are vietnam and Afghanistan alike? 

32:  So why even credit their claims? 

33:  Why don't you state it? 

34:  Why do I put aside Israel and its own immediate 

neighborhood? 

35:  If mistaken, how did those reports first come about? 

36:  How do you feel about taking on another company? 

37:  How do you feel about taking on another company? 

38:  When are we going to get NetMeeting going ? 

39:  How can we arrange it? 
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40:  How is the site doing? 

41:  Why didn't Craig show Ma his appartment? 

42:  How are you doing? 

43:  Where are you living these days? 

44:  How's school going? 

45:  Where does our 50% (the 1.65 million dollars) show up? 

46:  8. Where is the defined term Govt Authority used? 

47:  How are you making out on the revised version of the LOC? 

48:  How does this look? 

49:  How has Katrina changed the US? 

50:  How has Katrina changed the US? 

51:  and how big are they? 

52:  how has ur experience with it? 

53:  How do I take care of my newborn baby fish? 

54:  How can I change my boarding station against the ticket I 

booked a month back from counter? 

55:  How Do you Prevent A Dwarf Hamster Escaping From The Cage? 

56:  Why is it stil doing this even though I don't have the 

other phone connected? 

57:  how do i get to paris cdg airport to paris montparnasse? 

58:  How to start a new fish tank? 

59:  How to make a breyer horse stable? 

60:  How can i get my kitten to stop biting when he plays? 

61:  where would you go? 

62:  How can i make my Jack Dempsey reproduce? 

63:  How to convince my parents to let me get a Ball python? 

64:  How to train my puppy ? 

65:  How to prevent this ? 

66:  and why is the one a better pet? 

67:  Where in the states could I go? 

68:  How do you make your cat adjust to a new house? 

69:  How do I train him to feel comfortable in his crate? 

70:  where can I find the best tours to the Mekong Delta at 
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reasonable prices? 

71:  Why not just take your chances and do it your way? 

72:  How would you know? 

73:  why does my baby king snake refuse to eat? 

74:  How FusionRetail has overcome these issues ? 

75:  How has it gone so far? 

76:  Why run for president? 

77:  Why not run for a lower office that you would be more 

likely to win and effect change? 

78:  Why did you choose to run in the Republican Party? 

79:  How do you plan to get into the Republican debates and 

make an impact on polls? 

80:  If elected governor, how will you be able to implement 

your agenda while dealing with a hostile legislature? 

81:  Why did you decide to take the acoustic fate of public 

domain works into your own hands, and how did you go about it? 

82:  How did you two meet? 

83:  Why do I say peace? 

84:  How do you come to an understanding to make peace possible? 

85:  How do you feel about that? 

86:  Why should I bother my children with all this nonsense? 

87:  Why should I bother my child with memory when he can buy 

a computer that will remember everything you asked him to 

remember? 

88:  How do people look at and experience art? 

89:  “Where’s your mom? 

90:  On the NATO conference, well I mean the obvious question 

is why should NATO exist? 

91:  How did you first hear about the definition of the santorum 

neologism that grew out of the contest from the Savage Love 

advice column? 

92:  When was the Santorum cocktail first created? 

93:  How is the Santorum drink made? 
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94:  Where do you advertise? 

95:  Why not? 

96:  How can you tell whether they will or will not? 

97:  How did you originate these questions? 

98:  Where did I make them? 

99:  Why did you decide to create wikiHow? 

100:  Why did you decide to use a Creative Commons license? 

101:  How did you grow the site to the size it is today? 

102:  Why do you think the Paralympic movement has so little 

visibility in the US compared to other countries like Australia, 

the United Kingdom and even Canada? 

103:  How do you feel about having a lot of your work 

overshadowed by the Mets work? 

104:  How do you decide on the stories? 

105:  Why did you choose to study mathematics? 

106:  Why do you think it is so? 

107:  Why did you begin to write? 

108:  Why did you choose this particular structure? 

109:  How big would the samples be? 

110:  Why did she so badly want to attend? 

111:  Why would anybody want to start a city in the middle of 

a desert? 

112:  How do they treat those not like themselves? 

113:  In other words, how do they treat those with different 

beliefs, cultural backgrounds and ways of seeing the world? 

114:  Why not add some non Latin Characters such as ß? 

115:  How does a ham omelette sound? 

116:  But why would Sancho and the others go to all that trouble? 

117:  But why don't you leave? 

118:  Why don't we meet in Diagon Alley? 

119:  Why had she chosen here? 

120:  If you don't like it, why do you go on reading? 

121:  How do you English say, eh? Good-by. 
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122:  Where did he get it? 

123:  Why use ANSI-92 SQL? 

124:  But if I am going out, where exactly am I going? 

125:  How did executive types ever learn of such things? 

126:  Why shouldn't I try to get charge of one? 

127:  Why do I raise the matter? 

128:  How could millions of customers be reimbursed if the 

charge had already been included in their electricity bills? 

129:  How can we license individual operators if we do not make 

that separation? 

130:  Why do we say that? 

131:  But why on earth should it come to that? 

132:  And how's your father? 

133:  Oh, how do you know? said Wentz. 

134:  Why're you staring at the hedge? he said suspiciously. 

135:  Why haven't you been answering my letters? 

136:  How may I be of assistance? 

137:  Why then did I trouble the surface? 

138:  Why wrestle all night with an angel when the fight can 

only leave you lame? 

139:  Why not walk away? 

140:  Why not sleep? 

141:  How could he hope to escape what an innocent child could 

not escape? 

142:  How could he say that to them? 

 

En ‘nsubj’ wh-questions: 

 

0:  what happened to you? 

1:  What's going on with the UBS weather position? 

2:  what's your opinion? 

3:  What is the best pos system I can buy in philadelphia pa? 

4:  What is the best place to get discounts for San Francisco 
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restaurants? 

5:  What's going on dude? 

6:  WHO WANTS TO HELP MILLIONS FOR UNITED WAY? 

7:  What influenced Picasso's cubism style of painting? 

8:  What to do in San Rafael Ca? 

9:  What would happen if you flew the flag of South Vietnam in 

Modern day Vietnam? 

10:  whose better looking ? 

11:  who fought the wars? 

12:  So what happened? 

13:  What's a few dead soldiers in comparison to keeping all 

those defense contractors awash in all that tax cash? 

14:  So what is all the fuss about suicide killings? 

15:  Who could stop a suicide murder in the midst of the crowded 

line waiting to be checked by the airport metal detector? 

16:  What is behind the suicide murders? 

17:  Who has the 2000 tax return file for 969? 

18:  What's happening? 

19:  Who is responsible for completing all paperwork for 

entering a new market? 

20:  What happened? 

21:  And what is there to show for it? 

22:  What justifies this extraordinary mistreatment? 

23:  What will be the lasting effects of Hurricane Katrina and 

what can be learnt from the response? 

24:  If not, what is? 

25:  What are good places to eat brunch at? ? 

26:  What could be the issue and can I try some home remedies 

first? 

27:  What to feed my dog after gastroenteritis? 

28:  What happened? 

29:  Who knows what the future might hold, and it might be 

expensive? 
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30:  If elected, what would constitute a successful presidency 

for you? 

31:  What are your thoughts on the job Bob McDonnell has done 

as Governor of Virginia? 

32:  The minute the land was replaced by science, what is there 

to fight about? 

33:  Well, what is the problem? 

34:  “So what’s the difference? 

35:  What was your first reaction upon learning there was an 

undiscovered ecosystem under the ice in the Ross Sea? 

36:  What's up? 

37:  What are the startup costs involved? 

38:  What's your greatest non-fixed cost? 

39:  What's your favorite question? 

40:  Who plays in that one? 

41:  What goes through your head when that happens? 

42:  What's the gist? 

43:  What was the good of magicking himself out of his room if 

Hogwarts would expel him for doing it? 

44:  Supposing he was still alive in another four weeks, what 

would happen if he didn't turn up at Hogwarts? 

45:  What would happen if I came face to face with what I am? 

46:  And who else is it but Sancho Panza, the faithful squire 

whom Don Quixote has chosen for exactly this purpose? 

47:  And what happened immediately?" 

48:  Who knows? 

49:  What was the actual driving force behind this programme? 

50:  But what would I do? 

51:  What happened to McGowan? 

52:  Who'll be happy? 

53:  What happened? 

54:  But who is turning the wheel? 

55:  Husband and wife. Man and rib. What could be more normal 
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than that? 

 

 

2. Korean 

 

Korean ‘advmod’ wh-questions: 

 

0:  아이유 어렸을 때는 어떻게 생겼어 

1:  근데 이 집 왜 가는 건데요? 

2:  근처 맥도날드까지 어떻게 가지 

3:  자전거로 대전 어떻게 가 

4:  맥도날드까지 거리가 어떻게 돼 

5:  제일 가까운 맥도날드까지 어떻게 가나요? 

6:  자전거로 회사 가려면 어떻게 해 

7:  차가 없는데 대전에 어떻게 가? 

8:  기린 어떻게 생겼냐 

9:  대중교통으로 대전에 어떻게 가? 

10:  걸어서 대전 어떻게 가 

11:  하나은행 언제 열어 

12:  이마트가 언제 문을 닫나요 

13:  대전 신세계 백화점에 어떻게 가지 

14:  여기서 대전역 어떻게 가지 

15:  프로야구 경기 언제 있냐 

16:  맥도날드까지 어떻게 가지? 

17:  여기서 우리 회사까지 어떻게 가냐 

18:  자전거로 집 어떻게 가 

19:  코엑스몰까지 거리가 어떻게 되지 
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20:  근처 병원이 어디쯤 있어 

21:  대전 신세계 대중교통으로 어떻게 가 

22:  내일 하나은행 언제 열어 

23:  강남역 어디 주차할까? 

24:  하나은행 언제 문 열어 

25:  대전까지 기차타고 가려면 어떻게 해야 해 

26:  리움 미술관은 어떻게 생겼냐 

27:  한강 어떻게 생겼니 

28:  대전역까지 어떻게 가니? 

29:  대전 신세계 백화점 어떻게 가 

30:  맥도날드로 걸어가고 싶은데 어떻게 가? 

31:  대전 신세계 백화점 어떻게 가니 

32:  집에 걸어가려는데 어떻게 하면 되니 

33:  집까지 지하철로 어떻게 가니 

34:  버스타고 대전역까지 가려면 어떻게 가 

35:  자전거로 회사 가려면 어떻게 해 

36:  대전역 가려면 어떻게 해 

37:  대전역 자전거로 어떻게 가니? 

38:  대전역 기차로 어떻게 가지? 

39:  제일 가까운 스타벅스가 어디 있지 

40:  이마트 언제까지 문여나 

41:  대전까지 거리가 어떻게 돼 

42:  구글은 언제 세워졌니 

43:  대전 신세계백화점 지하철타고 어떻게 가니 

44:  대전 어떻게 가 

45:  여기서 인천공항까지 거리가 어떻게 돼 
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46:  맥도날드 직원 교육 좀 언제 제데로 시키실래요? 

47:  회사까지 어떻게 가지 

48:  맥도날드 어떻게 가니 

49:  자전거로 대전역 어떻게 가 

50:  걸어서 대전 가려면 어떻게 하니 

51:  기차로 대전역 어떻게 가? 

52:  스타벅스까지 기차 타면 어떻게 갈까 

53:  대전까지 어떻게 가니 

54:  리움 미술관은 어떻게 생겼냐 

55:  집까지 버스로 어떻게 가니 

56:  신세계 백화점 어디 있냐 

57:  기차타고 대전역으로 어떻게 가지? 

58:  기차 타고 아빠 회사까지는 어떻게 가니 

59:  우리나라 국회의원선거가 왜 이 모양 이 꼴입니까? 

60:  왜 이렇게 다리가 많았을까? 

61:  왜 그랬을까? 

62:  왜 그럴까? 

63:  저 사람이 왜 나왔지? 

64:  왜 관광을 하는가? 

65:  그러면 이들은 왜 관광을 하는가? 

66:  왜 통합이 필요한가? 

67:  다른 건 다 완전하게 갖추었는데 존재하지 않는다면 그게 어디 완

전한 미인인가요? 

68:  왜 우리를 이렇게 만드느냐? 

69:  공부는 왜 하는가? 

70:  우주는 언제나 여기에 머무는가? 



 

 １０２ 

71:  왜 그것을 이제야 깨달았을까? 

72:  왜 이런 현상이 생겼는가? 

73:  과연 우리가 언제 영국 수준에 이를까? 

74:  왜 이처럼 한국과 인도 간에 성장실적의 차이가 나는가? 

 

Korean ‘nsubj’ wh-questions: 

 

0:  전구는 누가 발명했지 

1:  대전으로 가는 대중교통이 뭐가 있지? 

2:  수원 시내에 음식점이 뭐가 있지? 

3:  대중교통으로 대전 가는 길은 뭐가 있어 

4:  위탄에서 이번 우승은 누가 했어 

5:  근처에 맛집이 뭐가 있지? 

6:  프로농구 누가 이겼냐 

7:  건축학 개론 누가 나왔지? 

8:  오늘 7시에 하는 영화는 뭐가 있어? 

9:  서울에 커피전문점 뭐 있나 

10:  만리장성 누가 지었제? 

11:  무엇이 달라지는가? 

12:  무엇이 진정한 아름다움일까? 

13:  돌부처 냉가슴 앓는 데는 무엇이 약이오? 

14:  그러나 우리에게 뻬레스트로이카와 자유는 누가 주었는가? 

15:  그렇다면 도대체 뭐가 일본의 1 위란 말인가? 

16:  무엇이 관광인가? 

17:  어디가 좋을까? 
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