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교과목번호 3239.0028 강좌번호 01
교과목명
(부제명)

데이터사이언스를 위한 
확률과통계

학점 3

담당교수

성명 최병선 (직 :     ) Homepage datalylab.com (구축 중)

E-mail bschoi12@snu.ac.kr 전화번호 02-880-1142

면담시간/장소 : 화목: 15:30-16:15

선이수교과목  미적분, 선형대수학의 기초

* 1. 수업목표

데이터사이언스를 공부하는데 필요한 확률과 통계의 기초에 대해서 다룬다. 이 과목에서 다루는 내용은 
확률변수, 확률, 순열과 조합, 이산형 확률변수와 확률분포, 연속형 확률변수와 확률분포, 컴퓨터 시뮬레이션과 
몬테카를로법, 모수공간, 요약통계량, 그래프통계량, 모수추정, 신뢰구간, 가설검정, 분산에 관한 통계적 추론, 
카이제곱검정, 비모수통계량, 부츠스트래핑, 베이지안통계학, 회귀분석의 기초, 분산분석, 다중회귀분석, 
회귀모형의 선택 등에 대해서 다룬다. 한 학기에 이 주제들을 자세히 다룰 수는 없으므로 앞으로 계속 
통계학을 사용하고 고급통계학을 배운다는 전제하고 강의를 할 것이다.

* 2. 교재 및
참고문헌

Probability and Statistics for Computer Scientists Third Edition by Michael Baron
그러나 시중에는 아직 2판(ISBN-13: 978-1439875902)만 있으므로, 8월 말까지 3판(ISBN-13: 
978-1138044487)이 아시아에디션으로 들어오지 않으면(즉 값이 떨어지지 않으면) 2판으로 수업을 
하겠음. 되도록이면 3판을 구입하는 것을 권유하나, 2판을 가지고도 수업을 따라갈 수 있음. 만약 2
판에 없는 내용을 가르치게 되면, 3판에서 해당 부분을 스캔해서 나누어 주겠음. 
(한글 부교재) http://s-space.snu.ac.kr/handle/10371/314 에서 다운받을 것

* 3. 평가방법

출석 과제 중간 기말 수시평가 태도 기타 합계

10 5 30 40 5 10 0 100

출석 규정 :
수업일수의 1/3을 초과하여 결석하면 성적은 "F" 또는 "U"가 됨 (담당교수가 불가
피한 결석으로 인정하는 경우는 예외로 할 수 있음)

기타의 비고 :
대면수업인 경우에는 퀴즈를 보겠으나, 비대면수업인 경우는 과제를 주겠음. 
수강생들을 나누어, 제1그룹은 데이터사이언스 대학원생들, 제2그룹은 타과생들로 
구성함. 성적은 각 그룹별로 주어질 것임.

* 4. 강의계획

 ◇ 강의내용은 반드시 주차별로 입력하여야 함. (1주~15주 이상) 
(제1주) Introduction, events and probabilities, rules of probability
(제2주) Combinatorics, conditional probability
(제3주) Discrete random variable: random variable, random vector, expectation, variance
(제4주) Discrete random variable: families of discrete r.v. 
(제5주) Continuous random variable: probability density function, families of continuous r.v.
(제6주) Multivariate normal random distribution
(제7주) Simulation of random variables
(제8주) Monte Carlo methods
(제9주) Population, sample, parameters, descriptive statistics
(제10주) Graphical statistics, parameter estimation
(제11주) Confidence interval, hypothesis testing, inference about variances
(제12주) Chi-square test, nonparametrics, bootstrap
(제13주) Bayesian inference
(제14주) Least squares estimation, ANOVA
(제15주) Multiple regression, model building

5. 수강생
참고사항

통계학적 또는 수리적 배경이 약한 사람은 미리 교과서를 읽어올 것
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6. 장애학생
지원사항

 ※ 기본 내용
    수정 가능

강의수강 관련

○ 시각장애: 교재 제작(디지털교재, 점자교재, 확대교재 등), 대필도우미 허용
○ 지체장애: 교재 제작(디지털교재), 대필도우미 및 수업보조 도우미 허용
○ 청각장애: 대필 및 문자통역 도우미 활동 허용, 강의 녹취 허용
○ 건강장애: 질병 등으로 인한 결석에 대한 출석 인정, 대필도우미 허용
○ 학습장애: 대필도우미 허용
○ 지적장애/자폐성장애: 대필도우미 및 수업 멘토 허용

과제 및 평가 
관련

○ 시각장애/지체장애/청각장애/건강장애/학습장애: 과제 제출기한 연장, 과제 제
출 및 응답 방식의 조정, 평가 시간 연장, 평가 문항 제시 및 응답 방식의 조
정, 별도 고사실 제공

○ 지적장애/자폐성장애: 개별화 과제 제출 및 대체 평가 실시

비고

본 강의를 수강하는 장애학생들에게는 이상의 지원 서비스 이외에도 장애학생 개
개인의 특성과 요구에 따라, 지도교수 및 장애학생지원센터와의 상담을 통하여 
적절한 수준의 지원 서비스를 제공합니다. 장애학생에 대한 지원서비스와 관련하
여 문의사항이 있는 학생들은 담당교수 ***(02-880-****) 혹은 장애학생지원센터
(02-880-8787)로 문의바랍니다.

◇ * 은 필수 입력 항목으로 반드시 입력.
◇ 강의계획서 미입력시 출석부 출력 제한, 계속강의 미승인 등 불이익 발생
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Logics	of	Machine	Learning
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Probability and Statistics 
for Data Sciences  

01. Logics of Machine Learning

ByoungSeon Choi
Graduate School of Data Science, SNU

Musique du jour

Yesterday - The Beatles (mainly Paul McCartney, 1965)
Cover By Karees Brown

https://www.youtube.com/watch?v=v-zqcRViEA0
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datalylab.com

• https://sites.google.com/view/cbsdataly/

Agenda
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• ૡɼձݤܹ ଟ ܹ Իװ߷ ձࢿ˕ γ ʨ (10%)
• ˬ˕۰: Probability and Statistics for Computer Scientists 

(Third Edition) by Michael Baron

https://ebookcentral.proquest.com/lib/snulibrary-
ebooks/detail.action?docID=5798186
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Chapters to cover

Logics of Machine Learning

- 10 -



Deductive Reasoning

• A type of logic in which one goes from a general statement 
to specific instance.

• [Wiki] A syllogism [ˈsi-lə-ˌji-zəm] is a kind of logical 
argument that applies deductive reasoning to arrive at a 
conclusion based on two or more propositions that are 
asserted or assumed to be true.

• In a form, defined by Aristotle, from the combination of a 
general statement (the major premise) and a specific 
statement (the minor premise), a conclusion is deduced. 

• Syllogistic arguments are represented in a three-line form:
All men are mortal. (the major premise)
Socrates is a man.    (the minor premise)
Therefore, Socrates is mortal. (conclusion)

• Mathematical reasoning

Inductive reasoning

• A type of logic in which the premises are viewed as 
supplying some evidence, but not full assurance, for the truth 
of the conclusion.

• A method where one's experiences and observations, 
including what are learned from others, are synthesized to 
come up with a general truth.

• Many dictionaries define inductive reasoning as the 
derivation of general principles from specific observations 
(arguing from specific to general), although there are many 
inductive arguments that do not have that form.

• [Example]  (Observations) Kim got an A in Ted’s English 
101. Park got an A in the class. Lee got an A in the class. 
(Conclusion) If I take Ted’s English 101, I will get an A, too.

• Statistical reasoning 

- 11 -



Deductive reasoning vs Inductive reasoning 

• While the conclusion of a deductive argument is certain, the 
truth of the conclusion of an inductive argument is probable,  
based upon the evidence given.

Karl Popper’s Falsification

• Karl Popper (1902-1994): Philosopher of Science
• Scientific practice is characterized by its continual 

effort to test theories against experience and make 
revisions based on the outcomes of these tests. By 
contrast, theories that are permanently immunized 
from falsification by the introduction of untestable 
ad hoc hypotheses can no longer be classified as 
scientific.
• Induction is a scientific way of reasoning.
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Abductive reasoning (Heuristic)

�PD\�EH�QRW�WUXH�

Abduction
• Deduction

Rule:   All the beans in this bag are white.
Case:   These beans are from the bag.
Result: These beans are white.

• Induction
Case:   These beans are from the bag.
Result:  These beans are white.
Rule:    All the beans in this bag are white.

• Abduction
Rule:   All the beans in this bag are white.
Result: These beans are white. 
Case:   These beans are from the bag.
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Induction and Abduction in Machine Learning

• Machine Learning research is mainly focused on inductive 
techniques, leading from specific examples to general rules, 
with applications to classification, diagnosis and program 
synthesis.

• Abduction has been used in Machine Learning, but its use 
was typically an aside technique, to be integrated or added 
on top of the basic inductive scheme. 

• Abductive reasoning is used in explanation-based learning 
systems as a heuristic to guide search in top-down 
specialization.

• Abduction is used for generating missing examples in 
relational learning. 

Game of Thrones
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An Abduction from Game of Thrones

• Back in Game of Thrones season 3, when Melisandre met 
Arya for the first time, the Red Priestess told Arya: "I see a 
darkness in you, and in that darkness, eyes staring back at 
me. Brown eyes, blue eyes, green eyes, eyes you’ll shut 
forever. We will meet again". 
• For the brown, Walder Frey is Arya’s biggest kill with that 

eye color. For the blue, the Night King with blue eys is killed 
by Arya.

• As for the green, a favorite fan theory was that this referred 
to Cersei Lanister, yet Arya did not kill the Queen. 
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Statistics vs Machine Learning (Estimation)

Statistics (Frequentist)

• Induction

• Mean-squared error

• Unbiasedness
• Sufficiency
• Consistency
• Efficiency
• Asymptotic normality

Machine Learning

• Abduction

• Regularization
(Grenander’s phenomenon)

• Unbiasedness
• Sufficiency
• Consistency
• Efficiency
• Asymptotic normality

Statistics vs Machine Learning (Testing hypothesis)

Statistics

• Type 1 error
• Type 2 error
• Most powerful test

Machine Learning

• False positive error
• False negative error
• FP-FN trade-off (ROC curve, 

Pareto optimal)

• Iris recognition (G-S8)
https://www.youtube.com/watc
h?v=gtQ4yzbsi-c
• Medical tests
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Medical tests

• With HIV, it’s likely that the momentary stress of a false 
positive is better than feeling relieved at a false negative and 
then failing to take steps to treat the disease. 

• Pregnancy tests, blood tests and any diagnostic tool that has 
serious consequences for the health of a patient are usually 
overly sensitive for this reason – it is much better for them to 
err on the side of a false positive.

• Infectious disease tests 

Tossing a new word, “Sciencification” (a personal view)

• 6FLHQFH�ȥ�6FLHQFLI\ ȥ�6FLHQFLILFDWLRQ

• 7KH�SDUW�RI�PDFKLQH�OHDUQLQJ�UHDVRQLQJ�
VKRXOG�EH�VFLHQFLILHG��
RWKHUZLVH�PDFKLQH�OHDUQLQJ�GRHV�127 EHORQJ�WR�
VFLHQFH�

• ,W�LV�D�ZD\�IURP�P\WKV�WR�VFLHQFH�
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Scientification

https://www.urbandictionary.com/define.php?
term=Scientification

Logics for Machine Learning
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Great Vitality; Avocado during the COVID-19 era
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Chapter	2

Probability	
Part	1
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Probability and Statistics 
for Data Sciences  

02. Probability Part 1

ByoungSeon Choi
Graduate School of Data Science, SNU

Musique du jour

Ritt der Walküren (Ride of the Valkyries)
Die Walkure (Second opera in Der Ring des Nibelungen) 

Berliner Philharmoniker, Daniel Barenboim

https://www.youtube.com/watch?v=P73Z6291Pt8

• This battle-cry is actually quite a triumphant event in the 
original staging of Wagner's Ring Cycle, but thanks to the 
piece being used to soundtrack helicopters flying through 
war-torn Vietnam in Francis Ford Coppola's 'Apocalypse 
Now', it's safe to say that this is officially a scary piece.
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datalylab.com

• https://sites.google.com/view/cbsdataly/

Chapter 2. Probability
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References

High-Dimensional Probability: An Introduction with 
Applications in Data Science (R. Vershynin) 

• Why this book?    Data sciences are moving fast, and 
probabilistic methods often provide a foundation and 
inspiration for such advances. A typical graduate probability 
course is no longer sufficient to acquire the level of 
mathematical sophistication that is expected from a 
beginning researcher in data sciences today. The proposed 
book intends to partially cover this gap. It presents some of 
the key probabilistic methods and results that should form an 
essential toolbox for a mathematical data scientist. This book 
can be used as a textbook for a basic second course in 
probability with a view toward data science applications. It is 
also suitable for self-study. 

• Cambridge Series in Statistical and Probabilistic 
Mathematics

• ISBN-13: 978-1108415194,  ISBN-10: 1108415199
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References

2.1 Events and 
their probabilities
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Persi Diaconis

Pliny the elder; Roman Philosopher and Stateman

• Pliny digressed on the incredulous phenomenon on chance
as god types of worships and belief seen in his day, 
particularly via the god Tyche (Greek) or Fortuna (Roman), 
as follows: 
“Throughout the whole world, in all places and at all times, 

Fortuna alone is invoked, alone commended, alone accused
and subject to reproaches, to her is credited all that is
received and we are subject to chance that ‘chance’ herself
takes the place of God. In other words, we are so much at 
the mercy of chance that Chance is our God ” 

• Pliny the Elder (1944) Natural History, Loeb Classical 
Library. Translated by H. Rackham, Harvard University 
Press.

• http://www.eoht.info/page/Pliny+the+elder
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By the Laws of Chance

• Shuffling cards for a game of bridge
• Tossing a coin at the start of a football game
• Awaiting the outcome of the Selective Service draft lottery
• Weighing the risks and benefits of knee surgery
• One-third don’t survive their first heart attack.
• The chance of a DNA match is 1 in 100 billion. 
• Four out of every 10 marriages in America end in divorce. 

• Batting averages, political polls, and weather predictions are 
pervasive, but an understanding of the concepts underlying 
these statistics and probabilities is not.

[Pervasive] present or noticeable in every part of a thing 
or place

[Wiki] Probability

• Probability is the branch of mathematics concerning 
numerical descriptions of how likely an event is to occur or 
how likely it is that a proposition is true. 

• The probability of an event is a number between 0 and 1, 
where, roughly speaking, 0 indicates impossibility of the 
event and 1 indicates almost certainty. The higher the 
probability of an event, the more likely it is that the event 
will occur. 

• A simple example is the tossing of a fair (unbiased) coin. 
Since the coin is fair, the two outcomes ("heads" and "tails") 
are both equally probable; the probability of "heads" equals 
the probability of "tails"; and since no other outcomes are 
possible, the probability of either "heads" or "tails" is 1/2 
(which could also be written as 0.5 or 50%).
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[Wiki] Probability

• These concepts have been given an axiomatic mathematical 
formalization in probability, which is used widely in such 
areas of study as mathematics, statistics, finance, gambling, 
science (in particular physics), AI/ML, computer science, 
game theory, and philosophy to, for example, draw 
inferences about the expected frequency of events. 

• Probability theory is also used to describe the underlying 
mechanics and regularities of complex systems. 

[Wiki] Interpretations of Probability

• When dealing with experiments that are random and well-
defined in a purely theoretical setting (like tossing a fair 
coin), probabilities can be numerically described by the 
number of desired outcomes divided by the total number of 
all outcomes. (LLN, WLLN, SLLN)

• For example, tossing a fair coin twice will yield “head-head”, 
“head-tail”, “tail-head”, and “tail-tail” outcomes. The 
probability of getting an outcome of “head-head” is 1 out of 
4 outcomes, or, in numerical terms, 1/4, 0.25 or 25%. 

• However, when it comes to practical application, there are 
two major competing categories of probability 
interpretations, whose adherents possess different views 
about the fundamental nature of probability:
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[Wiki] Interpretations of Probability

a. Objectivists assign numbers to describe some objective or 
physical state of affairs. The most popular version of 
objective probability is frequentist probability. which 
claims that the probability of a random event denotes the 
relative frequency of occurrence of an experiment's 
outcome, when repeating the experiment. This 
interpretation considers probability to be the relative 
frequency ‘in the long run’ of outcomes. A modification of 
this is propensity probability, which interprets probability 
as the tendency of some experiment to yield a certain 
outcome, even if it is performed only once.  

(Keywords)  histogram, the law of large numbers (LLN)

[Wiki] Interpretations of Probability

b. Subjectivists assign numbers per subjective probability, i.e., as a 
degree of belief. The degree of belief has been interpreted as, 
‘the price (synthetic probability, state price) at which you would 
buy or sell a bet that pays 1 unit of utility if E, 0 if not E.’ The 
most popular version of subjective probability is Bayesian 
probability, which includes expert knowledge as well as 
experimental data to produce probabilities. The expert 
knowledge is represented by some (subjective) prior probability 
distribution. These data are incorporated in a likelihood function. 
The product of the prior and the likelihood, normalized, results 
in a posterior probability distribution that incorporates all the 
information known to date. By Aumann’s agreement theorem, 
Bayesian agents whose prior beliefs are similar will end up with 
similar posterior beliefs. However, sufficiently different priors 
can lead to different conclusions regardless of how much 
information the agents share.
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Bayesian Inference

Outcomes, Events, Sample space

• (Def 2.1)  A collection of all elementary results, or outcomes
of an experiment, is called a sample space                    

• (Def 2.2) Any set of outcomes is an event       Thus, events
are subsets of the sample space, i.e., 

• (Ex 2.4)  A tossed die can produce one of 6 possible 
outcomes: 1 dot through 6 dots. Each outcome is an event. 
There are other events: observing an even number of dots, an 
odd number of dots, a number of dots less than 3, etc. 

• (Property)  A sample space of      possible outcomes yields 
possible events.
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Outcomes, Events, Sample space

• (Ex 5.3) Consider a football game between Washington and 
Dallas. The sample space consists of 3 outcomes, Ω = 
{ Washington wins, Dallas wins, they tie }.  Combining 
these outcomes in all possible ways, we obtain the following 
8 events: Washington wins, loses, ties, gets at least a tie, gets 
at most a tie, no tie, gets some result, and gets no result. The 
event “some result” is the entire sample space Ω, and by 
common sense, it should have probability 1. The event “no 
result” is empty, it does not contain any outcomes, so its 
probability is 0.   

• (Notations)

Venn diagrams
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Disjoint, Mutually exclusive, Exhaustive 

• (Def 2.7)  Events     and     are disjoint if their intersection is 
empty,                     Events                             are         
mutually exclusive or pairwise disjoint if any two of these 
events are disjoint, i.e.,                         for any  

• (Def 2.8) Events                      are exhaustive if their union 
equals the whole sample space, i.e., 

• Mutually exclusive events will never occur at the same time. 
Occurrence of any one of them eliminates the possibility for 
all the others to occur.

• Exhaustive events cover the entire  Ω, so that “there is 
nothing left.” In other words, among any collection of 
exhaustive events, at least one occurs for sure.

[Wiki] Partition

• Mutually exclusive and Exhaustive

(Exhaustive)

(Mutually Exclusive)

(ॳˈ)  |A| = Cardinality of A
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[Wiki] De Morgan’s law 

• In propositional logic and Boolean algebra, De Morgan's 
laws are a pair of transformation rules that are both valid 
rules of inference. They are named after Augustus de 
Morgan, a 19th-century British mathematician. The rules 
allow the expression of conjuctions (and’s) and disjunctions
(or’s) purely in terms of each other via negation. 

Sets
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De Morgan’s law: 

De Morgan’s law:  
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Inductive proof of De Morgan’s law

Infinite De Morgan’s laws
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2.2 Rules of Probability

Axiom of Probability

• Now we are ready for the rigorous definition of probability. 
All the rules and principles of computing probabilities of 
events follow from this definition.

• Sigma-algebra (       algebra)
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Examples

• (Ex 2.10)  Every sigma-algebra has to contain the sample 
space Ω and the empty event ∅. This minimal collection 

forms a sigma-algebra that is called degenerate. 
• (Ex 2.11) What is the richest sigma-algebra on a sample 

space Ω? It is the collection of all the events,                   This 
sigma-algebra is called a power set.
•

[Wiki] Borel set

• In mathematics, a Borel set is any set in a topological space 
that can be formed from open sets (or, equivalently, from 
closed sets) through the operations of countable union, 
countable intersection, and relative complement. 

• Borel sets are named after Émile Borel.
• For a topological space X, the collection of all Borel sets on 

X forms a σ-algebra, known as the Borel algebra or Borel σ-
algebra. The Borel algebra on X is the smallest σ-algebra 
containing all open sets (or, equivalently, all closed sets).

• Borel sets are important in measure theory, since any 
measure defined on the open sets of a space, or on the closed 
sets of a space, must also be defined on all Borel sets of that 
space. Any measure defined on the Borel sets is called a 
Borel measure. 
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• All the rules of probability are consequences from the 
following definition.

Axioms of Probability

Extreme cases
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Probability of a Union

Proof for the union of  two events
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Proof for the union of  two events

Proof for the union of  three events
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Proof for the union of  three events

Complement
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Independence

Independence

• (Ex 1)  A coin is tossed and a single 6-sided die is rolled. 
Find the probability of landing on the head side of the coin 
and rolling a 3 on the die.   

• (Ex 2) A card is chosen at random from a deck of 52 cards. 
It is then replaced and a second card is chosen. What is the 
probability of choosing a jack and then an eight?

• (Ex 3) A jar contains 3 red, 5 green, 2 blue and 6 yellow 
marbles. A marble is chosen at random from the jar. After 
replacing it, a second marble is chosen. What is the 
probability of choosing a green and then a yellow marble?
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Applications in reliability  (in Parallel)

Parallel vs Sequel

• When the system’s components are connected in parallel, it is 
sufficient for at least one component to work in order for the 
whole system to function. Reliability of such a system is 
computed as in Example 2.18. Backups can always be considered 
as devices connected in parallel.

• At the other end, consider a system whose components are 
connected in sequel (in cascade). Failure of one component 
inevitably causes the whole system to fail. Such a system is more 
“vulnerable.” In order to function with a high probability, it needs 
each component to be reliable, as in  the next example.
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Applications in reliability  (in Sequel)

Applications in reliability  (Mixed)
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Spring by Jean-François Millet (1814-1875) 

• https://commons.wikimedia.org/wiki/File:Jean-
Fran%C3%A7ois_Millet_(II)_-_Spring_-_WGA15693.jpg
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Chapter	3

Probability	
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Probability and Statistics 
for Data Sciences  

03. Probability Part 2

ByoungSeon Choi
Graduate School of Data Science, SNU

Musique du jour

Ludwig van Beethoven (1770-1827) 
Concerto for Piano #3 in C minor, opus 37 

I. Allegro con brio 
II. Largo 

III. Rondo. Allegro

Clara Haskil (1895-1960), piano 
Conductor: Igor Markevitch (1912-1983) 

Orchestre des Concerts Lamoureux

https://www.youtube.com/watch?v=vRNBpNVj4vw
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datalylab.com

• https://sites.google.com/view/cbsdataly/

2.3 Combinatorics
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Equally likely outcomes

• A simple situation for computing probabilities is the case of 
equally likely outcomes. That is, when the sample space Ω 
consists of n possible outcomes,                        each having 
the same probability. Thus,                   for each k.

• The outcomes forming event E are often called “favorable.” 
Thus we have a formula 

where index “F” means “favorable” and “T” means “total.”

Equally Likely (Example)

• (Ex 2.22)  A card is drawn from a bridge 52-card deck at 
random. Compute the probability that the selected card is a 
spade.

First solution. The sample space consists of 52 equally likely 
outcomes—cards. Among them, there are 13 favorable 
outcomes—spades. Hence, 

Second solution. The sample space consists of 4 equally 
likely outcomes—suits: clubs, diamonds, hearts, and spades. 
Among them, one outcome is favorable—spades. Hence

These two solutions relied on different sample spaces. 
However, in both cases, the defined outcomes were equally 
likely, therefore (2.5) was applicable, and we obtained the 
same result. 
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Equally Likely (Example)

• (Ex 2.23)  A young family plans to have two children. What is the 
probability of two girls? 

Solution 1 (wrong) There are 3 possible families with 2 children: 
two girls, two boys, and one of each gender. Therefore, the 
probability of two girls is 1/3. 

Solution 2 (right) Each child is (supposedly) equally likely to be a 
boy or a girl. Genders of the two children are (supposedly) 
independent. Therefore, 

The second solution implies that the sample space consists of four, 
not three, equally likely outcomes: two boys, two girls, a boy and 
a girl, a girl and a boy. Each outcome in this sample has 
probability 1/4. Notice that the last two outcomes are counted 
separately, with the meaning, say, “the first child is a boy, the 
second one is a girl” and “the first child is a girl, the second one is 
a boy.”

Equally Likely (Example)

It is all right to define a sample space as in Solution 1. 
However, one must know in this case that the defined 
outcomes are NOT equally likely. Indeed, from Solution 2, 
we see that having one child of each gender is the most 
likely outcome, with probability of 1/4+1/4=1/2. It was a 
mistake to apply (2.5) for such a sample space in Solution 1.
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Equally Likely (Example)

• (Ex 2.24)  [Paradox]  There is a simple but controversial 
“situation” about a family with two children. Even some 
graduate students often fail to resolve it. 

A family has two children. You met one of them, Lev, and he 
is a boy. What is the probability that the other child is also a 
boy? 

Why would the other child’s gender be affected by Lev? Lev 
should have a brother or a sister with probabilities ½ and ½. 

On the other hand, see Example 2.23. The sample space 
consists of 4 equally likely outcomes, {GG, BB, BG, GB}. 
You have already met one boy, thus the first outcome is 
automatically eliminated: {BB, BG, GB}. Among the 
remaining three outcomes, Lev has a brother in one case and 
a sister in two cases. Thus, isn’t the probability of a boy 
equal 1/3?

Equally Likely (Example)

Where is the catch? 
Apparently, the sample space Ω has not been clearly defined 

in this example. The experiment is more complex than in 
Example 2.23, because we are now concerned not only about 
the gender of children but also about meeting one of them. 

What is the mechanism, what are the probabilities for you to 
meet one or the other child? And once you met Lev, do the 
outcomes {BB, BG, GB} remain equally likely? 

The unconditional probabilities of outcomes BB, BG, and 
GB are equal.

However, the conditional probabilities of BB, BG, and GB,
after you met Lev, are 0.5, 0.5, and 0, as seen in the next 
figure.
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Sample  Space and Probability

LaTeX - TIKZ
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In reality,

• In reality, business-related, sports-related, and political 
events are typically not equally likely. One outcome is 
usually more likely than another. For example, one team is 
always stronger than the other. 

• Equally likely outcomes are usually associated with 
conditions of  “a fair game” and “selected at random.” 

• In fair gambling, all cards, all dots on a die, all numbers in a 
roulette are equally likely. 

• When a survey is conducted, or a sample is selected “at 
random,” the outcomes are “as close as possible” to being 
equally likely. 

• This means all the subjects have the same chance to be 
selected into a sample. Otherwise, it is not a fair sample, and 
it can produce “biased” results.

[Wiki] Combinatorics (ଟԺ)

• Combinatorics is an area of mathematics primarily 
concerned with counting, both as a means and an end in 
obtaining results, and certain properties of finite structure. 

• It is closely related to many other areas of mathematics and 
has many applications ranging from logic to statistical 
physics, from evolutionary biology to computer science, etc.

• The full scope of combinatorics is not universally agreed 
upon. According to H.J. Ryse, a definition of the subject is 
difficult, because it crosses so many mathematical 
subdivisions.
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[Wiki] Combinatorics (ଟԺ)

• Insofar as an area can be described by the types of problems 
it addresses, combinatorics is involved with

1) the enumeration (counting) of specified structures, 
sometimes referred to as arrangements or configurations in 
a very general sense, associated with finite systems,

2) the existence of such structures that satisfy certain given 
criteria,

3) the construction of these structures, perhaps in many ways, 
4) optimization, finding the “best” structure or solution 

among several possibilities, be it the "largest", "smallest" 
or satisfying some other optimality criterion.

Replacement and Distinguishable

• (Def  2.12) Sampling with replacement means that every 
sampled item is replaced into the initial set, so that any of the 
objects can be selected with probability 1/n at any time. In 
particular, the same object may be sampled more than once.

• (Def 2.13) Sampling without replacement means that every 
sampled item is removed from further sampling, so r each 
selection. the set of possibilities reduces by 1 afte

• (Def 2.14) Objects are distinguishable if sampling of exactly 
the same objects in a different order yields a different 
outcome, that is, a different element of the sample space.   
For indistinguishable objects, the order is not important, it 
only matters which objects are sampled and which ones 
aren’t. Indistinguishable objects arranged in a different order 
do not generate a new outcome.
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Replacement and Distinguishable; Examples

• (Ex 2.25)  Computer-generated passwords. When random 
passwords are generated, the order of characters is important 
because a different order yields a different password. 
Characters are distinguishable in this case. Further, if a 
password has to consist of different characters, they are 
sampled from the alphabet without replacement.

• (Ex 2.26)  Polls. When a sample of people is selected to 
conduct a poll, the same participants produce the same 
responses regardless of their order. They can be considered 
indistinguishable. 

Permutation and Combination

• In English, we use the word “combination” loosely, without 
thinking whether the order of things is important  or not. 

1) “My salad is a combination of lettuce, spinach, and 
onion.” I don't care what order the vegetables are in. 
They could also be “spinach, onion, and lettuce" or 
“onion, spinach, and lettuce”.

2) “The combination to my safe is 123.”  Now I do care 
about the order. The number “231” won't work, nor 
will “321”. The order should be “1-2-3”. 

• In Mathematics, we use more precise language: 
1) When the order doesn’t matter, it is a combination. 
2) When the order does matter, it is a permutation.
3) Thus, a permutation is an ordered combination.
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Permutations with replacement (repetition)

• Possible selections of k distinguishable objects from a set of 
n are called permutations. (considering the order)

• When we sample with replacement, each time there are n 
possible selections, hence the total number of permutations 
is

Permutations with replacement (example)

• (Ex 2.27)  Breaking passwords.  
From an alphabet consisting of 10 digits, 26 lower-case and 

26 capital letters, one can create                                           
different 8-character passwords.  (Bn = billion)

At a speed of 1 million passwords per second, it will take a 
spy program almost 7 years to try all of them. Thus, on the 
average, it will guess your password in about 3.5 years. At 
this speed, the spy program can test                  passwords 
within 1 week. The probability that it guesses your password 
in 1 week is
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Permutations with replacement (example)

 If capital letters are not used, the number of possible 
passwords is reduced to                                     .  On the 
average, it takes the spy only 16 days to guess such a 
password! The probability that it will happen in 1 week is 
0.214.

 A wise recommendation to include all three types of 
characters in our passwords and to change them once a year 
is perfectly clear to us now...  

Stirling's Approximation

•
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Permutations without replacement

• During sampling without replacement, the number of 
possible selections reduces by 1 each time an object is 
sampled. Therefore, the number of permutations is

• The number of permutations without replacement also equals 
the number of possible allocations of k distinguishable 
objects among n available slots.

Permutations without replacement (example)

• (Ex 2.28)  In how many ways can 10 students be seated in a 
classroom with 15 chairs?

Students are distinguishable, and each student needs a 
separate seat. Thus, the number of possible allocations is the 
number of permutations without replacement,

Notice that if students enter the classroom one by one, the 
first student has 15 choices of seats, then one seat is 
occupied, and the second student has only 14 choices, etc., 
and the last student takes one of 6 chairs available at that 
time. 
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Combination without replacement

• Possible selections of k indistinguishable objects from a set 
of n are called combinations. The number of combinations 
without replacement is also called “n choose k” and is 
denoted by

• The only difference from              is disregarding the order. 
• The same objects sampled in a different order produce the 

same outcome. Thus,                        different permutations 
(rearrangements) of the same objects yield only 1 
combination. 

• The total number of combinations is then  

Permutation and Combination 

• Division =>  Product
• Simple result

• Thus, 
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[Wiki] Combination

DIFINE

Binomial Coefficients 

• To see that these coefficients count k-combinations from S, 
one can first consider a collection of n distinct variables 
labeled by the elements s of S, and expand the product over 
all elements of S, 

• It has       distinct terms corresponding to all the subsets of S, 
each subset giving the product of the corresponding 
variables      

• Now setting all of the        equal to the unlabeled variable X, 
so that the product becomes                    the term for each k-
combination from S becomes          so that the coefficient of 
that power in the result equals the number of such k-
combinations.
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Pascal’s Triangle 

• Binomial coefficients can be computed explicitly in various 
ways. 

• To get all of them for the expansions up to                   one 
can use (in addition to the basic cases already given) the 
recursion relation

• Pascal’s triangle 

Combination without replacement (Example)

• (Ex 2.30) There are 20 computers in a store. Among them, 
15 are brand new and 5 are refurbished. Six computers are 
purchased for a student lab. From the first look, they are 
indistinguishable, so the six computers are selected at 
random. Compute the probability that among the chosen 
computers, two are refurbished.

The total number of ways in which 6 computers are selected 
from 20 is                                                                      Next, 
for the number of favorable outcomes, 2 refurbished 
computers are selected from a total of 5, and the remaining 4 
new ones are selected from a total of 15. The number of 
favorable outcomes is                                                          
The probability is                                                               
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Combination with replacement

• For combinations with replacement, the order is not
important, and each object may be sampled more than once. 
Then each outcome consists of counts, how many times each 
of n objects appears in the sample. 

• There are n different objects. And, we choose k elements 
with replacement. Each k-combination can be represented by 
a list of n-1 dividers with k circles.

• For                                 an example of 6-combination is 

The number of combinations w/ replacement in this case is     

1 1 2 4 4 4

Multicombination
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Multisubset

• In Figure 2.5, we draw a circle for each time object #1 is 
sampled, then draw a separating bar, then a circle for each 
time object #2 is sampled, etc. Two bars next to each other 
mean that the corresponding object has never been sampled. 
The number of combinations w/ replacement in this case    
with                             is     

Combination with replacement
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Combination with replacement

• The resulting picture has to have k circles for a sample of 
size k and (n−1) bars separating n objects. Each picture with 
these conditions represents an outcome. 

• How many outcomes are there? It is the number of 
allocations of k circles and (n − 1) bars among  (k+n-1) slots 
available for them. Hence,

• Sometimes we write 

Proof without Words: The Number of Unordered 
Selections with Repetitions 

Start

End
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Proof without Words: The Number of Unordered 
Selections with Repetitions 

• Assume that each box is a square with side length 1, and 
suppose that our step size is 1.

• To go from the starting point to the end point, we need to 
take r+n-1 steps consisting of r vertical steps and n-1
horizontal steps.

• There are                    ways to take such steps. 

• Actually this is the same number as we choose r steps from n
steps with replacement.

• This is 

• Thus, 

Combination with replacement (Examples)

• (Ex 1) There are five kinds of frozen yogurt: banana, 
chocolate, lemon, strawberry and vanilla. You can have 3 
scoops. What number of varieties will there be? The answer 
is

• (Ex 2) If a bystander had been recording the steps you took 
to buy your donuts, it would have looked like this: (1) donut 
(2) move to next tray (3) move to next tray (4) donut (5) 
donut (6) donut. The actual donut chosen doesn’t really 
matter because this is a combination and order of choices do 
not matter. No matter which donuts you choose, you are 
always going to have 4 (i.e., k) “donut” steps and 2 (i.e., n –
1) “move to next tray” steps. Thus, there are                           
ways to select your donuts.
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Combination with replacement (Example)

• (Ex 3) If you have four types of donuts (n = 4) on a menu to 
choose from and you want three donuts (k = 3), the number of 
ways to choose the donuts with replacement  is 

 Can you explain the formula to an elementary school girl/boy 
using the following mapping: 

1 {1,1,1} [3,0,0,0],  aaa| | |,            2 {1,1,2} [2,1,0,0],  aa|b| |
3 {1,1,3} [2,0,1,0],  aa| |c|,           4 {1,1,4} [2,0,0,1],  aa| | |d
5 {1,2,2} [1,2,0,0],  aa|b| |,            6 {1,2,3} [1,1,1,0],  a|b|c|
7 {1,2,4} [1,1,0,1],  a|b| |d,            8 {1,3,3} [1,0,2,0],  a| |cc|   
9 {1,3,4} [1,0,1,1],  a| |c|d,          10 {1,4,4} [1,0,0,2],  a| | |dd

11 {2,2,2} [0,3,0,0],  |bbb| |,          12 {2,2,3} [0,2,1,0],  |bb|c|
13 {2,2,4} [0,2,0,1],  |bb| |d,          14 {2,3,3} [0,1,2,0],  |b|cc| 
15 {2,3,4} [0,1,1,1],  |b|c|d,           16 {2,4,4} [0,1,0,2],  |b| |dd
17 {3,3,3} [0,0,3,0],  | |ccc|,          18 {3,3,4} [0,0,2,1],   | |cc|d
19 {3,4,4} [0,0,1,2],  | |c|dd,          20 {4,4,4} [0,0,0,3],   | | |ddd

It is the same as in [Wiki] Combination. 
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https://www.wikiwand.com/en/Combination

• Bijection  between 3-subsets of a 7-set (left) and 3-multisets 
with elements from 5-set (right), 

Solution of an Equation

• (Ex 4) The total number of distinct k samples from an n-
element set such that repetition is allowed and ordering does 
not matter is the same as the number of distinct solutions to 
the equation                          where

 From the above example, we know that the number of 
distinct solutions to the above problem is 
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Young Girls at the Piano by Auguste Renoir (1841-1919)

• https://commons.wikimedia.org/wiki/File:Auguste_Renoir_-
_Young_Girls_at_the_Piano_-_Google_Art_Project.jpg
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Probability and Statistics 
for Data Sciences  

04. Probability Part 3

ByoungSeon Choi
Graduate School of Data Science, SNU

Musique du jour

Adagio in G minor by Tomaso Albinoni (w/ Remo Giazotto)
With Carnival of Venice
https://www.youtube.com/watch?v=UbzsRksULWs&feature=
youtu.be
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datalylab.com

• https://sites.google.com/view/cbsdataly/

2.4 Conditional Probability 
and Independence
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https://unbridledacts.org/taking-my-marbles-going-home/

• [ Joke] “Taking my marbles and going home” 
• It’s a great expression. One we hardly use anymore, and 

many of you have never even heard before…which explains 
the nostalgia it stirred up in me when Stan used it recently at 
the ACTS House. {He’s also fond of “kicking the can down 
the road.” Ever heard that one?}

Random

• Life is full of random events! You need to get a “feel” for 
them to be a smart and successful person.

• Much of human experience is random, and almost all of it 
unexpected ...    Joe Gani, one of my mentors
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Tossing a coin; Independent events

Marble problem; Dependent Events
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Replacement

• This is because we are removing marbles from the bag.
• So the next event depends on what happened in the previous 

event, and is called dependent.

Tree Diagram

• A tree diagram is a wonderful way to picture what is going on, so 
let's build one for our marbles example.

(1) There is a 2/5 chance of pulling out a Blue marble, and a 3/5 
chance for Red.

(2) We can go one step further and see what happens when we pick 
a second marble.

(3) If a blue marble was selected first there is now a 1/4 chance of 
getting a blue marble and a 3/4 chance of getting a red marble.

(4) If a red marble was selected first there is now a 2/4 chance of 
getting a blue marble and a 2/4 chance of getting a red marble.

(1) (2)
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Tree Diagram

2.4a  Conditional Probability
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Conditional probability

• Suppose you are meeting someone at an airport. The flight is 
likely to arrive on time; the probability of that is 0.8. 
Suddenly it is announced that the flight departed one hour 
behind the schedule. Now it has the probability of only 0.05 
to arrive on time. New information affected the probability 
of meeting this flight on time. The new probability is called 
conditional probability, where the new information, that the 
flight departed late, is a condition.
• (Def 2.15)  Conditional probability  of event A given event 

denoted by                is the probability that A occurs when B
is known to occur.
• Conditional probability is very important to understand 

stochastic processes, signal processing,  and time series 
analysis properly.

Compute the conditional probability

• How does one compute the conditional probability? First, 
consider the case of equally likely outcomes. In view of the 
new information, occurrence of the condition B, only the 
outcomes contained in B still have a non-zero chance to 
occur. 
• Counting only such outcomes, the unconditional probability 

of A is

• However, the conditional probability of A given B is

• Thus,  
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Marbles example strikes back!

In our marbles example, Event A is “get a Blue marble first” 
with a probability of 2/5: 

Event B is “get a Blue marble second”. 
Event A has already happened. The chance of event B is

 So the probability of getting 2 blue marbles is:

 Note that A and           are independent.         

Example: Drawing 2 Kings from a Deck
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Independence

• (Def 2.16) Events A and B are independent if occurrence of 
B does not affect the probability of A, i.e., 

• This is equivalent to

• Thus, 

Independence (Example) 

• (Ex 2.31)  Ninety percent of flights depart on time. Eighty 
percent of flights arrive on time. Seventy-five percent of 
flights depart on time and arrive on time.

(a) Eric is meeting Alyssa’s flight, which departed on time. 
what is the probability that Alyssa will arrive on time?
(b) Eric has met Alyssa, and she arrived on time. What is the 
probability that her flight departed on time?
(c) Are the events, departing on time and arriving on time, 
independent?
• (Sol) Denote the events by                                                   

and                                               We have 
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Independence (Example) 

(a) 

(b)

(c) Events are not independent, because

Actually, any one of these inequalities is sufficient to prove 
that  A and D are dependent. Further, we see that 

In other words, departing on time increases the probability of 
arriving on time, and vice versa. This perfectly agrees with our 
intuition.  

Partition

mutually exclusive & exhaustive
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Example. Throw 2 Dice

Example. Throw 2 Dice
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Example. Throw 2 Dice

https://www.grammarly.com/blog/dice-die/

• If you are familiar with the Mirror, you know it is a news 
journal from the United Kingdom. 
• If you look up dice in the Oxford Dictionary, you will learn 

that dice is an acceptable singular and plural form of die.
• According to this source, dice was once the plural of die, 

“but in modern standard English dice is both the singular and 
the plural.”
• Thus, ‘throw the dice’ could mean a reference to either one 

or more than one dice.
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Stealing from ocw.mit.edu/courses/mathematics/18-05-
introduction-to-probability-and-statistics-spring-
2014/class-slides/MIT18_05S14_class3slides.pdf

Law of Total Probability (Example)

• Then, 

• (Ex) Suppose that two factories supply light bulbs to the 
market. Factory X's bulbs work for over 5000 hours in 99% 
of cases, whereas factory Y's bulbs work for over 5000 hours 
in 95% of cases. It is known that factory X supplies 60% of 
the total bulbs available and Y supplies 40% of the total 
bulbs available. What is the chance that a purchased bulb 
will work for longer than 5000 hours?
• (Sol) Applying the law of total probability, we have:
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2.4b  Bayes’ Theorem

Bayes’ theorem

• [Wiki]  In probability theory and statistics, Bayes’ 
theorem (alternatively Bayes’s theorem, Bayes’s
law or Bayes’s rule) describes the probability of an event, 
based on prior knowledge of conditions that might be related 
to the event.

• For example, if the risk of developing health problems is 
known to increase with age, Bayes’s theorem allows the risk 
to an individual of a known age to be assessed more 
accurately than simply assuming that the individual is typical 
of the population as a whole.
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Bayes’ Theorem for Two Events 1

• Conditional probability

• Bayes’ Theorem:

• Bayes’ Theorem through the law of total probability

• A 1975(?) SNU entrance examination problem

Bayes’ Theorem for Two Events 

(Ex 2.32)+(Ex 2.34) [Reliability of a test]  There exists a test 
for a certain viral infection (including a virus attack on a 
computer network). It is 95% reliable for infected patients and 
99% reliable for the healthy ones. That is, if a patient has the 
virus (event V ), the test shows that (event S) with                         
and if the patient does not have the virus, the test shows that 
with                               Suppose that 4% of all the patients are 
infected with the virus,                           
Consider a patient whose test result is positive (i.e., the test 
shows that the patient has the virus). Knowing that sometimes 
the test is wrong, naturally, the patient is eager to know the 
probability that he or she indeed has the virus. However,               
is not stated among the given characteristics of this test. 
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[Wiki] Base Rate Fallacy

• The base rate fallacy, also called base rate neglect or base 
rate bias, is a fallacy. 
• ̛টݤהٸଜЕ̐մѹۢɽ

• If presented with related base rate information (i.e., general 
information on prevalence) and specific information (i.e., 
information pertaining only to a specific case), people tend 
to ignore the base rate in favor of the individuating 
information, rather than correctly integrating the two.

[Wiki] False Positive Paradox

• An example of the base rate fallacy is how surprised people are by 
the false positive paradox, situations where there are more false 
positive test results than true positives. 

• [Example] 
It might be that of 1,000 people tested for AIDS, 50 of them test 

positive for having it, but that is due to 10 truly having it and 40 
mistaken test results, because only 10 people of those tested 
actually have AIDS but the test sometimes gives false results. 

The probability of a positive test result is determined not only by 
the accuracy of the test but by the characteristics of the sampled 
population. 

When the prevalence, the proportion of those who have a given 
condition, is lower than the test's false positive rate, even tests that 
have a very low chance of giving a false positive in an individual 
case will give more false than true positives overall.

The paradox surprises most people.
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Example: Stealing from the MIT note

Stealing from the MIT note
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Stealing from the MIT note

Stealing from the MIT note
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Example: Identifying Hit-and-Run Car

• Kahneman, D. and Tversky, A. Subjective probability: A judgment 
of representativeness. In Kahneman, Slovic, and Tversky, 1982, 
pp. 32–47.

• A cab was involved in a hit and run accident at night. Two cab 
companies, the Green and the Blue, operate in the city. You are 
given the following data: (a) 85% of the cabs in the city are Green
and 15% are Blue. (b) A witness identified the cab as Blue. The 
court tested the reliability of the witness under the same 
circumstances that existed on the night of the accident and 
concluded that the witness correctly identified each one of the two 
colors 80% of the time and failed 20% of the time. What is the 
probability that the cab involved in the accident was Blue rather 
than Green?

• A typical answer is around 80 percent. The correct answer is 
around 41 percent. In fact, the hit-and-run cab is more likely to be 
Green than Blue.

• A base rate fallacy problem

Identifying Hit-and-Run Car

• Denote ‘true Blue’, ‘true Green’, ‘observed Blue’, and 
‘observed Green’ by                          and
• Then, 

• Bayes’ theorem implies

• If                                              then 
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Identifying Hit-and-Run Car

• Kahneman and Tversky suspect that people err in the hit-
and-run problem, because they see the base rate of cabs in 
the city as incidental rather than as a contributing or causal 
factor, i.e., they think   
• As other experts have pointed out, people tend to ignore, or 

at least fail to grasp the importance of base-rate information,
because it “is remote, pallid, and abstract,” while target 
information is “vivid, pressing, and concrete.”
• In evaluating the eyewitness’s account, “jurors” seem to 

overrate the eyewitness’s likelihood of accurately reporting 
this specific hit-and-run event, while underrating the more 
general base rate of cabs in the city, because the latter 
information seems too nonspecific.

Example of Base-Rate Fallacy

• from Bennett’s Randomness
• If a test to detect a disease, whose prevalence is one in a thousand, 

has a false positive rate of 5 percent and a false negative rate of 
near 0 percent, what is the chance that a person found to have a 
positive result actually has the disease, assuming you know 
nothing about the person’s symptoms or signs?

• In a study at a prominent medical  school, physicians, residents, 
and fourth-year medical students, this question was asked. 

• Almost half of the respondents answered 95 percent. Only 18 
percent of the group got the correct answer: about 2 percent. 
Those answering incorrectly were once again failing to take into 
account the importance of the base-rate information, namely, (only) 
1 person among 1000 tested will have the disease.
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Base-Rate Fallacy 

• Denote ‘true Positive’, ‘true Negative’, ‘observed Positive’, 
and ‘observed Negative’ by                          and
• Then, 

• Bayes’ theorem implies a seemingly strange result 

• If                                              then 

Base-Rate Fallacy 

• The commonsense way to think mathematically about the 
problem is this: Only 1 person in 1000 has this disease, as 
compared with about 50 in 1000 who will get a false positive 
result (5 percent of 999). 
• It is far more likely that any one person who tests positive 

will be one of the 50 false positives than the 1 true positive. 
In fact, the odds are 1 in 51 that any one person who tests 
positive actually has the disease, and that translates into only 
a 2 percent chance, even in light of the positive test.
• False positives are not human errors nor lab errors. They 

happen because screening tests are designed to be overly 
sensitive in picking up people who deviate from some 
physiological norm, even though those people do not have 
the disease in question.
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Type I Error and Type II Error

• The rate of false positives can be reduced by making 
screening tests less sensitive (increasing type I error), but 
often this just increases the percentage of false negatives 
(type II error). 
• A false negative is a test result that indicates no disease in a 

person who actually has the disease. 
• False negatives (type II error) are usually considered more 

undesirable than false positives (type I error), since people 
who get a false negative will not receive prompt treatment. 
• The designers of screening tests settle on a compromise -

opting for a very small percentage of false negatives (type I 
error) and a somewhat larger percentage of false positives 
(type II error) than we might prefer. 

Example: TB Test; Really Well, or Really Sick? 

• In the case of tuberculosis, whereas roughly 7.5 percent of people 
tested will receive a false positive (type I error) result, only 0.69 
percent (roughly 1 person out of every 145 screened) will get a 
false negative (type II error) test result. 

• Really well, or really sick? If a person has a routine screening test 
for tuberculosis, she/he has a 10 in 145 (about 7 percent) chance 
of having the infection at the time of the test. 

• If the result comes back positive, the patient’s odds of having TB 
go up to 9 in 20 (45 percent). It means Type II error is 0.55, i.e., 
11 out of 20 positively reacted persons have no TB.   

• If the result comes back negative, the patient still has a 1 in 125 
chance of having the disease (about 0.8 percent); the original risk 
has been drastically reduced, but not eliminated, by the doctor’s 
“good news.” The one person belongs to the dangerous type II 
error area.

• In conclusion, out of 145 people screened for TB using this 
method, 9 cases of the disease will be detected and 1 case will 
remain undetected.
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TB Test; Really Well, or Really Sick? 

TB Test; Really Well, or Really Sick? 

• Base rate fallacy; Be Careful to Make a Decision.
• Considering that even highly educated medical personnel 

can make errors in understanding probabilistic data of this 
kind, we should not be at all surprised that probability often 
seems to be in disagreement with the intuitive judgments of 
their patients and other ordinary people.
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Annual physical exam is probably unnecessary 
if you’re generally healthy

• https://www.washingtonpost.com/national/health-
science/annual-physical-exam-is-probably-unnecessary-if-
youre-generally-healthy/2013/02/08/2c1e326a-5f2b-11e2-
a389-ee565c81c565_story.html
• By Christie Aschwanden, February 8, 2013
• For patients, the negatives include time away from work and 

possibly unnecessary tests. “Getting a simple urinalysis 
could lead to a false positive, which could trigger a cascade 
of even more tests, only to discover in the end that you had 
nothing wrong with you,” Mehrotra says.

(Ex 2.35) Diagnostics of computer codes

A new computer program consists of two modules. 
The first module contains an error with probability 0.2. 
The second module is more complex; it has a probability of 
0.4 to contain an error, independently of the first module. 
An error in the first module alone causes the program to crash 
with probability 0.5. 
For the second module, this probability is 0.8. 
If there are errors in both modules, the program crashes with 
probability 0.9. 
Suppose the program crashed. What is the probability of errors 
in both modules?
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(Ex 2.35) Diagnostics of computer codes

Denote the events,
A = {errors in module I} ,  B = {errors in module II} ,  C = {crash}

Further,
{errors in module I alone}  =  
{errors in module II alone} =

It is given and by independence that

Our problem is to find 
We know 

(Ex 2.35) Diagnostics of computer codes

Partition of  
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(Ex 2.35) Diagnostics of computer codes

• Events                                               form a partition of  Ω, 
because they are mutually exclusive and exhaustive.
• Set                    is the event of no errors in the entire program. 

Given this event, the probability of a crash is 0. 
• We organize the data as follows.

(Ex 2.35) Diagnostics of computer codes

• Combining the Bayes Rule and the Law of Total Probability,
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Bayes’ Theorem for Several Events

• Let                              be a partition of the sample space
• Then, Bayes rule is   

Example: Bayes’ Theorem for Several Events

• (Ex from Wiki) A factory produces an item using three 
machines - A, B, and C - which account for 20%, 30%, and 
50% of its output, respectively. Of the items produced by 
machine A, 5% are defective; similarly, 3% of machine B's 
items and 1% of machine C's are defective. If a randomly 
selected item is defective, what is the probability it was 
produced by machine C?             (ans. 5/24)
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Bayes Rule for Several Events

• Let Xi denote the event that a randomly chosen item was 
made by the i th machine (for i = A,B,C). Let Y denote the 
event that a randomly chosen item is defective. Then, we are 
given the following information:

• The law of total probability implies 

• By Bayes’ theorem,  

Example:The Sunrise Problem

• Psychologists have shown that people are subject to other routine 
fallacies in evaluating probabilities, such as exaggerating the 
variability of chance and over-attending to the short run versus the 
long run. (Independence vs LLN)

• For example, the commonly held notion “On a coin toss, a tail 
should follow a string of heads” is erroneous. Children seem 
particularly susceptible to this fallacy. 

• (Q) The sunrise problem can be expressed as follows: “What is 
the probability that the sun will rise tomorrow?” The sunrise 
problem illustrates the difficulty of using probability theory when 
evaluating the plausibility of statements or beliefs.

• According to the Bayesian interpretation of probability theory can 
be used to evaluate the plausibility of the statement, “The sun will 
rise tomorrow.” We just need a hypothetical random process that 
determines whether the sun will rise tomorrow or not. Based on 
past observations, we can infer the parameters of this random 
process, and from there evaluate the probability that the sun will 
rise tomorrow.
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History of Bayes’ theorem

• Bayes’ theorem was named after Thomas Bayes (1701–
1761), who studied how to compute a distribution for the 
probability parameter of a binomial distribution (in modern 
terminology). 
• Bayes’s unpublished manuscript was significantly edited by 

Richard Price before it was posthumously read at the Royal 
Society. Price edited Bayes’s major work “An essay towards 
solving a problem in the doctrine of chances” (1973), which 
appeared in Philosophical Transactions, and contains Bayes’ 
theorem. Price wrote an introduction to the paper which 
provides some of the philosophical basis of Bayesian 
statistics. In 1765, he was elected a Fellow of the Royal 
Society in recognition of his work on the legacy of Bayes.
• Stephen M. Stigler (1983) Who Discovered Bayes's

Theorem?, The American Statistician, 37:4a, 290-296.

[Book 1] The Signal and the Noise  by Nate Silver

• [Wiki] The Signal and the Noise: Why Most Predictions 
Fail – but Some Don't (alternatively stylized as The Signal 
and the Noise : Why So Many Predictions Fail – but Some 
Don't) is a 2012 book by Nate Silver detailing the art of 
using probability and statistics as applied to real-world 
circumstances. The book includes case studies from baseball, 
elections, climate change, the 2008 financial crash, poker, 
and weather forecasting.
• Bayes’ theorem is nominally a mathematical formula. But it 

is really much more than that. It implies that we must think 
differently about our ideas.
• https://www.newyorker.com/books/page-turner/what-nate-

silver-gets-wrong
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Books Admiring Bayes’ thorem

[Book 2] The Theory That Would Not Die

• The Theory That Would Not Die: How Bayes' Rule 
Cracked the Enigma Code, Hunted Down Russian 
Submarines, and Emerged Triumphant from Two 
Centuries of Controversy by Sharon Bertsch McGrayne. 

• Sharon Bertsch McGrayne introduces Bayes’s theorem in 
her new book with a remark by John Maynard Keynes: 

• https://www.nytimes.com/2011/08/07/books/review/the-
theory-that-would-not-die-by-sharon-bertsch-mcgrayne-
book-review.html
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Bayes’ Theorem for Several Events

• Let                              be a partition of the sample space
• Then, Bayes rule is   

Example: Bayes’ Theorem for Several Events

• (Ex from Wiki) A factory produces an item using three 
machines - A, B, and C - which account for 20%, 30%, and 
50% of its output, respectively. Of the items produced by 
machine A, 5% are defective; similarly, 3% of machine B's 
items and 1% of machine C's are defective. If a randomly 
selected item is defective, what is the probability it was 
produced by machine C?             (ans. 5/24)
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Bayes Rule for Several Events

• Let Xi denote the event that a randomly chosen item was 
made by the i th machine (for i = A,B,C). Let Y denote the 
event that a randomly chosen item is defective. Then, we are 
given the following information:

• The law of total probability implies 

• By Bayes’ theorem,  

2.A1  Inclusion-Exclusion Principle
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The Inclusion-Exclusion Principle (Counting)

m=1

The Inclusion-Exclusion Principle (Probability)

• https://en.wikipedia.org/wiki/Inclusion%E2%80%93exclusio
n_principle
• In general, 
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Derangement

• https://en.wikipedia.org/wiki/Derangement
• In combinatorial mathematics, a derangement is a 

permutation of the elements of a set, such that no element 
appears in its original position. 
• The number of derangements of a set of size n is known as 

the subfactorial of n or the n-th derangement number or n-
th de Montmort number. Notations for subfactorials in 
common use include !n, Dn, dn, or n¡.
• One can show that !n equals the nearest integer to 
• The problem of counting derangements was first considered 

by Pierre Raymond de Montmort in 1708; he solved it in 
1713, as did Nicholas Bernoulli at about the same time.

Derangement example

• Suppose that a professor gave a test to 4 students – A, B, C, 
and D – and wants to let them grade each other's tests. Of 
course, no student should grade his or her own test. How 
many ways could the professor hand the tests back to the 
students for grading, such that no student received his or her 
own test back? 
• Out of 4! possible permutations for handing back the tests, 

there are only 9 derangements (shown in blue italics below). 
In every other permutation of this 4-member set, at least one    
student gets his or her own test back (shown in bold red).

ABCD, ABDC, ACBD, ACDB, ADBC, ADCB,
BACD, BADC, BCAD, BCDA, BDAC, BDCA,
CABD, CADB, CBAD, CBDA, CDAB, CDBA,
DABC, DACB, DBAC, DBCA, DCAB, DCBA.
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Montmort’s card matching problem

• https://probabilityandstats.wordpress.com/2010/05/02/more-
about-the-matching-problem/
• For each                              let       be the event that the            

card is a match. The event               is the event that there is 
at least one match in the deck of shuffled cards. Using the 
inclusion-exclusion principle, show that the count for this 
event is 

• Also, show that 

• What happens when
• https://en.wikipedia.org/wiki/Inclusion%E2%80%93exclusio

n_principle

Matching Hat Problem

• Suppose that n people arrive at a party all of whom are 
wearing hats. We collect all the hats and then redistribute 
them. What is the probability that at least one of the party 
members receives his/her own hat?
• For each                                let       be the event that  the            

person has his/her own hat. The event                is the event 
that at least one of the party members receives his/her own 
hat. 
• Using the inclusion-exclusion principle,  the count for this 

event is 

• Thus, 
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Motif

• In genetics, a sequence motif is a nucleotide or amino-acid
sequence pattern that is widespread and has, or is conjectured to 
have, a biological significance. 

• In biomatics, k-mers are subsequence of length k contained within 
a biological sequence. Primarily used within the context of 
computational genomics and sequence analysis, in which k-mers
are compose of necleotides (i.e., A, T, G, C), k-mers are 
capitalized upon to assemble DNA sequences.

NTD vs CTD
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Probability of sequence motif

[Problem] There is a target DNA string of n-NTD (upper 
panels), which is randomly made, and then                                                                      

Assume that a k-mer sequence motif is given, and any 
overlapped motifs will be counted as one. What is the 
probability that the sequence motif appears at least one time on 
the target DNA string?
[Solution] Let m be the largest integer not greater than           
Let       be an event that the front of the motif appears on the i-
th coordinate.  Clearly,                          where the index    
belongs to                                 Let       be the set of  motif that 
is counted  once. Then,     

Probability of sequence motif

We know that                                     where            belongs to  
the set                                                      Let       be the set of  
motif that is counted  twice. Then,   

Clearly,                                                 where              belongs 
to  the set                                                                    Let       be 
the set of  motif that is counted  three times. Then, 

Similarly, we can show that the probability of  set        of motif 
counted       times for                  Then,
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Probability of sequence motif

Thus, the inclusion-exclusion principle in probability implies 
that the sequence motif appears at least one time on the target 
DNA string is

2.A2  Sequence of Events
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Sequences of Events and their Limits

• Sequences of events arise naturally when a probabilistic 
experiment is repeated many times. For example, if a coin is 
flipped consecutively, the event                               is just the 
intersection of                                                                      i.e.,

• This simple remark leads to the following important 
observations: 

(a) taking countable operations is not that exotic in 
probabilistic models, and thus any reasonable theory should 
deal with σ-fields; 

(b) the event A is in some sense the limit of                     so 
understanding limits of sequences of sets (events) might be 
useful.

Monotone Sequence of Events

• In general, finding a limit of a sequence of sets is not easy 
and we will not do this here. Instead, we will mostly 
consider monotone sequences of events.  
•

•
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Continuity of Probability Measure

• The following result shows that the probability measure is 
continuous along monotone sequences of events.
•

• This property is equivalent to sigma-additivity of probability 
measures.  
• If                  is not monotone, the claim of Lemma 1.3 is not 

necessarily true. 

Proof of Lemma 1.3    (Try!)
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Examole of Continuity of Probability Measure

Adele Bloch-Bauer I (1907), which sold for a record 
USD135Mn in 2006, Neue Galerie, New York

• https://commons.wikimedia.org/wiki/Category:Adele_Bloch
-Bauer_I
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Chapter	5

Discrete	Random	Variables
Part	1
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Probability and Statistics 
for Data Sciences  

05. Discrete Random Variables 
Part 1

ByoungSeon Choi
Graduate School of Data Science, SNU

Musique du jour

A Whiter Shadow of Pale by Procol Harum (1967)
Covered by Annie Lennox

https://www.youtube.com/watch?v=VZqPoriYXho

- 117 -



datalylab.com

• https://sites.google.com/view/cbsdataly/

References

• ːଚ̓ IV: Monte Carlo Methods for Finance and 
Economics, 2016, ࢸ1.6ࢿ
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3.1. Distribution of an RV

Distribution of an RV

(Def 3.1)  A random variable (RV)  is a function of an       
outcome,                                     In other words, it is a quantity 
that depends on chance.
• The domain of an RV is the sample space  
• Its range can be the set of all real numbers        or only the 

positive numbers                or the integers       or             etc., 
depending on what possible values the RV can potentially 
take. 
• Once an experiment is completed, and the outcome is 

known, the value of random variable             becomes 
determined.
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Example of an RV

Consider an experiment of tossing 3 fair coins and counting 
the number of heads. Certainly, the same model suits the 
number of girls in a family with 3 children, the number of 
1’s in a random binary string of 3 characters, etc. 

Let      be the number of heads (girls, 1’s). Prior to an 
experiment, its value is not known. All we can say is that   
has to be an integer between 0 and 3. Since assuming each 
value is an event, we can compute probabilities,

Cumulative Distribution Function (cdf)

(Def 3.2)  Collection of all the probabilities related to      is the 
distribution of        The function                                is the 
probability mass function (pmf), sometimes probability density 
function (pdf). The cumulative distribution function (cdf) is 
defined as 
The set of possible values of       is called the support of the 
distribution          
For every outcome the variable      takes one and only one 
value                                   This makes events
disjoint and exhaustive, and therefore,

The cdf is a non-decreasing function of
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pmf & cdf

• Recall that one way to compute the probability of an event is 
to add probabilities of all the outcomes in it. Hence, for any 
set A,

• When A is an interval, its probability can be computed 
directly from the cdf

Python for Binomial pmf and cdf
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Histogram

Histogram

• On the obtained histogram, the two middle columns for X = 1 and 
X = 2 are about 3 times higher than the columns on each side, for 
X = 0 and X = 3. That is, in a run of 1,000 simulations, values 1 
and 2 are attained three times more often than 0 and 3. This agrees 
with the pmf P(0) = P(3) = 1/8, P(1) = P(2) = 3/8. 

• Did you notice that the two middle columns are not exactly equal? 
That is because we used a random number generator. Every time 
when we run one of these computer programs, we’ll get a slightly 
different histogram. Is your picture also a little different? 

• This always happens when we use generated random variables to 
draw conclusions – every time results may differ a little. However, 
the differences are smaller when the number of simulations is 
large (like N = 1,000 in our case). 

• Finally, we note that both Python, MATLAB, and R have special 
commands to generate X in one step. 
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Discrete Random Variables

• So far, we are dealing with discrete random variables. 
• These are variables whose range is finite or countable. 
• In particular, it means that their values can be listed, or 

arranged in a sequence. 
• Examples include the number of jobs submitted to a printer, 

the number of errors, the number of error-free modules, the 
number of failed components, and so on. 
• Discrete variables don’t have to be integers. For example, 

the proportion of defective components in a lot of 100 can be 
0, 1/100, 2/100, ..., 99/100, or 1. This variable assumes 101 
different values, so it is discrete, although not an integer.
• [ॳˈחଲ]  “Ѱࠉ Еࡉଡ͉ؑ˕ۘࠒ Lebesgueٗࢶ
.ଞ˕खଢԽהࢠ2ࢿ ”ח

Continuous Random Variable

• Continuous random variables assume a whole interval of 
values. This could be a bounded interval (a, b), or an 
unbounded interval such as (a, +∞), (−∞, b), or (−∞, +∞). 
Sometimes, it may be a union of several such intervals. 
• Intervals are uncountable, therefore, all values of a random 

variable cannot be listed in this case. 
• Examples of continuous variables include various times

(software installation time, code execution time, connection 
time, waiting time, lifetime), also physical variables like 
weight, height, voltage, temperature, distance, the number of 
miles per gallon, etc.
• We shall discuss continuous random variables in detail in 

Chapter 4
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Examples 

• (Ex 3.4) For comparison, observe that a long jump is 
formally a continuous RV, because an athlete can jump any 
distance within some range. Results of a high jump, however, 
are discrete because the bar can only be placed on a finite 
number of heights. 
• (Ex 3.5) [Mixed RV]   A job is sent to a printer. Let X be the 

waiting time before the job starts printing. With some 
probability, this job appears first in line and starts printing 
immediately, X = 0. It is also possible that the job is first in 
line but it takes 20 seconds for the printer to warm up, in 
which case X = 20. So far, the variable has a discrete 
behavior with a positive pmf P(x) at x = 0 and x = 20. 
However, if there are other jobs in a queue, then X depends 
on the time it takes to print them, which is a continuous RV. 
Using a popular jargon, besides “point masses” at x = 0 and 
x = 20, the variable is continuous, taking values in (0, +∞). 
Thus, X is neither discrete nor continuous. It is mixed.  

[Wiki] Mixed RV

• A mixed RV is an RV whose cdf is neither piecewise-
constant nor everywhere-continuous. It can be realized as the 
sum of a discrete RV and a continuous RV; in which case the 
cdf will be the weighted average of the cdf’s of the 
component variables.
• Most generally, every probability distribution on the real line 

is a mixture of discrete part, singular part, and an absolutely 
continuous part. Refer to  Lebesgue's decomposition theorem. 
The discrete part is concentrated on a countable set, but this 
set may be dense (like the set of all rational numbers).  
• Survival analysis, Tobit model
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3.2. Distribution of a Radom Vector

Joint Distribution

(Def 3.3)  If X and Y are RVs, then the pair (X, Y ) is a random 
vector. Its distribution is called the joint distribution of X and 
Y . Individual distributions of X and Y are then called the 
marginal distributions.
• The joint distribution of a random vector is a collection of 

probabilities for a vector (X, Y ) to take a value (x, y). Recall 
that two vectors are equal, (X, Y )=(x, y), if X = x and Y = y. 
• Therefore, the joint probability mass function of X and Y is

• It is clear that 

- 126 -



Marginal pmf

• To get the marginal pmf of one variable, we add the joint 
probabilities over all values of the other variable.

• In general, the joint distribution cannot be computed from 
marginal distributions because they carry no information 
about interrelations between random variables. 
• For example, marginal distributions cannot tell whether 

variables X and Y are independent or dependent.

Marginal Probabilities
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Joint and Marginal Distributions

Independence of RV’s

(Def 3.4)  RVs X and Y are independent if 

for all values of x and y. This means, events                  and 
are independent for all x and y; in other words, RVs  

X and Y take their values independently of each other.
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Example 3.6 

• (Ex 3.6)  A program consists of two modules. The number of 
errors, X, in the first module and the number of errors, Y , in 
the second module have the joint distribution, 

(a) Find the marginal distributions of X and Y.

 (b)  We know  

Example 3.6 Continued

(c) Find the distribution of the total number of errors.
Let                         Then,

 (d) To decide on the independence of X and Y , check if their 
joint pmf factors into a product of marginal pmfs. We see 
that 

Therefore, the numbers of errors are dependent.
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3.3. Expectation and Variance

Summarizing Information

• The distribution of a RV or a random vector, the full 
collection of related probabilities, contains the entire 
information about its behavior.
• This detailed information can be summarized in a few vital 

characteristics describing the average value, the most likely 
value of a random variable, its spread, variability, etc.
• The most commonly used are the expectation, variance, 

standard deviation, covariance, and correlation, introduced in 
this section. 

• Also rather popular and useful are the mode, moments, 
quantiles, and interquartile range that we discuss in Sections 
8.1 and 9.1.1.
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Expectation

(Def 3.5) Expectation or expected value of an RV X is its mean, 
the average value.
• We know that X can take different values with different 

probabilities. For this reason, its average value is not just the 
average of all its values. Rather, it is a weighted average.

Example 3.7

• A physical model is shown in Fig 3.4.
• In Fig 3.4(a), we put two equal masses, 0.5 units each, at 

points 0 and 1 and connect them with a firm but weightless 
rod. 
• The masses represent probabilities P(0) and P(1). 
• Now we look for a point at which the system will be 

balanced. It is symmetric, hence its balance point, the center 
of gravity, is in the middle, 0.5. 
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Center of Gravity

Example 3.8

• Fig 3.4(b) represents a model for the second example. 
• Here the masses at 0 and 1 equal 0.75 and 0.25 units, 

respectively, according to P(0) and P(1). 
• This system is balanced at 0.25, which is also its center of 

gravity.
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Expectation, Discrete Case

• Similar arguments can be used to derive the general formula 
for the expectation.

• This formula returns the center of gravity for a system with 
masses P(x) allocated at points x. Expected value is often 
denoted by a Greek letter 
• In a certain sense, expectation is the best forecast of  X. The 

variable itself is random. It takes different values with 
different probabilities P(x). At the same time, it has just one 
expectation E(X) which is non-random.     

Expectation of a Function

• Often we are interested in another variable, Y , that is a 
function of X
• Expectation of Y = g(X) is computed by a similar formula, 

• If g is a one-to-one function, then Y takes each value y = g(x) 
with probability P(x), and the formula for E(Y) can be 
applied directly. 
• If g is not one-to-one, then some values of g(x) will be 

repeated in (3.4). However, they are still multiplied by the 
corresponding probabilities. When we add in (3.4), these 
probabilities are also added, thus each value of                  is 
still multiplied by the probability 
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Properties of Expectations

• For any random variables X and Y and any non-random 
numbers a, b, and c, we have

• Remark: The last property in (3.5) holds for some dependent 
variables too, hence it cannot be used to verify independence 
of X and Y .  (Ex)  Let                                                            
Then,                                                  But, X and Y are 
dependent.       

=>  Linearity

Variance and Standard Deviation 

• Expectation shows where the average value of a random 
variable is located, or where the variable is expected to be, 
plus or minus some error. 
• How large could this “error” be, and how much can a 

variable vary around its expectation? Let us introduce some 
measures of variability.
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Variance

• This example shows that variability of an RV is measured by 
its distance from the mean μ = E(X). In its turn, this distance 
is random too, and therefore, cannot serve as a characteristic
of a distribution. It remains to square it and take the 
expectation of the result.

• Remark: Notice that if the distance to the mean is not 
squared, then the result is always μ−μ = 0 bearing no 
information about the distribution of X.

Standard Deviation

• According to this definition, variance is always non-negative. 
Further, it equals 0 only if x = μ for all values of x, i.e., when 
X is constantly equal to μ. Certainly, a constant (non-random) 
variable has zero variability.
• Variance can also be computed as 

• Standard Deviation (SD)

• If X is measured in some units, then its mean μ has the same 
measurement unit as X. Variance       is measured in squared 
units, and therefore, it cannot be compared with X or μ. 
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Covariance

• Expectation, variance, and standard deviation characterize 
the distribution of a single RV. Now we introduce measures 
of association of two RVs. 

Interpretation of Covariance
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Correlation

• Correlation coefficient is a rescaled, normalized covariance. 
Notice that covariance Cov(X, Y) has a measurement unit. It 
is measured in units of X multiplied by units of Y . 
• As a result, it is not clear from its value whether X and Y are 

strongly or weakly correlated. Really, one has to compare 
Cov(X, Y) with the magnitude of X and Y . 
• Correlation coefficient performs such a comparison, and as a 

result, it is dimensionless.

Cauchy-Schwarz Inequality

• How do we interpret the value of ρ? What possible values 
can it take? As a special case of famous Cauchy-Schwarz 
inequality                          

(We’ll prove it later.)
• Values of ρ near 1 indicate strong positive correlation, values 

near (−1) show strong negative correlation, and values near 0 
show weak correlation or no correlation.
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Pearson’s Correlation = Linear Correlation

• ୃо˃ଝ p. 209. 

Properties
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Example 4.11

Example 4.11
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Properties

• We see that independent variables are always uncorrelated. 
The reverse is not always true. 

(Counter Example)  Let’s take X and Y to exist as an ordered 
pair at the points (-1,1), (0,0), and (1,1) with probabilities 1/4, 
1/2, and 1/4. Then

Thus, X and Y are uncorrelated.
Let’s look at the marginal distributions of X and Y. The RV 
X can take on values -1, 0, and 1, and the probability it takes 
each of those is 1/4, 1/2, and 1/4. Same with Y. Then looping 
through the possibilities, we know  

Thus, X and Y are not independent. .

Cauchy–Schwarz inequality

• Cauchy–Bunyakovsky–Schwarz inequality
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Proof

Example: Cauchy-Schwarz Inequality
2
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Cauchy-Schwarz Equality

Squares of Sums
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TIKZ

Expansion of the Product of Two Sums
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TIKZ

• Expansion of the Product of Two Sums

• Expansion of Covariance

Expansions of Covariance
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Expansion of Variance

TIKZ for Variance

- 145 -



Chebyshev’ Inequality

• Knowing just the expectation and variance, one can find the 
range of values most likely taken by this variable. 
• Russian mathematician Pafnuty Chebyshev (1821–1894) 

showed the following; 

Chebyshev’s Inequality

• Chebyshev’s inequality shows that only a large variance may 
allow a variable X to differ significantly from its expectation
• In this case, the risk of seeing an extremely low or extremely 

high value of X increases. For this reason, risk is often 
measured in terms of a variance or standard deviation.

• Chebyshev’s inequality is universal, because it works for any 
distribution. Often it gives a rather loose bound for the 
probability of |X − μ| > ε. With more information about the 
distribution, this bound may be improved.    
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Application to Finance

• Chebyshev’s inequality shows that in general, higher 
variance implies higher probabilities of large deviations, and 
this increases the risk for an RV to take values far from its 
expectation.
• We focus on evaluating risks of financial deals, allocating 

funds, and constructing optimal portfolios. This application 
is intuitively simple. 
• Mean-Variance theory
• The same methods can be used for the optimal allocation of 

computer memory, CPU time, customer support, or other 
resources.
• High risk – High return

Example 3.13 (Construction of an optimal portfolio)

We would like to invest $10,000 into shares of companies 
XX and YY. 

Shares of XX cost $20 per share. The market analysis shows 
that their expected return is $1 per share with an SD of $0.5. 

Shares of YY cost $50 per share, with an expected return of 
$2.50 and an SD of $1 per share.

The returns from the two companies are independent. 
In order to maximize the expected return and minimize the 

risk (SD or variance), is it better to invest (A) all $10,000 
into XX, (B) all $10,000 into YY, or (C) $5,000 in each 
company?
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Solution of Example 3.13

• Let X be the actual (random) return from each share of XX, 
and Y be the actual return from each share of YY. Compute 
the expectation and variance of the return for each of the 
proposed portfolios (A, B, and C).

Solution of Example 3.13

(Result)  The expected return is the same for each of the 
proposed three portfolios because each share of each company 
is expected to return 1/20 or 2.50/50, which is 5%. In terms of 
the expected return, all three portfolios are equivalent. 
Portfolio C, where investment is split between two companies, 
has the lowest variance; therefore, it is the least risky. This 
supports one of the basic principles in finance: to minimize the 
risk, diversify the portfolio.
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Example 3.14 (Optimal portfolio, correlated returns)

Suppose that the individual stock returns X and Y are no longer 
independent. If the correlation coefficient is  ρ = 0.4, how will 
it change the results of the previous example? What if they are 
negatively correlated with ρ = −0.2?

Why did the risk of portfolio C increase due to positive 
correlation of the two stocks? When X and Y are positively 
correlated, low values of X are likely to accompany low values 
of Y ; therefore, the probability of the overall low return is 
higher, increasing the risk of the portfolio.

Solution of Example 3.14
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Example 3.15 (Optimizing even further)

So, after all, with $10,000 to invest, what is the most optimal 
portfolio consisting of shares of XX and YY, given their 
correlation coefficient of ρ = −0.2?

This is an optimization problem. Suppose t dollars are 
invested into XX and (10, 000 − t) dollars into YY, with the 
resulting profit is         This amounts for t/20 shares of X and 
(10, 000 − t)/50 = 200 − t/50 shares of YY. Plans A and B 
correspond to t = 10, 000 and t = 0.

Solution of Example 3.15

• See the graph of this function in Figure 3.7. Minimum of this 
variance is found at                                        Thus, for the 
most optimal portfolio, we should invest $4081.63 into XX 
and the remaining $5919.37 into YY. Then we achieve the 
smallest possible risk (variance) of                    measured, as 
we know, in squared dollars.
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The Great Wave off Kanagawa

• Katsushika Hokusai (䝺䷢㒸澵, 1760-1849)
• https://commons.wikimedia.org/wiki/File:The_Great_Wave_

off_Kanagawa.jpg

- 151 -





Chapter	6

Discrete	Random	Variables
Part	2

- 153 -





Probability and Statistics 
for Data Sciences  

06. Discrete Random Variables 
Part 2

ByoungSeon Choi
Graduate School of Data Science, SNU

Musique du jour

• [Wiki] The Piano Sonata No. 14 in C-sharp minor, 
marked Quasi una fantasia, Op. 27, No. 2, is a piano 
sonata by Ludwig van Beethoven. It was completed in 1801 and 
dedicated in 1802 to his pupil, Countess Giulietta Guicciardi. The 
popular name Moonlight Sonata goes back to a critic's remark 
after Beethoven's death.

• Movement I. Adagio sostenuto: The adagio sostenuto has made 
a powerful impression on many listeners; for instance, Berlioz 
said of it that it “is one of those poems that human language does 
not know how to qualify”. Beethoven's student Carl Czerny called 
it “a nocturnal scene, in which a mournful ghostly voice sounds 
from the distance”. The movement was very popular in 
Beethoven's day, to the point of exasperating the composer 
himself, who remarked to Czerny, "Surely I've written better 
things.“ 

• Pianist Valentina Lisitsa
https://www.youtube.com/watch?v=Ea8oX-A8swk
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Musique du jour

“Nella Fantasia”(“In My Fantasy”) is a song sung in Italian 
based on the theme "Gabriel's Oboe" from the film The 
Mission (1986). With music by composer Ennio
Morricone and lyrics by Chiara Ferraù.

Nella Fantasia
Sarah Brightman

https://www.youtube.com/watch?v=3DCEZumENeI

datalylab.com

• https://sites.google.com/view/cbsdataly/
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3.a Moment Generating Function and 
Characteristic Function

[Wiki]  Moment Generating Function (mgf) 

• The  moment generating function (mgf) of a real-valued RV is an 
alternative specification of its probability distribution. 

• It provides the basis of an alternative route to analytical results 
compared with working directly with pdf's or cdf’s.

• There are particularly simple results for mgfs defined by the 
weighted sums of random variables. 

• The mgf can be used to compute a distribution’s moments: the nth 
moment about 0 is the nth derivative of the moment-generating 
function, evaluated at 0. 

• The mgf’s can be defined for vector- or matrix-valued RV’s, and 
can even be extended to more general cases. 

• The mgf of a real-valued RV does not always exist, unlike the 
characteristic function.  (ex) log-normal RV 

• There are relations between the behavior of the mgf of a 
distribution and properties of the distribution, such as the 
existence of moments. 
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[Wiki]  Moment Generating Function (mgf) 

(Def) The mgf of an RV X is                              wherever this 
expectation exists. In other words, the moment-generating 
function is the expectation of the random variable          

• Clearly,               always exists and is equal to 1. 
• A key problem with mgf's is that moments and the mgf may 

not exist, as the integrals need not converge absolutely. 
• By contrast, the characteristic function or Fourier transform 

always exists (because it is the integral of a bounded 
function on a space of finite measure), and for some 
purposes may be used instead. 

[Wiki]  Moment Generating Function (mgf) 
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How Many Numbers on [0,1] in Computer?

• How Many Numbers on [0,1] in Computer?
• Approximately 
• To store                             we need                     64-bit words.
• Is it possible?   
• Thus, we use some approximate functions of         which is 

easy to handle through the computer.

Affine transform and Linear transform 
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Uniqueness 

[Wiki] Characteristic function (probability theory)

• The characteristic function of any real-valued RV completely 
defines its probability distribution. 

• If an RV admits a pdf, then the characteristic function is the 
Fourier transform of the pdf. Thus it provides an alternative route 
to analytical results compared with working directly with pdfs or 
cdfs. 

• There are particularly simple results for the characteristic 
functions of distributions defined by the weighted sums of random 
variables. 

• In addition to univariate distributions, characteristic functions can 
be defined for vector or matrix-valued random variables, and can 
also be extended to more generic cases. 

• The characteristic function always exists when treated as a 
function of a real-valued argument, unlike the mgf. 

• There are relations between the behavior of the characteristic 
function of a distribution and properties of the distribution, such as 
the existence of moments and the existence of a density function.
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[Wiki] Euler’s Formula

Characteristic function
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Characteristic Function

Continuity Theorem 
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3.4  Families of 
Discrete Distributions

Discrete Distributions 

• We introduce the most commonly used families of discrete
distributions. 
• Amazingly, absolutely different phenomena can be 

adequately described by the same mathematical model, or a 
family of distributions. 
• For example, as we shall see below, the number of virus 

attacks, received e-mails, error messages, network blackouts, 
telephone calls, traffic accidents, earthquakes, and so on can 
all be modeled by the same Poisson family of distributions.
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3.4.1 Bernoulli Distribution 

• This distribution is named after a Swiss mathematician Jacob 
Bernoulli (1654-1705), who discovered not only Bernoulli but 
also Binomial distribution.   

• Good or defective components, parts that pass or fail tests, 
transmitted or lost signals, working or malfunctioning hardware, 
benign or malicious attachments, sites that contain or do not 
contain a keyword, girls and boys, heads and tails, and so on, are 
examples of Bernoulli trials. 

• All these experiments fit the same Bernoulli model, where we 
shall use generic names for the two outcomes: “successes” and 
“failures.” These are nothing but commonly used generic names; 
in fact, successes do not have to be good, and failures do not have 
to be bad. 

Bernoulli pmf and cdf
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Statistics of Bernoulli Distribution 

Bernoulli Histogram
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Bernoulli Distribution 

Entropy of Bernoulli RV
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[Wiki] Statistics for Bernoulli Distribution 

3.4.2 Binomial Distribution 

• Now consider a sequence of independent Bernoulli trials and 
count the number of successes in it. This may be the number 
of defective computers in a shipment, the number of updated 
files in a folder, the number of girls in a family, the number 
of e-mails with attachments, etc. 

• [Remark]  “Binomial” can be translated as “two numbers,” 
bi meaning “two” and nom meaning “a number,” thus 
reflecting the concept of binary outcomes.
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Examples of Binomial Distribution 

ଡୖզٔૣ
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Binomial Distribution 

[Wiki] Binomial pmf & cdf
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Binomial pmf and cdf

Examples of Binomial Distribution 

- 172 -



The cdf of Binomial RV in terms of Integral

Thus,

Taylor Expansion through Integration by Parts

1970ϗоۘقएо
(Sophia University)ࢿחݤ
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Binomial Histogram

Table of cdf: Not So Useful
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Statistics of Binomial Distributions 

Examples
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Example 3.17

+ P(buy advanced |Not CAL)P(Not CAL)

?

https://proofwiki.org/wiki/Expectation_of_Binomial_Dis
tribution

It is the last mathematics problem of the 1970 SNU entrance examination to 
derive the mean and the variance of a binomial distribution. Do you know who 
solved this problem perfectly through the following methods and got the first 
place in the 1970 SNU entrance examination?
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https://proofwiki.org/wiki/Variance_of_Binomial_Distri
bution 

http://www.math.ubc.ca/~feldman/m302/binomial.pdf
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Mean (New Method) 

Variance (New Method)

- 178 -



mgf of Binomial Distribution

[Wiki] Statistics for Binomial Distribution 
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3.4.3 Geometric Distribution 

• Again, consider a sequence of independent Bernoulli trials. 
Each trial results in a “success” or a “failure.”

Geometric RV 

• Geometric RVs can take any integer value from 1 to infinity, 
because one needs at least 1 trial to have the first success, 
and the number of trials needed is not limited by any specific 
number. (For example, there is no guarantee that among the 
first 10 coin tosses there will be at least one head.) 
• The only parameter is p, the probability of a “success.”
• Geometric pmf has the following form, which is the 

probability of (x − 1) failures followed by one success. 

• There is no number of combinations in this formula because 
only one outcome has the first success coming on the x-th
trial.
• This is the first time we see an unbounded RV, that is, with 

no upper bound.
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Geometric pmf and cdf

Geometric pmf and cdf
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[Wiki] Geometric pmf and cdf

Geometric RV 

•

•
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Algebraic-Geometric Sequence 

Mean and Variance of Geometric Distribution 
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https://math.stackexchange.com/questions/1299465/proo
f-variance-of-geometric-distribution

mgf, mean, and variance

mgf

1st moment (mean)

2nd moment

2nd Central moment (variance)
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Histogram of Geometric RV

Example 3.2 St. Petersburg Paradox 
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St. Petersburg Paradox 

St. Petersburg Paradox 
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վયʬ

վયʬʬ
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[Wiki] Statistics for Geometric Distribution 

㋂䄲䴿䛃㘥 ʺ(䦮侈) ۱ࢺ (অ:ਾҞ߂)

• ࠒ۴ࢽ 27ϗܕ߾Ο̛ɼएΟɾҋࢾ߾ٸ
˗ܽ۽۔  ,(䊺㱊㠺㹧䈆)Իܹۏջऑˁ̐ۏ࠲
չࢠܕ߾ࡏѸ߭216ࢿؿ˲ ,ֲЬ. 
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Musique du jour

• [Wiki] The Piano Sonata No. 14 in C-sharp minor, 
marked Quasi una fantasia, Op. 27, No. 2, is a piano 
sonata by Ludwig van Beethoven. It was completed in 1801 and 
dedicated in 1802 to his pupil, Countess Giulietta Guicciardi. The 
popular name Moonlight Sonata goes back to a critic's remark 
after Beethoven's death.

• Movement I. Adagio sostenuto: The adagio sostenuto has made 
a powerful impression on many listeners; for instance, Berlioz 
said of it that it “is one of those poems that human language does 
not know how to qualify”. Beethoven's student Carl Czerny called 
it “a nocturnal scene, in which a mournful ghostly voice sounds 
from the distance”. The movement was very popular in 
Beethoven's day, to the point of exasperating the composer 
himself, who remarked to Czerny, "Surely I've written better 
things.“ 

• Pianist Valentina Lisitsa
https://www.youtube.com/watch?v=Ea8oX-A8swk
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datalylab.com

• https://sites.google.com/view/cbsdataly/

3.4.4 Negative Binomial Distribution 

• When we studied Geometric distribution and St. Petersburg 
paradox in Section 3.4.3, we played a game until the first 
win. Now keep playing until we reach k wins. The number of 
games played is then Negative Binomial.

• In some sense, Negative Binomial distribution is opposite to 
Binomial distribution. Binomial variables count the number 
of successes in a fixed number of trials whereas Negative 
Binomial variables count the number of trials needed to see a 
fixed number of successes. Other than this, there is nothing 
“negative” about this distribution.(?)
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Negative Binomial Distribution 

Statistics of Negative Binomial Distribution
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Example 3.21. 

Negative Binomial and Binomial 
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[Wiki] Negative Binomial Distribution [Another Version]

• In probability theory and statistics, the negative binomial 
distribution is a discrete probability distribution that models the 
number of failures in a sequence of independent and identically 
distributed Bernoulli trials before a specified (nonrandom) number 
of successes (denoted r) occur. 

• For example, we can define rolling a 6 on a die as a success, and 
rolling any other number as a failure, and ask how many failed 
rolls will occur before we see the third success (r = 3). In such a 
case, the probability distribution of the number of non-6s that 
appear will be a negative binomial distribution.

• The Pascal distribution (after Blaise Pascal) and Polya distribution 
(for George Pólya) are special cases of the negative binomial 
distribution. A convention among engineers, climatologists, and 
others is to use “negative binomial” or “Pascal” for the case of an 
integer-valued stopping-time parameter r, and use “Polya” for the 
real valued case. 

Negative Binomial Distribution

• The term “negative binomial” is likely due to the fact that a 
certain binomial coefficient that appears in the formula for 
the pmf of the distribution can be written more simply with 
negative numbers.

• (Def) Suppose there is a sequence of independent Bernoulli 
trials. Thus, each trial has two potential outcomes called 
"success" and "failure". In each trial the probability of 
success is p and of failure is (1 − p). We are observing this 
sequence until a predefined number r of successes have 
occurred. Then the random number of failures we have seen, 
X, will have the negative binomial (or Pascal) distribution: 
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Success and Failure 

• When applied to real-world problems, outcomes of success 
and failure may or may not be outcomes we ordinarily view 
as good and bad, respectively. 

Suppose we used the negative binomial distribution to model 
the number of days a certain machine works before it breaks 
down. In this case “failure” would be the result on a day 
when the machine worked properly, whereas a breakdown 
would be a “success.”

If we used the negative binomial distribution to model the 
number of goal attempts an athlete makes before scoring r
goals, though, then each unsuccessful attempt would be a 
“failure”, and scoring a goal would be “success.” 

If we are tossing a coin, then the negative binomial 
distribution can give the number of tails (“failures”) we are 
likely to encounter before we encounter  r heads 
(“successes”). 

pmf

(combination w/ replacement)
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Negative Binomial pmf

• To understand the above definition of the pmf, note that the 
probability for every specific sequence of r successes and k
failures is                      because the outcomes of the k + r 
trials are supposed to happen independently. Since the r-th
success always comes last, it remains to choose the k trials 
with failures out of the remaining k + r − 1 trials. The above 
binomial coefficient, due to its combinatorial interpretation, 
gives precisely the number of all these sequences of length   
k + r − 1.

Negative Binomial pmf and cdf
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[Wiki] Negative Binomial pmf
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Mean, Variance, and mgf of Negative Binomial

• Let                            be iid geometric RV’s with
Then 

•

•

•

Variance and mgf of Negative Binomial

•

•
•
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Histogram of Negative Binomial RN's 

Relation to the Binomial Theorem

• Suppose Y is a random variable with a binomial distribution 
with parameters n and p. Assume p + q = 1, with p, q ≥ 0, 
then
• Using Newton's binomial theorem, this can equally be 

written as: 

• In this case, the binomial coefficient is defined when n is a 
real number, instead of just a positive integer as 
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Relation to the Binomial Theorem (Continued)

• Now suppose r > 0 and we use a negative exponent:

• Then all of the terms are positive, and the term                              
is just the probability that the number of failures before the 
r-th success is equal to k, provided r is an integer. 
• If r is a negative non-integer, so that the exponent is a 

positive non-integer, then some of the terms in the sum 
above are negative, so we do NOT have a probability 
distribution on the set of all nonnegative integers. 
• Now we also allow non-integer values of r. Then we have a 

proper negative binomial distribution, which coincides with 
the Pascal distribution when r happens to be a positive 
integer. 

Negative Binomial and Pochhammer symbol 

• G. B. Arfken. H.J. Weber, and F. E. Harris (2012) Methods 
for Physicists: A Comprehensive Guide (7th Edition). P.35. 
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Negative Binomial and Pochhammer symbol 

[Wiki] Statistics of Negative Binomial Distribution 
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3.4.5 Poisson Distribution 

• The next distribution is related to a concept of rare events, or 
Poissonian events. Essentially it means that two such events 
are extremely unlikely to occur simultaneously or within a 
very short period of time. 
• Arrivals of jobs, telephone calls, e-mail messages, traffic 

accidents, network blackouts, virus attacks, errors in 
software, floods, and earthquakes are examples of rare 
events. The rigorous definition of rare events is given in 
Section 6.3.2.

• This distribution bears the name of a famous French 
mathematician Simeon-Denis Poisson (1781–1840).

The pmf of Poisson RV

• The pmf of Poisson RV is

• Here,      is the average number of events.  
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Poisson pmf and cdf with 
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[Wiki] Poisson pdf & cdf

Statistics of Poisson Distribution 
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mgf of Poisson RV

• The mgf is

• Mean

• Variance

Histogram of Poisson RV
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Example 3.22; New accounts

Example: Hospital Births 
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Hospital Births 

Example: Disease incidence
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Derivation of Poisson Distribution (MIT) 

http://web.mit.edu/urban_or_book/www//book/chapter2/2.12.1.html
There are four postulates associated with the Poisson process: First 
we state them informally, then mathematically: 
1. The probability that at least one Poisson arrival occurs in a small 

time period   is “approximately”           Here      is called the 
arrival-rate parameter of the process. In applications, a 
numerical value for       is found by measurement. Examples 
might be               fire alarms per hour, or               cars per hour 
passing through a tunnel,  or                unscheduled requests per 
day for a particular social service. 

2. The number of Poisson-type arrivals happening in any pre-
specified time interval of fixed length is not dependent on the 
“starting time” of the interval or on the total number of Poisson 
arrivals recorded prior to the interval. For instance, if water-
main breakdowns occur as a Poisson process, the number of 
breakdowns occurring in a particular day does not depend on the 
day being the tenth day of the month versus, say, the twentieth 
day of the month; nor does it depend on the number of 
breakdowns that occurred on the previous day or in the previous 
week. 

MIT (Continued)

3. The numbers of arrivals happening in disjoint time intervals are 
mutually independent RVs. Referring again to water-main 
breakdowns, say that we were interested in the number of 
breakdowns on September 28; this assumption would imply that 
knowledge (even partial knowledge) of the numbers of 
breakdowns on any days or combination of days other than 
September 28 would tell us nothing about the number of 
breakdowns on the 28th.

4. Given that one Poisson arrival occurs at a particular time, the 
conditional probability that another occurs at exactly the same 
time is zero. Thus, two or more arrivals cannot occur 
simultaneously. This may or may not be a good model for water-
main breakdowns, but it certainly is not valid for the number of 
persons injured in auto accidents; given that an auto accident 
occurs at a particular time, it is an unfortunate fact that two or 
more persons may be injured at once.
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MIT (Continued)

These same four postulates can be stated mathematically more 
precisely:
1. The probability that at least one Poisson arrival occurs in a 

time period of duration    is                                  where           
is  a generic expression for a term or collection of terms 
that “goes to zero faster than       as    goes to zero” (for any 
constant k). Refer to ̖˓ଝ VII, p. 3.

2. Let           be the total number of Poisson arrivals occurring 
in the interval [0, t]. We assume that N(0) = 0. For the 
interval               the number                            of Poisson-
type arrivals  is dependent only on               and not on        
nor 

3. Suppose that                                     the numbers of arrivals 
occurring in disjoint time intervals                                                                        

are mutually independent.            

MIT (Continued)

4. The probability that two or more Poisson arrivals occur in 
a time interval     of length is           

Given postulates 1-4, we now wish to prove the fundamental 
result for a Poisson process: that the number of Poisson 
arrivals occurring in a time interval of length t is Poisson-
distributed with mean

Armed with this result, we can derive all the other interesting 
properties of a Poisson process.
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MIT (continued).   Proof of (2.54) 

• Let               denote the probability that exactly m arrivals 
occur in time
• We consider the time interval [0, t] and expand it by an 

amount as shown in Figure 2.12. We are interested in the 
probability that exactly m + 1 Poisson arrivals have occurred 
by time              As shown in Figure 2.12, this event could 
occur with m + 1 arrivals occurring in [0, t] and no arrivals 
in                 or m arrivals in [0, t] and 1 arrival                  
and so on. Invoking independence of non-overlapping 
intervals (postulate 3) and dependence only on time 
differences (posturate 2), we can write for m = 1,2, … , 

MIT (continued).   Proof of (2.54) 
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MIT (continued).   Proof of (2.54)  (Continued)

• Letting     become small, say                 we have, by 
postulates 1 and 4,  

• Thus, 

• Letting                  we obtain the differential equation

MIT (continued).   Proof of (2.54)  (Continued)

• This equation makes sense intuitively: it states that the time 
rate of change of the probability of exactly m + 1 arrivals by 
time t is equal to the probability of exactly m arrivals in time 
t multiplied by the rate at which a "transition occurs" from m
to m + 1 arrivals, minus the probability of already having m 
+ 1 arrivals by t multiplied by the rate at which a transition 
occurs from m + 1 to m + 2 arrivals; the conditional 
transition rate in each case is   
• Similar logic can be used to develop sets of coupled 

differential equations for more complicated processes, say 
where      is dependent on the number of previous arrivals or 
perhaps where arrivals can “depart,” as in queueing systems.
• These ideas are expanded further in the discussion of "birth" 

processes and “birthand-death” processes. 
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MIT (continued).   Proof of (2.54)  (Continued)

• While (2.55) holds for m = 1, 2, . . ., we also require an 
equation for m = 0. In a manner similar to the derivation 
above, we obtain

• The intuitive interpretation here is directly analogous to that 
of (2.55). The solution to (2.56) is clearly

• Here,          is determined by the initial condition  
• Then, by substitution into (2.55), one proves by induction 

that 

• This completes the proof.

3.4.5 Poisson Distribution 
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3.4.6 Poisson Approximation of Binomial Distribution

• Poisson distribution can be effectively used to approximate 
Binomial probabilities when the number of trials n is large, 
and the probability of success p is small. 
• Such an approximation is adequate, say, for n ≥ 30        and   

p ≤ 0.05, and it becomes more accurate for larger n. 
(Ex 3.23) [New accounts, continued] Indeed, the situation in 
Example 3.22 can be viewed as a sequence of Bernoulli trials. 
Suppose there are n = 400,000 potential internet users in the 
area, and on any specific day, each of them opens a new 
account with probability p = 0.000025. We see that the number 
of new accounts is the number of successes, hence a Binomial 
model with expectation E(X) = np = 10 is possible. However, 
a distribution with such extreme n and p is unlikely to be 
found in any table, and computing its pmf by hand is tedious. 
Instead, one can use Poisson distribution with the same 
expectation λ = 10. 

Poisson Approximation to Binomial

- 216 -



Poisson Approximation to Binomial

Example 3.24

• There is a great variety of applications involving a large 
number of trials with a small probability of success. If the 
trials are not independent, the number of successes is not 
Binomial, in general. However, if dependence is weak, the 
use of Poisson approximation in such problems can still 
produce remarkably accurate results.    
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Example 3.25

https://en.wikipedia.org/wiki/Poisson_limit_theorem
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https://en.wikipedia.org/wiki/Poisson_limit_theorem

Example 
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Example of Poisson Approximation

Example of Poisson Approximation (Continued)
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Poisson Approximation vs CLT

• The introduced method can only be applied to very small  p
and very large values of  n. 
• For moderate p  (0.05 ≤ p ≤ 0.95), the Poisson approximation 

may not be accurate. These cases are covered by the Central 
Limit Theorem (CLT).

Summary and Conclusion

• Discrete RV’s can take a finite or countable number of isolated 
values with different probabilities. Collection of all such 
probabilities is a distribution, which describes the behavior of an 
RV. Random vectors are sets of random variables; their behavior is 
described by the joint distribution. Marginal probabilities can be 
computed from the joint distribution by the Addition Rule. 

• The average value of an RV is its expectation. Variability around 
the expectation is measured by the variance and the standard 
deviation. Covariance and correlation measure association of two 
random variables. For any distribution, probabilities of large 
deviations can be bounded by Chebyshev’s inequality, using only 
the expectation and variance. 

• Different phenomena can often be described by the same 
probabilistic model, or a family of distributions. The most 
commonly used discrete families are Binomial, including 
Bernoulli, Negative Binomial, including Geometric, and Poisson. 
Each family of distributions is used for a certain general type of 
situations; it has its parameters and a clear formula and/or a table 
for computing probabilities. These families are summarized in 
Section A.2.1. 
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Water Lilies by Claude Monet (1883-1926) 

• https://commons.wikimedia.org/wiki/File:Claude_Monet_-
_Water_Lilies,_1917-1919.JPG
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Continuous	Random	Variables
Part	1
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Probability and Statistics 
for Data Sciences  

08. Continuous Random Variables 
Part 1

ByoungSeon Choi
Graduate School of Data Science, SNU

Musique du jour

We are programmed to receive 
You can check out any time you like 

But you can never leave! 
From Hotel California by Eagles

https://www.youtube.com/watch?v=cNVmxS_ilgU
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THE HOTEL CALIFORNIA EFFECT?

• Increasingly, social networks are becoming Hotel Californias
— closed systems where you can check out, but you can 
never leave. 
• Snapchat doesn’t lead outside the network, Instagram barely 

does and Facebook is making every effort to keep users from 
heading outside of its walled garden. More alarmingly, 
Twitter users are increasingly hesitant to click on links — the 
behavior is mirroring the platform shifts. 
• The implications for marketers are enormous: Brands will 

need to optimize for on-platform success and conversation, 
and minimize CTAs and clickthroughs.”
• CTA = Call To Action 

• http://www.sbnmktg.com/the-hotel-california-effect/

datalylab.com

• https://sites.google.com/view/cbsdataly/
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Chap 4. Continuous Distributions

4.1 Probability density
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cdf

• For all RVS, the probability mass function (pmf) is always 
equal to zero, P(x) = 0 for all x. As a result, the pmf does not 
carry any information about an RV. Rather, we can use the 
cumulative distribution function (cdf) F(x). In the continuous 
case, it equals

• In both continuous and discrete cases, the cdf F(x) is a non-
decreasing function that ranges from 0 to 1. Recall from 
Chapter 3 that in the discrete case, the graph of F(x) has 
jumps of magnitude P(x). For continuous distributions, P(x) 
= 0, which means no jumps. The cdf in this case is a 
continuous function.
• Assume, additionally, that F(x) has a derivative. This is the 

case for all commonly used continuous distributions, but in 
general, it is not guaranteed by continuity and monotonicity 
(the famous Cantor function is a counterexample).

Cantor Set

• In mathematics, the Cantor set is a set of points lying on a 
single line segment that has a number of remarkable and 
deep properties. 
• It was discovered in 1874 by Henry John Stephen Smith and 

introduced by German mathematician Georg Cantor in 1883.

• The total length removed is 
• Thus, the Cantor set is uncountable, but its measure is 0.
• (Ref) Ѱۘࠒࠉ˕ଡ͉ؑࡉЕ Lebesgueחٗࢶ p. 90
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Cantor Dust

• (Ref) Ѱۘࠒࠉ˕ଡ͉ؑࡉЕ Lebesgueחٗࢶ p. 91

Devil’s Staircase (Cantor-Vitali Function)
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Probability Density Function (pdf)

• Then, F(x) is an antiderivative of a density. By the 
Fundamental Theorem of Calculus, the integral of a density 
from a to b equals to the difference of antiderivatives, i.e.,

• Clearly, 
•

Integration and cdf

• Thus, probabilities can be calculated by integrating a density 
over the given sets. Furthermore, the integral                 
equals the area below the density curve between the points a
and b. Therefore, geometrically, probabilities are represented 
by areas (Figure 4.1). 
• Substituting a = −∞ and b = +∞, we obtain
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Example 4.1

Example 4.1 (continued)
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Analogy

• The role of a pdf for continuous distributions is very similar 
to the role of the pmf for discrete distributions. Most vital 
concepts can be translated from the discrete case to the 
continuous case by replacing pmf P(x) with pdf f(x) and 
integrating instead of summing, as in Table 4.1. 

Joint and Marginal Densities

• Similarly to the discrete case, a marginal density of X or Y can be 
obtained by integrating out the other variable. 

• Variables X and Y are independent if their joint density factors into 
the product of marginal densities. 

• Probabilities about X and Y can be computed by integrating the 
joint density over the corresponding set of vector values           
This is also analogous to the discrete case; see Table 4.2. 

• These concepts are directly extended to three or more variables.    
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Analogy

Expectation and Variance

• Continuing our analogy with the discrete case, expectation of 
a continuous variable is also defined as a center of gravity, 

• If the entire region below the density curve is cut from a 
piece of wood, then it will be balanced at a point with 
coordinate E(X), as shown in Figure 4.3.
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Variance, SD, Covariance, Correlation

• Variance, standard deviation, covariance, and correlation of 
continuous variables are defined similarly to the discrete 
case, see Table 4.3. All the properties of the discrete 
distributions extend to the continuous distributions. In 
calculations, don’t forget to replace a pmf with a pdf, and a 
summation with an integral.

Example 4.2
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Mean and Variance

[Wiki] Conjugate Priors for Discrete Distributions
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[Wiki] Conjugate Priors for Continuous Distributions (1)

[Wiki] Conjugate Priors for Continuous Distributions (2)
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[Wiki] Conjugate Priors for Continuous Distributions (3)

[Wiki] Conjugate Priors for Continuous Distributions (4)
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4.2 Families of Continuous Distributions

4.2.1 Uniform Distribution

• Uniform distribution is used in any situation when a value is 
picked “at random” from a given interval; that is, without 
any preference to lower, higher, or medium values. 
• For example, locations of errors in a program, birthdays 

throughout a year, and many continuous random variables 
modulo 1, modulo 0.1, 0.01, etc., are uniformly distributed 
over their corresponding intervals.
• Uniform distribution plays a unique role in stochastic 

modeling. An RV with any thinkable distribution can be 
generated from a Uniform random variable. Many computer 
languages and software are equipped with a random number 
generator that produces Uniform random variables. Users 
can convert them into variables with desired distributions 
and use for computer simulation of various events and 
processes. 
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Uniform pdf and cdf

• To give equal preference to all values, the Uniform 
distribution has a constant density (Figure 4.4). On the 
interval (a, b), its pdf equals

• It should be noted that  |b − a| has to be a finite number. 
There does not exist a Uniform distribution on the entire real 
line. In other words, if you are asked to choose a random 
number from (−∞, +∞), you cannot do it uniformly.
• Its cumulative distribution function (cdf) is 
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The Uniform Property

• For any              and                          the probability is 
independent of                                           is independent of t. 
• This is the Uniform property: the probability is only 

determined by the length of the interval, but not by its 
location. 

Standard Uniform Distribution
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Expectation and Variance

Center of Gravity

• The expectation is precisely the middle of the interval [a, b]. 
Giving no preference to left or right sides, this agrees with 
the Uniform property and with the physical meaning of E(X)
as a center of gravity
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Histogram of Uniform RV

4.2.2 Exponential Distribution

• Exponential distribution is often used to model time: waiting 
time, inter-arrival time, hardware lifetime, failure time, time 
between telephone calls, etc. 
• As we shall see below, in a sequence of rare events, when 

the number of events is Poisson, the time between events is 
Exponential. 
• Exponential distribution has pdf, cdf, mean, and variance;
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General Formula for Exponential pdf

Exponential pdf & cdf
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Time and Frequency

• The quantity λ is a parameter of Exponential distribution, 
and its meaning is clear from E(X)=1/λ. 
• If X is time, measured in minutes, then λ is a frequency, 

measured in 1/min. 
• For example, if arrivals occur every half a minute, on the 

average, then E(X)=0.5 and λ = 2, saying that they occur 
with a frequency (arrival rate) of 2 arrivals per minute.
• This λ has the same meaning as the parameter of Poisson 

distribution. (We will discuss it later.)

Histogram of Exponential Random Numbers
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Relationship between Exponential and Poisson

Relationship between Exponential and Poisson

• There is an very important relationship between the Poisson 
and Exponential distributions.
• If you expect events on average for each unit of time, then 

the average waiting time between events is exponentially 
distributed, with parameter     (thus average wait time is       ), 
and the number of events counted in each unit of time is 
Poisson distributed with parameter 
• The exponential distribution describes the time between 

events in a Poisson process.
• For instance, assume that      babies are on average born in a 

hospital each day, with underlying stochasticity described by 
the Poisson distribution.
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Poisson and Exponential

Times between Rare Events are Exponential

• What makes Exponential distribution a good model for inter-
arrival times? Apparently, this is not only experimental, but 
also a mathematical fact. 
• Consider the sequence of rare events, where the number of 

occurrences during time t has Poisson distribution with a 
parameter proportional to t. We call it the Poisson process.

• Event “the time T until the next event is greater than t” can 
be rephrased as “zero events occur by the time t,” and further, 
as “X = 0,” where X is the number of events during the time 
interval [0, t]. This X has Poisson distribution with 
parameter λt. It equals 0 with probability 
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Example

Memoryless Property
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Memoryless Property

•

• Is it reasonable to model the longevity of a mechanical 
device using exponential distribution?
• For example, if the device has lasted nine years already, then 

memoryless means the probability that it will last another 
three years (so, a total of 12 years) is exactly the same as that 
of a brand-new machine lasting for the next three years.
• Does this equation look reasonable to you?
• For me, it doesn’t. Based on my experience, the older the 

device is, the more likely it is to break down. To model this 
property - increasing hazard rate - we can use, for example, a 
Weibull distribution. 

Memoryless Property

• Then, when is it appropriate to use exponential distribution?
• Car accidents. It doesn’t increase or decrease your chance of 

a car accident if no one has hit you in the past five hours. 
This is why λ is often called a hazard rate.
• Who else has memoryless property?
• The is the only continuous 

distribution that is memoryless (or with a constant failure 
rate). , its discrete counterpart, is the 
only discrete distribution that is memoryless.
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Statistics of Exponential

4.2.a  Gamma Function and Beta Function
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Gamma Function

Definition of Gamma Function
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Generalization of Factorial

Some Properties of Gamma Function

Stirling’s Formula
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Prove                        Using Polar Coordinates

Prove of                        Using Stirling’s Formula
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Prove of                         Using Beta Function

We know 

Prove of                         Using Reflection Formula

Since we can show using Euler’s reflection formula
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Prove                          using duplication formula

Consider Legendre’s duplication formula

Beta Function
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Proof of 

We know that 

4.2.3 Gamma Distribution

• When a certain procedure consists of α independent steps, 
and each step takes Exponential(λ) amount of time, then the 
total time has Gamma distribution with parameters α and λ.
• Gamma distribution can be widely used for the total time of 

a multistage scheme, for example, related to downloading or 
installing a number of files. 
• In a process of rare events, with Exponential times between 

any two consecutive events, the time of the α-th event has 
Gamma distribution because it consists of α independent 
Exponential times.
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Gamma as a Sum of Exponentials

• A gamma-distributed RV with shape parameter k and scale 
parameter θ may arise as a sum of k exponentially distributed 
RVs with mean equal to θ . 

Applications

• Having two parameters, the Gamma distribution family 
offers a variety of models for positive RV’s. 
• Besides the case when a Gamma variable represents a sum 

of independent variables, Gamma distribution is often used 
for the amount of money being paid, amount of a commodity 
being used (gas, electricity, etc.), a loss incurred by some 
accident, etc.
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http://wiki.stat.ucla.edu/socr/index.php/AP_Statistics_C
urriculum_2007_Gamma

• The gamma distribution can be used a range of disciplines 
including queuing models, climatology, and financial 
services. 
• Examples distribution include:
The amount of rainfall accumulated in a reservoir
The size of loan defaults or aggregate insurance claims
The flow of items through manufacturing and distribution 

processes 
The load on web servers
The many and varied forms of telecom exchange
• The gamma distribution is also used to model errors in a 

multi-level Poisson regression model, because the 
combination of a Poisson distribution and a gamma
distribution is a negative binomial distribution. 

Definition of Gamma Distribution

• Gamma distribution has a density 

• With certain techniques, this density can be mathematically 
derived for integer α by representing a Gamma variable X as 
a sum of Exponential variables each having a density (4.1). 
• In fact, α can take any positive value, not necessarily integer. 

With different α, the Gamma density takes different shapes 
(Figure 4.5). For this reason, α is called a shape parameter.

• Also,     is called a rate parameter, and           is called a scale 
parameter. 

- 257 -



In Python
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pdf and cdf

cdf & Moments

• cdf

• This expression, related to a so-called incomplete Gamma 
function, does not simplify, and thus, computing 
probabilities is not always trivial. 
• Since

• Substituting α + 1 and α + 2 in place of α, we get 
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Variance

Example 4.7 (Total compilation time)

Compilation of a computer program consists of 3 blocks that 
are processed sequentially, one after another. Each block takes 
Exponential time with the mean of 5 minutes, independently of 
other blocks. 
(a) Compute the expectation and variance of the total 

compilation time. 
(b) Compute the probability for the entire program to be 

compiled in less than 12 minutes

[Solution] The total time T is a sum of three independent 
Exponential times, therefore, it has Gamma distribution with α 
= 3. The frequency parameter λ equals                   because the 
Exponential compilation time of each block has expectation 
1/λ = 5 min.
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Solution of Example 4.7

Histogram of Gamma RV
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Gamma-Poisson Formula

• Computation of Gamma probabilities can be significantly 
simplified by thinking of a Gamma variable as the time 
between some rare events. In particular, one can avoid 
lengthy integration by parts, as in Example 4.7, and use 
Poisson distribution instead.
• Indeed, let T be a Gamma variable with an integer parameter 
α and some positive λ. This is a distribution of the time of 
the α-th rare event. Then, the event {T >t} means that the α-
th rare event occurs after the moment t, and therefore, fewer 
than α rare events occur before the time t, i.e.,                        
where X is the number of events that occur before the time t. 
• This number of rare events X has Poisson distribution with 

parameter λt ; therefore, the probabilities

can be computed using the Poisson distribution of X.

Gamma-Poisson Formula (continued)
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Example of Gamma-Poisson Formula 

Statistics of Gamma RV

- 263 -



4.2.b Incomplete Gamma Function

Definitions

• The upper and lower incomplete gamma functions are types 
of special functions which arise as solutions to various 
mathematical problems such as certain integrals.

• Recursive relations
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Regularized Gamma functions and Poisson RV’s

The Starry Night  @ MoMA at NYC 

• Vincent van Gogh (Dutch, 1853-1890)
• https://www.moma.org/learn/moma_learning/vincent-van-

gogh-the-starry-night-1889/
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ByoungSeon Choi
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Musique du jour 

The “Air” is the second movement in Johann Sebastian 
Bach's Orchestral Suite No. 3 in D major, BWV 1068.

J.S. Bach: Suite No.3 In D, BWV 1068 - 2. Air ·  David Bell 
·  Berliner Philharmoniker · Herbert von Karajan

https://www.youtube.com/watch?v=N_MUOWTvVUQ

“Air on the G String” is August Wilhelmj's arrangement.
 Air On The G String, J. S. Bach - Anastasiya Petryshak
https://www.youtube.com/watch?v=CLk8OILr72U
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datalylab.com

• https://sites.google.com/view/cbsdataly/

Subsection 4.2.3 
Normal Distribution
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Normal (or Gaussian) Distribution

• Normal (or Gaussian) distribution plays a vital role in 
Probability and Statistics, mostly because of the Central 
Limit Theorem.

• According to the CLT,  averages often have approximately 
Normal distribution. 

• Due to this fact, various fluctuations and measurement errors 
that consist of accumulated number of small terms appear 
normally distributed.

• Besides sums, averages, and errors, Normal distribution is 
often found to be a good model for physical variables like 
weight, height, temperature, voltage, pollution level, and for 
instance, household incomes or student grades.

Definition of Normal Distribution 

• Normal distribution has a density

• Here parameters μ and σ have a simple meaning of the 
expectation E(X) and the standard deviation Std(X). 

• This density is known as the bell-shaped curve, symmetric 
and centered at μ, its spread being controlled by σ. 

• Changing μ shifts the curve to the left or to the right without 
affecting its shape, while changing σ makes it more 
concentrated or more flat. Often μ and σ are called location 
and scale parameters.
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Normal pdf’s

The Bell Curve: Intelligence and Class Structure in 
American Life (1994) by Herrnstein & Murray

• The book was and remains highly controversial, especially 
where the authors discussed purported connections 
between race and intelligence and suggested policy 
implications based on these purported connections. Shortly 
after its publication, many people rallied both in criticism 
and in defense of the book. A number of critical texts were 
written in response to it.
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Mark Kac; A Biographical Memoir by H.P. McKean, p.218

Mark Kac, Statistical Independence in Probability 
Analysis and Number Theory 

It may be appropriate to quote a 
statement of Poincare, who said 
(partly in jest no doubt) that 
there must be something mysterious 
about the normal law since 
mathematicians think it is a law of 
nature whereas physicists are 
convinced that it is a mathematical 
theorem.
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H.P. McKean obtained his PhD in 1955 from Princeton 
University under William Feller.

Mean and Normal Distribution

• The law of Normal errors
• CLT
• Maximum Entropy dist subject to only mean and variance
• Keynes: A proper dist to use Sample Mean as a 

representative value(ODE)
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Per Capita Income

• Per capita income or average income or income per person 
is a measure of mean income within an economic aggregate, 
such as a country or city. It is calculated by taking a measure 
of all sources of income in the aggregate (such as GDP or 
Gross National Income) and dividing it by the total 
population. It does not attempt to reflect the distribution of 
income or wealth. [Wikipedia]

Do I? or Can My Boyfriend?

•Do (Will, Can) I, my boyfriend, my 
girlfriend, my husband, or my wife 
earn per capita income for my family? 

- 275 -



Log-Normal Random Numbers
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AM and GM and 

The Theil Index

• Definition

• Varies between 0 (total equality) and 1 (total inequality). 
The higher the index, the more unequal the distribution of 
expenditure (or income).
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https://geog.ucsb.edu/torture-numbers-and-they-will-
confess-to-anything/

• Well, what if I told you that back in the mid-1980’s at the 
University of North Carolina, the average starting salary of 
geography students was well over $100,000? Knowing that, 
would you have considered making a career change?

• But what if I also told you that the basketball great Michael 
Jordan—formerly the world’s highest paid athlete—
graduated from UNC with a degree in geography? Now do 
you believe me?

• Maybe the mean isn’t always a slam dunk.
• In the case of Michael Jordan and fellow UNC geography 

graduates, the average is not a good representation of the 
true center of the data. Jordan’s earnings from his athletic 
career raises the ‘average’ salary for geography graduates in 
a way that doesn’t accurately convey what graduates are 
likely to earn.

J.M. Keyens, A Treatise of Probability pp. 197-8
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Normal Distribution as Maximum Entropy

• Entropy underlies a core theory for selecting probability 
distributions. 

• Thomas Jaynes argues that the maxent distribution is 
“uniquely determined as the one which is maximally 
noncommittal with regard to missing information, in that it 
agrees with what is known, but expresses maximum 
uncertainty with respect to all other matters”. 

• Therefore, this is the most principled choice.
• The normal distribution is therefore the maximum entropy 

distribution for a distribution with known mean and variance. 
Yet another reason that Gaussians are so ubiquitous.

• Need calculus of variation to prove this property
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Maximum Entropy

Derivation of the Maximum Entropy Distribution
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Mean of Normal RV

Variance of Normal RV
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Statistics of Normal Distribution

Standard Normal Distribution
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Standard Normal pdf & cdf

The pdf & cdf of Normal Distribution
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Standard Normal Distribution

Standardization of Normal Distribution
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Example 4.10 (A Direct Problem)

Example 4.11 (A Direct Problem)
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Example 4.12 (Inverse Problem)

.

Sum of Two Independent Normal RV’s

• Let X and Y be independent RV’s that are normally 
distributed. Then their sum is also normally distributed. 

• If                                                                                               
then

• In order for this result to hold, the assumption that X and Y
are independent cannot be dropped, although it can be 
weakened to the assumption that X and Y are jointly, rather 
than separately, normally distributed.

• The result about the mean holds in all cases, while the result 
for the variance requires uncorrelatedness, but not 
independence. 
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Proof Using Characteristic Function

Proof Using the Convolution Theorem
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Proof Using Convolutions (Continued)

Proof Using Convolutions
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Linear Combination of RV’s (Continued)

A Counterexample

• Any linear combination of normally distributed random 
variables are normally distributed, even if they are not 
independent?

• The answer is ‘No’.
• Let X be a standard normal RV, and Y= SX with S, where S

is independent of X, and                                                 Then,

• However,  X+Y is not a normal RV, because
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Linear Combination of RV’s

CLT

• The Central Limit Theorem describes, however, how in most 
contexts, the distribution of large enough amounts of data 
will eventually follow the normal distribution – or more 
familiarly for the reader, a ‘bell curve’. 

• This is a step, further than the Law of Large Numbers, 
giving an insight into the actual behavior of the sample as it 
gets larger, not just the eventual average. 

• As the normal distribution is well understood by 
mathematicians, it is very useful for approximating 
distributions that would be harder to compute properties for. 

• We can see this visually through simulation and 
standardizing each sum, displaying the results in a histogram
– the standard normal distribution curve is placed on top of 
each simulation to show the inevitable convergence to the 
normal distribution as the number of dice gets larger.
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Example 4.13

Histogram and CLT
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Example 4.14

Converge in Distribution
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Continuity Theorem

• This statement of convergence in distribution is needed to 
help prove the following theorem.

Example of Convergence in Distribution
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Example of Convergence in Distribution (Continued)

Example of Convergence in Distribution (Continued)

- 294 -



Example of Convergence in Distribution (Continued)

Theorem 1 (Central Limit Theorem)
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Proof of the CLT

Proof of the CLT (Continued)
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Proof of the CLT (Continued)

• The CLT holds for distributions such as the log normal, even 
though it doesn’t have an mgf.

CLT

• This CLT is very powerful, because it can be applied to  
RV’s                       having virtually any thinkable 
distribution with finite expectation and variance. 

• As long as n is large (the rule of thumb is n > 30), one can 
use Normal distribution to compute probabilities about 

• Theorem 1 is only one basic version of the CLT. Over the 
last two centuries, it has been extended to large classes of 
dependent variables and vectors, stochastic processes, and so 
on.
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Lindberg-Levy CLT  (ˀבیԺ p. 448)

Lindberg-Feller CLT   (ˀבیԺ p. 449)
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Liapunov CLT

How many observations do we need?

• However, the CLT is often misunderstood as it is applied in 
situations where the conditions may not be successfully met. 

• For example, it cannot be applied to the Cauchy distribution
– where it can be shown that the sum of Cauchy variables 
will always follow the same distribution and will never 
become normally distributed.
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Sum of Cauchy RV’s using Convolution

Sum of Cauchy RV’s using Characteristic Function

• Using a contour integral, the characteristic function of the 
Cahchy RV is

- 300 -



How many observations do we need? (Continued)

• How many observations will be required for the CLT? Many 
textbooks and websites provide the answer as “Thirty”.  But, 
this is very unsatisfying.

• This question can be answered by the Berry-Esseen Theorem
which gives an upper bound on the maximum difference 
between the two distributions.

Berry-Esseen Theorem  (ˀבیԺ p. 450)
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Sum of RV’s and CLT

Normal approximation to Binomial distribution
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Which n and p?

• A rule of thumb is that is ok to use the normal approximation 
when np ≥ 5 and n(1 − p) ≥ 5 (expect at least 5 successes 
and 5 failures). 

• Other books sometimes suggest other values, with the most 
popular alternative being 10. 

Several Choices of Parameters

- 303 -



Several Choices of Parameters

Continuity Correction to the Binomial Approximation
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Continuity Correction (Continued)

Continuity Correction (Continued)

• While this does give a better answer for many problems, 
normally I recommend ignoring it. 

• If the correction makes a difference, you probably want to be 
doing an exact probability calculation instead.

• When will the CLT work better? 
Big n
Distribution of         close to normal. 
When         is roughly symmetric. As we observed with the 

binomial examples, the closer p was to 0.5, thus closer to 
symmetry, the better the approximation works. The more 
skewness there is in the distribution of the observations, the 
bigger n needs to be. 
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Glivenko-Cantelli Theorem

Glivenko-Cantelli Theorem for Triangle Distribution
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Section 4.a Beta Distribution

Beta pdf
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Several Beta pdf’s

Beta cdf
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Several Beta cdf’s

Beta pdf & cdf
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Mean of Beta RV

Recurrence for Expectations
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Variance of Beta RV

Histogram of Beta Random Numbers
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Moments of Beta RV

Statistics of Beta RV
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Quetelet and Edgeworth

The Persistence of Memory (1931) @MoMA, NYC

• Salvador Dali (Spanish, 1904-1989)
• https://www.moma.org/collection/works/79018
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Chapter	10

Computer	Simulations	and
Monte	Carlo	Methods	
Part	1
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Probability and Statistics 
for Data Sciences  

10. Computer Simulations
and Monte Carlo Methods 

Part 1

ByoungSeon Choi
Graduate School of Data Science, SNU

Musique du jour

Massenet: Thaïs: Méditation
Violin: Itzhak Perlman
Abbey Road Ensemble

Conductor: Lawrence Foster

https://www.youtube.com/watch?v=718UdiQh0CQ
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datalylab.com

• https://sites.google.com/view/cbsdataly/

Chapter 5
Computer Simulations
and Monte Carlo Methods
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5.0 Law of Large Numbers

LLN and CLT in Statistics as well as Insurance
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Law of Large Numbers

• Monte Carlo methods are mostly used for the computation of 
probabilities, expected values, and other distribution 
characteristics. 
• Recall that probability can be defined as a long-run 

proportion. With the help of random number generators, 
computers can actually simulate a long run. 
• Probability can be estimated by a mere computation of the 

associated observed frequency. 
• The longer run is simulated, the more accurate result is 

obtained. 
• Similarly, one can estimate expectations, variances, and 

other distribution characteristics from a long run of 
simulated random variables (through Law of Large 
Numbers).

[Wiki] Law of Large Numbers

• In probability theory, the law of large numbers (LLN) is 
a theorem that describes the result of performing the same 
experiment a large number of times. 
• According to the law, the average of the results obtained 

from a large number of trials should be close to the expected 
value and will tend to become closer to the expected value as 
more trials are performed.
• The LLN is important because it guarantees stable long-term 

results for the averages of some random events.
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Weak LLN

Proof of WLLN
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Applications

• Let                      be i.i.d. RV’s. and            be a function such 
that                                and                                  Then,  

• Examples   

• So, we can use it for integration or summation.                                    

Kolmogorov’s Strong LLN
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Ergodic Theorem for Markov-Chain Monte-Carlo

5.1 Introduction
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Monte Carlo Methods

• Computer simulations refer to a regeneration of a process by 
writing a suitable computer program and observing its 
results. 
• Monte Carlo methods are those based on computer 

simulations involving random numbers.
• The main purpose of simulations is estimating such 

quantities whose direct computation is complicated, risky, 
consuming, expensive, or impossible. 
• For example, suppose a complex device or machine is to be 

built and launched. Before it happens, its performance is 
simulated, and this allows experts to evaluate its adequacy 
and associated risks carefully and safely. 
• For example, one surely prefers to evaluate reliability and 

safety of a new module of a space station by means of 
computer simulations rather than during the actual mission.

[Wiki] Naming Monte Carlo Method

• Stanisław Marcin Ulam (1909-1984) was a Polish-
American scientist in the fields of mathematics and nuclear 
physics. He participated in the Manhattan Project, originated 
the Teller–Ulam design of thermonuclear weapons, 
discovered the concept of the cellular automaton, invented 
the Monte Carlo method of computation, and 
suggested nuclear pulse propulsion. 
• Stanislaw Ulam had often mentioned his uncle, Michał Ulam, 

"who just had to go to Monte Carlo" to gamble, Metropolis 
dubbed the statistical approach "The Monte Carlo 
method". Metropolis and Ulam published the first 
unclassified paper on the Monte Carlo method in 1949.
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5.1.1 Applications and Examples

• Monte Carlo simulation appears simpler than any direct 
computation. 
• Instead of generating the actual devices, computer systems, 

networks, viruses, and so on, we only simulate the associated 
random variables. 
• For the study of probabilities and distributions, Monte Carlo 

simulation is entirely sufficient.

Example 5.1 (Forecasting)

• Given just a basic distribution model, it is often very difficult 
to make reasonably remote predictions. 
• Often a one-day development depends on the results 

obtained during all the previous days. Then prediction for 
tomorrow may be straightforward whereas computation of a 
one-month forecast is already problematic. 
• On the other hand, simulation of such a process can be easily 

performed day by day (or even minute by minute). 
• Based on present results, we simulate the next day. Now we 

“know it,” and thus, we can simulate the day after that, etc. 
For every time n, we simulate              based on already 
known                                  Controlling the length of this do-
loop, we obtain forecasts for the next days, weeks, or months. 
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Example 5.1 (Forecasting)

• Such simulations result in beautiful animated weather maps 
that meteorologists often show to us on TV news. They help 
predict future paths of storms and hurricanes as well as 
possibilities of flash floods. 
• Simulation of future failures reflects reliability of devices 

and systems. 
• Simulation of future stock and commodity prices plays a 

crucial role in finance, as it allows valuations of options and 
other financial deals.

Example 5.2 (Percolation)

• Consider a network of nodes. Some nodes are connected, say, 
with transmission lines, others are not (mathematicians 
would call such a network a graph). 
• A signal is sent from a certain node. Once a node k receives 

a signal, it sends it along each of its output lines with some 
probability        After a certain period of time, one desires to 
estimate the proportion of nodes that received a signal, the 
probability for a certain node to receive it, etc. 
• This general percolation model describes the way many 

phenomena may spread. 
• The role of a signal may be played by a computer virus

spreading from one computer to another, or by rumors
spreading among people, or by fire spreading through a 
forest, or by a disease spreading between residents.
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Example 5.2 (Percolation)

• Technically, simulation of such a network reduces to 
generating Bernoulli RVs with parameters        Line i
transmits if the corresponding generated variable                  
In the end, we simply count the number of nodes that got the 
signal, or verify whether the given node received it.

• [Wiki] In statistical physics and mathematics, percolation 
theory describes the behavior of a network when nodes or 
links are removed. This is a type of phase transition, since at 
a critical fraction of removal the network breaks into 
significantly smaller connected clusters.

Example 5.3 (Queuing)

• A queuing system is described by a number of RV’s. It involves 
spontaneous arrivals of jobs, their random waiting time, 
assignment to servers, and finally, their random service time and 
departure. 

• In addition, some jobs may exit prematurely, others may not enter 
the system if it appears full, and also, intensity of the incoming 
traffic and the number of servers on duty may change during the 
day. 

• When designing a queuing system or a server facility, it is 
important to evaluate its vital performance characteristics. 

• This will include the job’s average waiting time, the average 
length of a queue, the proportion of customers who had to wait, 
the proportion of “unsatisfied customers” (that exit prematurely or 
cannot enter), the proportion of jobs spending, say, more than one 
hour in the system, the expected usage of each server, the average 
number of available (idle) servers at the time when a job arrives, 
and so on. 
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Example 5.4 (Markov chain Monte Carlo)

• There is a modern technique of generating RV’s from rather 
complex, often intractable distributions, as long as conditional 
distributions have a reasonably simple form. 

• For example, in semiconductor industry, the joint distribution of 
good and defective chips on a produced wafer has a rather 
complicated correlation structure. 

• As a result, it can only be written explicitly for rather simplified 
artificial models. On the other hand, the quality of each chip is 
predictable based on the quality of the surrounding, neighboring 
chips. Given its neighborhood, conditional probability for a chip 
to fail can be written, and thus, its quality can be simulated by 
generating a corresponding Bernoulli RV with               indicating 
a failure. 

• According to the Markov chain Monte Carlo (MCMC) 
methodology, a long sequence of RV’s is generated from 
conditional distributions. A wisely designed MCMC will then 
produce RV’s that have the desired unconditional distribution, no 
matter how complex it is.

Random Numbers in A Long Run

• In all the examples, we saw how different types of 
phenomena can be computer-simulated. 
• However, one simulation is not enough for estimating 

probabilities and expectations. 
• After we understand how to program the given phenomenon 

once, we can embed it in a do-loop and repeat similar 
simulations a large number of times, generating a long run. 
• Since the simulated variables are random, we will generally 

obtain a number of different realizations, from which we 
calculate probabilities and expectations as long-run 
frequencies and averages.
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Stanford Univ, CS205L: Continuous Mathematical 
Methods with an Emphasis on Machine Learning

• http://physbam.stanford.edu/~fedkiw/
• Professor Ron Fedkiw
• A survey of numerical approaches to the continuous 

mathematics used throughout computer science with an 
emphasis on machine and deep learning. Although motivated 
from the standpoint of machine learning, the course will 
focus on the underlying mathematical methods including 
computational linear algebra and optimization, as well as 
special topics such as automatic differentiation via backward 
propagation, momentum methods from ordinary differential 
equations, CNNs, RNNs, etc. Written homework 
assignments focus on various concepts; additionally, students 
choose either a take-home final exam or a series of 
programming assignments geared towards neural network 
creation, training, and inference. 

Composition 8@Guggenheim, NYC

• Vasily Kandinsky (1866-1944)
• https://www.guggenheim.org/artwork/1924
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Probability and Statistics 
for Data Sciences  

11. Computer Simulations
and Monte Carlo Methods 

Part 2

ByoungSeon Choi
Graduate School of Data Science, SNU

Musique du jour

Wolfgang Amadeus Mozart
Requiem Mass in D minor K.626

Lacrimosa (ϾיΤ)
Coro de la Ópera de Viena 

Orquesta Sinfónica de Viena
Karl Böhm

https://www.youtube.com/watch?v=G-kJVmEWWV8
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datalylab.com

• https://sites.google.com/view/cbsdataly/

5.2 Simulations of RV’s
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Simulation of RN’s

• Implementation of Monte Carlo methods reduces to 
generation of Random Numbers (RN’s) from given 
distributions. 

• Hence, it remains to design algorithms for generating RN’s
and random vectors that will have the desired distributions.
• Most of statistics software packages have built-in procedures 

for the generation of RN’s from the most common discrete 
and continuous distributions. 
• Majority of computer languages have an RN generator that 

returns only Uniformly distributed independent RN’s.  
• This section discusses general methods of transforming 

Uniform RV’s, obtained by a standard RN generator, into 
variables with desired distributions.

5.2.1 RN Generators

• Obtaining a good RN is NOT a simple task. 
• How do we know that it is “truly random” and does not have 

any undesired patterns?  Need a Randomness Test.
• For example, quality RN generation is so important in 

coding and password creation that people design special tests 
to verify the “randomness” of generated numbers.
• In the fields sensitive to good RN’s, their generation is 

typically related to an accurate measurement of some 
physical variable, for example, the computer time or noise. 
• Certain transformations of this variable will generally give 

the desired result.
• From now on, we assume that                      are uniform RN’s 

from 
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Pseudo-Random Number Generator (PRNG)

• More often than not, a pseudo-random number generator is 
utilized. 

• This is nothing but a very long list of numbers. 
• A user specifies a RN seed that points to the location from 

which this list will be read. It should be noted that if the 
same computer code is executed with the same seed, then the 
same RN’s get generated, leading to identical results. 
• Often each seed is generated within the system, which of 

course improves the quality of RN’s.  
• The prefix pseudo- (from Greek ψευδής, pseudes, "lying, 

false") is used to mark something that superficially appears 
to be (or behaves like) one thing, but is something else. 
Subject to context, pseudo may connote coincidence, 
imitation, intentional deception, or a combination thereof.
• Pseudo RN (یܹ) vs Quasi RN (یࡪܹ, ࣱܹ)

Table of RN’s

• Can a table of RN’s adequately replace a computer random 
number generator? 
• There are at least two issues that one should be aware of. 
Generating a RN seed. A rule of thumb suggests to close 

your eyes and put your finger “somewhere” on the table. 
Start reading random numbers from this point, either 
horizontally, or vertically, or even diagonally, etc. Either way, 
this method is not pattern-free, and it does not guarantee 
“perfect” randomness. 

Using the same table more than once. Most likely, we cannot 
find a new table of random numbers for each Monte Carlo 
study. As soon as we use the same table again, we may no 
longer consider our results independent of each other. Should 
we be concerned about it? It depends on the situation. For 
totally unrelated projects, this should not be a problem.
• Not very often use a table nowadays.
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Linear Congruential Generator

• The generator is defined by recurrence relation:

• Here       is the sequence of pseudo-RN’s, and the integer 
constants are defined by

• If c = 0, the generator is often called a multiplicative 
congruential generator (MCG), or Lehmer RNG. 
• If c ≠ 0, the method is called a mixed congruential generator.
• Note that the recurrence relation is nonlinear.

Ah, the RANDU!

• A congruential pseudorandom number generator
•

• IBM Systems/360 Fortran subroutines 

• Should remind that it is the Linear Congruential Generator is 
NOT linear!
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Ah! RANDU

Remember the RANDU!

• A congruential pseudorandom number generator
•
• Recursive formula: 
• As a result of the wide use of RANDU in the early 1970s, 

many results from that time are seen as suspicious. [from 
W.H. William H. et al. Numerical Recipe in Fortran 77: The 
Art of Scientific Computing (2nd ed.)] 

• This misbehavior was already detected in 1963 on a 36-bit 
computer, and carefully reimplemented on the 32-bit IBM 
System/360. It was believed to have been widely purged by 
the early 1990s but there were still FORTRAN compilers 
using it as late as 1999.
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[Wiki] Mersenne Twister

• The Mersenne Twister is a pseudorandom number 
generator (PRNG). It is by far the most widely used general-
purpose PRNG. Its name derives from the fact that its period 
length is chosen to be a Mersenne prime.
• The Mersenne Twister was developed in 1997 by Makoto 

Matsumoto and Takuji Nishimura. It was designed 
specifically to rectify most of the flaws found in older 
PRNGs.
• The most commonly used version of the Mersenne Twister 

algorithm is based on the Mersenne prime 219937−1. The 
standard implementation of that, MT19937, uses a 32-
bit word length. 
• There is another implementation (with five variants) that 

uses a 64-bit word length, MT19937-64; it generates a 
different sequence.

5.2.2 Discrete Methods  (The Same Slide Again)

• Obtaining a good RV is not a simple task. 
• How do we know that it is “truly random” and does not have 

any undesired patterns? 
• For example, quality RN generation is so important in 

coding and password creation that people design special tests 
to verify the “randomness” of generated numbers.
• In the fields sensitive to good RN’s, their generation is 

typically related to an accurate measurement of some 
physical variable, for example, the computer time or noise. 
• Certain transformations of this variable will generally give 

the desired result.
• From now on, we assume that                      are uniform RN’s 

from 

- 339 -



Uniform RN through Python

Bernoulli RN
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Bernoulli RN through Python

Binomial RN 

• Example 5.6 (Binomial). Once we know how to generate 
Bernoulli variables, we can obtain a Binomial variable as a 
sum of n independent Bernoulli. For this purpose, we start 
with n Uniform random numbers. 
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Binomial RN through Python 

Python Function Filter
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Geometric RN

• Example 5.7 (Geometric). A while-loop of Bernoulli trials 
will generate a Geometric random variable, literally 
according to its definition. We run the loop of trials until the 
first success occurs. Variable X counts the number of failures.

Geometric RN through Python
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Negative Binomial RN 

• Example 5.8 (Negative Binomial). Just as in Example 5.6, 
once we know how to generate a Geometric variable, we can 
generate a number of them and obtain a Negative Binomial(k, 
p) variable as a sum of k independent Geometric(p) variables. 

Negative Binomial Distribution

• The term “negative binomial” is likely due to the fact that a 
certain binomial coefficient that appears in the formula for 
the pmf of the distribution can be written more simply with 
negative numbers.

• (Def) Suppose there is a sequence of independent Bernoulli 
trials. Thus, each trial has two potential outcomes called 
"success" and "failure". In each trial the probability of 
success is p and of failure is (1 − p). We are observing this 
sequence until a predefined number r of successes have 
occurred. Then the random number of failures we have seen, 
X, will have the negative binomial (or Pascal) distribution: 
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pmf

(combination w/ replacement)

Negative Binomial RN through Python
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Arbitrary Discrete RN 

Arbitrary Discrete RN through Numpy
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Arbitrary Discrete RN through Numpy

Poisson RN
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Poisson RN by Python

5.2.3 inverse Method for Continuous RV
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Generating continuous RN’s

Exponential RN 
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Graphical Interpretation

Exponential RN through Python 1
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Exponential RN through Python 2

Exponential RN through Python 2 (Continued)
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Cauchy RN

Cauchy RN through Python
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Cauchy RN through Python

Pareto RNs (Income Distribution)
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Pareto RNs through Python 

Pareto RNs through Python
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[Wiki] Inverse Method Example

[Wiki] Inverse Method Example (Continued)
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Discrete RNs Strike Back!

• Algorithm 5.2 is not directly applicable to discrete 
distributions because the inverse function           does not 
exist in the discrete case. In other words, the key equation 
F(X) = U may have either infinitely many roots or no roots 
at all.
• A discrete variable X has a finite or countable range of 

possible values, and so does F(X). The probability that U
coincidentally equals one of these values is 0. We conclude 
that the equation F(X) = U ha
• Let us modify the scheme in order to accommodate discrete 

variables. Instead of solving F(x) = U exactly, which is 
impossible, we solve it approximately by finding x, the 
smallest possible value of X such that F(x) > U.

Definition of Inverse CDF
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Algorithm for Discrete RN’s

Discrete RNs through Python
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Geometric RN’s

Geometric RN’s through Python
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Exponential and Geometric RV’s

• The formula (5.3) appears very similar to (5.1). 

• With λ = − ln(1 − p), our generated Geometric variable is 
just the ceiling of an Exponential variable! In other words, 
the ceiling of an Exponential variable has Geometric 
distribution. 
• This is not a coincidence. In a sense, Exponential 

distribution is a continuous analogue of a Geometric 
distribution. 
• Recall that an Exponential variable describes the time until 

the next “rare event” whereas a Geometric variable is the 
time (the number of Bernoulli trials) until the next success. 
• Also, both distributions have a memoryless property 

distinguishing them from other distributions. 

5.2.3 Rejection Sampling

[Wiki]
• In numerical analysis and computational statistics, rejection 

method is a basic technique used to generate observations 
from a distribution. 
• It is also commonly called the rejection sampling, 

acceptance-rejection method, AR-method, or "accept-reject 
algorithm“.
• It is a type of exact simulation method. 
• The method works for any distribution in        with a pdf. 
• Rejection method is based on the observation that to sample 

a RV in 1-D, one can perform a uniformly random sampling 
of the 2-D Cartesian graph, and keep the samples in the 
region under the graph of its density function,
• Note that this property can be extended to N-D functions.
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Consider in 2-D

• When F(x) has a complicated form but a density f(x) is 
available, RVs with this density can be generated by 
rejection method. 
• Consider a point (X, Y ) chosen at random from under the 

graph of density f(x). What is the distribution of X, its first 
coordinate?

Theorem for Rejection Method

• It remains to generate Uniform points in the region A. For 
this purpose, we select a bounding box around the graph of 
f(x) as shown in Figure 5.3, generate random points in this 
rectangle, and reject all the points not belonging to A. The 
remaining points are Uniformly distributed in A.
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Algorithm for Rejection Method

Beta RN’s
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Beta RN’s through Python

Beta RN’s through Python
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ˀבیԺ4.3ࢼ
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Rejection Sampling I

ࢼࠓ 4.3.23(ˀבیԺ) pdf 
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Rejection Sampling from 

Generalized Rejection Sampling
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Rejection Sampling II

ࢼࠓ 4.3.24(ˀבیԺ) pdf 
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Rejection Sampling from 

RNs from a Quadratic

• Target pdf:

• Proposal pdf:

• Coefficient:  
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RNs using Rejection and Inverse Methods

RNs from a Quadratic through Python
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RNs from a Quadratic through Python

RNs from a Quadratic with Python
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Mixed Normal RNs through Python

5.2.5 Generation of Random Vectors

• We can use rejection method to generate random vectors 
having desired joint densities. 
• A bounding box now becomes a multidimensional cube, 

where we generate a Uniformly distributed random point 
accepted only if                                       

Then, the generated vector                       has the desired joint
density
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Inverse Method to Generate Random Vectors

5.2.3 Special Methods; [A] Poisson RN’s

• The number of “rare events” has Poisson distribution 
whereas the time between any two events is Exponential. 
• Let’s keep generating Exponential times between events 

according to                           while their sum does not 
exceed 1. 
• The number of generated times equals the number of events, 

and this is our generated Poisson variable.
•
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Generating Poisson RN’s

Generating Poisson RN’s through Python
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[B] Normal RN’s

•

• Padé approximation (Hastings formula)

Padé Approximation
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Box-Müller Transform

• Խהࢢۏ˃ pp. 504-512

Box-Müller Transform through Python
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Box-Müller-Marsaglia Transform

Box-Müller-Marsaglia Approximation
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Compare Box-Műller vs Marsaglia via Python

Box-Műller transform vs Marsaglia transform

• The Box-Műller transform simulates a sample of n=10000
on an average of 0.000199 seconds.
• The Marsaglia transform simulates a sample of n=10000 on 

an average of 0.040757 seconds.
• The Box-Műller transform is much faster than the the

Marsaglia despite using trigonometric functions.
• Actually the Box-Műller transform is a rather economic 

algorithm.
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Icarus, plate VIII from the illustrated book "Jazz"

• Henri Matisse (1869–1954)
• www.metmuseum.org/art/collection/search/337069
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Chapter	12

Computer	Simulations	and
Monte	Carlo	Methods	
Part	3
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Probability and Statistics 
for Data Sciences  

12. Computer Simulations
and Monte Carlo Methods 

Part 3

ByoungSeon Choi
Graduate School of Data Science, SNU

Musique du Jour

Claude Debussy
Suite Bergamasque No. 3 in D-Flat Major: Clair de Lune

Piano: Kathia Buniatishvili
https://www.youtube.com/watch?v=DBl2ClXzt3U&t=74s
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datalylab.com

• https://sites.google.com/view/cbsdataly/

5.3 Solving Problems by 
Monte Carlo Methods
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Example: Calculate 

[0,1]

Calculate pi through Python [1]
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Calculate pi through Python [2]

[Wiki]  Buffon’s Needle Problem

• Buffon's needle problem is a question first posed in the 18th 
century by Georges-Louis Leclerc, Comte de Buffon.
• [Problem] Suppose we have a floor made of parallel strips of 

wood, each the same width, and we drop a needle onto the 
floor. What is the probability that the needle will lie across a 
line between two strips?
• Buffon's needle was the earliest problem in geometric 

probability to be solved; it can be solved using integral 
geometry. The solution for the sought probability p, in the 
case where the needle length l is not greater than the width t
of the strips, is
• This can be used to design a Monte Carlo method for 

approximating the number π, although that was not the 
original motivation for de Buffon's question.
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Buffon’s Needle Problem

t

t

Deriving the Answer of Buffon’s Needle Problem
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Calculate pi through Buffon’s Needle Problem (Conti.)

Calculate pi through Buffon’s Needle Problem

- 386 -



5.3.1 Estimating Probabilities

Accuracy of a Monte Carlo Study
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Accuracy of a Monte Carlo Study (continued) 

• If we knew the value of p, we could have equated the RHS 
of (5.5) to α and could have solved the resulting equation for 
N. 
• This would have shown how many MC simulations are 

needed in order to achieve the desired accuracy with the 
desired high probability. 
• However, p is unknown (if p is known, why do we need an  

MC study to estimate it?). Then, we have two possibilities:

Accuracy of a Monte Carlo Study (continued) 

• In the first case, if      is an “intelligent guess” of  p, then we 
get N from the inequality

• In the second case, we solve                         to find the 
conservatively sufficient size of the Monte Carlo study. 
Solutions of these inequalities give us the following rule.                     
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Accuracy of a Monte Carlo Study (continued) 

Example 5.14 (Shared computer)

[Problem] A supercomputer is shared by C = 250 independent 
subscribers. Each day, each subscriber uses the facility with 
probability p = 0.3. The number of tasks sent by each active 
user has Geometric distribution with parameter q = 0.15, and 
each task takes a Gamma (α = 10, λ = 3) distributed computer 
time (in minutes). Tasks are processed consecutively. What is 
the probability that all the tasks will be processed, that is, the 
total requested computer time is less than 24 hours? Estimate 
this probability, attaining the margin of error �0.01 with 
probability 0.99.
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Example 5.14 (continued) 

[Solution] The number  X of active users follows

The X active users of a day send                                      tasks,  where 
Thus,

The computer time (in minutes) of each task distributes
Thus, the total time T given Y distributes as  

Thus, 

Therefore,  

The overall distribution of T is too complex; let’s use MC  approach.

Example 5.14 (continued) 

Generate the number of active users X and the number of 
tasks Y. 

Given Y, generate the time T required by all these tasks. 
Repeat this algorithm for N days, saving the times 
The probability of interest is estimated by the proportion of 

days, when the total time is less than 24 hrs, or 1440 min. 
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Example 5.14 (continued) 
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5.3.2 Estimating Means and Standard Deviations

Estimation of Mean and SD
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5.3.3 Forecasting

• Forecasting the future is often an attractive but uneasy task. 
• In order to predict what happens in t days, one usually has to 

study events occurring every day between now and t days 
from now. 
• It is often found that tomorrow’s events depend on today, 

yesterday, etc. In such common situations, exact computation 
of probabilities may be long and difficult. However, Monte 
Carlo forecasts are feasible.
• The currently known information can be used to generate 

RN’s for tomorrow. Then, they can be considered “known” 
information, and we can generate RN’s for the day after 
tomorrow, and so on, until day t.
• We generate N Monte Carlo runs for the next t days and 

estimate probabilities, means, and standard deviations of day 
t variables by long-run averaging.

Example 5.16  (New software release)

[Problem] Here is a stochastic model for the number of errors 
found in a new software release. Every day, software 
developers find an RN of errors and correct them. The number 
of errors        found on day t is modeled by a Poisson(    ) 
distribution whose parameter is the smallest number of errors 
found during the previous 3 days,                                     
Suppose that during the first three days, software developers 
find 28, 22, and 18 errors. 
(a) Predict the time it will take to find all the errors. 
(b) Estimate the probability that some errors will remain 

undetected after 21 days.
(c) Predict the total number of errors in this new release.                  
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Example 5.16 (continued)

[Solution] 
Let us generate N = 1000 MC runs. 
In each run, we generate the number of errors found on each 
day until one day this number equals 0. According to our 
model, no more errors can be found after that, and we 
conclude that all errors have been detected.
We estimate 
(a) the expected time, which it takes to detect all the errors, 

by mean(numberDays) = 19.832, 
(b) the probability of errors remaining after 21 days 

by mean(numberDays > 21) = 0.361,
(c) the expected total number of errors 

by mean(numberErrors) = 223.003.

Python for Example 5.16 
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Python for Example 5.16 

Python Result of Example 5.16 
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5.3.4 Estimating Lengths, Areas, and Volumes

Areas

- 396 -



Algorithm for Areas

Drawing Heart through Python
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Area of Heart through Python

Area Under Sinusoidal Curve through Python
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Area Under Sinusoidal Curve

Finding Area of a Strange Object
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MC Method

MC Method (continued)
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Areas of Arbitrary Regions with Unknown Boundaries

• To estimate lengths, areas, and volumes by MC methods, 
knowing exact boundaries is not necessary. To apply 
Algorithm 5.5, it is sufficient to determine which points 
belong to the given set. 
• The sampling region does not have to be a square. With 

different scales along the axes, random points may be 
generated on a rectangle or even a more complicated figure. 
• One way to generate a random point in a region of arbitrary 

shape is to draw a larger square or rectangle around it and 
generate uniformly distributed coordinates until the 
corresponding point belongs to the region. 
• In fact, by estimating the probability for a random point to 

fall into the area of interest, we estimate the proportion this 
area makes of the entire sampling region.

Example 5.17 (Size of the exposed region)

[Problem] Consider the following situation. An emergency is 
reported at a nuclear power plant. It is necessary to assess the 
size of the region exposed to radioactivity. Boundaries of the 
region cannot be determined; however, the level of 
radioactivity can be measured at any given location.
[Solution] Algorithm 5.5 can be applied as follows. A 
rectangle of 10 by 8 miles is chosen that is likely to cover the 
exposed area. Pairs of Uniform random numbers              are 
generated, and the level of radioactivity is measured at all the 
obtained random locations. The area of dangerous exposure is 
then estimated as the proportion of measurements above the 
normal level, multiplied by the area of the sampling rectangle. 
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Example 5.17 (continued)

• Notice that different scales on different axes in Figure 5.7 
allowed to represent a rectangle as a unit square. 
Alternatively, we could have generated points with 
Uniform(0,10) x-coordinate and Uniform(0,8) y-coordinate.

5.3.5 MC Integration 

• We have seen how MC methods can be used to estimate 
lengths, areas, and volumes. 
• We can extend the method to definite integrals estimating 

areas below or above the graphs of corresponding functions. 
• Note that

where  U is the uniform RV on (0,1), and                           are   
uniform RN's.                                                                                                                
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Example in p. 125 

Accuracy of Results 
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Calculate  

Calculate                through Python   

- 404 -



Accuracy of Improved Method 

Improved MC Integration Method I

• Calculate                                            

• We know

•

- 405 -



Improved MC Integration Method I

Improved MC Integration Method II
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Improved MC Integration Method II

• Calculate
• We know                                             

• Let                           and 

Improved MC Integration Method II
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Improved MC Integration Method II

Accuracy of Improved Method 
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Variance Reduction: Antithetic-Variable Method

ːଚ̓ IV; ࢼࠓ 3.4.1
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лسԘࢼࠓأ 3.4.1 

Antithetic Method by Python
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Antithetic Method by MATLAB

Antithetic Method by MATLAB
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Antithetic Method by MATLAB

Variance Reduction: Control-Variate Method
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Control Variate Method (سߪࢼԘأ)

ːଚ̓ IV; ࢼࠓ 3.4.5

- 413 -



ࢼࠓ :أԘسߪࢼ 3.4.5

ࢼࠓ :أԘسߪࢼ 3.4.5
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Control Variate Method - Python

Control Variate Method - MATLAB
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Control Variate Method - MATLAB

Importance Sampling
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ːଚ̓ IV; ࢼࠓ (أࢷ࠾)  3.4.19

ࢼࠓ (أࢷ࠾)  3.4.19
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ࢼࠓ (أࢷ࠾)  3.4.19

ࢼࠓ (أࢷ࠾)  3.4.19

- 418 -



ࢼࠓ (أࢷ࠾)  3.4.19

ࢼࠓ (أࢷ࠾)  3.4.19
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Importance Sampling Example 2: 

Importance Sampling – MATLAB  (̓ːଚ IV)
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Importance Sampling – MATLAB

Importance Sampling – MATLAB
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Unnormalized Target Densities (Bayesian Way)

• The methods discussed so far are only applicable if the target 
density is normalized, or in other words, has an integral of 1. 
• When the target density is not normalized, we know

• The corresponding estimator is

Girl before a Mirror@MoMA, Floor 5, 517

• Pablo Picasso (Spanish, 1881-1973)
• https://www.moma.org/collection/works/78311
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Introduction	to	Statistics	
Part	1
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Probability and Statistics 
for Data Sciences  

13. Introduction to Statistics
Part 1

ByoungSeon Choi
Graduate School of Data Science, SNU

Musique du jour

Dmitri Shostakovich - Waltz No. 2, Op. 99a
André Rieu, Johann Strauss Orchestra

live in Maastricht, The Netherlands

https://www.youtube.com/watch?v=vauo4o-ExoY
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datalylab.com

• https://sites.google.com/view/cbsdataly/

Chapter 8 Introduction to Statistics

- 426 -



The purpose

• A properly collected sample of data can provide rather 
sufficient information about parameters of the observed 
system. 
• From now, we learn how to use this sample;
to visualize data, understand the patterns, and make quick 

statements about the system’s behavior;
to characterize this behavior in simple terms and quantities;
to estimate the distribution parameters;
to assess reliability of our estimates;
to test statements about parameters and the entire system;
to understand relations among variables;
to fit suitable models and use them to make forecasts.

8.1 Population and sample,   
parameters and statistics
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Population and Sample

• In real problems, we would like to make statements about the 
population. To compute probabilities, expectations, and make 
optimal decisions under uncertainty, we need to know the 
population parameters. 

• The only way to know these parameters is to measure the entire 
population, i.e., to conduct a census.

• Instead of a census, we may collect data in a form of a random 
sample from a population. This is our data. 

• We can measure them, perform calculations, and estimate the 
unknown parameters of the population up to a certain measurable 
degree of accuracy.

Papulation Parameters and Sample Statistics
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Example 8.1 (Customer satisfaction)

For example, even if 80% of all users are satisfied with their 
internet connection, it does not mean that exactly 8 out of 10 
customers in your observed sample are satisfied. 

With probability only five out of 
ten sampled customers are satisfied. In other words, there is 
a 3% chance for a random sample to suggest that contrary to 
the claimed population parameter, no more than 50% of 
users are satisfied.                                                             ଘ

• This example shows that a sample may sometimes give a 
rather misleading information about the population, although 
this happens with a low probability. 
• Sampling errors cannot be excluded. 

Sampling and Non-sampling Errors

• Sampling and non-sampling errors refer to any discrepancy 
between a collected sample and a whole population.
• Sampling errors are caused by the mere fact that only a 

sample, a portion of a population, is observed. For most of 
reasonable statistical procedures, sampling errors decrease 
(and converge to zero) as the sample size increases.
• Non-sampling errors are caused by inappropriate sampling 

schemes or wrong statistical techniques. Often no wise 
statistical techniques can rescue a poorly collected sample of 
data.

• Look at some examples of wrong sampling practices.
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Example 8.2 (Sampling from a Wrong Population)

To evaluate the work of a Windows help desk, a survey of 
social science students of some university is conducted. 

This sample poorly represents the whole population of all 
Windows users. 

For example, computer science students and especially 
computer professionals may have a totally different opinion 
about the Windows help desk. 

Example 8.3 (Dependent Observations)

Comparing two brands of notebooks, a senior manager asks 
all employees of her group to state which notebook they like 
and generalizes the obtained responses to conclude which 
notebook is better. 

These employees are not randomly selected from the 
population of all users of these notebooks. 

Also, their opinions are likely to be dependent. Working 
together, these people often communicate, and their points of 
view affect each other. 

Dependent observations do not necessarily cause non-
sampling errors, if they are handled properly. The fact is, in 
such cases, we cannot assume independence. 
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Example 8.4 (Not equally likely)

• A survey among passengers of some airline is conducted in 
the following way. 
• A sample of random flights is selected from a list, and ten 

passengers on each of these flights are also randomly chosen. 
Each sampled passenger is asked to fill a questionnaire. Is 
this a representative sample?
• Suppose Mr. X flies only once a year, whereas Ms. Y has 

business trips twice a month. Obviously, Ms. Y has a much 
higher chance to be sampled than Mr. X. 
• Unequal probabilities have to be taken into account, 

otherwise a non-sampling error will inevitably occur. 

Example 8.5 (Presidential Election of 1936)

A popular weekly magazine The Literary Digest correctly 
predicted the winners of 1920, 1924, 1928, and 1932 U.S. 
Presidential Elections. However, it failed to do so in 1936!

 Based on a survey of ten million people, it predicted an 
overwhelming victory of Governor Alfred Landon. Instead, 
Franklin Delano Roosevelt received 98.49% of the electoral 
vote, won 46 out of 48 states, and was re-elected.

What went wrong in that survey? At least two main issues 
with their sampling practice caused this prediction error. 

First, the sample was based on the population of subscribers 
of The Literary Digest that was dominated by Republicans. 

Second, responses were voluntary, and 77% of mailed 
questionnaires were not returned, introducing further bias. 
These are classical examples of non-sampling errors. 
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Simple Random Sampling 

• In the textbook, we focus on simple random sampling, which 
is one way to avoid non-sampling errors.

• Observations collected by means of a simple random 
sampling design are iid (independent, identically distributed) 
random variables.

Example 8.6

To evaluate its customers’ satisfaction, a bank makes a list of 
all the accounts. 

A Monte Carlo method is used to choose an RN between 1 
and N, where N is the total number of bank accounts. Say, 
we generate a Uniform(0,N) variable X and sample an 
account number          from the list. 

Similarly, we choose the second account, uniformly 
distributed among the remaining N -1 accounts, etc.,         
until we get a sample of the desired size n. 

This is a simple random sample. 
• Obtaining a good, representative random sample is rather 

important in Statistics. Although we have only a portion of 
the population in our hands, a rigorous sampling design 
followed by a suitable statistical inference allows to estimate 
parameters and make statements with a certain measurable 
degree of confidence.
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8.2 Descriptive Statistics 

Sample 

• Suppose a good random  sample                                 has  
been collected. 
• For example, to evaluate effectiveness of a processor for a 

certain type of tasks, we recorded the CPU time in seconds 
for n = 30 randomly chosen jobs (data set CPU),

• What information do we get from this collection of numbers?
• We know that X, the CPU time of a random job, is an RV, 

and its value does not have to be among the observed thirty. 
• We’ll use the collected data to describe the distribution of X.
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Descriptive Statistics

• Simple descriptive statistics measuring the location, spread, 
variability, and other characteristics can be computed 
immediately. 
• In this section, we discuss the following statistics,
mean, measuring the average value of a sample;
median, measuring the central value;
quantiles and quartiles, showing where certain portions of a 

sample are located;
variance, standard deviation, and interquartile range, 

measuring variability and spread of data.

Parameter and Statistic

• Each statistic is an RV, because it is computed from random 
data. It has a so-called sampling distribution.

• Each statistic estimates the corresponding population 
parameter, and adds certain information about the 
distribution of X, the variable of interest.
• We used similar methods in Section 5.3.2, where we 

estimated parameters from MC samples obtained by 
computer simulations. 
• Here we estimate parameters and make conclusions based on 

real, not simulated, data.
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8.2.1 Mean

• Naturally, being the average of sampled observations, X 
estimates the average value of the whole distribution of X. 
• Computed from random data, X does not necessarily equal μ; 

however, we would expect it to converge to μ when a large 
sample is collected.
• Sample means possess a number of good properties. They 

are unbiased, consistent, efficient, and asymptotically normal. 
(Remark) This is true if the population has finite mean and 
variance, which is the case for almost all the distributions in 
this book.
• If the underlying distribution is normal, sample mean is 

sufficient.

Unbiased

• Unbiasedness means that in a long run, collecting a large 
number of samples and computing     from each of them, on 
the average we hit the unknown parameter θ exactly. 
• In other words, in a long run, unbiased estimators neither 

underestimate nor overestimate the parameter.
• Sample mean estimates μ unbiasedly, because its expectation 

is
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Consistency

Efficient

• An efficient estimator is characterized by a small variance or 
mean squared error, indicating that there is a small deviance 
between the estimated value and the “true” value.
• The most efficient estimator among a group of unbiased 

estimators is the one with the smallest variance. 
• [Example]   Both the sample mean and the sample median 

are unbiased estimators of the mean of a normally distributed 
variable. However, the sample mean has the smallest 
variance. 
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Asymptotic Normality

• By the CLT, the sum of observations, and therefore, the 
sample mean have approximately normal distribution if they 
are computed from a large sample. 

• The distribution of                            converges to Standard 
normal as n → ∞. This property is called asymptotic 
normality.

Notation
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8.2.2 Median

• One disadvantage of a sample mean is its sensitivity to 
extreme observations. 
• For example, if the first job in our sample is unusually heavy, 

and it takes 30 minutes to get processed instead of 70 
seconds, this one extremely large observation shifts the 
sample mean from 48.2333 sec to 105.9 sec. 
• Can we call such an estimator “reliable”?
• Another simple measure of location is a sample median, 

which estimates the population  median. It is much less 
sensitive than the sample mean.

Population Median and Sample Median
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Understanding the Shape of a Distribution

Population Median for Continuous RV 
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Example 8.8 (Uniform RV)

Example 8.9 (Exponential RV)
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Population Median for Discrete RV 

• Equation F(x)=0.5 has either a whole interval of roots or no 
roots at all. 
• In the first case, any number in this interval, excluding the 

ends, is a median. Notice that the median in this case is not 
unique. Often the middle of this interval is reported as the 
median.
• In the second case, the smallest x with F(x) ≥ 0.5 is the 

median. It is the value of x, where the cdf jumps over 0.5

Example 8.10 (Symmetric Binomial)

- 441 -



Example 8.11 (Asymmetric Binomial)

Computing Sample Medians

• A sample is always discrete, it consists of a finite number of 
observations. Then, computing a sample median is similar to 
the case of discrete distributions.
• In simple random sampling, all observations are equally 

likely, and thus, equal probabilities on each side of a median 
translate into an equal number of observations.
• Again, there are two cases, depending on the sample size n.
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Example 8.12 (Median CPU time)

Let’s compute the median of n = 30 CPU times from the 
data on p. 217 (data set CPU).

First, order the data,

Next, since n = 30 is even, find  the15-th
smallest and the 16-th                                smallest 
observations. These are 42 and 43. Any number between 
them is a sample median (typically reported as 42.5).

Sample Medians Are Easy to Compute

• We see why medians are not sensitive to extreme 
observations. If in the previous example, the first CPU time 
happens to be 30 minutes instead of 70 seconds, it does not 
affect the sample median at all!
• Sample medians are easy to compute. In fact, no 

computations are needed, only the ordering.
• If you are driving (and only if you find it safe!), here is a 

simple experiment that you can conduct yourself.
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8.2.3 Quantiles, Percentiles, and Quartiles

• Generalizing the notion of a median, we replace 0.5 in 
Definition 8.6 by some 0 <p< 1.

Relations among Quantiles, Percentiles, and Quartiles
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Example 8.14 (Sample quartiles)

Example 8.15  (Factory Warranties) 
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Percentile through Python

8.2.4 Variance and Standard Deviation

• Now we are going to measure variability of our variable, 
how unstable the variable can be, and how much the actual 
value can differ from its expectation. 
• As a result, we’ll be able to assess reliability of our estimates 

and accuracy of our forecasts.
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Sample Variance and Sample Standard Deviation

• Both population and sample variances are measured in 
squared units. Therefore, it is convenient to have standard 
deviations that are comparable with our variable of interest,.
• The formula for      follows the same idea as that for       
• It is also the average squared deviation from the mean, this 

time computed for a sample. Like        sample variance 
measures how far the actual values of the RV  X are from 
their average.

Computation
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Example 8.16  (CPU time, continued).

Orthogonal Transform
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Preserving Norms and Angles

Orthogonal Rotation
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Unbiased Estimator of Variance

Proof of the Unbiasedness
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Projection

[Wiki] Projection Matrix
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Projection

Orthogonal
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8.2.5 Standard Errors of Estimates

• Besides the population variances and standard deviations, it 
is helpful to evaluate variability of computed statistics and 
especially parameter estimators.

Domingos, P. (2012) A few useful things to know about 
machine learning. Communications of the ACM 55.10, 78-87.
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Bias and Variance

Bias and Variance
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Bias-Variance Tradeoff

Deep Double Descent 
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References for Deep Double Descent 

•

•

•

•

•

8.2.6 Interquartile Range

• Sample mean, variance, and standard deviation are sensitive 
to outliers. 
• If an extreme observation (an outlier) erroneously appears in 

our data set, it can rather significantly affect the values of  
and  

• In practice, outliers may be a real problem that is hard to 
avoid. 
• To detect and identify outliers, we need measures of 

variability that are not very sensitive to the outliers.
• One such measure is an interquartile range.
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Interquartile Range (IQR)

Detection of Outliers

• A “rule of thumb” for identifying outliers is the rule of 
1.5(IQR). 
• Measure                     down from the first quartile and up 

from the third quartile. All the data points observed outside 
of this interval are assumed suspiciously far. 
• They are the first candidates to be handled as outliers.
• Remark: The rule of 1.5(IQR) originally comes from the 

assumption that the data are nearly normally distributed. If 
this is a valid assumption, then 99.3% of the population 
should appear within 1.5 interquartile ranges from quartile. 
• It is so unlikely to see a value of  X outside of this range that 

such an observation may be treated as an outlier.
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Detecting Outlier through Python

Detecting Outlier through Python
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Example 8.18  (Any Outlying CPU Times?)

Handling of Outliers

• What should we do if the 1.5(IQR) rule suggests possible outliers
in the sample?

• Many people simply delete suspicious observations, keeping in 
mind that one outlier can significantly affect sample mean and 
standard deviation and therefore spoil our statistical analysis. 
However, deleting them immediately may not be the best idea.

• It is rather important to track the history of outliers and understand 
the reason they appeared in the data set. 

• There may be a pattern that a practitioner would want to be aware 
of. It may be a new trend that was not known before. Or, it may be 
an observation from a very special part of the population. 

• Sometimes important phenomena are discovered by looking at 
outliers.

• If it is confirmed that a suspected observation entered the data set 
by a mere mistake, it can be deleted.
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The Nap@ Wadsworth Atheneum, Hartford, CT

• Gustave Caillebotte (1948-1894, ˮݘଋؼࡧચ)
• https://www.wikiart.org/en/gustave-caillebotte/the-nap
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ByoungSeon Choi
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Musique du jour

Saint-Preux
Concerto Pour Une Voix

Danielle Licari

https://www.youtube.com/watch?v=0SLLZ2FkKHw
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datalylab.com

• https://sites.google.com/view/cbsdataly/

8.3 Graphical Statistics
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Simple Advice of Data Analysis

• Despite highly developed theory and methodology of 
Statistics, when it comes to analysis of real data, experienced 
statisticians will often follow a very simple advice:

• A quick look at a sample may clearly suggest
a probability model, i.e., a family of distributions to be used;
statistical presence or absence of outliers;
presence or absence of heterogeneity;
existence of time trends and other patterns;
relation between two or several variables.

Visualization

• There is a number of simple and advanced ways to visualize
data. This section introduces

histograms,
stem-and-leaf plots,
boxplots,
time plots (time series plot)
scatter plots.

• Each graphical method serves a certain purpose and 
discovers certain information about data.
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8.3.1 Histogram

8.3.1 Histogram

• A histogram shows the shape of a pmf or a pdf of data, 
checks for homogeneity, and suggests possible outliers. 

• To construct a histogram, we split the range of data into 
equal intervals, “bins,” and count how many observations 
fall into each bin.
• A frequency histogram consists of columns, one for each bin, 

whose height is determined by the number of observations in 
the bin.
• A relative frequency histogram has the same shape but a 

different vertical scale. Its column heights represent the 
proportion of all data that appeared in each bin.
• [Example] The sample of CPU times on p. 217 (data set 

CPU) stretches from 9 to 139 seconds. Choosing intervals 
[0,14], [14,28], [28,42], . . . as bins, we count
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Example (CPU Data)

• [Example] The sample of CPU times on p. 217 (data set 
CPU) stretches from 9 to 139 seconds. Choosing intervals 
[0,14], [14,28], [28,42], . . . as bins, we count

• Using this for column heights, a (frequency) histogram of 
CPU times is then constructed (Figure 8.6a). 
• A relative frequency histogram (Figure 8.6b) is only 

different in the vertical scale. Each count is now divided by 
the sample size n = 30. 

Histograms have a shape similar to the pmf or pdf of 
data, especially in large samples. 
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Histogram is Similar to pdf.

• To understand the last statement, let’s imagine for a moment that 
the data are integers and all columns in a relative frequency 
histogram have a unit width. 

• Then the height of a column above a number x equals the 
proportion of x’s in a sample, and in large samples it approximates 
the probability P(x), the pmf (probability is a long-run proportion).

• For continuous distributions, the height of a unit-width column 
equals its area. Probabilities are areas under the density curve. 
Thus, we get approximately the same result either computing 
sample proportions or integrating the curve that connects the 
column tops on a relative frequency histogram.

• If columns have a non-unit (but still, equal) width, it will only 
change the horizontal scale but will not alter the shape of a 
histogram. In each case, this shape will be similar to the graph of 
the population pmf or pdf.

Information from Histograms

• The following information can be drawn from the 
histograms shown in Figure 8.6:

 Continuous distribution of CPU times is not symmetric; it is 
right-skewed as we see 5 columns to the right of the highest 
column and only 2 columns to the left.

 Among continuous distributions in Chap 4, only Gamma 
distribution has a similar shape; a Gamma family seems 
appropriate for CPU times. We sketched a suitable Gamma 
pdf with a dashed curve in Figure 8.6b. It is rescaled because 
our columns don’t have a unit width.

The time of 139 seconds stands alone suggesting that it is in 
fact an outlier. 

There is no indication of heterogeneity; all data points 
except x = 139 form a rather homogeneous group that fits 
the sketched Gamma curve.
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How Else May Histograms Look Like?

• We saw a rather nice fit of a Gamma distribution in Figure 
8.6b, except for one outlier. 
• What other shapes of histograms can we see, and what other 

conclusions about the population can we make?
• Certainly, histograms come in all shapes and sizes. 
• Four examples are shown in Figure 8.7.

Uniform/Exponential/Geometric

• In Figure 8.7a, the distribution is almost symmetric, and 
columns have almost the same height. Slight differences can 
be attributed to the randomness of our sample, i.e., the 
sampling error. The histogram suggest a Uniform or Discrete 
Uniform distribution between a and b.
• In Figure 8.7b, the distribution is heavily right-skewed, 

column heights decrease exponentially fast. This sample 
should come from an Exponential distribution, if variables 
are continuous, or from Geometric, if they are discrete.

Fig 8.7
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Normal Distribution

• In Figure 8.7c, the distribution is symmetric, with very 
quickly vanishing “tails.” Its bell shape reminds a Normal 
density that decays at a rate of                        We can locate 
the center μ of a histogram and conclude that this sample is 
likely to come from a Normal distribution with a mean close 
to μ.
• Figure 8.7d presents a rather interesting case that deserves 

special attention.

Fig 8.7

Mixtures

• Let us look at Figure 8.7d. Most likely, here we deal with a 
mixture of distributions. 
• Each observation comes from distribution       with 

probability       and comes from distribution       with 
probability 
• Mixtures typically appear in heterogeneous populations that 

consist of several groups: females and males, graduate and 
undergraduate students, daytime and nighttime internet 
traffic, Windows, Unix, or Macintosh users, etc. 
• In such cases, we can either study each group separately, or 

use the  Law of Total Probability to write the (unconditional) 
cdf as                     and to study the whole population at once.
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The choice of Bins 

• Experimenting with histograms, you can notice that their 
shape may depend on the choice of bins. One can hear 
various rules of thumb about a good choice of bins, but in 
general,

 there should not be too few or too many bins;
 their number may increase with a sample size;
 they should be chosen to make the histogram informative, 

so that we can see shapes, outliers, etc.

Example (CPU Data)

• In Figure 8.6, we simply divided the range of CPU data into 10 
equal intervals, 14 sec each, and apparently this was sufficient for 
drawing important conclusions.

• As two extremes, consider histograms in Figure 8.8 constructed 
from the same CPU data.

• The first histogram has too many columns; therefore, each column 
is short. Most bins have only 1 observation. This tells little about 
the actual shape of the distribution; however, we can still notice an 
outlier, X = 139.

• The second histogram has only 3 columns. It is hard to guess the 
family of distributions here, although a flat Uniform distribution is 
already ruled out. The outlier is not seen; it merged with the 
rightmost bin.

• Both histograms in Figure 8.8 can be made more informative by a 
better choice of bins.
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Example (CPU Data)

Histogram – plt.hist
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Histogram – plt.bar

Histogram – plt.bar – Bin edges
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Histogram – np.histogram

Histogram – Catplot - Seaborn
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Histogram – plt.hist – Multiple Histograms

Histogram – plt.hist – Multiple Histograms
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Histogram – plt.hist - Binwidth

Histogram – plt.hist – Several Histograms
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Histogram – plt.hist – Stack Histograms

Histogram – Pandas – Hist and KDE
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Histogram – plt.hist – Several Histograms

Histogram – plt.hist – Several Histograms
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Histogram – Seaborn - Histograms

Histogram – Seaborn - Histograms
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Histogram – Seaborn – Histograms & KDE’s

Histogram – Seaborn - Histograms
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Histogram – Seaborn - Histograms

Histogram – Seaborn – Vertical Histogram
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Histogram – Seaborn – KDE’s

Histogram – Seaborn – Shaded KDE’s
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Faceted Histograms by Seaborn

Faceted Histograms by Seaborn
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Factor Plot by Seaborn

Factor Plots by Seaborn
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Pair Plot 

2D Histogram - Seaborn
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2D Histogram – Joint Plot - Seaborn

2D Histogram – Joint Plot - Seaborn
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2D Histogram – Joint Plot - Seaborn

ܒ

• ۺࣸ (1916 – 1956)
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Musique du jour

https://www.youtube.com/watch?v=9QjbG_5UGNE
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datalylab.com

• https://sites.google.com/view/cbsdataly/

8.3.2 Stem-and-Leaf Plot
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8.3.2 Stem-and-Leaf Plot

• Stem-and-leaf plots are similar to histograms, although they 
carry more information. Namely, they also show how the 
data are distributed within columns.
• To construct a stem-and-leaf plot, we need to draw a stem 

and a leaf. The first one or several digits form a stem, and 
the next digit forms a leaf. Other digits are dropped; in other 
words, the numbers get rounded. 
• For example, a number 239 can be written as ‘23|9’ with 23 

going to the stem and 9 to the leaf, or as ‘2|3’ with 2 joining 
the stem, 3 joining the leaf, and digit 9 being dropped. 
• In the first case, the leaf unit equals 1 while in the second 

case, the leaf unit is 10, showing that the (rounded) number 
is not 23 but 230.

Example (CPU Data)

• For the CPU data on p. 217, let the last digits form a leaf. 
The remaining digits go to the stem. Each CPU time is then 
written as  10’stem’+’leaf’,  making the following stem-and-
leaf plot,
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Example (CPU Data) through Python 1

Example (CPU Data) through Python 2
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Stem-and-Leaf vs Histogram

• Turning this plot by 90 degrees counterclockwise, we get a 
histogram with 10-unit bins (because each stem unit equals 
10). 
• Thus, all the information seen on a histogram can be 

obtained here too. 
• In addition, now we can see individual values within each 

column. 
• We have the entire sample sorted and written in the form of a 

stem-and-leaf plot. 
• If needed, we can even compute sample mean, median, 

quartiles, and other statistics from it.

Example 8.19 (Comparison)

• Sometimes stem-and-leaf plots are used to compare two 
samples. 
• For this purpose, one can put two leaves on the same stem.
• Consider, for example, samples of round-trip transit times 

(known as pings) received from two locations (data set 
Pings).

• Choosing a leaf unit of 0.001, a stem unit of 0.01, and 
dropping the last digit, we construct the following two stem-
and-leaf plots, one to the left and one to the right of the stem.
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[Ref] Ping

• Ping is a computer network administration software 
utility used to test the reachability of a host on an Internet 
Protocol (IP) network. 
• Ping measures the round-trip time for messages sent from 

the originating host to a destination computer that are 
echoed back to the source.

Example 8.19  (continue)
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Stem-and-Leaf for Comparison I by Python

Stem-and-Leaf for Comparison II by Python (1)
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Stem-and-Leaf for Comparison II by Python (2)

Stem-and-Leaf for Comparison II by Python (3)

- 498 -



8.3.3 Boxplot

8.3.3 Boxplot

• The main descriptive statistics of a sample can be 
represented graphically by a boxplot. 
• To construct a boxplot, we draw a box between the first and 

the third quartiles, a line inside a box for a median, and 
extend whiskers to the smallest and the largest observations, 
thus representing a so-called five-point summary:

• Often a sample mean is also depicted with a dot or a 
cross. 
• Observations further than 1.5 interquartile ranges are usually 

drawn separately from whiskers, indicating the possibility of 
outliers. This is in accordance with the 1.5(IQR) rule.
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Example (CPU Data)

Example (CPU Data)
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Box Plot 

Example (CPU Data) through Python 1
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Example (CPU Data) through Python 2

Parallel Boxplots

• Boxplots are often used to compare different populations or 
parts of the same population.
• For such a comparison, samples of data are collected from 

each part, and their boxplots are drawn on the same scale
next to each other.
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Example of Parallel Boxplots

Example of Parallel Boxplots (continued)

• For example, seven parallel boxplots in Figure 8.10 
represent the amount of internet traffic handled by a certain 
center during a week. We can see the following general 
patterns:

The heaviest internet traffic occurs on Fridays.
Fridays also have the highest variability.
The lightest traffic is seen on weekends, with an increasing 

trend from Saturday to Monday.
Each day, the distribution is right-skewed, with a few 

outliers on each day except Saturday. Outliers indicate 
occurrences of unusually heavy internet traffic.
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Example of Parallel Boxplots through Python

Example of Parallel Boxplots through Python

- 504 -



Factor (Categorical) Box Plot by Seaborn

Example of Parallel Boxplots through Python
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8.3.4 Scatter Plots 
and Time Series Plots

8.3.4 Scatter Plots and Time Plots

• Scatter plots are used to see and understand a relationship 
between two variables. 
• These can be temperature and humidity, experience and 

salary, age of a network and its speed, number of servers and 
the expected response time, and so on.
• To study the relationship, both variables are measured on 

each sampled item. 
• For example, temperature and humidity during each of n

days, age and speed of n networks, or experience and salary 
of n randomly chosen computer scientists are recorded. 
• Then, a scatter plot consists of n points on an (x, y)-plane, 

with x- and y-coordinates representing the two recorded 
variables.
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Example 8.20 (Antivirus Maintenance)

[Problem] Protection of a personal computer largely depends 
on the frequency of running antivirus software on it. One can 
set to run it every day, once a week, once a month, etc. During 
a scheduled maintenance of computer facilities, a computer 
manager records the number of times (variable X) the antivirus 
software was launched on each computer during 1 month and 
the number of detected worms (variable Y ). The data for 30 
computers are in the table (Dataset Antivirus).

Example 8.20  (continue)

Is there a connection between the frequency of running 
antivirus software and the number of worms in the system? 
A scatter plot of these data is given in Figure 8.11a. 
It clearly shows that the number of worms reduces, in general, 
when the antivirus is employed more frequently. This 
relationship, however, is not certain, because no worm was 
detected on some “lucky” computers although the antivirus 
software was launched only once a week on them.
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Scatter Plot through Python

Scatter Plot through Python
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Scatter Plot through Python

Scatter Plot through Python (log-scale) 
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Example 8.21 (Plotting Identical Points)

• Looking at the scatter plot in Fig 8.11a, the manager in 
Example 8.20 realized that a portion of data is hidden there, 
because there are identical observations. 
• For example, no worms were detected on 8 computers, 

where the antivirus software is used daily (30 times a month). 
• When the data contain identical pairs of observations, the 

points on a scatter plot are often depicted with either 
numbers or letters (“A” for 1 point, “B” for two identical 
points, “C” for three, etc.), as in Figure 8.11b.

Time (Series) Plots

• When we study time trends and development of variables 
over time, we use time plots. These are scatter plots with x-
variable representing time.
• Example 8.22 (World population) For example, here is how 

the world population in Dataset PopulationWorld increased 
between 1950 and 2019 in Fig 8.12. We can clearly see that 
the population increases at an almost steady rate. 
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Time Series Plot through Python

Time Series Plot through Python
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Time Series Plot through Python

Time Series Plot through Python

- 512 -



Time Series Plot through Python (Smoothing)

Time Series Plot through Python
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TS Plot, ACF, PACF

Matplotlib vs Seaborn
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Matplotlib vs Seaborn

Time Series Plot through Python (seaborn)
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Time Series Plot through Python (seaborn)

Time Series Plot through Python (seaborn)
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Time Series Plot through Python (seaborn)

Time Series Plot through Python (seaborn)
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Time Series Plot through Python (seaborn)

Time Series Plot through Python (seaborn)
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Time Series Plot through Python (seaborn)

Time Series Plot through Python (seaborn)
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Time Series Plot through Python (seaborn)

Time Series Plot through Python (seaborn)
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Family in Paradise by JoongSeop Lee @ MoMA

• https://www.moma.org/collection/works/33348?artist_id=34
51&page=1&sov_referrer=artist
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Musique du jour

Andante from Piano Concerto No. 21 in C major, K. 467
(aka Elvira Madigan) 

by Wolfgang Amadeus Mozart
Cello: Hauser of 2Cellos 

https://www.youtube.com/watch?v=lshgUX3lubY

- 525 -



datalylab.com

• https://sites.google.com/view/cbsdataly/

Chapter 9 
Statistical Inference I
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Agenda 

• To estimate a parameter as a (point) estimator
• To construct confidence intervals. Any (point) estimator, 

computed from a collected random sample, is understood as 
only an approximation (proxy) of the corresponding 
parameter. Instead of one estimator that is subject to a 
sampling error, it is often more reasonable to produce an 
(confidence) interval that will contain the true population 
parameter with a certain known high probability.
• To test hypotheses. That is, we shall use the collected sample 

to verify statements and claims about the population. As a 
result of each test, a statement is either rejected on basis of 
the observed data or accepted (not rejected). Sampling error 
in this analysis results in a possibility of wrongfully 
accepting or rejecting the hypothesis; however, we can 
design tests to control the probability of such errors.
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Target of Statistical Inference 

Results of such statistical analysis are used for 
making decisions under uncertainty, 
developing optimal strategies, 
forecasting, 
evaluating and controlling performance, 
and so on.

Section 9.1 
Parameter estimation 
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Parameter Estimation

• By now, we have learned a few elementary ways to 
determine the family of distributions. 
• We take into account the nature of our data, basic description, 

and range; propose a suitable family of distributions; and 
support our conjecture by looking at a histogram.
• In this section, we learn how to estimate parameters of 

distributions. 
• As a result, a large family will be reduced to just one 

distribution that we can use for performance evaluation, 
forecasting, etc.

Examples 
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Two Popular Methods 

• Questions raised in these examples do not have unique 
answers. Statisticians developed a number of estimation 
techniques, each having certain optimal properties.
• Two rather popular methods are discussed in this section:

– method of moments (MM) 
– method of maximum likelihood (ML method). 
• Several other methods are introduced later: 
- Bootstrap in Section 10.3, 
- Bayesian parameter  estimation in Section 10.4, 
- least squares (LS) estimation in Chapter 11.

9.1.1 Method of Moments 
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Moments 

Central Moments 
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Several Estimators of a Variance 

Remark:

• The second population central moment is variance Var(X). 
The second sample central moment is sample variance, 
although (n−1) in its denominator is now replaced by n. 
• We mentioned that estimation methods are not unique. For 

unbiased estimation of                              we use

• However, method of moments and method of maximum 
likelihood produce a different version,

• And this is not all! We’ll see other estimates of        as well.
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Method of Moments

Example 9.3  Poisson RV
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Example 9.4  Gamma RV 

Example 9.5   Pareto RV
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Example 9.5   Pareto RV

Example 9.6  Normal
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9.1.a Definite (Symmetric) Matrix

Definitions
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Examples

Principal Minor of a Matrix 
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Example of Principal Minors

Leading Principal Minor of a Matrix
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PD and Leading Principal Minors 

PSD and Principal Minors
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Sylvester’s Criterion

An Eigenvalue of a Symmetric Matrix Is Real!
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Symmetric Matrix

Spectral Decomposition of a Matrix
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Positive-Definite Matrix and Eigenvalues

PD and Eigenvalues of a Symmetric Matrix
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Diagonally Dominant

Diagonal Dominant and Positiveness
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9.1.b  Optimization
(Minimization!)

[॰˅הଯ] یָב
ܶնࢳ؎ʾ (2ࢼ)

ʂ˒̎лʂܒ̎ଞܶܶس
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Stewart’s Calculus Section 14.7

Gradient and Hessian matrix of 
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ࢷ߄ Saddle Point
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9.1.2 Maximum Likelihood

[Wiki] Maximum Likelihood Estimation
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MLE

Stealing from 

• https://www.univ-
orleans.fr/deg/masters/ESA/CH/Chapter2_MLE.pdf

• https://python.quantecon.org/mle.html
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ML estimation and ML method

• The Maximum Likelihood estimation (ML estimation) is a 
method of estimating the parameters of a model. This 
estimation method is one of the most widely used.

• The method of Maximum Likelihood (ML method) selects 
the set of values of the model parameters that maximizes the 
likelihood function.
• Intuitively, this maximizes the "agreement" of the selected 

model with the observed data.
• The ML estimation gives an unified approach to estimation.

The Principle of Maximum Likelihood

• What are the main properties of the maximum likelihood 
estimator?

 Is it asymptotically unbiased?
 Is it consistent?
 Is it asymptotically efficient? Under which condition(s)?
 What is the asymptotic distribution?
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Example 101

QEwP101: Plot Exponential pdf’s
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QEwP101: Plot Exponential pdf’s

Question
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Joint Probability

Likelihood
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Example 101

Question
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Discrete Case

Example 101: Python for MLE
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Example 101: Python for MLE

Example 101: Python for MLE
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Maximum Likelihood Estimate (MLE)

Maximizing Conditions
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Definition of MLE

ML estimate and ML estimator
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Example 9.7  Poisson (Example 101)

Continuous Case
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Example 201: Normal RV

Notations
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Likelihood Function

Log-Likelihood Function
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Remark

Alternative Notations
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Example 201

Likelihood of One Observations

- 565 -



Example 202

Quasi-Maximum Likelihood Estimator
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Applications of ML

Example 203: MLE Problem w/ One Parameter
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Example 203

Example 203
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Example 203

Example 203: 
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Example 201: Normal Samples w/ Two Parameters

Example 201
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Example 201

Example 201

- 571 -



Example 9.8  Exponential RV

Example 9.9  Uniform RV
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Example 9.10  Pareto RV

Camille Monet and a Child in the Artist's Garden

• Clade Monet (1883-1926)
• File:Monet - Camille Monet and a Child in the Artist's 

Garden in Argenteuil, 1875.jpg   (mfa Boston) 
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Musique du jour

Also Sprach Zarathustra, Op. 30 (Obertura) 
Richard Strauss, 1896

https://www.youtube.com/watch?v=e-QFj59PON4
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• https://sites.google.com/view/cbsdataly/

9.1.2a Properties of MLE
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Properties of MLE: Objectives

Regularity Conditions
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Properties of MLE

Consistency of MLE
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Efficiency and Unbiasedness

Cramer-Rao Bound
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Inverse of Information Matrix

Efficiency
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Fisher Scoring Algorithm

• A popular method to update formula for ML is to replace the 
Hessian            with the Fisher information matrix  
• It is called us the Fisher scoring algorithm. 
• This procedure is standard in the estimation of many 

methods, such as generalized linear models.

Asymptotic Normality
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Approximate(?)  Normal

Asymptotic Variance
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Second-Order Efficiency After Correction for Bias

The Magic of the MLE
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Summary of MLE Properties

Finite Sample Properties
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Heteroscedasticity vs Homoscedasticity

Heteroscedasticity vs Homoscedasticity
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Heteroscedasticity vs Homoscedasticity

Heteroscedasticity vs Homoscedasticity
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Invariance/Equivariance Principle

Example 201
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Example 201

Equivariance
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[Wiki] Delta Method

[Wiki] Delta Method (continued)
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[Wiki] Delta Method (continued)

Example: Binomial Proportion
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Make Homoscedasticity of Binomial Proportion

Properties of MLE  from Our Textbook

• Maximum likelihood estimators are rather popular because 
of their nice properties. 
• Under mild conditions, these estimators are consistent, and 

for large samples, they have an approximately Normal 
distribution. 
• Often in complicated problems, finding a good estimation 

scheme may be challenging whereas the maximum 
likelihood method always gives a reasonable solution.
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ML of Non-independent Variables 

Example: ML of Non-independent Variables 
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[Wiki] Entropy

Multinomial pdf and Entropy (E.T. Jaynes)
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Multinomial pdf and Entropy (continued)

History of ML

• Early users of ML were Carl Friedrich Gauss, Pierre-Simon 
Laplace, Thorvald N. Thiele, and Francis Ysidro Edgeworth. 

• However, its widespread use rose between 1912 and 1922 when 
Ronald Fisher recommended, widely popularized, and carefully 
analyzed ML estimation (with fruitless attempts at proofs).

• ML estimation finally transcended heuristic justification in a proof 
published by Samuel S. Wilks in 1938, now called Wilks' theorem. 

• The theorem shows that the error in the logarithm of likelihood 
values for estimates from multiple independent observations is 
asymptotically          distributed, which enables convenient 
determination of a confidence region around any estimate of the 
parameters. 

• The only difficult part of Wilks’ proof depends on the expected 
value of the Fisher information matrix, which is provided by a 
theorem proven by Fisher.

• Wilks continued to improve on the generality of the theorem 
throughout his life, with his most general proof published in 1962.
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9.1.2b  Not-Guaranted Solution
[॰˅הଯ] ̓ːଚ VII (5ࢼ)

Nonlinear Problem

• Solve a nonlinear equation 
• Recursive formula
• (Example) To solve                   , we consider     
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YBC7289 (3000    2000 BC)
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Sumer

ːଚ̓ VII, (ন2018 ,۱ظ, p. 355)
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Nonlinear problem          Recursive formula

• Fixed point methods
• Bisection method
• Newton-Raphson method
• Brent method 
• Golden section search
• Directional search method 
• Gradient descent method (Deep learning)
• EM algorithm 
• Congruent method (Pseudo random number)
• Gibbs sampling
• Metropolis-Hastings sampling
• Perceptron

Remember the RANDU!

• A congruential pseudorandom number generator
•

• IBM Systems/360 Fortran subroutines 
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Ah! RANDU

Remember the RANDU!

• A congruential pseudorandom number generator
•
• Recursive formula: 
• As a result of the wide use of RANDU in the early 1970s, 

many results from that time are seen as suspicious. [from 
W.H. William H. et al. Numerical Recipe in Fortran 77: The 
Art of Scientific Computing (2nd ed.)] 

• This misbehavior was already detected in 1963 on a 36-bit 
computer, and carefully reimplemented on the 32-bit IBM 
System/360. It was believed to have been widely purged by 
the early 1990s but there were still FORTRAN compilers 
using it as late as 1999.
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Convergence (is NOT a problem.)

Initial conditions – Chaos theory (Wiki)

• Small differences in initial conditions, such as those due to 
rounding errors in numerical computation, yield widely 
diverging outcomes for such dynamical systems, rendering 
long-term prediction of their behavior impossible in general. 
• In the 1880s, while studying the three-body problem, Henri 

Poincaré found that there can be orbits that are nonperiodic, 
and yet not forever increasing nor approaching a fixed point. 
• Edward Lorenz  (1963) said ‘Chaos: When the present 

determines the future, but the approximate present does not 
approximately determine the future‘.
• In December 1977, the New York Academy of Sceinces

organized the first symposium on chaos.
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Initial conditions: Butterfly effect 

• In “A Sound of Thunder”, a 1952 short story by Ray 
Bradbury about time travel,

• ‘One butterfly could eventually have a far-reaching ripple 
effect on subsequent historic events’. 

Bifurcation

• Let                                   ,  then                  implies

• How many limits does the recursive formula 
yield?

• Maybe a serious problem appears in multi-layered (deep!) 
neural network learning.
• A hopeful recent development (CKKC 2019): A boundary-

value problem consisting of a heat PDE and some boundary 
conditions have infinitely many solutions. We may explain 
this result that the heat is a random variable not a constant. 
Hopefully, some recursive solutions can be similarly 
interpreted. 
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https://postfiles.pstatic.net/20111108_38/vpx
mfncl_1320692496249Tp8j7_GIF/bifurcation.gi
f?type=w2

Accumulation points of an iterative algorithm

• 倓㔖㦥䧕
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Solving a cubic equation

• For fixed                       solve

• The solutions are

• Use an algorithm

• We can get only one solution      among the three.

ˮࠆݢ୕ࢷ (ন1973 ,۱ظ, p. 39)
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Severe problem

• When                                            let 
• The solution should be
• However, the result of the iterated algorithm is

9.1.2c Stochastic Descent Methods
[॰˅הଯ] ̓ːଚ VII (5ࢼ)

Deep Learning (preprint)
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Iterative Procedures

Iterative Procedures 

• Gradient descent method, Newton-Raphson method, Quasi-
Newton method, Davidon-Fletcher-Powell formula, 
Broyden-Fletcher-Goldfarb-Shanno algorithm, Fisher’ 
scoring.
• Refer to ̖˓ଝ VII.
• Although popular, quasi-Newton methods may converge to 

a stationary point that is not necessarily a local or global 
maximum, but rather a local minimum or a saddle point.
• Therefore, it is important to assess the validity of the 

obtained solution to the likelihood equations, by verifying 
that the Hessian, evaluated at the solution, is both negative 
definite and well-conditioned.
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Deep Learning and Optimization

Surrogate Loss Function for Deep Learning
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Minimizing Negative Log-Likelihood

Loss Function and MLE
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Gradient Descent Method

Stochastic Gradient Descent Methods
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أଙʅۉѶʾس

On the Convergence of Adam and Beyond

• https://openreview.net/forum?id=ryQu7f-RZ
• Several recently proposed stochastic optimization methods that 

have been successfully used in training deep  networks such as 
RMSProp, Adam, Adadelta, Nadam are based on using gradient 
updates scaled by square roots of exponential moving averages of 
squared past gradients. 

• In many applications, e.g. learning with large output spaces, it has 
been empirically observed that these algorithms fail to converge to 
an optimal solution (or a critical point in nonconvex settings). 

• We provide an explicit example of a simple convex optimization 
setting where Adam does not converge to the optimal solution, and 
describe the precise problems with the previous analysis of Adam 
algorithm. 

• Our analysis suggests that the convergence issues can be fixed by 
endowing such algorithms with “long-term memory‘” of past 
gradients, and propose new variants of the Adam algorithm which 
not only fix the convergence issues but often also lead to 
improved empirical performance.
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9.1.3 Estimation 
of Standard Errors

Standard Error

• How good are the estimators that we learned in Sections 
9.1.1 and 9.1.2? 
• Standard errors can serve as measures of their accuracy. 
• To estimate them, we derive an expression for the standard 

error and estimate all the unknown parameters in it.
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Example 9.11  Estimation of the Poisson parameter

Example 9.12  Estimation of the Exponential parameter
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Example 9.12 (Continued)

On the Saco by Albert Bierstadt (1830-1902)
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Musique du jour

Georges Bizet
Au fond du Temple Saint (۽ݦଞ۰߾ु߇ࡕی)

Les pêcheurs de perles (The Pearl Fishers) 

Jonas Kaufmann (Tenor)
Dmitri Aleksandrovich Hvorostovsky (Baritone)

https://www.youtube.com/watch?v=p2MwnHpLV48
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• https://sites.google.com/view/cbsdataly/

9.2 Confidence Intervals
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Confidence Interval

Confidence Interval

• When we report an estimator      of a population parameter θ, 
we know that most likely              due to a sampling error. 
We realize that we have estimated θ up to some error. 
• Nobody understands the internet connection of 11 megabytes 

per second as exactly 11 megabytes going through the 
network every second, and nobody takes a meteorological 
forecast as the promise of exactly the predicted temperature.
• How much can we trust the reported estimator? 
• How far can it be from the actual parameter of interest? 
• What is the probability that it will be reasonably close? 
• If we observed an estimator θ, then what can the actual 

parameter θ be?
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Confidence Interval

Confidence Interval
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9.2.1 Construction of   
Confidence Intervals:
A General Method

CI; A General Method
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CI; A General Method

CI for Normal Distribution

- 622 -



CI for Normal Distribution

9.2.2 Confidence Interval 
for the Population Mean

- 623 -



CI for the Mean

CI for the Mean
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Example 9.13

9.2.3 Confidence Interval 
for the Difference 
between Two Means
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CI for the Difference between Two Means

CI for the Difference between Two Means

• Under the same conditions as in the previous section,
– Normal distribution of data or
– sufficiently large sample size,
• we can construct a confidence interval for the difference 

between two means.
• This problem arises when we compare two populations. 
• It may be a comparison of two materials, two suppliers, two 

service providers, two communication channels, two labs, 
etc.
• From each population, a sample is collected (Figure 9.4),
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CI for the Difference between Two Means

CI for the Difference between Two Means
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CI for the Difference between Two Means

Example 9.14
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9.2.4  Selection of Sample Size

Sample Size
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9.2.5  Estimating Means 
with a Given Precision

Sample Size for a Given Precision
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Sample Size for a Given Precision

Example 9.15

- 631 -



Tea-Kettle Raccoon by Katsushika Hokusai

• https://commons.wikimedia.org/wiki/File:Hokusai_tea-
kettle_raccoon.jpg
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̘փݡଲ

• COVID19߾ଞࡢଵ߾ଥ۰̛ֆݤଵٸоִԻࢷ
ଢТЬ. ̛ֆݤଵЬ˕ʋ 3ɼएԻ˱۽ଢТЬ.

• ࢸ10.4ࢿ۰˕ˬ Bayesian inferenceձA4ࡈए 10एࢽѦ
Իࢽչଜˈ, ࢿח 10.34 (p.359)ձૻ߭ࢿষଞЬ. Я, ̐ս
૦ଡଞֻҘΰ(̔)ܘࡈԻ۽ଞЬ. ળ pdfԻփ
Қ߭۰ ࡖ12 ،13 11:50̧ٗएফ߾ܹˬ۴ػʯ֩Ի
.βЬؿ

• ҖԂݞ PS4DS096ࡈی߾ѹіਫ਼ۿઝ heart.csvձԻएݛ
બֻљҚࡈࢶ߾ଞAUCҚ DeLong੨ݛઝଜԂ. ؆Җݤળ
ଞԻ̐Ԓ˓ࢿ߾ҖԂݞ .ଡߞΰଥ۰ʼԽࡈیܘ
ձ࣯ʵܹࢺଜִшքࡈیԻ̐ԒࢶФѧ߅
˕Ի̐ԒܘળԻ̐Ԓ . DeLong੨ݛઝ࣯߅߾
ܺଞیԆॹࢺଟʨ۰ˈؿ .ЕԻ̐Ԓ૦ଡଥ۰A4
एࡈ ࡖԻଜˈ, 12փࢠ6 ،10 11:50̧ٗएফ۴ػˬ
.βЬؿԻ֩ʯ߾ܹ
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̘փݡଲ

• ࡖ12 8 ʈۢҚܹ .ձࠠռʨࢿחیˈֆ̛߾14:00
Τʋ 15:30̧एз߇ળফ߾ܹˬ۴ػʯ֩
ଜࢺଜΟձࠠջЬ. (ॹձળࢷ߇βЬ. зؿԻ
ִԻବݥձЕࢿחଞ߾एѦԼ, ଞݒ̛
ࣚʵЬ.) pdfձ۴ଜΟ̐ԥʯଟܹ߷ִ̐սળ
(jpg, png)Ѧ˟ॱЬ. ֻҘחଲΟیࡠઝձॳଟ
̖Еʨ؇ࡏଜʠΟѦۘ˕ԆیΟ, Ьհܹ
एଞЬ. ݤଵࢿחЕֻѿˬ˕۰ exercise۰߾γۢɽ
ࣚձЕʨࢿחݡࠉˬ˕۰ݪࠊТ, ए̖ٕਫ਼
 .Ьʨ
• .ʨ߉ଟ̛ୣձ࣯एؿձܹࢺ (ࢺࡪ)

Clara Haskil

“In my lifetime I have met three geniuses; 
Professor Einstein, Winston Churchill, and Clara Haskil. 
I am not a trained musician but I can only say that 
her touch was exquisite, 
her expression wonderful, 
and her technique extraordinary.”

Charlie Chaplin
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Musique du jour

Mozart Concerto in C Minor K 491 
First Movement (Allegro)

Clara Haskil 
Orchestre des Concerts Lamoureux

Igor Markevitch

https://www.youtube.com/watch?v=WHRgiTELG6A

datalylab.com

• https://sites.google.com/view/cbsdataly/
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9.3 Unknown 
Standard Deviation

Unknown Standard Deviation

• A rather heavy condition was assumed when we constructed all 
the confidence intervals.

• We assumed a known standard deviation σ and used it in all the 
derived formulas.

• Sometimes this assumption is perfectly valid. We may know the 
variance from a large archive of historical data, or it may be given 
as precision of a measuring device.

• Much more often, the population variance is unknown. We’ll then 
estimate it from data, and see if we can still apply methods of the 
previous section.

• Two broad situations will be considered:
 large samples from any distribution,
 samples of any size from a Normal distribution.
• In the only remaining case, a small non-Normal sample, a 

confidence interval will be constructed by special methods. A 
popular modern approach called bootstrap is discussed in Section 
10.3.3.
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9.3.1  Large Samples

Use Standard Error Estimator

- 639 -



Example 9.16

Internet connections are often slowed by delays at nodes. 
Let us determine if the delay time increases during heavy-
volume times.
Five hundred packets are sent through the same network 
between 5 pm and 6 pm (sample X), and three hundred packets 
are sent between 10 pm and 11 pm (sample Y). 
The early sample has a mean delay time of 0.8 sec with a 
standard deviation of 0.1 sec, whereas the second sample has a 
mean delay time of 0.5 sec with a standard deviation of 0.08 
sec.
Construct a 99.5% confidence interval for the difference 
between the mean delay times.

Solution of Example 9.16
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9.3.2 CI for Proportions

Population Proportion
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Mean and Variance of Sample Proportion

Sample Proportion
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CI for a Population Proportion

CI for the Difference Between Two Populations
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Example 9.17

Solution of Example 9.17
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9.3.3 Estimating Proportions
with a Given Precision

Sample Size for Given Precision
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Maximum of 

Example 9.18
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9.3.a Matrix Decomposition

Matrix Decompositions 
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LU Factorization

QR Decomposition Using Gram-Schmidt Process
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Eigendecomposition
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Schur Decomposition 

Jordan Decomposition

- 650 -



Singular Value Decomposition (SVD)

9.3.b Chi-Square Distribution 
and Cochran’s Theorem 
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Outline of Cochran’s Theorem

Standardized Normal Distribution
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Chi-Square Distribution

Quadratic Forms

- 653 -



Quadratic Form

Lemma 
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Cochran’s Theorem

Projection
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Orthogonal

Example of Cochran's Theorem 
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9.3.4 Small Samples:
Student’s     Distribution    

The t-Test

• Parametric: Works on normally distributed scale data
• Compare two means
• One sample t-test: compare the mean of a sample to a 

predefined value
• Two-sample t-test 1;
 dependent (related) samples
 compare the means of two conditions in which the same (or 

closely matched) participants participated
• Two-sample t-test 2;
 independent (unrelated) samples
 compare the means of two groups of participants
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Beer and Statistics

[Wiki] Stout

• Stout is a dark, top-fermented beer with a number of 
variations, including dry stout, oatmeal stout, milk stout, 
and imperial stout.
• The first known use of the word stout for beer was in a 

document dated 1677 found in the Egerton Manuscripts, the 
sense being that a "stout beer" was a strong beer, not 
a dark beer.[1]

• The name porter was first used in 1721 to describe a dark 
brown beer that had been made with roasted malts. 
• Because of the huge popularity of porters, brewers made 

them in a variety of strengths. The stronger beers, typically 
7% or 8% alcohol by volume (ABV), were called "stout 
porters", so the history and development of stout and porter 
are intertwined, and the term stout has become firmly 
associated with dark beer, rather than just strong beer.
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[Wiki] Definition

pdf
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Shape of pdf

• The overall shape of the probability density function of the t-
distribution resembles the bell shape of a normally 
distributed variable with mean 0 and variance 1, except that 
it is a bit lower and wider. 
• As the number of degrees of freedom (df) grows, the t-

distribution approaches the normal distribution with mean 0 
and variance 1.
• The following images show the density of the t-distribution 

for increasing values of ν. 
• The normal distribution is shown as a blue line for 

comparison. Note that the t-distribution (red line) becomes 
closer to the normal distribution as ν increases.
• Density of the t-distribution (red) for 1, 2, 3, 5, 10, and 30 df

compared to normal distribution (blue). Previous plots 
shown in green.
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pdf & cdf

cdf
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When df = 1, 2

Moments 
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Properties

Derivation of Normal Statistic
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Derivation of t-statistic

Student t-Distribution 
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CI for the Mean when Variance is Unknown 

Example 9.19 
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Student t-distributions tend to the Normal Distribution 

Degrees of Freedom (df) 
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9.3.5  Comparison 
of Two Populations 
with Unknown Variances  

Behrens-Fisher Problem
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Case 1.  Equal Variances

Case 1.  Equal Variances (continued)
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Example 9.20 

Remark: Degrees of Freedom
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Derivation for Equal Variances

Case 2. Unequal Variances
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Case 2. Unequal Variances (continued)

Example 9.21
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Solution of Example 9.21

[Wiki] Derivations

• In statistics, the Behrens–Fisher distribution, named after 
Ronald Fisher and Walter Behrens, is a parameterized family 
of probability distributions arising from the solution of the 
Behrens–Fisher problem proposed first by Behrens and 
several years later by Fisher. 

• The Behrens–Fisher problem is that of statistical inference 
concerning the difference between the means of two 
normally distributed populations when the ratio of their 
variances is not known (and in particular, it is not known that 
their variances are equal).
• The Behrens–Fisher distribution is the distribution of a 

random variable of the form                                   where      
and        are independent RV’s each with a Student's t-
distribution, with respective degrees of freedom                        
and                        and θ is a constant. Thus the family of 
Behrens–Fisher distributions is parametrized by             and 
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Derivation for Equal Variances

Derivation for Unequal Variances

However, in the Behrens–Fisher problem, the two population 
variances are not known to be equal, nor is their ratio known. 
Fisher considered the pivotal quantity

This can be written as                             where                                           
are the usual one-sample t-statistics and                                      
We take    to be in the first quadrant. We know

The fact that the sum of the squares of the expressions in 
parentheses above is 1 implies that they are the cosine and sine 
of some angle. 
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Derivation for Unequal Variances (continued) 

The Behren–Fisher distribution is actually the conditional 
distribution of the quantity (1) above, given the values of the
quantities labeled cos θ and sin θ. In effect, Fisher conditions 
on ancillary information.
Fisher then found the "fiducial interval" whose endpoints are

where A is the appropriate percentage point of the Behrens–
Fisher distribution. Fisher claimed that the probability
that                 is in this interval, given the data (ultimately the 
Xs) is the probability that a Behrens–Fisher-distributed RV is 
between −A and A.

A Summer Girl by Robert Lewis Reid 

• https://www.wikigallery.org/wiki/painting_87507/Robert-
Reid/A-Summer-Girl
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Musique du jour

Wolfgang Amadeus Mozart
Serenade in G, K.525

Eine kleine Nachtmusik 1. Allegro

https://www.youtube.com/watch?v=0rQR2cC9OcY
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• https://sites.google.com/view/cbsdataly/

9.4.  Hypothesis Testing
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Testing Hypothesis

• A vital role of Statistics is in verifying statements, claims, 
conjectures, and in general - testing hypotheses. 

• Based on a random sample, we can use Statistics to verify whether
 a system has not been infected,
 a hardware upgrade was efficient,
 the average number of concurrent users increased by 2000,
 the average connection speed is 54 Mbps, as claimed by the
 internet service provider,
 the proportion of defective products is at most 3%, as
 promised by the manufacturer,
 service times have Gamma distribution,
 the number of errors in software is independent of the manager’s
 experience,
 etc.

• Testing statistical hypotheses has wide applications far 
beyond Computer Science. 

These methods are used to prove 
efficiency of a new medical treatment, 
safety of a new automobile brand, 
innocence of a defendant, 
authorship of a document; 
to establish cause-and-effect relationships; 
to identify factors that can significantly improve the 

response; to fit stochastic models; 
to detect information leaks; and so forth.

- 679 -



9.4.1 Hypothesis & Alternative

Hypothesis and Alternative

•

• A null hypothesis is always an equality, absence of an effect 
or relation, some “normal,” usual statement that people have 
believed in for years. 
• In order to overturn the common belief and to reject the 

hypothesis, we need significant evidence. Such evidence can 
only be provided by data. 
• Only when such evidence is found, and when it strongly 

supports the alternative          can the hypothesis be 
rejected in favor of 
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Hypothesis Test vs Criminal Trial

• Based on a random sample, a statistician cannot tell whether 
the hypothesis is true or the alternative. We need to see the 
entire population to tell that. 
• The purpose of each test is to determine whether the data 

provides sufficient evidence against in favor of 
• This is similar to a criminal trial. Typically, the jury cannot 

tell whether the defendant committed a crime or not. It is not 
their task. They are only required to determine if the 
presented evidence against the defendant is sufficient and 
convincing. 
• By default, called presumption of innocence, insufficient 

evidence leads to acquittal (ࣤה؏ִ).

One-Sided vs Two-Sided
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Example 9.22 

Example 9.23
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Example 9.24

9.4.2 Type I & Type II Errors
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Four Cases

• When testing hypotheses, we realize that all we see is a 
random sample. Therefore, with all the best statistics skills, 
our decision to accept or to reject may still be wrong. 
That would be a sampling error (Section 8.1).
• Four situations are possible,

Sampling Errors
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Is Type I Error More Dangerous Than Type II Error?

• Each error occurs with a certain probability that we hope to 
keep small. A good test results in an erroneous decision only 
if the observed data are somewhat extreme.
• A type I error is often considered more dangerous and 

undesired than a type II error. 
• Making a type I error can be compared with convicting an 

innocent defendant or sending a patient to a surgery when 
(s)he does not need one.
• For this reason, we shall design tests that bound the 

probability of type I error by a preassigned small number α. 
Under this condition, we may want to minimize the 
probability of type II error.

Significance Level

• Typically, hypotheses are tested at significance levels as small as 
0.01, 0.05, or 0.10, although there are exceptions.

• Testing at a low level of significance means that only a large 
amount of evidence can force rejection of 

• Rejecting a hypothesis at a very low level of significance is done 
with a lot of confidence that this decision is right. 
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9.4.3 Level      Tests: 
General Approach

Three Steps of A Standard Algorithm for a Level α Test

• A standard algorithm for a level α test of a hypothesis 
against an alternative         consists of 3 steps.
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Step 1. Test statistic

Step 2. Acceptance region and rejection region
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Step 2. Acceptance region and rejection region

Step 3: Result and its interpretation
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Notation

9.4.4 Rejection Region & Power
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Rejection Region

• Our construction of the rejection region guaranteed the 
desired significance level α. 
• However, one can choose many regions that will also have 

probability α. 

Maximizing Power

• Among them, which one is the best choice?
• To avoid type II errors, we choose such a rejection region 

that will likely cover the test statistic T in case if the 
alternative is true. 
• This maximizes the power of our test, because we’ll rarely 

accept in this case.
• Then, we look at our test statistic T under the alternative. 

Often
(a) a right-tail alternative forces T to be large,
(b) a left-tail alternative forces T to be small,
(c) a two-sided alternative forces T to be either large or small
(although it certainly depends on how we choose T).
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MP Test

• If this is the case, it tells us exactly when we should reject 
the null hypothesis:

(a) For a right-tail alternative, the rejection region R should 
consist of large values of  T. Choose R on the right, the 
acceptance region A on the left (Figure 9.7a).
(b) For a left-tail alternative, the rejection region R should 
consist of small values of  T. Choose R on the left, the accept 
region A on the right (Figure 9.7b).
(c) For a two-sided alternative, the rejection region R should 
consist of very small and very large values of T. Let R consist 
of two extreme regions, while the accept region A covers the 
middle (Figure 9.7c).

9.4.5 Standard Normal Null          
Distribution (Z-test)
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Under Normal Distribution

• An important case, in terms of a large number of 
applications, is when the null distribution of the test statistic 
is Standard Normal.
• The test in this case is called a Z-test, and the test statistic is 

usually denoted by Z.

(a) Right-Tail Alternative
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(b) Left-Tail Alternative

(c) Two-Sided Alternative
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Z-Statistic

9.4.6 Z-tests for 
Means and Proportions
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Z-tests for Normal Distribution

Summary of Z-tests
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Example 9.25 (Z-test about a Population Mean)

The number of concurrent users for some internet service 
provider has always averaged 5000 with a standard deviation 
of 800. After an equipment upgrade, the average number of 
users at 100 randomly selected moments of time is 5200. Does 
it indicate, at a 5% level of significance, that the mean number 
of concurrent users has increased? Assume that the standard 
deviation of the number of concurrent users has not changed.

Solution of Example 9.25
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Example 9.26 (Two-sample Z-test of proportions)

Solution of Example 9.26
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9.4.7 Pooled Sample Proportion

Difference of Proportions

- 698 -



Example 9.27 (Example 9.26, continued)

9.4.8 unknown Tests
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t-Statistics

Pooled Sample Variance
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TABLE 9.2: Summary of t-tests

Example 9.28
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Example 9.29 (CD writer and battery life)

Example 9.30 (Comparison of two servers, continued)
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9.4.9 Duality: Two-Sided Tests
and Two-Sided CI

Two-Sided Z-Test and Confidence Interval
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FIGURE 9.8: Duality of Tests and Confidence Intervals

Only for Two-Sided
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Example 9.31

Example 9.32
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Example 9.33 (Pre-election poll)

Example 9.34 (Hardware upgrade)
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Example 9.35 (Was the upgrade successful? One-sided)

Two-Sided t-Test and Confidence Interval
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Example 9.36 (Unauthorized Use of a Computer Account)

9.4.10  p-Value
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How Do We Choose α?

• So far, we were testing hypotheses by means of acceptance 
and rejection regions. 
• In the last section, we learned how to use confidence 

intervals for two-sided tests. 
• Either way, we need to know the significance level α in order 

to conduct a test. Results of our test depend on it.
• How do we choose α, the probability of making type I 

sampling error, rejecting the true hypothesis? Of course, 
when it seems too dangerous to reject true we choose a 
low significance level. How low? Should we choose α = 0.01? 
Perhaps, 0.001? Or even 0.0001?
• Also, if our observed test statistic                   belongs to a 

rejection region but it is “too close to call” (see, for example, 
Figure 9.9), then how do we report the result?

Too Close To Call
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Which α?

• Formally, we should reject the null hypothesis, but 
practically, we realize that a slightly different significance 
level α could have expanded the acceptance region just 
enough to cover           and force us to accept   
• Suppose that the result of our test is crucially important. 
• For example, the choice of a business strategy for the next 

ten years depends on it. 
• In this case, can we rely so heavily on the choice of α? And 

if we rejected the true hypothesis just because we chose α = 
0.05 instead of α = 0.04, then how do we explain to the chief 
executive officer that the situation was marginal? 
• What is the statistical term for “too close to call”?

p-Value

• Using a p-value approach, we try not to rely on the level of 
significance. In fact, let us try to test a hypothesis using all 
levels of significance!
• Considering all levels of significance (between 0 and 1 

because α is a probability of Type I error), we notice:
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Definition of p-Value
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Testing Hypotheses with a p-Value

• Once we know a p-value, we can indeed test hypotheses at 
all significance levels. 
• Figure 9.11 clearly shows that for all α<p we accept the null 

hypothesis, and for all α>p, we reject it.
• Usual significance levels α lie in the interval [0.01, 0.1] 

(although there are exceptions). 
• Then, a p-value greater than 0.1 exceeds all natural 

significance levels, and the null hypothesis should be 
accepted. 
• Conversely, if a p-value is less than 0.01, then it is smaller 

than all natural significance levels, and the null hypothesis 
should be rejected. 
• Notice that we did not even have to specify the level α for 

these tests!

Marginal Case - Too Close To Call

• Only if the p-value happens to fall between 0.01 and 0.1, we 
really have to think about the level of significance. This is 
the “marginal case,” “too close to call.” 
• When we report the conclusion, accepting or rejecting the 

hypothesis, we should always remember that with a slightly 
different α, the decision could have been reverted. 
• When the matter is crucially important, a good decision is to 

collect more data until a more definitive answer can be 
obtained.
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Computing p-Values

TABLE 9.3: p-values for Z-tests
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TABLE 9.4: p-values for t-tests

Understanding p-Values

• Looking at Tables 9.3 and 9.4, we see that P-value is the 
probability of observing a test statistic at least as extreme as 

• Being “extreme” is determined by the alterntive. For a right-
tail alternative, large numbers are extreme; for a left-tail 
alternative, small numbers are extreme; and for a two-sided 
alternative, both large and small numbers are extreme. 
• In general, the more extreme test statistic we observe, the 

stronger support of the alternative it provides.

- 714 -



Implementing  p-Test

• The following philosophy can be used when we test hypotheses 
by means of a p-value.

• We are deciding between the null hypothesis        and the 
alternative 

• Observed is a test statistic            If       were true, how likely 
would it be to observe such a statistic? In other words, are the 
observed data consistent with          

• A high p-value tells that this or even more extreme value of 
is quite possible under         and therefore, we see no 
contradiction with The null hypothesis is not rejected.

• Conversely, a low p-value signals that such an extreme test 
statistic is unlikely if is true.

• However, we really observed it. Then, our data are not 
consistent with the hypothesis, and we should reject 

• For example, if p = 0.0001, there is only 1 chance in 10,000 to 
observe what we really observed. The evidence supporting the 
alternative is highly significant in this case.

Example 9.37 (How significant was the upgrade?)
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Example 9.38 (Quality inspection)

Example 9.39 Unauthorized Use of a Computer Account
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Magdalen with the Smoking Flame by Georges de La Tour

• https://commons.wikimedia.org/wiki/Category:Magdalen_wi
th_the_Smoking_Flame
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Statistical	Inference	I	
Part	6.	Inference	About	Variances
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Probability and Statistics 
for Data Sciences  

21. Statistical Inference I
Part 6. Inference About Variances

ByoungSeon Choi
Graduate School of Data Science, SNU

Musique du jour

"Fandango" 
from Boccherini's Guitar Quintet G. 448 in D Major

The Carmina Quartet
With Nina Corti, castanets

https://www.youtube.com/watch?v=QrdeD8LLoCM
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datalylab.com

• https://sites.google.com/view/cbsdataly/

9.5 Inference About Variances
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Comparison of Two Variances

• In this section, we’ll derive confidence intervals and tests for the 
population variance Var(X) and for the comparison of two 
variances  Var(X) and Var(Y). 

• This will be a new type of inference for us because
(a) variance is a scale and not a location parameter,
(b) the distribution of the sample variance is not symmetric.
• Variance often needs to be estimated or tested for quality control, 

in order to assess stability and accuracy, evaluate various risks, 
and also, for tests and confidence intervals for the population 
means when variance is unknown.

• Recall that comparing two means in Section 9.3.5, we had to 
distinguish between the cases of equal and unequal variances. We 
no longer have to guess! In this section, we’ll see how to test the 
null hypothesis                     against the  alternative                     
and decide whether we should use the pooled variance (9.11) or 
the Satterthwaite approximation (9.12). 

9.5.1 Variance estimator and      
Chi-square distribution
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Sample Variance

Chi-square Distribution
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Statistics of Chi-Square Distribution

• Chi-square distribution was introduced around 1900 by a 
famous English mathematician Karl Pearson (1857-1936) 
who is regarded as a founder of the entire field of 
Mathematical Statistics. 

9.5.2 Confidence Interval for 
the Population Variance
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Critical Values of Chi-Square Distribution

CI for Variance
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Example 9.40

9.5.3 Testing Variance
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Test the Population Variance

• Suppose now that we need to test the population variance, 
for example, to make sure that the actual variability, 
uncertainty, volatility, or risk does not exceed the promised 
value.
• We’ll derive a level α test based on the Chi-square 

distribution of the rescaled sample variance.

Level Test
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p-Value for a Chi-Square Test

p-Value for a Chi-Square Test
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Chi-Square Tests for Variance

and p-Value 
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and p-Value (continued)

Example 9.41
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Example 9.42   (Remaining battery life)

9.5.a Chi-Square Test
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Pearson ࢼˎʣࢺ <1>

• SASձࡈଞୃо˃ଝ (ࢸ2શ, 9.8ࢿ)

Pearson ࢼˎʣࢺ <2>
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Pearson ࢼˎʣࢺ <3>

Pearson ࢼˎʣࢺ <4>
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9.5.a Multiple Regression
ॳˈחଲ: ୣ̆ٗ۱ۘ̀, (ࢠ4ࢿ

Multiple Regression
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Least Square Method (নࢼܒˎأࢺ)

Regression Model through Matrices
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Least Square Estimator (LSE)

ANOVA for Multiple Regression
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ANOVA Table

Example of Multiple Regression
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ANOVA Table for Example of Multiple Regression

9.5.b Analysis of Variance
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One-Way ANOVA <1>

• SASձࡈଞୃо˃ଝ (ࢸ2શ, 10.2ࢿ)

One-Way ANOVA <2>
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One-Way ANOVA <3>

One-Way ANOVA <4>
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One-Way ANOVA <5>

One-Way ANOVA <6>
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One-Way ANOVA <7>

One-Way ANOVA <8>
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One-Way ANOVA <9>

One-Way ANOVA <10>

• Ь˕ʋૡ̎ࢿˑଢࢽଜ.

• Ь˕ʋ F˃ԛࢽଜ.
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One-Way ANOVA <11>

One-Way ANOVA <12>
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9.5.4 Comparison 
of two variances. 

Example 9.43  (Efficient upgrade) 
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Example 9.44  (Conservative investment)

Example 9.45  (Which method to use?)
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F-Statistic

Distribution of the Ratio of Sample Variances
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F-Distribution

Definition of  F-distirbution
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F and Beta distributions

pdf of F-distribution
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cdf of F-distribution

pdf and cdf of F-distribution
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Summary Statistics of F-distribution

9.5.5 Confidence Interval
for the Ratio of  
Population Variances. 
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CI for the Ratio of Variances

Reciprocal Property of F-Distribution
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CI for the Ratio of Variances

Example 9.46  (Efficient upgrade, continued)
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Example 9.47 (Efficient upgrade, continued again)

9.5.6 F-Test
Comparing Two Variances
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F-Statistic

TABLE 9.6: Summary of  F-tests
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Example 9.48  (Which method to use? Continued)

Solution of Example 9.48 
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Example 9.49  (Are all the conditions met?)

Solution of Example 9.49 
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Summary I
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Summary 2

Watercolor by Pantelis Zografos

• https://www.beautifullife.info/art-works/stunning-
watercolor-paintings-of-greece/
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Statistical	Inference	I	
Part	7.	ROC	and	AUC
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Probability and Statistics 
for Data Sciences  

22. Statistical Inference I
Part 7. ROC and AUC

ByoungSeon Choi
Graduate School of Data Science, SNU

Musique du jour

Mozart
Serenade in G, K.525

Eine kleine Nachtmusik 1. Allegro

https://www.youtube.com/watch?v=0rQR2cC9OcY
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datalylab.com

• https://sites.google.com/view/cbsdataly/

(Q) Hessian

• Ьղ߅ТԂ MLE ࠪ Hessian matrix ߾˗ଥ۰
˼̖ଞ߭۰ࢺԥʯؿ֩ηݡТЬ.
• Normal distribution ߾˗ଥ۰Е variable ѿʎɼ
Hessian matrix ձ ,ࠆଜࢢ derive ଜЕіࢿחɼ߷Ьˈ
Ο, Ьհؿ distribution ˁࡉ८ٗଟܹЕ
variable ଜΟ߾߷߭ matrix ɼ߅Ф vector ɼ
ΟࠝЕʨʋі [ (ex) bernoulli distribution: p, poisson: 
rambda) ] ԟˁ߭ࡉӊʯ Hessian matrix ɼࢢଜ̝
ଜЕʨए, ߅ТԂִ MLE ࡢ̛ؿଥثਫ਼
all elements Қ negative փִ࣯ࠆؿѸЕʨए
˼̖ଢТЬ.
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(A) Hessian  <1>

• For the parameter vector                                   the log-likelihood           
is

• We define the observed information matrix of        as

• This  is the (-1) times Hessian matrix of log-likelihood function     
at           

(A) Hessian  <2>

• When p = 2,

• When p = 1, 
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9.4.a ROC, AUC

9.4.a.1 ROC 
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Probabilistic Forecasts

Probabilistic Forecasts
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Sensitivity and Specificity

• Before explaining what a ROC curve is, we need to recall the 
definitions of sensitivity and specificity.

• Suppose that we are testing people through blood samples to 
know whether they have a specific disease or not. 

• In this case the sensitivity will be the proportion of true 
positives given that the condition is present !(+|"). 

• The specificity is the proportion of true negatives, !(−|~"), 
the proportion of people who tested negative among those 
who do not have the disease.

Terminology from a Confusion Matrix
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Sensitivity = True Positive Rate (TPR);  Yল

Specificity = False Positive Rate (FPR);  Xল
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Confusion Matrix 1

Examples: Sensitivity and Specificity 

(a) Suppose that in a study of 125 people we use different 
cutoff values to determine if they have a certain condition:

The sensitivity is 18/32=.56 and the specificity is .92/93=.99.
(b) 

The sensitivity is 25/32=0.78 and the specificity is 75/93=0.81. 

Disease
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Plotting ROC Curve 1

Look at the the idealized graph at right 
showing the number of patients with and 
without a disease arranged according to 
the value of a diagnostic test. This 
distributions overlap--the test (like most) 
does not distinguish normal from disease 
with 100% accuracy. The area of overlap 
indicates where the test cannot distinguish normal from disease. In 
practice, we choose a cutpoint (indicated by the vertical black line) 
above which we consider the test to be abnormal and below which 
we consider the test to be normal. The position of the cutpoint will 
determine the numbers of  true positives, true negatives, false 
positives and false negatives. We may  wish to use different 
cutpoints for different clinical situations if we wish to  minimize one 
of the erroneous types of test results.

Plotting ROC Curve 2 (Data)

• euthyroid = ٕʄۘ۴ (normal)
• hypothroid = ʄۘ۴̛Мଜ (disease)
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Plotting ROC Curve 2

• Suppose that patients with T4 values of 5 or less are considered to 
be hypothyroid. The data display then reduces to:

Sensivity is 18/32=0.5625,  Specificity is 92/93=0.9892.
• Suppose we decide to make the definition of hypothyroidism less 

stringent and consider patients with T4 values of 7 or less to be 
hypothyroid. The data display will now look like this: 

Sensivity is 25/32=0.7813,  Specificity is 75/93=0.8065.

Plotting ROC Curve 3

• Suppose that patients with T4 values of 9 or less are 
considered to be hypothyroid. The data display then reduces 
to:

Sensivity is 18/32=0.5625,  Specificity is 92/93=0.9892.
• Now, take the sensitivity and specificity values above and 

put them into a table:

• Notice that you can improve the sensitivity by moving to 
cutpoint to a higher T4 value—that is, you can make the 
criterion for a positive test less strict.
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Plotting ROC Curve 4

• The operating characteristics (above) can be reformulated 
slightly and then presented graphically as shown below to 
the right: 

• The ROC curve is 
on the right.

[Wiki] ROC

• A receiver (or relative) operating characteristic curve, or ROC
curve, is a graphical plot that illustrates the diagnostic ability of a 
binary classifier system as its discrimination threshold is varied. 

• The method was originally developed for operators of military 
radar receivers, which is why it is so named.

• The ROC curve is created by plotting the true positive rate (TPR) 
against the false positive rate (FPR) at various threshold settings.

• The TPR is also known as sensitivity, recall or probability of 
detection in machine learning. 

• The FPR is also known as probability of false alarm and can be 
calculated as (1 − specificity). 

• It can also be thought of as a plot of the power as a 
function of the Type I Error of the decision rule (when the 
performance is calculated from just a sample of the population, it 
can be thought of as estimators of these quantities). 
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ROC (continued)

• The ROC curve is the sensitivity (or recall) as a function of 
fall-out. 
• In general, if the probability distributions for both detection 

and false alarm are known, the ROC curve can be generated 
by plotting the cdf of the detection probability in the y-axis
versus the cdf of the false-alarm probability on the x-axis.
• ROC analysis provides tools to select possibly optimal 

models and to discard suboptimal ones independently from 
(and prior to specifying) the cost context or the class 
distribution. 
• ROC analysis is related in a direct and natural way to 

cost/benefit analysis of diagnostic decision making.

ROC (continued)

• The ROC curve was first developed by electrical engineers 
and radar engineers during World War II for detecting enemy 
objects in battlefields and was soon introduced to 
psychology to account for perceptual detection of stimuli 
 .(एɽʃए̑)
• ROC analysis has been used in medicine, radiology, 

biometrics, forecasting of natural hazards,  meteorology, 
model performance assessment, and other areas for many 
decades and is increasingly used in machine learning and 
data mining research.
• The ROC is also known as a relative operating characteristic 

curve, because it is a comparison of two operating 
characteristics (TPR and FPR) as he criterion changes.
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ROC Curve Demonstrates Several Things

1. It shows the tradeoff between sensitivity and specificity
(any increase in sensitivity will be accompanied by a 
decrease in specificity). 

2. The closer the curve follows the upper-left border of the 
ROC space, the more accurate the test. 

3. The closer the curve comes to the 45-degree diagonal of 
the ROC space, the less accurate the test. 

4. The slope of the tangent line at a cutpoint gives the 
likelihood ratio (LR) for that value of the test. 

5. The area under the curve is a measure of accuracy.

Judging of a ROC Curve

• The graph below shows three ROC curves representing 
excellent, good, and worthless tests plotted on the same 
graph. 
• The accuracy of the test depends on how well the test 

separates the group being tested into those with and without 
the disease in question. 
• Accuracy is measured by the area under the ROC curve. An 

area of 1 represents a perfect test; an  area of .5 represents a 
worthless test. 
• A rough guide for classifying the accuracy of a diagnostic 

test is the traditional academic point system:
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A Rough Guide

Historical Interest

• You may be wondering where the name "Receiver Operating 
Characteristic" came from. 
• ROC analysis is part of a field called "Signal Detection 

Theory" developed during World War II for the analysis of 
radar images. 
• Radar operators had to decide whether a blip on the screen 

represented an enemy target, a friendly ship, or just noise. 
• Signal detection theory measures the ability of radar receiver 

operators to make these important distinctions. Their ability 
to do so was called the Receiver Operating Characteristics. 
• It was not until the 1970's that signal detection theory was 

recognized as useful for interpreting medical test results.
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Area Under the ROC Curve (AUC)

ROC Curve of Iris Data
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Python Program of ROC Curve 1

Python Program of ROC Curve 2
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ROC and Likelihood Ratio

Terminology from a Confusion Matrix 
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Terminology from a Confusion Matrix 

Confusion Matrix 2
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Example

9.4.a.2  Logistic Regression 
Stealing from the slides by
John Whitehead, Dept. of Economics, East Carolina U.
ଝ˓̖ VII. ࢸ6.7.2ࢿ
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Binary Logistic Regression

• One Dichotomous Independent Variable
• There are many important research topics for which 

the dependent variable is "limited." 
• For example: whether or not a person smokes, or 

drinks, or skips class, or takes advanced 
mathematics.  
• For these the outcome is not continuous or 

distributed normally.
• Binary logistic regression is a type of regression 

analysis where the dependent variable is a dummy 
variable: coded 0 (did not smoke) or 1(did smoke)

Problems with Linear Regression <1>

• We could  severely simplify the plot by drawing a line 
between the means for the two dependent variable levels, but 
this is problematic in two ways: 

(a) the line seems to oversimplify the relationship,
(b) it gives predictions that cannot be observable values of  Y

for extreme values of  X.
• The reason this doesn’t work is because the approach is 

analogous to fitting a linear model to the probability of the 
event. 
• As you know, probabilities can only take values between 0 

and 1. Hence, we need a different approach to ensure that 
our model is appropriate for the data. 
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Linear Regression vs Logistic Regression

Probit vs Logit <1>

• If you think about the shape of this distribution, you may 
posit that the function is a cumulative probability distribution. 
As stated previously, we can model the nonlinear 
relationship between X and Y by transforming one of the 
variables. 
• Two common transformations that result in sigmoid 

functions are probit and logit transformations. 
• A probit transformation imposes a cumulative normal 

function on the data. But, probit functions are difficult to 
work with because they require integration. 
• A logit transformation, on the other gives nearly identical 

values as a probit function, but they are much easier to work 
with because the function can be simplified to a linear 
equation. 
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Probit vs Logit <2>

Odds and Odds Ratio

• Recall the definitions of an odds:
• The odds has a range of 0 to ∞ with values greater than 1 

associated with an event being more likely to occur than to not 
occur and values less than 1 associated with an event that is less 
likely to occur than not occur.

• The logit is defined as the log of the odds: 

• This transformation is useful because it creates a variable with a 
range from -∞ to +∞. Hence, this transformation solves the 
problem we encountered in fitting a linear model to probabilities.

• Because probabilities (the dependent variable) only range from 0 
to 1, we can get linear predictions that are outside of this range. If 
we transform our probabilities to logits, then we do not have this 
problem because the range of the logit is not restricted. 

• In addition, the interpretation of logits is simple - take the 
exponential of the logit and you have the odds. 
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Logistic Regression & Sigmoid

• Let 

• Then,

• Let 
where    
• Sigmoid function 

Simple Linear Regression & Simple Logistic Regression
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Example: IEP Problem

• (Q) Are mother’s who have high school education 
less likely to have children with IEP’s (individualized 
plans, indicating cognitive or emotional disabilities)?
• Date: (child has iep or not)X(mom has high school or more) 

Example: Interpretation of coefficient β1

• Odds in IEP in with HS = (33/623)/(590/623)= 33/590=.056
• Odds in IEP in w/o HS = (45/553)/(508/553) =45/508=.089
• Change in odds due to HS =.056/.089=.63
• The odds that the child of a mother with high school 

education has an IEP is .63 that of other mothers – it is lower 
because they are less likely.
• MLE:  
• Logistic regression coefficient =   ln 0.63 = -0.46
• Change in odds = 
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ːଚ̓ VII (6.7.2ܒ) <1>

ːଚ̓ VII (6.7.2ܒ) <2>
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StanfordлଚAndrew Ng˩ܶݣ֛ԙЧࢼࠓ

Andrew Ng˩ܶࢼࠓʹ˒ <1>
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Andrew Ng˩ܶࢼࠓʹ˒ <2>

9.4.a.3  Heart Disease Problem
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Example: Heart Disease Prediction

• To demonstrate how the ROC curve is constructed in 
practice, I’m going to work with the Heart Disease UCI data 
set in Python. The data set has 14 attributes, 303 
observations, and is typically used to predict whether a 
patient has heart disease based on the other 13 attributes, 
which include age, sex, cholesterol level, and other 
measurements.

P1.  Imports & Loading Data
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P2.  Train-Test Split

• A Standard 75%-25% Train-Test split

P3.  Logistic Regression Classifier

• Before I write a function to calculate false positive and true 
positive rate, I’ll fit a vanilla Logistic Regression classifier 
on the training data, and make predictions on the test set.
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P4. Calculating TPR and FPR

• Now that I have test predictions, I can write a function to 
calculate the true positive rate and false positive rate. 
• This is a critical step, as these are the two variables needed 

to produce the ROC curve.

P5.  Test function

• The test shows that the function appears to be working — a 
true positive rate of 90.5% and a false positive rate of 17.7% 
are perfectly reasonable results.
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P6. Exploring Varying Thresholds

• To obtain the ROC curve, I need more than one pair of true 
positive/false positive rates. I need to vary the threshold 
probability that the Logistic Regression classifier uses to predict 
whether a patient has heart disease (target=1) or doesn’t (target=0).

• Remember, while Logistic Regression is used to assign a class 
label, what it’s actually doing is determining the probability that 
an observation belongs to a specific class. 

• In a typical binary classification problem, an observation must 
have a probability of > 0.5 to be assigned to the positive class. 
However, in this case, I will vary that threshold probability value 
incrementally from 0 to 1. This will result in the ranges of true 
positive rates and false positive rates that allow me to build the 
ROC curve.

• In the code blocks below, I obtain these true positive rates and 
false positive rates across a range of threshold probability values. 
For comparison, I use logistic regression with (1) no 
regularization and (2) L2 regularization.

LOGISTIC REGRESSION (NO REGULARIZATION)

C  represents the inverse 
of regularization strength.
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LOGISTIC REGRESSION (L2 REGULARIZATION)

C  represents the inverse 
of regularization strength.

P7. Plotting the ROC Curves
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9.4.a.4  AUC 

Understanding the ROC Curve and AUC

• Stealing from
https://towardsdatascience.com/understanding-the-roc-curve-
and-auc-dd4f9a192ecb
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The ROC Curve

• The receiver operating characteristic (ROC) curve is 
frequently used for evaluating the performance of binary 
classification algorithms. 
• It provides a graphical representation of a classifier’s 

performance, rather than a single value like most other 
metrics.
• First, let’s establish that in binary classification, there are 

four possible outcomes for a test prediction: true 
positive, false positive, true negative, and false negative.

True Positive Rate against False Positive Rate

• The ROC curve is produced by calculating and plotting 
the true positive rate against the false positive rate for a 
single classifier at a variety of thresholds. 

• For example, in logistic regression, the threshold would be 
the predicted probability of an observation belonging to the 
positive class. Normally in logistic regression, if an 
observation is predicted to be positive at > 0.5 probability, it 
is labeled as positive. However, we could really choose any 
threshold between 0 and 1 (0.1, 0.3, 0.6, 0.99, etc.) — and 
ROC curves help us visualize how these choices affect 
classifier performance.
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Sensitivity vs Specificity

Fig. 1 - Some Theoretical ROC Curves
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Interpretation of Fig 1

• Figure 1 demonstrates how some theoretical classifiers 
would plot on an ROC curve. 
• The gray dotted line represents a classifier that is no better 

than random guessing - this will plot as a diagonal line. 
• The purple line represents a perfect classifier - one with a 

true positive rate of 100% and a false positive rate of 0%. 
• Nearly all real-world examples will fall somewhere between 

these two lines - not perfect, but providing more predictive 
power than random guessing. 
• Typically, what we’re looking for is a classifier that 

maintains a high true positive rate while also having a low 
false positive rate - this ideal classifier would “hug” the 
upper left corner of Figure 1, much like the purple line.

Definition of AUC

• While it is useful to visualize a classifier’s ROC curve, in 
many cases we can boil this information down to a single 
metric - the AUC.
• AUC stands for area under the (ROC) curve.
• Generally, the higher the AUC score, the better a classifier 

performs for the given task.
• Figure 2 shows that for a classifier with no predictive power 

(i.e., random guessing), AUC = 0.5, and for a perfect 
classifier, AUC = 1.0. 
• Most classifiers will fall between 0.5 and 1.0, with the rare 

exception being a classifier performs worse than random 
guessing (AUC < 0.5).
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Fig. 2 - Theoretical ROC Curves w/ AUC Scores

Why use ROC Curves? 

• One advantage presented by ROC curves is that they aid us in 
finding a classification threshold that suits our specific problem.

• For example, if we were evaluating an email spam classifier, we 
would want the false positive rate to be really, really low. We 
wouldn’t want someone to lose an important email to the spam 
filter just because our algorithm was too aggressive. We would 
probably even allow a fair amount of actual spam emails (true 
positives) through the filter just to make sure that no important 
emails were lost.

• On the other hand, if our classifier is predicting whether someone 
has a terminal illness, we might be ok with a higher number of 
false positives (incorrectly diagnosing the illness), just to make 
sure that we don’t miss any true positives (people who actually 
have the illness).

• Additionally, ROC curves and AUC scores also allow us to 
compare the performance of different classifiers for the same 
problem.
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sklearn.auc() function 
• sklearn has an auc() function, which I’ll make use of here to 

calculate the AUC scores for both versions of the 
classifier. auc() takes in the true positive and false positive 
rates we previously calculated, and returns the AUC score.

• As expected, AUC of Logistic regression w/o regulation is 
better than that w/ regulation

ROC Curves and AUC the Easy Way

• Now that we’ve had fun plotting these ROC curves from 
scratch, you’ll be relieved to know that there is a much, 
much easier way. sklearn’s plot_roc_curve() function can 
efficiently plot ROC curves using only a fitted classifier and 
test data as input. These plots conveniently include the AUC 
score as well. – It does NOT work. 
• Instead, we use sklearn.metrics’ roc_curve() function 
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Results from sklearn.metrics.roc_curve

Use sklearn.metrics.roc_curve
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Plot the ROC Curves

ओࢷࡪ (䭛㎧䨳) No. 7-69-70 : ؿ۰       1970

• http://seobo.org/board/view.asp?idx=2099&idx2=2002&no=
10&page=2&Year=&keyword= 
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Chapter	23

Statistical	Inference	I	
Part	8.	DeLong’s	Test
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Probability and Statistics 
for Data Sciences  

23. Statistical Inference I
Part 8. DeLong’s Test

ByoungSeon Choi
Graduate School of Data Science, SNU

Musique du jour

George Frideric Handel 
The Arrival of the Queen of Sheba 

from the oratorio Solomon, HWV 67, Act III: Sinfon

https://www.youtube.com/watch?v=-TGKJ9MgCOQ
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datalylab.com

• https://sites.google.com/view/cbsdataly/

9.4.a.4  AUC and DeLong Test 
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Stealing from ‘Comparing AUCs of Machine Learning 
Models with DeLong’s Test’

• Stealing from
https://glassboxmedicine.com/2020/02/04/comparing-aucs-of-
machine-learning-models-with-delongs-test/

Comparing AUC’s 

• Have you ever wondered how to demonstrate that one machine 
learning model’s test set performance differs significantly from 
the test set performance of an alternative model? 

• This post will describe how to use DeLong’s test to obtain a p-
value for whether one model has a significantly different AUC 
than another model, where AUC refers to the area under the 
receiver operating characteristic. 

• This post includes a hand-calculated example to illustrate all the 
steps in DeLong’s test for a small data set. It also includes an 
example R implementation of DeLong’s test to enable efficient 
calculation on large data sets.

• An example use case for DeLong’s test: Model A predicts heart 
disease risk with AUC of 0.92, and Model B predicts heart disease 
risk with AUC of 0.87, and we use DeLong’s test to demonstrate 
that Model A has a significantly different AUC from Model B with 
p < 0.05.
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DeLong's Test 

• Elizabeth Ray DeLong is a statistician and professor at Duke 
University. In 1988 she published a test for determining 
whether the AUCs of two models are significantly different. 
• This test has come to be known as “DeLong’s test.”
• The main references for this post are:  

Sensitivity, Specificity, and AUC 

• To understand how DeLong’s test works, we need to start 
with some notation. We will get used to this notation by 
using it to define sensitivity, specificity, and AUC.
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Example and Notations  

Consider a situation in which we have built a model to predict 
whether or not an individual has a disease. We make 
predictions on a test data set of N patients total, of which m are 
truly diseased and n are truly healthy. Our model produces 
predicted disease probabilities X for the m diseased patients, 
and predicted disease probabilities Y for the n healthy patients:

Definition of Sensitivity 

• Sensitivity is also known as recall or true positive rate. 
• It is the proportion of true positives (diseased people) that 

are correctly identified as positives (diseased) by the model. 
• We define the sensitivity at a certain decision threshold z as 

follows:
•
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Definition of Specificity

• Specificity is also known as the true negative rate. 
• It is the proportion of true negatives (healthy people) that are 

correctly identified as negatives (healthy) by the model. 
• We define specificity at a certain decision threshold z as follows:

• This means that as we vary the decision threshold z, we will vary 
the sensitivity and the specificity.

Definition of AUC

• The receiver operating characteristic (ROC) provides a 
summary of the sensitivity and specificity across different 
thresholds z.
• We build a ROC curve by varying the threshold z and 

plotting the sensitivity versus (1 – specificity) at each z value.
• The area under the ROC curve, or AUC, provides a single 

number to summarize of the model’s performance across all 
the different decision thresholds.
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Empirical AUC approach vs Binomial AUC approach

• DeLong et al. describe a method in which an empirical AUC 
“is calculated by summing the area of trapezoids that are 
formed below the connected points making up the ROC 
curve” .
• For context, DeLong’s empirical AUC approach is different 

from a binomial AUC approach. 
• A binomial ROC curve is constructed “based on the 

assumption that the diagnostic test scores corresponding to 
the positive condition and the scores corresponding to the 
negative condition can each be represented by a normal 
distribution” .
• The empirical AUC approach is more popular than the 

binomial AUC approach because the empirical AUC does 
not rely on the strong normality assumptions that the 
binomial AUC requires.

Emprical AUC 

• We can calculate the empirical AUC (represented as “theta 
hat”) with the trapezoid rule as follows:

• The function                  is also known as the Heaviside 
function (with the half-maximum convention). 
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Meaning of Empirical AUC 

• When Y < X, this means that the predicted disease
probability of a healthy individual is less than the predicted 
disease probability of a sick individual, which is good: we 
want actually healthy people to have lower predicted disease
risk than actually sick people. So, we reward the model for 
its good prediction and make a contribution to the model’s 
AUC of +1/mn.
• When Y = X, this means that the predicted disease

probability of a healthy individual is equal to the predicted 
disease probability of a sick individual, which isn’t awesome 
but isn’t horrible, so we make a contribution to the model’s 
AUC of (+1/2)/mn.
• When Y > X, this means that the predicted disease

probability of a healthy individual is greater than the 
predicted disease probability of a sick individual, which is 
bad: the model thought that an actually healthy person had 
higher disease risk than an actually sick person. We don’t 
add anything to the model’s AUC here (+0).

Mann-Whitney U Test

• [Wiki] The Mann–Whitney U test (also called the Mann–
Whitney–Wilcoxon (MWW), Wilcoxon rank-sum test, 
or Wilcoxon–Mann–Whitney test) is 
a nonparametric test of the null hypothesis that, for randomly 
selected values X and Y from two populations, the 
probability of X being greater than Y is equal to the 
probability of Y being greater than X.
• A similar nonparametric test used on dependent samples is 

the Wilcoxon signed-rank test.
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Wilcoxon Rank-Sum Test <1>

• SASձࡈଞୃо˃ଝ (ࢸ2શ, 9.10ࢿ)

Wilcoxon Rank-Sum Test <2>
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Wilcoxon Rank-Sum Test <3>

Wilcoxon Rank-Sum Test <4>
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Mann-Whitney U-Test

AUC and the Mann-Whitney Statistic

• When calculated by the trapezoidal rule, the area falling 
under the points comprising an empirical ROC curve has 
been shown to be equal to the Mann-Whitney U-statistic for 
comparing distributions of values from the two samples. 
• The Mann-Whitney statistic estimates the probability    that a 

randomly-selected observation from the population 
represented by C2 [healthy people] will be less than or 
equal to a randomly selected observation from the 
population represented by C1 [sick people].
• Wikipedia describes the Mann-Whitney U test as:                 

a nonparametric test of the null hypothesis that it is equally 
likely that a randomly selected value from one population 
will be less than or greater than a randomly selected value 
from a second population.
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Mann-Whitney Statistic = Empirical AUC

• To summarize

Example Setup 1

• We move on to a description of how DeLong’s test 
determines whether one model has a statistically 
significantly different AUC from an alternative model.
• Here is a toy test set of five patients with predictions from 

two models. We will use this toy test set for the worked 
example:
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Example Setup 2

• The data set includes two truly healthy patients and three 
truly sick patients, where their health state was determined in 
some unambiguous way so that we can consider it “ground 
truth.” 
• The column for Model A shows predicted disease

probabilities for all the patients according to Model A. 
• Following the notation introduced earlier, these predicted  

disease probabilities are represented by a Y for the healthy 
patients and an X for the sick patients. 
• The column for Model B shows the predicted disease

probabilities for all the patients according to Model B.

Example Setup 3

• Notice that Model A is a classifier with perfect AUC (which 
will be explicitly demonstrated later), because all of the 
healthy patients have lower disease probability than all the 
sick patients. Model B does not have perfect AUC.
• Following the notation of the papers, the total number of 

models being considered is                     where k = 2 
(because we are only considering 2 models here)  n = 2 (the 
number of healthy patients) and m = 3 (the number of sick 
patients).

- 817 -



Goal of DeLong’s Test 1

• We want to know whether Model A or Model B is better in 
terms of AUC, where           is the AUC of Model A, and             
is the AUC of Model B. 
• To answer this question we will calculate a z score:

• To quote Sun et al.,
Under the null hypothesis, z can be well approximated by the 
standard normal distribution. Therefore, if the value 
of z deviates too much from zero, e.g., z > 1.96, it is thus 
reasonable to consider that                       with the 
significance level p < 0.05.          

Goal of DeLong’s Test 2

• In other words, if z deviates too much from zero then we can 
conclude that Model A has a statistically different AUC from 
Model B with p < 0.05.
• To find the z score, we will need to calculate the empirical 

AUCs, the variance V, and the covariance C. The following 
sections will show how to calculate these quantities.
• [Side Note] the use of “z” here in “z score” is completely 

unrelated to the use of “z” in the earlier discussion of “z as a 
decision threshold.”
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Calculating the Empirical AUC for Model A

• Following the definition of empirical AUC provided earlier, 
we calculate the empirical AUC for Model A:

Calculating the Empirical AUC for Model B

• Similarly, we calculate the empirical AUC for Model B:

• Note that Model A has an AUC of 1.0 because it perfectly 
ranks all of the diseased patients as having a higher disease
probability than all of the healthy patients. 
• Model B has an AUC of 2/3 because it does not perfectly 

rank all the patients.
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Structural Components V10 and V01 

• The next step needed for DeLong’s test is calculation of V10 
and V01, which are referred to as “structural components” 
by Sun et al.

• Recall that “r” represents which model we are considering, 
so we have different structural components calculations for
r = A (for Model A) and r = B (for Model B).

Structural Components V10 and V01 

• For our small example data set, the structural component 
calculations for Models A and B are as follows:
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Matrices S10 and S01

• Next, we will use structural components V10 and V01, in 
combination with our empirical AUCs, to calculate the 
matrices S10 and S01 which are defined as follows:

Matrices S10 and S01

• The matrices S10 and S01 are k x k matrices, where k is the 
total number of models we are considering. 
• Because we are only considering two models (Model A and 

Model B) each matrix will be 2 x 2.
• Here are the calculations for the entries in the matrix S10:
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Matrices S10 and S01

• Here are the calculations for entries in the matrix S01:

Calculating the Variance and Covariance

• Now we will use S10 and S01 to obtain a matrix S, where 
the matrix S contains the variances and covariance that we 
need in order to get our z score for the DeLong test. 
• All we have to do to get S is sum together S10 and S01, 

weighted based on 1/m (m = the number of sick people = 3) 
and 1/n (n = the number of healthy people = 2) respectively:
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Calculating the Variance and Covariance

• As you can see from the calculation above, our final S matrix 
contains the variance of the empirical AUC for Model A, the 
variance of the empirical AUC for Model B, and the 
covariance of the AUCs for Models A and B. 
• These are key quantities that we need in order to get 

our z score.

Calculating of the Z score 

• To calculate the z score, we plug in the values that we just 
calculated for the empirical AUCs, variances, and covariance:
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Using the Z Score to Obtain a P-Value

• Our calculated z score is 1. How do we obtain a p-value from 
this?
• We are doing a “two-tailed test” because we are trying to 

claim that the AUC of Model A is different from (“not equal 
to”) the AUC of Model B.
• We can use a lookup table for two-tailed P values for z 

statistics. In the table, under “tenths” (vertical) we locate 1.0, 
and under “hundredths” (horizontal) we local 0.00, because 
our Z-Score is 1.00. The entry in the table at this position is 
0.31731, which is our p-value.
• Alternatively, to avoid searching through a large table of 

numbers, we can use an online calculator like this one. We 
need to select “two-tailed hypothesis” and put in 
our z score of 1, which produces a p-value of 0.317311 
(consistent with the result we got from the lookup table.)

Summary

• DeLong’s test can be used to show that the AUCs of two 
models are statistically significantly different.
• A ROC curve summarizes sensitivity and (1 – specificity) at 

different decision thresholds. The AUC is the area under the 
ROC curve.
• Empirical AUC is calculated using the trapezoid rule on a 

ROC curve.
• DeLong’s test requires calculation of empirical AUCs, AUC 

variances, and AUC covariance.
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Example by Python 1

Example by Python 2
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9.4.a.5  Heart Disease Problem, 
Again!

Example: Heart Disease Problem, Again!

• To demonstrate how the ROC curve is constructed in 
practice, I’m going to work with the Heart Disease UCI data 
set in Python. The data set has 14 attributes, 303 
observations, and is typically used to predict whether a 
patient has heart disease based on the other 13 attributes, 
which include age, sex, cholesterol level, and other 
measurements.
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P1. Load and Split Dataset

P2. TPR and FPR 
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P3. Logistic W/O Regulation 

P4. DeLong’s Test
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P5. Several ROC’s due to Regrulation Strength (1)

P6. Several ROC’s due to Regrulation Strength (2)
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P7.  Plot of ROC’s with Varying C

P8. p-value corresponding to C-value
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P9. DeLong Test’s p-value and AUC 

॰˅ۉચ

• https://glassboxmedicine.com/2020/02/04/comparing-aucs-
of-machine-learning-models-with-delongs-test/
• https://towardsdatascience.com/understanding-the-roc-curve-

and-auc-dd4f9a192ecb
• https://biasedml.com/roc-comparison/
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Deux danseuses, 1879 by Edgar Degas (1834-1917) 

• https://en.wikipedia.org/wiki/Edgar_Degas#/media/File:Deg
as,_Deux_danseuses_.jpg
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