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AtgFo 2 st WX e bottleneck = AlE @37 13 PIMelA] non-
convolutional layers T3 4 Uttt 7|& AT A= PIMOE non-
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A1d A 2

1.1 A9 #F

# <+ convolutional neural networks (CNNs)i= image processing [1],
computer vision [2], A& T3 application [3] oA "W ¥ HAs=
Holw gy &y Qlvh. ¥ AT @ds] dyge] ket
theketa oz CNN F-27F AlEEHIL Sl7]el, CNNe A &5 93]
T2 9 otgs 7hSske Jlo] A TasiAal Aok CNNe 7H56t]
A8l EA 02 GPUZE AREH AL UAIWE, CNNO 352 A4 memory

ARG GPUOIA CNNO| As& Alstskar vk [4

.
we, A4

—_

A}

=olA| 3L QlE image %! video application®] 322 GPU 59| processor2}

off-chip memory?+2] data movement®l| 2]3t overheadE < 7}A1ZIt}.
Processing-in-memory (PIM) [5], [6], [7], [8], [9] B:+ near-data-processing

(NDP) [10], [11]=> data movement® <13t overheadE 7HAA]7]7]ef Z 3hst

ol el 944, TSVE S 53k 3D stacked memory®] 57

)

71429 WA O 2 DRAM die = logic dieol AH71E ©HA &= PIMO]
ChA] FEEA gl PIME &-83H7] flsixls PIMell A gst AAilks
PIMell A 38 & L% sfof sth. DRAM died] HAl¥H+E PIMS
DRAM ¥7& AFE-3t71¢l hostel]l Hl&l]l W& oS Rk FES bank
leveloll A1 9] parallelism= €83 < %l°] DRAM &]FolA9] HIHTH
Ay bandwidthE €& 7Fssith webA, &

intensivedt AAFR U= IFASEFIl memory intensive$t  AFo]  PIMel

zrska computation

A g3}t Logic dieoll ©A15 = PIMS DRAM dicol ¥ A%+ PIMKET=
Ao R 5 dats 7 ThsshA R A logic die®] WA Bl

i

A9 o Aok =S & aeefoF gt



CNN-2 convolution layer®?} batch normalization, ReLU, skip connection
5o % ¥ non-convolution layer= T3t 4= %It} WA DRAM die
PIMell A gtet A4ke] FHIS ABZFEREW, floating point  7]RFE
convolution ~ Ak computation intensived}”7] ¢, DRAM  die°l A
7hEs 7ol A @Al otk weEbd, V& A5 convolution THA!
transformer 5= LSTM oA =2 AFE-% 3l convolution®.t} memory
intensive ¢t matrix-vector A42] 7HE5eoll FF3FATE [12], [13]. DRAM die]
subarray el 7H571E EAISHY]  convolutions  THESHE ATEE
AAIRE [14], WG ATF+= weight] -1,0, 1 T 32 g 7FA| = ternary
weighte  tisiArt &2 Zheeto] W8] "olXth  whEhbA,
convolutione PIMS &-&3lo] 7}&53817] $l8lA+= convolution 4A4F 71
ZHA] thAl, CNNO EA S &85} convolution?} A= & AAS
PIMO 2 F38st= Zo] A &3ttt ®WHA, non-convolution layeri= Basic
Linear Algebra Subroutines (BLAS) level 1 w9 W2 HLel =&
memory intensitys 7FA]7]o] A4 1 AAZE PIMel A 3teltl. CNNY

(inference) 7oA += fully connected layers 335l 2l% non-
convolution layer”} 18] & H|FS XAetA = EAINE, &5 (training)
I o A= non-convolution layer 53F 40% UW2e =& HlTS
2} 7] PIMS  AF23F]  non-convolution layerE 7}&53hs W O]

AFE A [15]. 28y, AT A= convolution®} non-convolution

layer’} x4 o = FAsteE ASTES 7H435ES 719l non-convolution
layers  PIMollA  FHAS W AHe FE AR Foto]
7Festdomn, AA stg oM FIEA] HA 3 Wk AT EA

WU 5 O % logic die PIMell A5t x5 AZte| B, GPUS EA

)
>
ofl
ftlo
>
ofo
]
¥

Al #9] deep learningl| A €8] AFE-E 3l 3= CU
2% o] deep learning= $I3F systemoll Agslct. 18y, 71€9 GPU 7]wE

PIM 9752 5 witth= PIMel A7 [16], GPU %2 W7



o] processing element®] TRFS TFAA| 7] AW [17] fixed point 7]HFE]
b PIM § GPU 725 ASkskltt [18]. g 175 PIMe| W4
21y A 2L WSShAIRE, AR AAbvke] A Ssiw AdREA <l
image processing application=°ll thalA = FE3 Aes HolA Xsith
webA, PIMe] AloF =13 Aea Al 11Hd GPU +x 9 W
T35 Z&3t7] 93t guideline] & Q3T

1.2 979 &

B OERAE ONN FE ¥ 84S 7H53) $1% PiM-enabled

GPU System= A|Fsttl. CNNS

-

AJ3F= convolution layer? non-
convolution layers PIMS &-&35lo] 7}&538kH, logic diel] AoF 7S
aHd GPU & 3 &8s Atk

A, PIMoIA 2] data TAFE F3ll convolutions 7FEehes WHS
A|QFgtE. CNN errorell 2lst FaFo] #of FAE F3] convolution
7F53E 4 ok a8y, 2AF A4S 38 A arithmetic  intensity 7}
7+4310] memory bottleneck®] 5 7F8FH, GPUS] warp {F load imbalance”}
gt EAlF o] Tk AQE WS DRAM die Thof] 914§ PIMol| A
data?t FAFEE e & A Ui dataWt host® ¥ S A memory
bottleneck= &3FAI 71T} PIMOlA ]  data Mo AQEHE A
DA 4 Q= PIM 725 AotetH, vjw § A3 addresso] thit
datas &GS ZH host GPUA 2] warp 7} load imbalanceE 3}t

FHAZ, PIMo|A non-convolutional layerE <33F] CNN 55
75k WS Al9ksttt. o]ul, non-convolutional layerE  convolutional
layer®} Z}Z} hoste} PIMOlA] pipeliningste] =38 4 Q%5 CNN &5

flow= At} =3k hoste} PIMO] EAlo] 28 uf host$} PIM 719



Al memory access® Q13 WASHE conflictE: st A 3
AZFe HAaskst7] 98ll, bank group T E hostet PIM (P HAIHEE

zAsk= WS Aeksitt dd WS PIM mode® w23 A7} 7]

i
o

%21 host request®] = FF 113} hoste}t PIM ZF bank -
=

sttt ©o]& E3ll, convolutional %! non-convolutional layer®] <=x}%

upA ek o 2 ogic die?] AF WS wElstHA 7€ GPU ©]d9

il
Hel

A%5S Hol= PIM € GPU 7+x%E ¢35

=}

CNN 3+sk image processing

application®] ¢ 2]& A2 U3 data access patterne HITH= S

1/

o] g3t} Softwared 0.7 FE=E =4 3sto] ZF SMol| A 2]= data’} access
pattern®l] el dEEA Sk, o]F o]&3te] 7|E GPUSl SMel HIF|
s PERE AT 2L AT T prefetchingS E-E3to] 0|28

AeS Holx= SME wHAjshth

rif
4d

74

2 =2 A2 gy Aok 2FoAE B =1 WA AAS
Asty, 3%e|x= CNN %  convolutions PIMO®E IARAO R
7hEske W AW etk 4% = PIMe #83t9] CNN 85 5
non-convolutions 7}&3she= WHS AWstH, 584 = convolution &
image processings A 2]3}7] 9|3t logic die ¥ PIM GPU x5 A7 st}
npxjEko ® 6ol # AT dEs Peth



A 2 % AT WA A4

2.1 High Bandwidth Memory

HBM-2> through-silicon vias (TSVs) 7]&& &-83lo] ©12] memory
diesS O3 XT3k 2.5D E+ 3D memory©|t}. ZF HBMS| DRAM
dieE ¥} logic die (=% buffer die):= TSVE %3] 3DZE AHZHo] St
Logic diex= /O 3] 2, built-in-self-test (BIST), [19, 73] & X33t} HBM>
silicon interposerS &3l host processor?} AAHTE 1Y 2.1 GPUSH
22 host processor®} interposerE &3 2.5DE AA¥ HBM TX2E
yebdtt. HBM2° -9 ZF DRAM die 9 4719 pseudo channel®
T 9lom, ZF channelolli= 16712] bank7} EAJdHt}. 471¢] bank7}
171¢] bank group= /33t F 470¢] bank group®] EA13HH, DRAM
die?] 7}e-dol+= TSV VO 59 periphery 327} EA3th 7 banks
data bits #] &= DRAM cell array 2 row decoder, column decoder & © %
FAHT HBMO 9l AT 256 bit ©E olFAH, HITE %
ol DDRY 143 Akttt

[ N N NorampiE]|
[ MW Moravom]

! ! !DRAM DIE
] ! ! !DRAM DIE

GPU (host processor) ;" ll Logic DIE |

L . 1
‘ ; Passive Interposer ,"
Bank - / Bank Group
5
3] DRAM
e
=2 cell
= TSV and Periphery
column
decoder

1% 2.1 GPUS} interposers &3l A2 %E HBM T3



2.2 Processing-In-Memory

Processing-in-memoryi= memory Ao <AA7]E XA O EZH
AA719F memory {He] A E 7HEAl o] data ©]-soll 213t overheadE
a7 Agkek wRolth 1990t FE 20001t ZWHES] PIM

A= FUs DRAM dieoll processor?t DRAMS H A sh= WHS

289E dquA AEE 2 F AMAR, 71 dA2 AA cost7h
7 FAAoIH Faiglty HZel obA, TSVe] S F3 3D stacked
memory?] 57 2 7]&9] A O E DRAM die =+ logic diedl] A4 E
HAskz PIMo] tAl FEEA HITh PIME data ©]Eol ~QF=
energy 2! latencys AAAIZA W olYgt ¥ %S memory bandwidthE
28 7}s3ltt 3D stacked memory AellA PIM AAM7E QIAAIA
AT A $HZ = logic die, DRAM die bank®] column decoder &, bank 2]
subarray ©O = 37}2|7} SQlth. WA, logic dieel PIMo] AT ¢
PIMZ logic 34S 53 T&d%™ DRAM dieol $1X3k= PIMol H]3)
Aoz Aeko] AH7|e] BFE AAE FE Thssith webA,
convolution [21] B+ graphic texture 2] [16] <& AAFS logic PIM] A
33k host tH] YHl-> bandwidths &-&38}3l, off-chip memory ©]-5 ¢l
o3t overheadE #AaAlZ 4 St Logic diedl PIMS HAA1ZA A9,
logic die®] W& 9 H=g Fo Aok =S 1 oF It HEoE,
DRAM bank®] column decoder Tol $]*|3F= PIM-Z logic die PIM®]
| = A4 59 Aefo] ATt 18y, 7t banko] A E dataol] A
Al DRAMSE] shared busE F3F#A @ol% HH7]o bank levelol A2
parallelisme= &% F Slo] logic die PIMEtF W bandwidths &
7} 3ttt wekA], computation intensive$r 14K TH= memory intensive s}l

parallelism= &-83}7] £ matrix-vector 914+ [12] E+= SIMD <AHS
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[19] s&3st7] Agsiet. vkx]9 o2 DRAMS] subarray ol 9] X3t
PIM<> DRAM cell level®l| 4] 9] parallelisme &8 7}53to] 37F4] PIM %
A HE bandwidths AF&3F 5 QA wk WA Aks AA AsH
Hk=t}, WS floating point AN 2 EH S AAbd= F-2A &8, cell
array®] 725 &83t9] ternary weight CNN X5 copy &9 bit 9
7hSehs W =el AT E Y [14].

o
24
o

1o

23GPUY 7z 4 F&F 24

GPU+i= U 9] streaming multiprocessor (SM)E = T/d o] 3low, 2z}
SMZ 39| instruction©.® 2] threads°] &3t SIMT 325
7FA k. SM U529 load-store (LDST) unit<- private L1 cache, %] 17] A&
texture memory, constant cache, “1¢] 11 shared memory X T = o] [22].
7} SM M= private$t L1 cache®}i= &2], L2 cachet interconnect networks
3l o8 sMeol FfskH, st 7 o148l memory controllers F3l off-
chip DRAM?! device memory2} 174 ¥t}

GPU #|ZAF & NVIDIACIA] |83k CUDAS] -9, kernel 3%
Sl GPUES ZE3th oldt 8§52 NVIDIAS GPU XA
folE 7|Wto Z 3t} 7} kernel thread block 3= cooperative thread

array (CTA)Z} &2+ threadE9 groups =2 TA ¥ CTA= ZF SMoY

Lot

e = 718 @92, 7 CTAZE dependency= =ASHA] &=Tt}l. CTAE
warp2lt EE] subgroupl® YUHFT ZF warpt 32709 threadE =
T o, U warp Uell &3 threads< &L 3 instructions

T3 stt}. =, warpi instruction fetch 2! decoding®] 7]+ ©¢jo]t}. GPUE
memory®l] 8= Hl A Q%+ latency H-i= floating point Y354l 59

1 e hateneyE 7] 99 ol wapE S wH b @



olu, 7} warp®] AXi= WE context switchings I3l register fileol
AgAnt, 48z vle] W=, load balancings 93 CTASES SME©
=2+ #9] round-robin (RR)® 7]1RFSE WH © % scheduling® o] &d¥ ot
[23]. 9A, 54 SMo] CTAE &9 W7 93] FEd 4o Ads
ZHA I QA s el Zpdo] Fielthd, CTAv sild SMO

Hop e Aol SEeHA odrhd, RR =AM 2 v SMo] et

4E& 7HA 3L Sl&=A] FHE E ) CTA schedulings kernel®] F5E w]7}4]

1

HEEETE sMele] CTA 9 7Hs oF= ZF SMo] CTAE Ed&

Akl Z714Est7] e, SMell9] CTA &3 A= o 53H7] o Hth

SM SM SM
[LD/sT | | | [LD/ST ]
3 4 '
| Interconnect Network |

Device memory

1% 22GPUY &




AFE dolH Bl 2

2
o
-
=
o
ie]
olo
o
rd

ZAF A4S E3F Convolution 7}

]

T g

convolution A4+He 7H&5sk= WHES AlRbgth CNN2 HolE] & o
w7l #AsH e E o2 1% Ae Astl Aves SAE Ad
(error tolerant characteristic) [24]. ©]& &-8-3}¢], approximate computing=-
&3l convolution layer 52| AAtHFS AT OEHR CNNe 7H5E
AT AAEF AAZ Q13 memory intensity’} S 7FSFY]  memory
bottleneck®] S 7}skAl v}, S ojWH data’} approximate 2 A& run
time®l] A3l %] 7]l GPUS] warp 7} load imbalance”} ®A3skAl H T} o] &
dst7] s, 2 AFNAME= memory=% data ©]FHI  host
GPUIA 2] convolution AAFEFE sAlell FHAA]7]:= Approximate Data
Comparison PIM (ADC-PIM)©] & A1%¥ GPU system= A|Fstt}h. ADC-PIM>
main memory®l] $] X3t PIMol| A dataE approximatedh| W] w3}l H] W
< Hlzetttal B data & Ul dataWhe similarity X 9} 37 host
GPUZ %3t} GPUx A 5% o3k dataoll di3]A1%t convolution A4S
Tastar, A dFE similarity ROl 7|Hbsto] A AHE warp
G2 AAREETE ADC-PIME] &840 TS fsAeE FHA
A7 siAE ook sty AWMAE, ADC-PIMC.Z <13k memory access
latency ] Z7F7F Hujgk Zrotof st} ¢ W AL AE QA=
gho] ¥wshE datal] ®917F FFeloF sHARE, o] PIMellA 9] Hlw
AlZF (PIM comparison latency)s 5 7FA|Z1T. PIM comparison latencyE
Zo]7] {18, ¥ A7l A = 3D stacked DRAMS| bank % TSV ©H& X7

&-§38h= 2-level PIM X5 Aldth FRIA R, SALR Qs dAss



GPU U] warp % load imbalance”} 3|4 % ojo} sttt 7} warp= 88t
data®] address”’t ADC-PIMelA  HAFE wE data®] address LHRE
Arks TSk, 28R 92 A fol= AR skipstr] wiiEel warp @
job®l &F& Ut dataE A H S addressoll TEFIFO RN FHH F gtk
o]5 9l3ll, ADC-PIM2> data %t similarity H| @ ZA3}ol] 7]Hk3te] 243k
address®ll T3 datas TS  data reorganizations 3 O F A

GPUI A 9] F7F4l 24 ¢lo] load imbalanceE £F3}3stt}.

31 #dH A+

3.1.1 CNN9J| 4 €] Approximate Computing

Hardware 7|%+°]  approximate computing <= =7 voltage
overscaling, approximate arithmetic unit, value similarity 7|RFS. = U T},
Voltage overscaling= 3|22 %S timing violationo] ¥AJsh w]7h%]
ol QY] 9E A% SEes oA AF ANBE gAY

[25], [26], [27], [28]. Approximate arithmetic unit> precisions 3=°]

O

-I |
bt
i
lohy

S| A5k dlal HEE FAIZIT [25], [29], [30], [31], [32]. +
= Ak WS dld WS orthogonaldt™ WA o ALg-E
ATH Aotal= WHY W] S2E Al value similarityEs 83 =EEC
3%, CNNo|l A H|25h dAb=o] A5 wiadv= s 83 [33],

[34], [35], [36], [37]. Content addressable memory (CAM) =+ bloom filter

=

(BF)7} lookup table (LUT)Z AF8-%™ floating point unite]]l <15 3}A
gAET 2 HHEEH= A4S input data®l output resulti= LUTO]
AgEch, Aabs 3T o, input datar= FPUOlA AARS F3ehs

Al approximate pattern matching= &3l LUTE &It Tkl LUTY)

73 by ! §
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A ¥ AAFT} matching®] P, FPU A4S S5 FPU AAF A3}
thAl LUTl A% output result’} s AAre] Az tfAdct. o] ¢}
2ol LUTZ} FPU®| A3 49, ik skip A #etst7] 9l&ll datars
memory©l| 4] processor® load ¥ ojof stt}. webr], AALS skipst e
memory 2} processor 7Fe] data ©]§ S THAE A =T} Approximations
Fall AAabEo] 43131719 memory intensity (Byte/Ops)= < 7Fst™, o]+
memory bandwidthell T8-S T4 ®r} oo Hsd, g A= AAb
approximation ©. % <13}l 3= load imbalance <= #|E L& stA] ¢Skt
A sparse accelerator ¥¥ A5 centralized ¥ load balancing
method5S A} tE [38], [39]. 1elv, dld WWES  GPUY
AxARoz ALY A AMEL instructions WA T ZF warpoll

v gsloF 3}, o]= instruction cache % bufferol A2 flushE oF7]3}o]

approximate computing W5 A4S AAEFo wlE] HE &go] H2
A, At WS PIMO = 839 memory bottleneck 3! load
imbalance® HEIZAC®  stete] FHAE AxFe] A SEE
BEA

SNEAR=

3.1.2 Processing In MemoryS &-&3F CNN 7}

3D stacked memory 2] W © 2 ThFSE PIM 1 4-5°] computing units
logic die == DRAM die®] ©A8te] CNNS 7}k WS AlQbsklth
[6], [7], [9], [21], [40]. Neurocube [40] %! Tetris [21]i= CNN2] memory
bottleneck-= ¢+3}3}7] $13l| processing elementsE 3D stacked memoryiﬂ St
T+ HMCY logic diedll BA3FH . 18, HMCS} €2 HBMY 7H

logic die®l|~] 2] memory bandwidthi= logic die H+2] processor’} 743 3F+=

11 A L1



memory bandwidth® T} F A =X ¢th= @Ho] gty dF dAF59
73--, Logic die®ll PIM& ©Aak= th4l, DRAM W79 W bandwidth 2
parallelisme &-83}7] $13l DRAM dieoll 715715 ©ASHSIoF [12], [13].
[14], [41]. McDRAM [12] % Newton [13] 2 matrix-vector &A1& 7}53}7]
2l&l DRAMSE] bank ol 7}%57]2 218t oM, DrAce [14] & 2%
DRAM 2] subarray ol 7157 E g A5 ternary weight neural network=
ZpEskdn. a9y, g dvEe ABF 7F5717F DRAM Wi
A8k 171l high precision AAM TS HAE AARS F3EHA
Fotths @ilo] Qi Wk, Aljkek= WHS convolution AR 7] E 3}
T3 GPUYNA 38tal, PIMo|A+= data %+e] comparison Tt
T8 o H3e Aab =3 AE7F 7besith ONNe 7HESheE @

oYX qt, Buffered compares [41] <= DRAM ulolA datas H|]u sttt

el A AE Wy g A o2 A Buffered comparesi= big data

o

rlr

=& ZEIHANA E5tA AFE-%= compare-n-op operations PIMO] A

o

sttt Sl operation Tl W99 dataE scandto] single key%}
Hl w7k sz operation—% Fsta, AL AINES host= H WU
Ty S Ao A, el stuel dataste] vHlwwhs st
ol 2 A9 target?] data {F FAFEE Bl LS| clusterings 317
AalA= W Ul datasS WHEZO® glojof it} o] W AZE

2823719 GPU2] memory access latencys "% S 7FA17#H GPUS A&

5
=
r01

—}

o

stebs op7|stth. WhH, AQFSk= ADC-PIM< comparison latency

adder e o Sde WS AdFoeEn GPUY AE

i

o

ABIA 71 A Al data P FAFEE W] O
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3.2 Motivation

3.2.1 GPU|A Convolution ¥4+ A]2] Approximation 7|3

CNNE] output feature map (OFM) Z¥}+= input feature map (IFM)x}
weight Fe] convolution Ats F3 Lozt webA Wl Fd
weightell T3l convolution A4t k= IFM datas©] FAFStCEA o 3%
input data®ll oSt output #HT AASFIZ YA input®] HIp= o]

AR AArE 4 Qv 19 3.1 A} convolution A

i

1o

rlr

MAEE vebdch 4;, B;, C;, Dix= IFM 4 OFM datas YeEb™, w;
weightS YERATE old], OFM B; 3 C; ol thdt convolution A 1%
318 (b)) E ()9} #o] AxtETh ®d IFM 4; ¢4 B 7F frAkstthd

weight Wy, Wy, W, 2} OFM C; 2] multiply-accumulate (MAC) 34

-

(238 3.1 (¢)9 W74 OFM B; 2] MAC ¢4+ A3z (29 3.1 (b)Y
gy 79 30 (d)ek 2ol diAlE 5 Uth =, convolution GARS T1F

3.1(e)9F 20| row-wiseZ #8]5td 7} row @9 &E A4S skip 7}5Ek)

(b)CONV OFM B1= A0 X W0+ A1 X W1+ A2 X W2
+B0X W3+B1x W4+DB2xX W5
+COX W6+ Clx W7+ C2x W8

(c) CONV OFM C1= B0 x W0+ B1x W1+ B2x W2
+COX W3+ Clx W4+ C2x W5

Weight

+ DO X W6+ DI x W7+ D2 X W8
(d) Approx OFM C1=[A0 X WO+ Al X W1+ A2 x W2|
(a) IFM +COX W3+ Clx WA+ C2x W5
+ D0 X W6+ DI X W7+ D2 X W8
; 7 (€)  Rowl=B0x W0 +Blx Wl +B2x W2
s Row?2=COX W3 + Cl X W4 + C2X W5
P Py e Row3=D0 X W6+ D1 x W7 + D2 X W8
OFM colcalcales CONV OFM C1=Row 1 + Row 2 +Row 3
DO[D1|D2|D3

1% 3.1 Approximate convolution operation®] ¢ A|
(a) 7]+ convolution A4t (b) OFM B, ol ti3gt convolution 14t
(c) OFM C;°ll gt convolution 14k (d) OFM (ol t st

approximate convolution 14} (e) row-wise convolution 14k

13 *—'! o 1_]| =



GPU+i= thread 59 group? warp ©9 2 instructions 33 317] uweoll,
GPUA AArE 7F&587] YalA s warp @91 = AARS skipslioF strt,
oE =o°], warpZt 470¢] thread= F/d5o] AL 7} thread7} SO
OFM pixel®l thall convolution IAHS F3st= A5 AZbslEat 13
3.1°04 warp 13 warp 27} 22 OFM B; $F OFM C; (0 <i <3)°l tjaj
convolution A1t F3FT 7HG kb AEsialol, IFM 4; 9k B; 7t
A, OFM € 2] Row 12 OFM B; 9] Row 19 A¥E AJAMEEF
A 7hsskth wekA, warp 2 Row 1°] tish AAbS F8st= tjAl,
warp 18] Row 19 tjjst A4t A5 AJAFEFO 24 3
T AUt

oft
re
24
o
w2
z.
o
o

3.2.2 Approximate Convolution At A A= TAA

Approximate convolutions &3l AAtFe T2RAZA 7 AARE, A
T A A A AAeFe] Hls] ATl =, instruction pre cycle
(IPC)7} AAEE skipdhA] %2 baseline®l] H]3l 7rAshe dAfo] WHAISHH,
A F7HA EA ] Qal s ddo] veRdTh

Memory Bottleneck FA|. 7]& W Zo] host® dataE load ¥t
%, data®] skip o1F-5 #dst= H-F AAlo] skipH U gtE data ©] T O]
HAasA] = &=t} Convolution 142 computation intensivedhthal &2 #]
SIAIRE, approximate computings &3 HAFEE ZFASE= HEH data
ol 1tlE<l -9 memory intensity”} 5 7}5F] memory bottleneck=-
fFaretAl ®ok 19 325 skip HE 4] H = (skip level)2F memory
bandwidth (BW)&] W3lo] w cycled} IPCO W3S vehdich 2y
JHxE T AT (eycle)s YERUM, b AR BSOS IPCE

UERAT Skip ® A4S uH]Eo] Z}Z} 0% (Baseline), 25% (Skip25), 50%

14 A L1



(Skip50) 1 37FA] skip leveloll th3dll A& &tAt}. T3k load imbalance®l]
ot JFgE glelrl A Ee dabsEs ddskAl skip HUTH
o] F A o Z &, Skip259t Skip50°] A% cycle HEst ZHZF 25%, 50%7}
Hasfop ek vl AAlZ= 4 10%, 25%RE g e #eld
g Stk o]z IPCEX F1E 4 l=ul, Skip259} Skip50<] IPCi= Z+7}
baseline®] 85%, 75% Mol tt. st Skip502] IPCi= Skip25%] IPCH.T}
ored, ol ¥ w2 dAAto] skip 4= memory intensity’} & 7}8Fo]
memory bottleneck®] A3 A 7] wZ o]tk Memory bottlenecks  £+3}5}7]
93l bandwidths 15w B 2uf SVRAIRL AR e AP EG
Baseline®] 7d- memory bandwidth”} bottleneck®] ©}u 7]l cycle®] 1%%F
sk A g, Skip259] AF- cycleo] 23% FAERe] skip ® 914k
2 25%9 AL FUsHA A om, IPC Eg Baseline®] 98%=
EE S g dnk. a9y Skips0e] B¢ o3| memory
bandwidth7} %3371, bandwidths 28| Z F7kA17131 vAoF IPC7}
EE S FAe 4 ). weElA, approximate computing®l] 2] A5
F= B 47 SleiA = datamovementE HAAl7|= Flo] T QU
Load Imbalance TA|. 7} warpt 3l warp7} A 2l3l= data®] kel
wel AARS skipdtth. 12U, approximate®| = data®] X7 L SHA|
A7]ell 7t warpZt F3SE jobl] G wUSHA &A1, ©]i=  load
imbalanceE ©F7]%tt}. Data®] approximate F-E 7|HFC 2 Z} warpZ}

=

A9+t addressoll accessdt=F Al instructionsw  AJ/dste] olE

oBaseline  mSkip25 = Skip50 12

1

A A
0.8
0.6
0.4
0.2
0

BW Ix BW 1.5% BW 2x
1% 3.2 Memory ™%, skip leveldl] W& cycle 2 IPC W3}

—_—

Normalized IPC

Normalized Cycle
OO OO
SN B N0 —= DN
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2+3lst 4= QA" o]+ instruction cache % bufferol] 7]E°l load ¥
instruction=<  flush3lloF 3}7]o] GPUS A&5S o3A|d 4 Q)

upeba], 7)o o]F] compile® instruction

o
)
=2
z
ek
ofo
ol
ol
£
2
3
S

load balance® W3+ Zlo] F sty 19 332 A&Es LA 2 ol&
s dst7] 98l At W a3E Cycle-Ops L9} roofline 1

el yERd Zloltk 1% 33 (a)9k (b)ollA #dE A 7= L3
AElE YERATE WA approximations &3l Baseline (1)°f] H] 3l AAFEFo]
Fraetd o)A ormE 3 ARME ONkE FFAsfor stk (P2
S}AFE 1 1 > 2). 124}, memory bottleneck?} load imbalance® <13} 43}
T AaskA Fek (Exb S 2 > 3), Aljbsks
T AE HAEATIA v (A S 3 D 4),
2 =R BExE 99 Opsis (B IPOE (Dol 7H

FEA7I= Zelv. ¥ 33 (b= olE O AAls] Atk
® !

P>

A A, odHom:

flo
N

Approximation= 3l 3 ARk
Ops/st= A% ™A arithmetic intensity?t #rAsfof st} (1-2). 184,
load imbalance (2-2°)¥} memory bottleneck (2°>2”)°2.% <l3l Ops/s7}
HaskA Ha, ol 2 =FoMi= PIMOZE memory®l A data ZF
HWE 33}o] memory bottelnecks 3}ttt (3-3°). o]o Y3,
PIMOA 2]  data HlwE <Qldll F7FeE  memory access latency s
3kA 7171 Y3E PIM TF2E A¢HEH  (3°>37), PIMoA ] datal)

address©l|©] A} B X (data reorganization)= &3l load imbalance A&

Attt 37>4).
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Execution time

b 1. Baseline

3. Slowdown due to (No approximation)
memory bottleneck

and load imbalance

®

Proposed

method
@ 2. Ideally
approximated
Ops
(a)

A 4

Attainable Ops/s

Section
333

@
!
@

b=

Arithmetic Intensity (Ops/Byte)’
(b)

Section
332

®+®+®®\

1% 3.3 Approximate computing ©. = Q13| ASF= Al tist (a)
Cycle-Ops “1#] 3 (b) Roofline “12| >~
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3.3 A|¢F3l= ADC-PIM Design

3.3.1 Overview

% 34+ Al]kskE ADC-PIM 9] WAl FrxE uEhddh
DRAMO. 2& HBMS ARE3FITE ADC-PIME HBMS] bank /O T}
TSV el $1%]3}, DRAM data transaction %121 32 byte®] IFM datas
H] 2 $+C}. Data transaction {F A= Bl W5 9|84 & hash 7|WES] f-ALE
WHol AFRE QT (3.3.2 ). Datas= Hlwsts dl Ay AR
5217171 918, fFARE Wl o8] bankel WA A S HT, 2
bankol| A1 8] Hlx A= TSV ©ellA] A A= 2-level T2E 7HIT

(333 ). FF v A= HE datas I similarity RS EESHH,

H]

Kl

host GPURE %% 7] o] thE data7} A A3+ addressol|l @i Hch
(334 ). AZ vlw A7} host GPUR H$4E™ GPUIA = similarity
R 7IHkste] tiiE datao] disiARE Arbe FEta, YA Aaks

skip Sttt

DRAM
Bank0 Bank1 Bank2 Bank3
Cell Cell Cell Cell
PIM
HCU
BDMU
—/ —/
PV v h A
¢

PIM TSV stage

| ——
v

GPU

[1Original data [__]Compare result [ Final compare result
1% 3.4 ADC-PIM A|~®] overview

: 5 A2



3.3.2 Data 7+ FALE Bl WY

Random Projection 7|5t B]n., &35}95%0], data F FAE B

rr

PN
DRAMS] atom transaction W9|E F3yEw, ©]3} “data group” &
“transaction” ©]2}1l g ST} Data group 7F H|WE ] 3, random projection
[42] 71HFe] hashing WHo| AFE-E Sth Data group 32 byte®=, floating
point 7]s=© 2 87)], 8 bit integer 7| O F = 327)] data®E T Hol Sl7]

a2k WEZ B 4 QY Random projections>= 2 HE|E binary

=

WE 2 mappingdl= WHOoR, uxke WE e FAME M
ayAoleta 4 A Qth. X3 hash WO = data 7F FAEE
T S70ell, data ¥t I AF vlwE & Bavt glvh webA Ajbete

-
ot

WH 2 random projections ARE-5}o] data b FAFEE FESiTE 199
ke 29 dxkd WE v (1<i<k)el disl, o8 dxkd 9 x&=
k=2l binary W h(x) = (hyy (%), hyz(X), ... hyr(x)) = hashing €T}, Z
hyi(x) #2 2 B3 2ol v ok W4 gk sl At
(L, ifvirx=0
hm-(x)—{o’ ifv;x <0 (3.1)

Hashings &3] €o]% binary ¥ E = binary A= ¥ hash index®

FHF ™, L3t hash indexE 7}A]i= data group> ARSI FEHE T
o & 59, 1% 3.594] datagroup A®} data group C= 3 U3 hash indexs
7FA 71 Atk B A9 data group A2 B TFE hash index &
VAR I A i B A ST s 2 A

Hash vector | Data Hashed Result
Vlzglal'la -3) 1 datagroup A: (-4,3,1,3) = A:(0.1,1,0)
vo=(-1,-3,4,1) .

- 1 dat B:(1,0,-3,1) = B:(1,0,0,0
V3 = (-35 05 25 1) : a a g;[-Ollp ( ’ ’ ’ ) ( ’ ’ ’ )
v;=(0,1,0,-2) ! datagroupC:(-5,2,1,4) —» C:(0,1,1,0)

1% 3.5 Random projection 7]5t hashing®] o A]
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Data Hlw H9 HF. vttty A= data groupd] HES
B W %= data®] W $12} random projection®] A}FE-%:= hash #HE] 2] F=9f
et 2kt 79 3.6 VGG-169] FRA convolution layerol TSl
ot

gt

i

approximations 2483t 7d-¢- classification accuracy®} ATl ¥
data®] W]&E& YERATE FA vHlw HY &3 data group FHel
vl w7} FE RO FASE data groupse 5 Y cluster® 335
M cluster®] centroid FOZ AakS FdES] Ay S thAEA
St = Aoty a9 3.69 HAEo extE vlm HY A7)9)
hash WE ¢ 2o W95 vetdth =7t Fdst 49 vl
T/t rE fAbstt L dekE datal] BlE©] FUbeke A
& Utk odE =of, vl WI7F 4709 data group?! ¢ 71%
StEo A 57%S]  data group®] FARSITRIL  HEE AT
SoflA vl H7F 32709 data group?] E-F- 69%2] data group©]
Abe AL A E QI wEkba, Foixl A oA o @S data®
approximate3t”] ¢34 data Bl WS S7HAIACE st 1Eu
U & data Bl HSE AFRS B F7HA EA1FC] Ath ARA R,

Hw W7t E542 data Hlwol 2Q5E= Aglo] F7)stH, o= GPUY

&=

o
gk

>
oo
i

o
do
N

ox, ek
Lt O

1S

o,
ot

—8—scope 4 scope 8§ —®—scope 16 —M—scope 32 —A—scope 256
75 (1~6) (1~8) (2~14) (4~16) (6~24)
S
. 65
Q
g
3
2 55
5
= 45
35

50 60 70 80 90 100
Ratio of data judged to be similar (%)

1% 3.6 Data B M2} hash vector 7ol W classification
e 9 fAbstth L ekE data groupe] HIE
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Al7ko] Aojzt} H]E GPUZ} latency hidingS F3] 71 A|7to] A Q¥+
operation= 2] latencys &34 02 & 4 QAW memory access A 7HO]
A oo r FUFeH HH e AstE 9T 5 flvk FHAE, v

W7 dA oo TR AF fARIH L #dhE= datal] B]E©|
A oA o= v, ZAbel] g A9 FAE 3|EE] 918 ¢
W hash vector®] 7} FQSHA Hil, o= PIMO area 2! power
overhead®} Bl o] AQFHE costs: T7HAIZIT & =], Hlw HE7}
3221 A-9-¢} 25691 A9-E vlwstd 71%°] FEEE 913 BRI hash
vector?] 4= Zh7b 1470, 2470 E 70% @A AFol7b = WHA, fFARSH
data group®] H|E> 2.8% Hiel o] WA =t olF # sk, &

=M= 327019 data groupe Hl W M= AT

3.3.3 ADC-PIM ©}7] €] %]

ADC-PIMZ hash calculation units (HCU), bank-level data merge unit
(BDMU), 18] 3L TSV level data merge unit (TDMU)Z 4 ¥ T} HCU%}
BDMU= DRAME 7t bank well 91x]8tH, TDMU= TSV el 174
91Xtk HCUE data group®] hash A3E 7A4tel, BDMUS TDMU
hash ZA¥E 7|§te® Y hash Fts 7HA & data group%%
clustering$tt}.  T]3E data group®] #S AlAbs7] flEl 2 Q3 data
group=2] &7 centroid #-> 272 BDMUSH TDMUCIA AR T

2-level PIM 7X. Data groups 3t FAEE WE3H7] st AlY

Geek B2 vl Mol &8s E& data groupe= Sl DRAM
bankoll A Bl aH= Zo|th (I-evel PIMO.Z W), 18y, 19 2
TALZ vl W9 Wl BEE dataE SO bankol A AFEHE ¢lofof

S}7]°ll data comparison latencys < 7FAIZItE o]e]l B]E 2-level PIM

[-‘_gl.',
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TE+ 7 bankZb AA ¥l W9 F LY datatbE $loW H 7)o 1-
level PIMe| H]3] Y2 comparison latencys A|WUTh 332 AefA
g<shl5ce]l, hash 7IWF wlm WWel Ae, AR WEHS S
A4 data @k ZFE] Wt sk gom, Hla Fo|% data
group®] hash #t> T L3It} =, data group®] hash k<> divide-and-conquer
S Agstrets WA for g vuw WY U 2E data groupsS
st vlawefa 2Ae Aol vl HLE ole bankel| Uir F Bl
A7t Fdsich olgst 5EAS AA vl WHIAE dFE A o
bankell e §- 7} bankel 419 i Wl AIE TSV @elA A HF
v AE B 2-level PIM T3 E 7hsAl Sttt 2-level PIM 32 9]
comparison latencys FA3}st7] 98], Hlwe] AFEE  bank®] =
AAsHA deEolof ek PIMelA 8] Blae] A Q%= AR DRAM
cellol Al datas 9l AP (Process 1, 1% 3.4°] wWIHA shibi)
Hl W% dataE DRAM shared busE 3l TSV @O 2 o]gA]7]= AZHE]

(Process 2, 719 3.4% 3pabA spaky) oz AakE £ ity &8

Al 7 0]F3}+= transaction®] kol H]#|3}7]9)], 5 read traffics A AFs}o]
FAE 4 Stk Zb bankell wLEHAl vl WLTF UHA FEE T,

Process 19] traffic (Tp;) A traffics bank = Usr A3 FAsioh

Process 22 739, Z} banki= hash #t¥} cluster W data groupsd &=
TSVZ H%E3ttl. 25 bank’} DRAM shared bus® & -3H7]¢), B&
bank®] output traffic®] 3©| Process 28] A A traffic (Tp,) 2 s LA3tTh ol &

wEjste, DA traffic (T 2 oFel 2 3.2)8 o] AXkE 4 vk

TP]. = C/B

Ty, = B x (1+ (C/B) X R,) (3.2)

C
Teor = Tpr + Tpz =5+ B+ C X R,
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olm, C,B,R.= Zt2t Bl W9, Bluel AFEH bank®] 5, Bl § T
data group®] H|ES ov|sttt Process 2914 hash 3t HAEFS Hsh
7FA Q1 traffic> bank W 17|= AALE A O™, ZF bank®] R, o
d&tttal 7Hgstdnt 9714 € xR, #S bank = B A §l7)el,
AA traffics HA236E BE C/B+B #S HA3ds= Bolth C7)
32013 (332 ), Ak 7lsk Htel & ¢/B=B 4 W ;T kol
HA7F =71 B7F 4 = 8 Ll HA traffic Ty ©] Aot GPUZL
cache lines 256 byte W% = interleavedt”] o, B =45 AME-slo] 8719
data group®| 3F+9] banko|A HlwE F I=F AT

Hash Calculation Unit®] 7%. 1% 3.7 HCUS} BDMUE X§ate
ADC-PIM unit®] +ZxE uYebdth HCUE ¥E u4 Axbr], ¥lw7],
1813 index VIR FAAEO Ak WA WE UF AAM]E hash
HWEl 9L DRAMOIA read 3+ data group ZFe] W& @& AlAbsiot
o, warls 74 WA gS 03 vlaste] hash e A8,
index A3 7]= 2} hash WE]9S] hash #HS §9°] #HF hash indexE
Tt} mpxjEro 2 A E hash index®} data dtS BDMUZ A5 Th
% 372 4719 hash WEHE AR A5 HCUS YERITE 7} hash
dE kel Ul Ad ghel -1.5, 2, -4.9, 3.1 ©]&H4, hash g4 0, 1, 0, 10] =7

# <% hash index:= 0101,=57} Ht}. Hash WE+= AR e AHAeS

‘

o o

77171 918l A E  orthogonaldtAl  Gram-Schmidt ol 2] &

AdEn [43] == hash WEO & WAs HE o Qlth

Hash WE]9] 71 T7hetdl &= S7hshAIRt, ZAE = data®] GFo]

238k, hash WE O] 7F A wie Woie) AerF sty 2
FS

= $38 16709 hash HEHE

il

ToAE 1% wREe] Ag= 3
AH2-3FSl T
Bank Data Merge Unit®] TZ. BDMU:= index buffer, cluster table, 3

A7 ZE G4 F ) Index bufferi= 7} data group] hashindexE data group=
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9l A E #7%8kT}. Cluster table<> hash index®} 3% indexE 7HA &
data group® ¢} data groupsl & AT F AAI= 8719
CA7|Z2 /%] Qlth Cluster table®] Z} entry:= Z+Z} 16 bit, 3 bit, 32
byteQ! hash index, 3 index®ll %3} data group?] <, 3l index?] data
groupE2] FOoE FAdHo] Qltk. BDMUZF HCUZHFE ZAAHE hash
index®} data group= WO, hash indexE index buffer®] ol #&3}=
Aol cluster tables QHlo]E st} dlY indexell 43l data group®l
T7F 1 R 78, data groupE2] #Ol element-wise® 3 A7)l
s At fHOIE drh I¥ 37904, AE FHOlE @ FELS
wrrmo s wrlEo Qlth. AR =92 data group® hash index”}
50] 7], index 57} index buffer®] #ol # %% ™, hash index 51 3|3l
data group® 2 O] cluster tableo] AHO]E #Ht} 3t bankol A g
w7} U, cluster table?} index bufferoll #74% 3k DRAM bank

grom ez
TSV Data Merge Unit®] FZ%. TDMUi= BDMUS%} H|S:3F %25
ZEAI AL, cluster table®] entry®] TAdo] =W 3 AALZ] il ok
2

T AA7IE gASESItE HESE data reorganization 2ol ARE-

i

i

rr

3% address 914t EE (Representative Address Calculator, i.e., RAC)¥} 2 3}

Bank
—_ _DRAMCell an .

Hash Calculation Unit
v v v v

Dot Dot Dot Dot
Product Product Product Product

-1.5J' 2l -4.9l 3.1J'

Compare| |Compare| |Compare| |Compare
with Zero| |with Zero| |with Zero| |with Zero

| Q! Iy ! ly

Combine hashed value

Bank Data Merge Unit
Cluster table

Idx [Num| Sum of Data Group

511 [@1]1.1]15]..)

7 2 [(14127133].)

Calculation unit

Index buffer

1% 3.7 Hash calculation unit (HCU) %} bank data merge unit (BDMU).S. %
T7/3¥ ADC-PIM 7%
o111 - -
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n

transaction 7J 7| 3 5 (Result Transaction Generator, i.e., RTG):% X SHSE
TDMUS] <AAit7]oll= &4 indexell 43k data group®] centroid AL
Ak, o5 AAbslr] 98], TDMUS ¢14k7]= 8719 BiA7), 8709
FA7], 283 32 entryE TAE 1719 LUTE FA o] vl B3t
LA AL WAl dgreke] woR dm, 1%H 3271X 9
o= grol LUTel A= e] Utk ¥lurt € ¥, RACE U3 addressE

S

AL, RTGE AlAFE th3E address, index buffer, centroid #tC0.Z T4 E
HE vl A4S A59 transaction® 2 A/ $HTh RTG double buffering
Tx2 T glo], AA AP transactionS HEEAA A EA
A%4 transactions AJF T Sl

DRAM Address Mapping ®'. ADC-PIM°]|A 9] data W& 9|3,
DRAM address mapping= “L%¥ 3.9 (a)°l4 1% 3.9 (b)= WA= ATt vl
Mol el datas= T U3t channelol] 33}7] 913l channel bits < MSB
%02 o]55 o, 2level PIM T-ZolA ©J2] banks & Al &-8317]
213 bank bit T UF-7F LSB %O Z o] FH Tt

ADC-PIM BHo] 9@ & 32, ADC-PIMS Adat7] g, 3719
PIM § DRAM "¥o7} & 313 Zo] F7}¥ vt ADC-PIMY| &%
S5 U3 Zrh WA, GPUZF PIM comparisone $3F read %S
BUA ¥, memory controller= RDBP " #Ho]E H U 3] 33}+= bankE©]

datas 913 H2E 4 JE= 3t} DRAME " #H o] bus’} botteleneck®]

Bank0 Index 4 TSV Data Merge Unit
BDMU] D;l;ﬂéfﬂoﬁlp Cluster table
Idx [Num| Centroid of Data Group -
Bankl 311 Q11115 ) Representative
| HCU [[BDMU| T2 o7 1417 ) > Address
> Calculator
Bank2
BDMU] — v
R
Bank3 Index buffer Transaction [

BDMU > Generator

A J

1% 3.8 TSV data merge unit (TDMU)%] %
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(a) | Row 15 [17 Bankys14 Col 15[Byil10 Ch {7 Col 5|4  Burst o

(b) | Row 1517 Col ys{14 Ch 1l5; Bank g[;Cols|s, Burst o

1% 3.9 DRAM address mapping (a) 71 (b) 7 ¥ mapping

3% 3.1ADC-PIM F2< Sl F7He DRAM ' & o]
CMD Description

RDBP  Read and compare data in each bank PIM
MBT Move data from bank to TSV PIM and merge
RDT Read merged data from TSV PIM

He e @A SjeEll, e RDBP ¥ Hol® 8719 DRAM
transaction®] ¢ X3 W] Ht}. o|u]l, DRAM cellol A datas &+ A3}
HCU 3! BDMU®IA datas < WlaLshs 21 W4 o2 ¥} Bank-
level PIMJ| 41 2] data W] 7} ¢= ¥ % hash index?} data group®] O =
T7/d% datax MBT W&HoE T3l FHA leveldl TDMUZ HE¥ T

5 o] =2 of

Memory controlleri= PIM comparison ©]%-o] 743t data group®] 5 <

Q7] wiEel, vlw 390 AHE ¥3= AU A9 transactions

%

WA elo] vlw & A transaction®] & Iort}h o] % memory
¥ transaction®] FERRE ¢Vl WHAE APk

TDMUZ 2] data ©]5 S F383stt}. TDMU+ <413} transactions 7]HFO. &

controller—= 74

cluster® QU|olE 3t} v|wE 33t BE bankol| A 2] transactions©]
TDMUZ ©]E3t3l TDMUZ} merge §2FS €853 &, HF vl A3}
RDT W#Ho]E E3 host GPUR A& ¥Th MBT WHolol A9}

[e]
©
FUHA, AY 29 transactions WA ¢lo] HRE Fobet & A

o

2

transaction T%-F W A| data group= &=t
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3.3.4 Load Balancing= |3 Data Reorganization

TDMUCIA, #HFE "l Ads  I" 3103 Zo] <dHKH
transactions %2 W2 o] GPUE HFHt FHF vl A= start tag (32
bit), metadata (32 bit), TH3E data (i.e., rep data, 32 byte), index data (6 bit), 2] 3L

i fa]a][1]o]1]o]o]..] [12]2.5]5.4]3.2] 12| 3.2[3.4[3.90.3] [2] [ 0] ==

Start Tag Metadata Rep data Idx Repdata Idx Idx End Tag
(32 bit) (32 bit) (32Byte) (6bit) (32 bit)

1% 3.10 Start tag, metadata, T 3L data, index data, end tag= -/J &
#HE vl A F4
end tag (32 bit) &&= T ¥ T}, o]w, thik datat™ ADC-PIMOlA] B]Z3lttal
HFE AR cluster®] centroid #hS vk, TDMUQ| cluster table %
“Centroid of Data Group”®|] 3Tt} Index datax= ADC-PIMO] A
AAbE AR Z; data group®] hash index k= YEFHTE Metadatats 32719
7} data group®] UJ3L data group A oFdAE Ak, 7+ bit iHA|
data group®] WEZQNA] oA F oJw|gtrt. Wk A bit ko] 1014
data group®] T3 data %t} index data”} RF 7] ™, bit gkol 00 ¢
index data¥t 7]&¥ U} Start tag®} end tagi= Wl Aol AlFI} &
Uetdie, 54 24¥ bitg = 79 ¥ T Tag gtol ARk data gt AR =
e WA S8, [441014 AdE TE WA daeEo] AREH .
Tt data’} tagel AHTHA, 329HA bito] 12 dfAE A, A bit g
memory] 57 Folo AGH Tt Tage] Aol7} 32bito]7]ol], T& FE
17232 2 w9 yto} o] ISt overhead= HFAIE 4 Auk ofd
address®] data group®ll T3 data Fto] TEFEH=A o Wt GPUA 2
2ol WA ¥k v warpZl Sk data’t Ul dataghH warpe
ArE FHeAE, obd g Aiks skipdtth webs, AEE oix

address (i.e., centroid #ko] TFEH =  address)E AT OEMN  host



GPUI A 9] load balancings €A 3 5 lth 333 oA AwEglEol,
3% addressi= TDMUS] RAC E&°] 9] AAtAC vlw & 74A#
data group®] 7} Nyola, Bl W7} €9 A (B =% A

7} centroid #tE= 24 (3.3)°l o8l AlAtE i A addressell & T

i =3k+2(@modC) (0<k<N,) (3.3)

1% 3.11 W3 address el wWE GPUIA] ] approximate computing
AeS YERATE Data group ATE DG, = E7|EH AT 18 3.11 (a)9] data
A;, B, C;, ... Hi= ZYZ} DG4, DGy, DG, ...DGy = 371%™, convolution®] IFM
datas < YEAT ©@3tE 9138, data group T2 address”F TE ),
DG, Bl DGy7F =AW =Z address 0 FE 79| &d® i 714 st
Data group= ADC-PIM®]| 4] ] approximate comparisons &3l 271¢] data
group DGy W DGy, = clustering ¥ T DGy 8 DGy 7} 3= address
ADC-PIM®] data reorganization®] &3l At I¥H 311 (b=
convolution®] weight< WEFU ™, weight®] 7} rows Weight Row (WR)Z
H ¥t OFM DGgoll W3t convolution A¥= 13 3.11 (c)2t Zt} OFM
pixel Bl t 3t convolution 2= (Ag, A1, A2)SF WRy, (By, By, B;)SF WRy,
(Co,C1,C2)E WRy 2l WA e oz dojzt}t DGy o v datacl
el A = v 2ekAl A83H, OFM DGy ol Wit convolution %t DG, *
WRy,DGg * WRy, DG * WR, 2] 1D convolution #te] vectored % O=
vetd & Qlok o A#AQl ol & fdll, WRy, WRy, 183l WR, 912
A, Rk o R wASIGITE 19 311

b

convolution<  Z}2Z} w712

i)

(A= 671 warpZt Sl AEelA  data A Qe 7184
convolutions YERITE A ) $219] HWHA g addresss YEFIAT]
o & 50, warp 18] 3t Al (ie, 2« WR,)< address 29 3lld3}= data
group DG} WR{ 2] 1D convolutions 2] 7] $kT}, Approximate computing©]

4% A9, DGyt DGy ol thdt convolution AFREo] eixw )
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271¢] data group?} 371¢] WRell tall convolution A4ke] =3 = 7],
FaEofol = ALY = 67llolth 6718 warp7t E=AISH]

oAl ol 1Y 311 @9 2ol 7 waprt 1719 A4S
FshE fek old oAl 43S ey A, X9 Yh Aua

address®l] &= ojof sttt 19 3.11 ()= DGy} DGy7F address 22} 39|

ok

g Aotk o] A9, 19 3.1 (d)eF 2ol ZF warp 7t Y s
Ax T AAE 2 5 e 22 warp 09 2+« WR,, warp 12 2« WR, ¥
3xWR,, warp22] 2+ WRySF 3« WRy, 712]3L warp 39| 3 * WR,©| T} Warp
49} warp 59 A5 7]E AAb T AARE 7hest Aol g7l dld warp
Soll= AAto] FERA & WEH) warp 10 2718 AAto] e th
wEbA], warp b loadE WF7] fE AlEF instructiono] YA E o] Z}
warpE°l T ojoF sttt 19 3.11 (g)i= A|F3Fi= data reorganization®]]
o3& A= instruction®] A4 1ol load balancing®] ¥ -5 HolTh

DGy, DGy = Z+7; address 29} 5 (5 2 (3.3)14 € =8,N; =22 %)l

—

SHFE ATt 2%« WRo,2* WRy,2+WR,,5%WRy, 5+ WR,,5* WR, 7} Z}Z}
warp 2, 1, 0, 5, 4, 39] 7] instruction®] °J3] F3=E 4 gloH, BE

warp7]— 4 0]’7'” 17H-/] AATES _/':—g.c-)_]_ﬂ] %E]’
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L& BB oS 167 T {cvep T B) L& BRR Ik 87 TL {®p Tin O 4 Bl [090f [o=diem
o lzflo

o @ IAES J._w Rl IR {zdem i mm 1m,» ¥ ES L |oSunndwos sjpwnxordde AE UONN[OAU0d o f5 L
ETolkmls ._m&m L (9) e1ep y31om (q) e1ep INA]I (B _,\ o Glad Peor 1 drem = =1{n :ocoENNEmwSE eleq [1'¢ BT
EaYT [T ] poweps ()
TAM + € DM = T G ‘7Ippe AJRINUINIOY «
[(0¥M: ¢ | [0¥M =T | 3) [CIM = (T IPPEID] ¢ THM « O dnois eiep
¢ dremy p drep ¢ drepy zdrem 1 drepy 0 drep [T (TPPE] < 1M « g dnois eie
[EEOPPEN] < oM -+ V dnoIs mep\=g Auod
(@)
[IM:€ | [TAM =T | papapes

TN «— BALMOM
TIM «— [FMAFPMIE

[odM ¢ | [09M«C ] @ 0NA <
m&sﬁ _N&ma m&g N&g ﬁ&g O&NB
I

[TaM-¢ | [ TaM=C | € ‘7 Ippe

() cH|zH|1H[oH]| £ PPV

[DIM X | [IM =X | [DIM X | [ TIM =X | I [BapPI pronuas colzolioloo| oppv
¢ drem  dreay ¢ dremp, 7 drepy 1 drep 0 drepy (@) dnois reqrums £4[7d]1d0d| s ppY
€A|TA[TA|0X| X PPV td|7d| 19| 0H| ¥ PPV

(ML | [2amMx9 | [TdM ¢ | [2dM«pv | (M€ | [ M T | x| Tx| 1xX[0X]| X PPV £d|zd 1djod| € PPV
[TaM+0 | [TOM+S | [Tam+p | [ToM«¢ | [TaMm=cC | [TdM=1 | [PWSLO EJTIIDI00) TIPPY
(oM. o) [OMM.v] [DMM.t] [OMM.C] [OuM.T] [OWM,0] IEvTVIov] o bv
EV|TV|IV|0V| 0IPPV

¢ drep t drepy ¢ drepy ¢ drep 1 drep 0 dIep,
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3.4 GPU%| A 2] Approximate Convolution

3.4 oA i= GPUIA S approximate convolution®] <3 wHM&] ul
ol Adat7] $1% GPU x5 A3ttt GPUE ADC-PIMelA B fxl
AR 7|Hketo] AL Thsdh dataEs dFebstth Zb warpe> DA 7hs et
data®l] thet A4k skipstH, thAl UhE warpl] AIE AAREIT (3.4.1
7). ADC-PIM®] data reorganization U5l load balancing> A|Z-&
instruction®] A4 ¢lo] a2}, 3.42 ol A= approximate convolutione

Adatr] s F7F B iAd FxE Adth

3.4.1 Instruction Skip= &3 Approximate Convolution

Baseline code® <+ direct convolutions AFE-3F3TE Block 9=
F718E st AAbstH, skl thread”t Y] output feature map©l]
tst convolution A4S T FYU warpdl threadE 54 <
pixelel T3l AAS FFETE A Fst= GPU F-3ollA], A4S skip U
AAF-E2 instruction skip¥} register renamings &3l 33X T} Instruction

skip<- program counter (PC)E WA TOEM FPHEATE Vector HFEIQI

warp®] operand valuess EF AFshE A W2 A ¥ihE IoE
ShARE, register renaminge &3l °l¥ FIFARl AA Fre] TS

A 4 Qo a9 312 1% 3.1 (e)°ll instruction skip¥} register
renamings 4 -&3t= pseudo codeE YERIATE TI¥H 3.1 ()Y rowE

T3k instruction=2] F T2 ‘InstBlock’ .2 3T PC7F 1009!

e

73-5-, A address BOE &<lato] data7t AV 7hsdA] EISTE. ®Ee

.
_I

TAF 7k Aow A d A9, 3T InstBlocke] YA instructions =

2

skipeltF. o]lw], next PCE= T InstBlock®] HEA instruction®] T4
136 0.7 A} Skip ¥ InstBlock®] 237} A4 o Fo| AW register
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Addr Instruction
(_‘ 100 | load.appprox.skip b, BO
104 load Wy, WO
2 108 mul Tp. bg. Wy B
N T 112 | load.approx b.. Bl B %
g U'S 116 load wy, W1 E 53
A : : = &
S 120 | mad 1y, by Wi, T g o
i 124 load.approx b,. B2 =
8 128 load Wy, W2
132 mad bz., W, I =
\-}‘ 136 | load.approx.skip  c;, CO ‘ &
140 | load . w;. W3 } g,
. ™
200 | mad Tg. dy. W, Ty e
204 | add.approx ug ez s
208 add.approx uy, Uy, Ty

1% 3.12 Convolution= 9|8k instruction skip2] | Al

1329] instruction®] destination register (1% 3.129] 1r2)i= AAE =
AWRzs A= warp 9] destination register™=  renaming o 7+
InstBlock?] <14to] Fubw, InstBlock®] ZA¥&2 address 2042} 20801 4]

Sraj Zct, o|ul, skip ¥ InstBlock®] A3} registerol] <3k thAl, rename

H registerol] ekl #E 7Pt 9 InstBlock®] 3! A instruction,

dataE load3}i= instruction, InstBlock®] ZA¥&5& &8l instructions =
=

& instruction= ¥ Fa2-5F7] $13l load.approx.skip, load.approx, add.approx

instructions A2 F7}FeFA T
3.4.2 Approximate ConvolutionS $|3 723 2| ¢

1% 3.132 instruction skip¥} register renaming= A]¥3s}7] 3l
HAE GPUY pipelines Holwth 3oz Hajxl FEEo] AFA
F7He ®EE°]H, vl A3} table (comparison result table, i.e., CRT), th3E
Warpf’J A E A A3k= table (representative warp result table, i.e., RWRT),
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Axto] skip ¥ warp®] renaming 2 75 #7FSt= table (approximated warp
rename table, i.e., AWRT), 12|31 PC jump unit® = -4 ¥t} CRT, RWRT,
AWRT:= cache®} H|52dt T2=2, Z17; 32, 64, 64702 entry® -4 ¥ o
Atk 7} A H = threada block (5 CTA) D= AEHT, tagst
AdE = datats 1% 3.149F U Tagell dIsis HES HE X
FE7)5 0] 3t "E thread block®] 241 €& 38FR, CRT, RWRT, AWRT®]
A= o] 3= T thread block®] datar= Fa&3stE T WAHE pipeline>
load.approx.skip (2§ 3.132] 3}gk2 )3} add.approx ((1H 3.138] #-7HA
Ayell tisiARE 71 GPUSH & 525 gttt Data group W data®] 9}
warp®] thread TE FLstA st7] 918, warpe A7]+ 8 thread®
278 H At

load.approx. Y+% load.approx &7} ©A| ¥ = A9, WA CRT7}
oldlo] & T} CRTE ADC-PIMONA 9] Bl Ate] 7]u51e] [address] S
tag®, [hash index, T3 address o1 5]E5 data® 3o}o] Qu|o]E Hr} oju,
data group®] WA data® addresstto] 7]EHETE HHOJE ¥ o]
“1H, load 2 data group® addressE YEFU & instruction®] source register
o= CRTE &elstt}. WY address’} Tt address®! 7d-%-, RWRT7}
[register id, hash index] %] tagﬂ— [warp id, register id]¢] data® QHo|E 1,
71E] pipelines wet YA 7 E T v o] A9, AWRT 7} [register
id, warp id]®] tag®} [hash index]®] data® <JU|°]E ¥ instruction
skip®! TF. & A instruction<> pipeline®| 4] flush® ™, next PC gto] A PC
% + 414 T3 InstBlock®] F WA instruction®] address?! Al PC %t +
3607 WA

add.approx. 3|9 HEo7} A EH, [sourse register id, warp id]E
tag® AFE3Fo] AWRTE &Ittt AWRTONA miss7F WAl =4
AREA Rl pipelines Wl 3ttt Hito] Y= 749, €] % hash index®

[source register id, hash index]?] tagE T-7d3ko] RWRTo| st} vkl
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RWRT A hite] #HAchd & register tAlo] AFA AR warp2}
register] HLetrh WY miss7F Wi, 31E warpi= RWRTE] 3ko]
AA hite] & w7EA] AL G g

11

(a) | Address@32bit) | Hashindex (10bit) | IsRepaddress?(ibit) |

(b) | Registerid (10bit) | Hash index (10 bit) [Warp id (10 bit) [Register id (10 bit)|

(©) | Registerid (10 bit) | Warp id (10 bit) | Hash index (10 bit) |

19 3.14 3714 table5 9] % (a) CRT (b) RWRT (c) AWRT
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35 4% A% 0 24

351 243 84 74

A8S 93, cycle accuratedt Al&E# ©]E Q1 GPGPU-Sim V3.2.2 [45]&
skl GPU 73+ NVIDIA Fermi GTX480 ¢}7| €4 & 7|NFO. & SM
W78l o™, GDDR ™4l HBMell A §etAl Wrss WA
Main memory % = &1} HBM stacks 7143531 0™, A|QFst ADC-PIM=
A% memory WHEolES AdstEs FAHsIATE B 32¢ A

AHE¥ GPU ¥ DRAM (HBM)Q| simulation W53 Yeldch AjE7

& A
i

fllo

[l

[98)

I

ZF7Fe PIM memory 8 #H ]2 latency 53 #°] ADC-PIMO. % <l3f
F7F8 overhead= 3.5.5 oA =4 %S}

GPUE] HA¥  AEFS #4571 9@, GPUWattch  [46]7F
AMgEI e, FrlE REES AY ARFS B4 AsAs
CACTI [47]7} AH&-E9th DRAMO| AR 3&H= oy A= DRAM A T
[48]5 #aisle] 4.39 plitZ AAFE AT VGG network?} ResNetol A]
FsE= 13709 thE A<l convolution layerge°l] i3l AdE

el e}

o

>

Olt
%?,

_I

o, 3 layerg2 AAISH configuration ¥ 333 #U}
=]

3= gelsly]  9&ll, AQrelE  approximation S

o,
ot
il
1o

¥ 32GPU 4 DRAM A& oA

SM parameters 16SM, 1400MHz, 32768 registers,

8 threads/warp, 1024 threads, LRR scheduler
L1 cache 32KB, 128B cache line
L2 cache 768KB, 128B cache line
Memory model 8 channels, 16 bank, 256GB/s,

32B column I/O bit width, FR-FCFS
Memory timing tRCD=16, tRP=16, tRAS=28, tRC=45,

tCL=16, tRRD=2, tCCDS=2, tCCDL=4,
parameters () wp_16 (FAW=12, (WL=2
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PyTorch®} cupy [49]15 &3l 73 =3 S ™, ImageNet dataset [50]°] tll3l
Aastdth 3% 3.4.2] 57}4] configuration<>= (1) memory bottleneck 7+4>o]]
duty 394 AA] (2) two-level 732 &&A (3) data reorganizations
53t load imbalance ¢+3}2] 371X digef ddl] AQtsts WHO AeS

stelshy) Sls) A9 E gk

¥ 3.3 23] AFE-¥ convolution layer configuration

Lfy(Z?IIEI/o. Channel  Filter Height Width Sl;?ﬁeif Stride
1 3 64 224 224 3 1
2 64 64 224 224 3 1
3 64 128 112 112 3 1
4 128 128 112 112 3 1
5 128 256 56 56 3 1
6 256 256 56 56 3 1
7 256 256 56 56 3 1
8 256 512 28 28 3 1
9 512 512 28 28 3 1
10 512 512 28 28 3 1
11 512 512 14 14 3 1
12 512 512 14 14 3 1
13 512 512 14 14 3 1

3% 3.4 23 % configuration

Name Configuration

Baseline ~ Baseline GPU wihtout approximation

AHG-LB  Approximation on host GPU + load balancing
AlP-LB Approximation with 1-level PIM + load balancing
A2P Approximation with 2-level PIM

A2P-LB Approximation with 2-level PIM + load balancing
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3.52 Atste 4 WYY 4F 24
WA, A|QEF= 2-level PIM T-F+ in-memory data comparison ©. =

Q1st memory latency® <7lE aHHoz TAAFHT 1% 3.15%
Baseline, A1P-LB, A2P-LB (i.e., ADC-PIM)2] memory access latency=
U EFH L Baseline, A1P-LB, A2P-LB2] 33 memory access latencyi= Z}2}
383, 423, 345 cycle©] St} A2P-LBi= PIMo| 4] ©] data comparison©. % <13}
285 E A 2-evel 72 E T3 aBHOo®E FHAAIZIOH, PIME
AFE-3Fo] memory= 9] data traffics 7FA~A]l7 memory hierarchy o] 4] 9]
=3 3t £%719] memory latencyE Baseline®] HI3A 10% HAAIZ
T AT ®WHH, AIP-LB= PIM<S &3l memory hierarchy 7ol A2
ke A 4 QAR PIM data comparison© % Q13 memory
latency’} 71531719  Baseline®.th 71 memory latencyES it}
Skip¥] = AAatFo] A= AIP-LBS] memory latency:= Baseline THH]
AAE AFS Bt ol skip¥H& AAbEFo]l FAsAl =W PIMO
Ol $t memory traffic &3+ FFASHANE AIP-LBOl 3t memory latency
7V a3+ 5Y3st7]ol memory hierarchy “JolA 9 &3S S7FAI7]7]
w=olth. Memory latency®l 418l  Z}ol= EHE IPCo| A 2] zfo]=
ob7]slgitt. 18 3.163 1% 3.17 A 33 configuration= 2] Baseline
vl &£zt IPCE YERATh A2P-LBE: AIP-LB HiB] 73%° &£
7} 41%9 IPC S7HE HSTh Memory latency 2}o|7}F AZXSF=
&5 9 o] met FUFelith A2P-LBSE AIP-LB7F AlY T latency
z2lo]S HAY layer 421 749 A2P-LBE= AIP-LB thH] 19%9 &%
=7tk 11%2] IPC S7HE BT

THA 2, A|2F3ti= PIM data reorganization<> warp %+ load imbalance =
adHor AarA dess FIAFT AP-LB= AP thH] 11%9)

4% F7FSE 10%°] IPC S7HE RSt © E2 AAlo] skip ©



2 500 mBaseline OAIP-LB BA2P-LB
S8

L 450

g‘ 400

5 350

£ 300

g 250

= 1 2 3 4 5 6 7 8 9 10 11 12 13 Avg

Layer Number

719 3.15 Baseline, AIP-LB, A2P-LB2] memory access latency

Aed 4= load balancingo] 9JdF JF Tk Zvk 19 318
convolution Ak AF&-% &= instruction?} A instructionEoll o3l Zhz}
skip®! instruction®] H]E-& YERATE Convolution 4F & ZH2F 66%2)
43%2] AAko] skip¥ layer 13 65 W] W3] E W, layer 1] 4% A2P-LB7}
A2P thH] 19%9] &5 &3} 23%9] IPC 57HE Ko Zlo] Hld, layer
62 739 A2P-LBE A2P UlH] @A 42%2 £ F7hsk 3.9%°] IPC
7S @AY 54 warpell Aol AHATEHW YE warpdl
ddr e AGHFS AA Aol AT S Folth wEkA, o we
AAro] skipETFH Holdle At fHAsty] wiitell, warptt 2]
z}oli= o] F7FskAl Hal, ©]i= warp %} load imbalanceE U] S 7}Al 71t}
A|QFsl= PIM data reorganization WH-> 13t ASFOA L load

imbalanceE @A 02 H A3} Al7]&= AS Feld 4= it

IPCE FA8tHA Ades FIAZ 4 A%t ADC-PIM Baseline®l|
H 3l 43%2] % S BP oM 95%2] IPCE 943t ADC-PIM2)

2 e FUHA Q9le] 7|t WA Q9L GPUOA

I3 3.189] yERY  l5%o], convolution®] AFEEE  instruction
HHA O =2 50%2 instruction®©] skip ™, A instruction F ol
33%7}F skip Atk FHA 298 PIMoA AF datatt AEHEFTOEA

7+22 3k memory traffico] . 1% 3.19% ADC-PIM©| 2] -8-% 7d-%- Baseline
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dT-dcvEe devo  d1-dive  dT1-OHvO Lulesedm
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thHd] memory traffics YEFHATE Memory traffic> <14ko] skip® M| &3}
H] 523} 7], Baseline tiH] H A S 2 39% 7FA35FTh welA, approximate
computings 4835l memory intensity’} B LA FA FH 7]l
memory bottleneck®] TAISHA] %kth A S =2 AHG-LB= memory
hierarchy®l 4 ©] bottleneck ©. = <13} Baseline®] IPC2| 74%%Hs @A 4
1%l Baseline thd] &% F7F H3F 11% Hroll A &k}, AFsh=
ADC-PIM©| Baseline?} IPCE HIZetAl FAE = QUAAR, o @2
AAbol skip =5 Baseline Tt H] IPC7}F #AAstes AS QT &
At} Layer 59 A%, 33%%] convolution 1AFTHO] skip %SO, o]
% ADC-PIMe& &3l Baseline tHH] 99%°] IPCE 24T <+ SUSATh
HEH ) layer 139 7% 61%%] convolution A4te] skip ™, IPC+=
Baseline®] 90%= layer 59 Z-$-Ht} skt o= ] w2 Aiko] skip
45 AYgSs @9 A XsheE warpll 77F S7HeEe] latency hidingell
AHEE e warp F7F FFAE] wiEolth 1eu, A2PS} A2P-LBE]
ol st Agelr AtF WHLS warp b load

imbalances  AAAE F 0 Qv FHskd, A ADC-PIMO]
approximate computing % in-memory data comparison®. %2 <13 WA=

PAFES BHHOR PD 45S YA 2L FAT £ Ak

353 71 A9 Ae vl

A etsl= ADC-PIMO] Al 52 <1317] 93], NNCAM [36]3} A 59|
o

B W& FHAIRE, 2 =4 Bl Al9i= CAM search delays 0°. =

&

HliL H %1tk NNCAM:: CAME ARg8to]l A5 AgH= <Al

AHgstel Hlamstgiet ol Hlamshs FA1 Qatel skipsl 5 97 B,
Z

Aoltt, 18 32037 3.21& ADC-PIMS] NNCAM tf



=100 ® Convolution instruction O Total instruction

N
o o

N B
o O

Skipped ratio (%)

S

1 2 3 4 5 6 7 8 9 10 11 12 13 Avg
Layer Number

719 3.18 Convolution®] AFE-%]i= instruction & A instruction %

skip¥ instruction®] H|&

Normalized traffic
oo o
oA OO —

1 2 3 4 5 6 7 8 9 10 11 12 13 Avg
Layer Number

19 3.19 ADC-PIM 2] Baseline TtH] memory traffic

H &%t IPCE  YERdTE ¥ 322 NNCAMI} ADC-PIM?)
convolution instruction & skip¥ instruction®] H]&-& YEFHATE ADC-PIM
NNCAMeoll Bvl8] © A& dito] skip HASNE £33, NNCAM
Bt} ¥& A5S Bt ADC-PIMS NNCAMO Bl&] xS 11%%HE
skip SFAAIRE, 22%2] £% A W 35%2 IPC FT7HE EITh
NNCAM< A datasets "] #EA5te] A5 AMEEH = dAbES

=)
=

u}o}&lal, associative memory (i.e., LUT)E Y AAt== At} {bd
ADC-PIM<- vlg] Fo]z A H Q19| runtimeo] data It FAIES S ec)
w24, ADC-PIM< NNCAM tH] ¢ &2 AAkS skipstSith 1A%

T3k, layer 3, 9, 102] 7d-%-, ADC-PIMS NNCAM KU} H|S=&AL ¢

e

5%

12 AALS skipslAth. sl layer=2 -9, ADC-PIM®| ¢ 3t memory
bottleneck 7F4 & ¥}%} load imbalance €3} @37} G3& 07 HEY o],
NNCAM tH] ADC-PIMS] &% o] thE A-9-R T}k =9kt Layer 3, 9,
10°] -9 ADC-PIM<- NNCAM tiH] Z}7} 34%, 40%, 45%°] S &=

Bt} o8] thE layerd A%, d B Aibo] skip 4% ADC-PIMO]
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1.5

g1
8
& 0.5
0
1 2 3 4 5 6 7 8 9 10 11 12 13 Avg
Layer Number
19 320NNCAM thH] ADC-PIMC] £% 4 A&
o 15
=]
5 1
N
S
£ 0.5
o
“ 0
1 2 3 4 5 6 7 8 9 10 11 12 13 Avg
Layer Number
Z1¥ 3.21 NNCAM thH] ADC-PIM?] IPC 34 A%
—_ ENNCAM OADC-PIM
3100
5 80
E 60
"aé 40
5
| 2 3 4 5 6 7 8 9 10 11 12 13 Avg
Layer Number

1% 3.22 Convolution®]] A}&-%¥]<= instruction % | instruction 5
NNCAM¥} ADC-PIM®l| 2]3|] skip¥ instruction®] H|H&
NNCAM Ht} =3 IPCE 2483t o] 352 ol =1%ol Y
@& AAkol skip E=, ADC-PIMel| ©]3$t memory bottleneck % load
imbalance €3} @¥7} F7Fet7] wZolth Layer 29t 55 Hlws|H A
NNCAMO| 7% 272} 77%%F 45%2] convolution A4ke] skip = St
Layer 22 7%, ADC-PIM< NNCAM tjH] 47%°] %2 IPCE X th
W layer 59 749 ADC-PIMS NNCAM ti®] 21% %2 IPCE H.o
layer 28] A-¢-Hu= @2 IPC 3 s 7Hvh 2% =58k,

ADC-PIM<  layer 598 Z-%°l% NNCAM thH] 10%

ki

S AT =
R -1T1—-=

U

FAF

gAstett. Z£3tsld, ADC-PIME NNCAMXE =

1B
o

=
BAom AL preprofiling $°|%= NNCAMI} A =fo] x| 9

rr
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354 YA A2 v

1% 3232 Baseline®] normalize ¥ °lU A AE=ES YERIT B2
P+ 77} Baseline®} ADC-PIMS YERATE AFA F7H9 units 9
NUuA AR 355 oA AAMEA EAEATH AjbstE W
= A 5 Stk

olelat a&H U el 2714 o] §7} gtk WAz, A4l

Baseline©l] H]3ll 68%2] olUAITHE AWt

N

skipll ] 3t GPUQ| pipeline %! FPU oYX ¢ ZFao]t). GPUS core®l 4]
AREhE ol A= Baselineol W3] Bt A2 31% sk FHA

-+ memory traffic®] 74 &3k NoC %! DRAM oy A9 FFAo|t},
Aeetglxol, AjbehE WHOE memory traffics 7HAaAZ & gloH,
DRAM °UAE 39% 7A&AIZth ADC-PIMOZ <%

ANIA 2R FS F7l= AAY 0.7% Bog FAg qsir}

B Core energy ONoC and DRAM energy B ADC-PIM energy

Normalized energy
coco o

o r o0~

BP BP BP BP BP BP BP BpP BP BP BP BP BP BP
1 2 3 4 5 6 8 9 10 11 12 13 Avg

Layer Number

1% 3.23 Baseline (B)2} ADC-PIM (P)2] U A] AR

3.5.5 Design Overhead 2

2 =wollAE 22nm 37 % single precision floating point®] data
types 7FA3SF3ITE. Half precision®| Y} integer data typel] A-$-oli=
overhead’} © #HA4d ZAolt Az F7lE FEE59 latency, W4,

Uzl & 359 # 2
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1) DRAM overhead ¥4]. ADC-PIM<S HCU, BDMU, 18 3 TDMUZ
T ET HCUS A8k 8 3 Ad nlFo] & 22 16719 9

WA Qabzloleh ME UE di]e FrEE sield Ak T2t

A2 E 2T DMUE cluster table, index buffer®} IAF7| 2 GtAJo] Fof it

BDMU?| AAb7]= 8719 BAlZ|=2 FAE o 9lom, TDMUS A&
8712 ©BiAl7], 8709 #4718} 1024 bite] LUTE T4 % o] Tl BDMUS
cluster table?} index buffer= 8719 entryE 7FA|W, webA] size:= Z+7¢
2200 bit (8x(16+3+256))7} 128 bit (8x16)°|t}. TDMU®] 7d-$- cluster table ¥}
index bufferi= 32718  entryE  7FAIM, uwhEbx]  Z}Z} 8864  bit
(32%(16+5+256)), 512 bit (32x16)= *}A| gttt RTGS] double buffer+= 512 bit
(256x2)8] =715 AFA| gt

1-1) Latency #4]. HCU$%} BDMUS| latency (tycy,tppmy )i 252+
2.67 ns, 0.89 ns =9 T 3.56 nsO|™ O] toep, HTF 2Th whEbA,
RDBP W& ojoa o] ¢l data® Hlw el MZE data®] 97]&
WA ow F3d T oW, tyey 9 tgupy© "HAE datas ¢S W

‘ﬂ'%‘%ﬂ' RDBP ug%]oii 7Hv/] dataa EJ| 7)_1'1% tCL+8XtCCDL }\]Z_]_'

=)

o

4 2317]°, ADC-PIMC. 2 Q13 latency® Z7F= 10% ©]vjo]t,

1-2) 43 ¥24. HBM DRAMY| die WAL 844 mm? |t} [19].
HCUS® BDMUT DRAMO| 7} bankvwhth ®HA|=o] i, TDMUE 7}
channel"}tl gHAlE o] Ql7]el % 32709 HCU, 32719 BDMU, 18 il
2711¢] TDMU”} DRAM die & FA5 o] Stk F71= SAlE wits2] &
WAL die T 3.9 mm? ©Z, XA DRAM die® 4.6%% AHA| gt}

¥ 3.5 F7FE FZ9 latency, area % o U A AR

Latency (ns)  Area (mm?) E/op (pJ)

HCU 2.67 0.114 111.2

(AI]))l({jj_kli\I/lM) BDMU 0.89 0.010 5.5
TDMU 1.69 0.031 15.9

CRT 0.198 0.008 0.58

GPU RWRT 0.244 0.014 0.55
AWRT 0.227 0.012 0.49
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1-3) A8 9@ oyx B4, ADC-PIMS DRAM die & Ag AR HFS
742 mweoltt. wEbA] ADC-PIMe] ©AIE U EtE, 7] HBMS| thermal
design power (TDP)E ] %3] wH=3tth ADC-PIMS 52Ho| 0.52 pl/bito]
NUA S AKEETH HBMY bit G AKESF= oA += 4.39 pl/bitE, ADC-
PIMO Z QI%H oy AR F7h= 12% otk Z12u, 3.54 oA
AFE3Ael  ADC-PIMO®  Qlgh ofyx] F7E Hu NoC 9
DRAMOIA 9] o =] Fhago]l AR A7]el, ol & EAZE HA
U=

2) GPU overhead #4]. GPU Zo| A &4 F7}¥ CRT, RWRT,
AWRT?] A &3t Q7% SM & Z+7} 784, 1408, 1088 byte©| TF. SM &
register file % L1 cache®] Z7]7} 160 KBl E3h= A& 1| HH,
AEA F7HE B SM AZETEY] 2% T AFA$HrE CRT, RWRT,
AWRTE] o|lU#] AEFE 354 Zof widxo] 9lom, cored] oYA

AR 0.1% vWS ALSH

3.5.6 385 nXe= 9

¥ 3.6 baseline?} A|t¥E WH O top-13} top-5 LS LERHTE

JEZ 07 #o]= CNN UEYAS AlexNet, VGG, ResNet-50¢] Tj 3
A7 SAEAN O, approximation® = st H T A S}7F top-13

top-5°1 thall 22} 1.0%, 0.6% w5l 21S gFeled 4= 9t}

¥ 3.6 Approximate computing©. % 13 CNN &%= H3}

Baseline Approximated
Top-1 (%) Top-5 (%) Top-1 (%) Top-5 (%)
AlexNet 55.4 77.6 54.4 71.0
VGG 72.8 90.4 72.0 90.0
ResNet-50 76.2 93.0 75.6 92.8
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2 Aol A= approximate computing?} ZA3E  processing-in-memory
solution?] ADC-PIMS  #|<QF&}A Tt Approximate computing®l] A 2] A4k
skip©. %2 <l3] memory intensity’} S 7FskAl FH i1, ©]= <3St memory
bottleneck-s $+3}3}7] 93l datat= GPUOIA] H| W %= thAl, memory©l A
Hw = Al @t} Data® H|1w M= approximation®] %9} overheadE

agste] AEEQITH PIMO 2 Q13 memory latency®] S 7He #A3}5}17]
?13l, DRAM bank®} TSV T& &5 &8t= 2-level PIM %7}
Aetx] et olel tdll, ADC-PIM< GPUZE Hlw A¥E HFst7] ol
data reorganizatione &3l dataE A A3%F addressol] T O ZH
GPU®| A €] warp It load imbalance®s €3}ttt 23 ZAy= ADC-PIM©]
approximate computing®. = <13} WAy 3}= memory bottleneck= & 72 O %
=
Future work®, ADC-PIM< GPU7} obd tE DNN 7H57]¢ 288

Harls e B

N

T At Z-2 DNN 7}57]5°] 2 memory access overheads A4 7] ¢,

19} 2 A A E ADC-PIMO] 84U A0 R o fHct
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Al 4 & Convolutional Layer2} non-Convolutional

Layer?] Pipeline 23S %3t CNN &< 7%

g oAM= PIM % GPUE Z&slo] CNN g5+ 7H&5ehe
WS AQFS CNN 8H52 convolutional (CONV) 2 batch normalization
(BN), ReLU 59| non-convolutional (non-CONV) layer= -<°] 7} 3}T}.
o] %, CONVE 1x1 CONV, Winograd 3+ 5 Thokst HhH o g 7146t
AF7r @] R ar 9lek [52], [53]. o)l whel, CNN 8ol 4] non-
CONV layer’} AAl8k= BlFo] 3 S71ekal Ut Non-CONV layer=
memory intensived}™, data reuse’} A7]] 7}E5S 314 memory
bottleneck issue 3| 2ol HFZolt) PIM> o|E 3s|Ast7] A 7etr]el,
PIMO| A non-CONV layerE <3 3} 37, host GPU®| 4] = convolutional (CONV)
layerE F3dste] CNN 55 7F5E & Yk [15]. ]9, non-CONV
layeri= output feature map®] channel We|E F3P= 7)o, & AFoA =
CONV7}F =% channel®]l t 3t non-CONVE CONVE} pipeline 2 ©. =2
sy, Gdut g el A WISt weight update 2} feature map gradient
AAr]A2] CONVEF non-CONV 7+ job &2 8 A4sA non-
convolution job= FHIdtE && flows AFsttt. olo] H3l], CONVL}
non-CONV7} host®}t PIMol A Aol =32 o] host?} PIMS| memory

A A9 conflictE 128 $F memory scheduling €318l 5= #|QFsho},
41 #E AT

4.1.1 Non-CONV Layer2] Memory Bottleneck $+3}

Non-CONV layeriﬂ memory bottleneck= <skstr] 93, CNN sk Al

T TA 5= WAsE A=0] Ak [55], [56], [57]. [55]F non-CONV ¢
2
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AL B S U (fission) CONVEF 34 (fussion) CONVS ¢F5 3t datas
non-CONV7} w2 283k 4= Q17| 31 o1, o]E F3l| memory= 2 data
o]mS  ZAAZ T INPLACE-ABN [56]2> 59 oAdd 33
(backward path) Al BQ3st T+ AydES AAst= dal, =43 344
(forward path)®] A5 &goto] xdut Ao Qs e AAsHo]
memory accessE =°|1L memory AFEHS =<ATE MBS [57]% 7} mini
batchE sub batchE %2 Wil AA layers A4 layer ¥ groupingdl©i, on-
chip bufferel] sub batch®] inter layer data’7} % AFEHEE 5o layer =
memory AHEES T AAIZITE 9Tt & Q3 datatt off-chip memory®l]
A= A, YA = group 7He] data ©] 5ol A9 off-chip memoryE 7 #| 7|
At 9o AFE Zo] s & flows WA= Al Co-ML [15]=
PIMS #8739 non-CONV2 memory bottlenecks £+3}38}5 th. Co-ML->
CONV<= host GPUCIA 783} 3, non-CONVE PIMol|A F3&to] CNN
g5S 7St a2y, e A8 B9 host$t PIMS] memory
conflicts F3}7] $J8] &3] CONVEE  non-CONVZF  serial 317
FRAGL TV dess FUHHoR A AATE

Aorst= WL CONVSF non-CONVE  E Ao F8slo] =718 o=

oX,
olr
o

kA 71,

4.1.2 Host2} PIM 7} Memory Scheduling

779 PIM A& PIMO] hoste} FAlYl FFsE ASE
aE kA &gkt dFd ATE5S PIMO] host$} time-division® ©] PIMol|

coarse-graind} Al jobs @@sto] FAETL ZHFEHAY [58], [59], PIM

A

requestE host request®} &L3HAl FHT3FSITE [60], [61]. Hoste} PIMO]

FAlo Aot AF, memoryE ¥ FotAl EH7lol memory H{E A9

of|
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conflicts ¢ dljof gl F L 59|, CHOPIM [62] host$} PIMO] EA] 9]
2ok 7499 memory scheduling &322l 55 A|FSHSA T Host$} PIMO]
rank @92 25t Ao A, host requestE PIM 5 2Fo] 413} host
request’t =912 PIM FZS A AAFHTY. EIE bank  conflicts
WaA7171 98l bank partitionings &3 host & bank?} PIMI}
T3k bank® EF35FTE o]o ©]&l], PIM write 52 § read A
read/write-turnaround delay® <13l host A& A3H7} A= B& 1835+
PIM writes &2 02 AU host7} 23 ranks oS35t O &
rankl A PIM F2& Fsts WS AQIESIth MVID [63] 94
CHOPIM ¥} H|Z=3}7] bank partitionings 2]-23}°] host & bank® PIM
4 bank® TolSith olel Y3l PIM bank®] host request’t 4 7l
o)’ ™7l FolH PIM s2& W33l host requests: T WH S
Akttt 12Uk, MVIiD= 1 7]3F= host request 2] # 4 threshold &
k71 g1k WS AAeA] sk om, t7] F<l host request® Q1gh host
request®] latency & 7F5 ILE A Skt ESE S =wwEolAl AlQtst
bank partitioning% PIM©] host 299 A#H}ES AFE3EH7] Y34+ host
2ol Evt 3 AIE PIM bank® copydloF Ft}. Hoste} PIM 3} data

ok

F7F Ao EA4EHA XS 5 AT CONVE} non-CONV= feature
map 2 gradient #t= Fol7lol olF <QIdt tha9] 27FA] overhead”}
A7 "k (1) data copy® Q1S AIZE F7F (2) copyHE WHE AME

7Fs3t memory €% A 53], GPUY Z+> main memory?} CNN

o529 ¥ memory AMEES A EtH FHA GO ¥ O
ARtk wekA], & =l A= bank partitioning tHAl host®} PIM©] R.&=
bankE &35t AHolA  FHZA S memory scheduling ¢SS
A Al 8t STt
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4.2 Motivation

4.2.1 CONVS} non-CONVE FA] 3 A As &4 7]3]

Non-CONVi= output feature map (OFMAP)S] 7} channel@$] =

HA oz FdPHL} o]F &83lo], CONV d4to] ¢k5 H o] memory©l

- OFMAP channelell talA = PIMo|A non-CONVE 38k

i

2

t}. =, hostolA+= WA OFMAP channel®] th3] CONV AAHS

32

oz
ol
o
=

, =Alo] PIMeA+ CONV <Ate] 98 % OFMAP channel®]

% 4

:?L_‘,
re
>

S 73 5 9k 27 4.1 ResNet500l] o3l CONVS} non-
CONVE| 3 912 g9l o] whE F3AZF |stE vebdnk 19 4.1
1)2} 7] non-CONVE PIMOA] 4318+ 2% host GPUIA BE A
T BF Ur 17%E 78 ARbe g g ol ool HE
1% 4.1 (o)} o] Hoste}l PIMo] sAlo &S F3st 2t conflict”k
AEEA] ofob M Eo] ¥ AlZto] dF A e oA AL,
pipeline 235 &3l Co-ML [15]°]4 AI+d CONV S} non-CONV 2] serial

G oju] 28%2) Sa A7 gHav) AbsR Ae S 5 9

(a) host | CONV (60%) | non-CONV @0%) |

¥

host | CONV (50%) | » |
PIM |
' (23%) |

host | CONV (60%) | ,
(©) -

PIM | time

»
>

1% 4.1 CONVS} non-CONVE] 473 91 %] 4l whof wE 73 A|zt

M3}l (a) CONV, non-CONV 5.+ hostoll 4] =8 &h= ¢ (b) CONVE

hostol| A1, non-CONV = PIMOY| Al serialdl#Al =3 3F= 749 (c) CONVE
host®| 41, non-CONV = PIMO|A] parallelstAl 33t 79

(b)
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422 PIM $A X9 wE host Y PIM request®] 2] &84 W3}

2 memory intensive$t application®] memory intensive$t application}
st7 3% += 749, memory intensive application®] &3t A5 A&
W25kl Qe 71E2 AFES ¥ memory intensivedt application®]]
memory - FAHE = [64], [65], [66]. ©]2F H] =3}, rank level PIM
317 o 41 2] host-PIM memory scheduling 1791 CHOPIM [62] %3 host9]
memory Hr= PIMETF $X43le] A28k th o]+ rank level PIME]
7d-%- PIM©] rankel] Ht8Fe &<F host7} ' rankel SR 51
wjZolvh. v, 2 m=EelA 7Sk bank level PIM 3732 A4,
574 bankol| A4 PIM¢] AAtS F3SF= 2o % host’} TFE bankel
A 7 ok =3 PIMO| 54 bankol| Al AAtS F3shE Bt Y
bankol|A] 2|2 host requests<> t7]sttt7} PIM©] Sl bankell 4] 2
AAS U™ AR X2l ® ) ©]= hostrequest®] DA EE F7HAIA
bank level parallelism (BLP) 5= S 7FAZ1th. & PIM 521 © 2 host request
e a&idol F7hetty. 1% 42% PIM mode® ¢ Al PIMO| bank
AlZkell W host request®] BLP #k= YERATE Bank H - A7)

[e)
o
oA 45 BLP #°] F7lsts A& #&dE 4 Qlvh =3 PIM A

Al Zko]l F71e5 PIMY row buffer locality B3 5-71$tt}, o= PIMe|
A7 71ZF memory F $AEE T Flo] HA £ AFRE TAAZ
G St e elula

§12

=11

5

F10

[

& 9

z s

fé 7

s 6

600 1000 1400 1800 2000
PIM Duratlon (cycle)

1% 42PIM2 bank A+ Al{Fell W host request®] BLP
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4.3 A|2F8}l+= host-PIM Memory Scheduling &318]&

4.3.1 host-PIM System Overview

7} 3= host-PIM system®| overview= 1% 433 7Tt Hosto
NVIDIAS] V100 [67], [68]% H|=3d FFE 7FA:= GPU°IY, main
memory =+ 3D stacked DRAM (HBM)S AM£3tdth PIMS  SIMD
A4E712} temporary storageE  ZFXItE ole} Hl=sE FxRE VA&
Samsung PIM [19]01]/\194 PIM®] area overhead® I1¥3}], ZI bank
group”}th PIMo] 1Attt = 4709 bank”} 1702] PIM units &8k
AH2-3t} Host GPU= CONV layerE 3311, PIM< non-CONV layers
Syl Host?t PIMS DRAMS 7} bank group ©9E AFH
(ownership)= 7FH Tt 54 bank group®l tist AFAS host7t 7HA| =
745, 3 bank group<> host requests A 2|3} Hit]e] H-f-o= PIM
requests A 2] St} Bank group 18] mode 32 $13l, bank group
G2 2 row precharge 2! activations sk " ®H o7} F715 It} Host-PIM

ZF mode A Wy 2 dug]E5e 432 W 433 Foa A

4.3.2 PIM Duration Based Memory Scheduling

Aeksl= L8] F2 host®] memory requests FFA O 2 A 2|5}

=
]
@«
o]
2
[
(9]
“
0
L

aE54S S7HA7 host requests A5l d AQH =

, A% host request A7 A|ZHS &E3to] PIM

requests At HA| F AS HAR e AE HRE S

A, CNN 8F5o] A& = 27] el A= host GPUZ} E+& bank

group®ll T &F-AE 7HxIth o] %, A5 OFMAP channel®] tfst CONV

AAto] ¢k Eo] e channel%oﬂwﬂﬂ non-CONV  A4h& ]-?j 'H‘,:PI%\/II“ =
A1 == TH &



Bank Bank
Group Group

[CONV ] [mon-CONV] -

Em| |
— |

Bank Bank
Group Group

| (| ||| [ Bank ][ Bank ]
1% 4.3 Host-PIM system overview

GPU HBM

request’t A E 7] AlZe SHE host-PIM {F mode W7ol A]ztEI T
Z}zke] gl A Wy 8l 21S vaa 2o

host mode®llX] PIM modeZ2] 3 : Host®] DRAMO ] A HlE=
AZrel wheEl B S Btk 19 445 ARbel whE DRAME bank
group®l 2] host request &% 3FE UERH Flojtk. 57X 7o) host
request’t EH A Fo]7]e A7} XA = host request®] I

(pending host request)7} S 7FsFA|qk, 1 8] -7+l A = request A8 SE=7}

Q2 £5Ht; ¢ w27 pending host request®] F7F 07FA] A s
Ae AT 5 Qloh. t7] 9 host request®] F7F Fad] BHE AT
o] ]

host memory request’} kA o2 T Q7] © W2 host
requests U 7] Al 71E 2} host request®] A B &8-S S7HAI7]7] o i
dbd o) 7] $91 host request®] F7F A 7% host request * &
Z 3k, host request’t Fw3d] Y wizbA] 7GR T A e dFo 2=
host request 2] &E&S S7HAZA 5 Utk =, th7] S host request
T7F A& 752 host request A2 &&= F7HA717] 9@ 7+ bank

group= 3d bank group®] FHLSH= host request’t 1l host idle

1
0.8

0.6
0.4
0.2
0 N LA I

Cycle

1% 4.4 Cycleo] W& host®] DRAM <t RIX (bank group ©%])

Number of pending request
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TZbe] AP 5o PIM mode® %1%ttt Host mode®ll 4] PIM mode =
AeS 984 = WA bank group T E rows precharge 3}, (BG_PRE)

PIM©] *2]& rows activate (BG_ACT) ¥+ ¢ PIM mode®l| A PIM A4S

PIM mode°l|*] host modeZ2] A X7 : PIM mode= ZII3s F
A NS PIM requestE A2 wjvit; Ei= A}F7l rowE opend}o]
ALES FyeloF & o host mode= 2] ¥ & WHESh=A] gQlsiy,
olwf, W¥ A+ g xS RFsh=AE FlsA Hd PIM EF
1=
op7]sttt, B =X 7 bank7)F 47019 requestE A8l @ wjwitt A g

Z7 9 RS #1819tk PIM modeol A host mode® 2 Hg Al

{0

il

A9 row buffer locality (RBL)E H A3 4 QA =Ho s A

0|

asor ¥ A A F/HA7E vk AWMAE PIM mode A
Al ZFolth PIM modes 2.3 FA &% dld bank groupll %<3k host
request=2] tl7] AIZE Tok AoyX Al HH, o] host GPUS] memory
access latencys < 7FA1ZIth. GPU+ latency hidingS &3l %! latency
ZE 7 AL AA g o]l 2 latencyw FHHEAIA O™ host7}
AN F3e] QT dataE WA Ed Aol Addn FHAE Y]
=<l host request®] “Fo]th. t)7] F<l host request®] 7} == host
GPUA pending® 17 %)= memory instruction®] Etli= Z & Juls}H,
o] Al HHA AN FLsHA GPUS &4 AXAAZ|A . 3
Z}7} 9] hostrequest=°] A2l H 7] flal A= A hostrequests = A 23l ok
SFE = 7} host request®] 7] AlZF Hol ZrlekAl )k 919 FUHAE
HrFstel, PIM modes U 7IF ol FASHRAAY, WhH71F?] host
&

vl

o

ol

request?] 57} T3] Wolx 7] =W PIM modeE FEITE L
212 4 @ny 2

o

Tp +ty X Ny > PDyyy @.1)
olWf Tp & PIM modeE A AL ty & 1708 host requestE

-
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A st=d FHFoE AQFE AZE, Ny PIM mode 53] &<t o 7]
Q1 host request®] 4, PDryi= PIM mode FHt] #|%A]ZF (PIM mode
duration threshold)®]t}. Tp = host request’} 171 o] 7] & Auji-g
counte th. 58 A|ZF HASIE YEiA= #HZA S PIM mode duration
thresholdE A 3l= Aol 523, ©]= host CONVS memory <+
A wet gdE=A AYEnt. S PDry & AR HHE of el A
28] ARt A=etglzol, "FAY host request’t A 7HEFE latency+=
ko] host requests= APldhe ©l AQEHE AR XTI olE

skl flEll, W71 5?1 host request®] TR Ny ol HlE Aty 7t

i

N B TY. trp, treps teepss RBLS 212 DRAM row precharge time, row address
to column address delay, column to column delay, application®] row buffer
locality2}aZ & uwl, A&7 DRAM rows opendt®] requestE *#| 2] g+r}al
7H43HA request @ A2 AIZF ty= oFd] 2] (4.2)9F o] At

tH = (tRP + tRCD + RBL X tCCDS)/RBL (42)

ol

o2 bank7} FAlOl & ek ASHS aEEtA, teepr WA teeps 7T
AbEEIRIom AE FE ty 32 4 cycle® A7 E At PIM mode ] A
host mode= 73} A], BG PREZ bank group®] %+ bankE= precharge$t
% host mode® ¥t}

4.3.3 HZ PDry 7S AAF ¥

21 (4.1)° 719keto] host-PIM 3t modeEs WAE Wl HAA S
ANbe HAaR 7] fleliAe A PDpy e AAsks Jlo] Festth
A PDry %< host®d memory H 54 % CONVE non-CONV
3 AlZF vE¥ #F-E QT Host7}F memoryell ¥ A LekE HIETE
=595, CONVYl H]E non-CONV 3 A]7ko] ZF4= non-CONVE

Aelsty] 913 PIM mode® W e@ fASk S/ PDyy % T
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HAA ok $tt. ZF CONV layer M2 F Q9lo] &etx|7] uwoll, PDyy

S
rlo

Z} layer HE AT o]lw] host?} PIM Z+e] load balancing
=M, HA PDry #2 hostet PIMO] FAlo] &dS £ & QA
b #tolth. wkeF PDry7F HA FETE Zol hostell HlE PIMo] =A
s A9, T2 58 Hie PIM FES host CONV o] o
FHEHEE tod CONVE memory H WHEE FT7FAAH CONVE
memory request 2] &S T7HAZ ¢ Qlth. wEbA, CONVE 3
ARVE AEAA DA FAEE Y 7 vk WHOE, PDy E
B A S7HAA hostell Bl PIMo] WA EYA HW, (PDpy= 0
A A9 host7t HEFA AAEHT F2 FAEA HE host FE
PIM¥} A s&shE Aol vl WS memory request A E&S
ZEA A E o] host2t PIMO] Aol vk A9 nl&] A 3 A
o doAXA ©rh. 1% 455 PDpy #kol WE host?} PIMO 43
17+s yEeldY PDry #©l 0291 HA-$E normalize % %1 S™, host2}

PIM©] F Al 52t&ki= Z-F- (host concurrent, PIM concurrent), PIM©] ==

Fi

>

TAEE 452 Al (PIM alone)e wE A3t 270l PDry 7t
Z7V8= PIM alone AlZto] Ho]A™  hoste] memory request * ]

PN
Qg

flo

£0°] F7Fsto] host concurrent 3 A|IFE FFAdhs Sl g
ATt PDry7F H A kel =Eshd hostel PIMO] EAlell E1 PIM alone
AZEE 00 =M, A e AR HAVF "ok PDyy 7 HA #
oo w FrtetA HW dEd F7HA o+ =E A8 host AlZFo] 23]
S7Fstol AA 3 Ago] Frkskes AE I & Stk

#HZ PDry k> CNN 850l o8] jterations T3 e
adste], 058 Al&ste] wl iterationv}t} PDrpy #e S7HAIA 7HH
A 8 Agro] HAavb HES sk @gtox AAYT 5 ok e,
i W HA PDpy #kol

2 AF W2 jteration & HZA Fo]
old A2 F2ehA " 9y

Atk o= Adsty] e, &

_4
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Execution time
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Al NE
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B host concurrent T PIM concurrent O PIM alone

S

1% 4.5 PDry kOl W host?}t PIMS] 438 AlZF. PDpy %ko] 091
A2 A3= normalize ¥ T}

o

=50 host CONV kernel® %7] dHE Fob Aoz =4

g3tol PDry #s Altste WS ARSI WA, CONVE PIM
Capacity (PCAP )2t Zl& Aottt PCAP & PDry 7F 04 ™ host
CONV?| 3 A7k 52 2] 73t non-CONVE] oF& A A s of
8= non-CONVE| O = e Wo|th o & Fo], PCAP©] 0.1°]2HH
CONV o x| 71538t non-CONVE] <Fo] A non-CONVE 10%EH=
A& ougtty. pcAP©] 1Rt Ak, PDyy 7F 0°]o]% CONV &%
el non-CONVE EF A& 5 Uvh= A= Sn| sty PDry 7t 0014
PIM mode % host request’} 1702t% 7] Fo]2t™ host mode= d 2+3}7|
Hrh. =, PCAPZ host CONVell H+ ¢4 #AgE & wf CONV 53
el *el 7}s3dt non-CONVE H|Eo|th Host CONVO memory 7+t
$170o] 217]° PIM non-CONV+i= host”} memory®l] 53FA] %+ host
idle T-3Fellwt A2l = glow, webs PCAP 2 A (43)3 o]
RN

PCAP = T; X BGigie/Tne (4.3)
olu], T, ¢} BGige & CONVZE host GPUSA w©WEoz =3d u
28% = & AZF Y bank group W1 E host request’t HIESFA] =
idle3t A)7FS] H]EOl™, Tyc+ non-CONVE PIMo|A w507 =3t

208 F Aotk Te/Tyct 21 (44)8h 2ol Axbd & glvh
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Te  Worke/Perfnose
Tne  Workyc/Perfpim

_ Work, % IPCpost X Clkppst
" Workye ~ IPCppy X Clkppy

4.4

ol Worke &+ Workye © 212 CONVE non-CONVE F job® <
Perfiost & Perfppy = hoste} PIMS] =99 A5, IPChost & IPCppy =
host?} PIMolA  Z+ZF CONVE} non-CONVE S35 uwfo] IPC,
Clknose & Clkppy < host?} PIMO =90 clockS oJu|gtt}. o]
Work:/Workyc+= CONVEF non-CONVE| &g|52] HEHEE 7]HEe
F74 7Fsdt, IPChose © hostel Al CONVE A dste] 74 7hs3itt
W3k PIM< data 7} dependency 5©] A2l $1S™, DRAM bank G|
$1A13F] memory access latency”t W3- Z7]el IPCppy & A 3ITHAL

7Fgsteh, 2 (4.3), (445 FTESHE PCAP 4 (4.5)%) o] AAbET

Work,
PCAP =K X m X IPCpost X BGigie (4.5)

=

2 AR, Clkypst/(IPCppy X Clkpp) % AIAFE T CONVE 22 713
T}

8

A ko]
AAe SA0] Btk WA, [PCuy 2 BGae 5 S4S 7]

98 sH&E9 A iteration®] CONVE host alone®. 2 <F33f= thAal, =

oX,

i

A Hl2st T8 dAbs TS, Z2a9 279 &

ne

iteration- 8] PIM¥} F Ao 4383ty PIMo|] 3% 7] Ao host alone
CONVel 7] A3 Aufelr dojxl 545 ARt PDpy 74kl

2 Q 3t iteration TE =T}

i

A PDry FA#2 olg€Al dojxl PCAP Z CONVE memory
EAE &&3to] Axtstth. WA el wat, PCAPS PDry7F 04
host CONV o *2]g 4= 9l non-CONVE H|&©o]7]el, P2 non-
CONV?2] H]E&<Ql (1-PCAP) W+&S PDy & S7MAN#A AHulsfoF st}
e, (1-PCAP)°] 275 FHZ PDpy #t% AXth FHAZ, host®]
YHE7 55575 #H4 PDry 7t 71Xt CONV W non-CONV PIM<]
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2 host request #2] A& F7F= host requests  EOLA
24 A 7]o], CONVE memory request®] | LUHE=7}
=555 289 7 AE7F A4S Cycle & memory access 5ol
vls] 7] F9 requestd F7F WEFE request’t EEA ol U=
ZZ gmstr]ell, host requeste] W =T th7] FR1 request®] TE cycle
g memory access® UH AT 4 Qloh wpxjwto 2 pD., 7t E4F
PDyy & F7HRCZ FT7HAIZ W e host request & T/ &I
Zrolxth wEbA, FA3 9k non-CONV job= CONV o] F71=
T3t 98l S7HAIACE Sk PDpy o A7V SUFETE ol&

aejste] HA PDry= 2 (46)7 ol FHT 5 Sk

JPDry = a X {(1 — PCAP) x ,’ij}‘i‘g“’} +p (4.6)

O™ Npenging = bank group & ™h7] < request®] H+t 7i5, MAPC+=
memory access per cycle®|™, a, = AFHO=RE Fa|x Aot} ESH
PDry7t S7VEF% F45H: hostquest 84 F7F =S \[PDr 7t &
Rkt Aoz F4=o] \[PDrys AHEEFSITH

HA PDry TS &S HA PDry # AY dugEFS 14
463 Zoh WA, AAA PIM AAS AZSEH7] A7FA host alone O E
T W CONVE statgw HE3t] PDpy & AARSHH AR

PDpy = HAHA  iterations T

0(:)‘:45
o
L
it
_\'1_1‘
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)
o
S
S

s
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rEE
rSL'
-

S iterations T Y PDryE HAAZ A9 CONV Uol non-

CONVE EF AgskA xsidvtd ZaA717] d9 PDyy & HA

it

PDpy = 7273tk 5% F33HA Xatal 4% non-CONVZE #& 74-9,
PDry o1 (AA non-CONV 23 / 2|3 non-CONV 2H1aH) S 3

MZL PDry = A3k ths iteration

o
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Ey)
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Algorithm 1: Optimal PD7y Selection Algorithm

Input : init_PDry // estimated PDrpy
PDTH = init_PDTH
prevProcessedAll = False

while T'rue do
Perform one training iteration

if ProcessedAllNonConv then
new_PDTH = PDTH x 0.9

prevProcessedAll = T'rue

else if prevProcessedAll == T'rue then
new_PDTH = PDTH/09
break
else
new_PDTH = PDTH X %
end if
end while

return new_PDrgy

19 4.6 HZ PDpy #t A8 L F
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4.4 A|¢F5l= CNN &% =2 Flow

tha CONV, BN, Activation (ReLU %) x4 o=z St A&
HHESTE, o] & 1 #dte] CNN g5 =43k g eox= CONVe 19

2% BN % ReLU %2 non-CONV7} pipelining 5] 43 ¥t} Skip

40,
=

connection®. %  Ql3F element-wise AAFe]  3U+= HF  non-CONVO

k

stz)ol S "t} oju], PIMO|A non-CONVE 7z} OFMAP channel
A= FdsA HH jobel e FFo=w Qs PIM w2 AlY

= BT F ol PM s Al Aol sEd g U ClE

L

ok
i)

=9°], OFMAP image®] height X weight”} 14 x 14°] 3 batchsize7} 6431 7%
Z} OFMAP channel®|A] batch normalizations <=3J3}7] 9|3l =] &]3lok
8= datai= 12.3 KBO|th. HBM 2| Z} channel & 16714 327H2] DRAM
bank’} A= S 1T u, 3l OFMAP channel®] X data’}
3% HBM channeld] $A|slEetE 7} bank & 1 KB ©]3}9] data®t
ASHAl frk vieoe] -

AH3HE 7 bank & datas= B HoJAAl HM, o]yl g o= PIME
bank level parallelism= &-8317] ol wehA, ¥dAd FrRE 93|

AAl OFMAP channelS N79] group = Y+of, Z} group &= non-

% 2471°] HBM channel®] &A]3ttt= A&

CONVE 33t} OFMAP channel <=7} FYul, Z} group F/N7HE]
OFMAP channel= 74 %] Slt}. CONVE} non-CONVi= Z} group T =
pipelining=] o] ¥ 47¥ o] FaHET WA, hostol A CONVE
T3yttt CONVE] OFMAPS] channel group 1o thsh dAlo] ¢bg ¥,
g Ak A= DRAMO] AgErh TS %, host= Ul OFMAP

channel?!l OFMAP channel group 2° t©jgt AAS F3ysit). Ao,
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PIMoll A= DRAMe®| #7¥ OFMAP channel group 19 Z3}o] ofisjA
non-CONVE 83t} o]e o] pipelinings &3] OFMAP channel=©]
3k CONV % non-CONV AAHS WHES}o], OFMAP channel group Noi
sk CONV 14F 2! OFMAP channel group N-1¢] 3t non-CONV A4HS
T3y3Fal, vEX] ek O 2 OFMAP channel group N th3$t non-CONV 1AkHS-
st S oAl A= CONV7ZF non-CONVell b4 35 = 7-¢-vt

HgRou, As WHE non-CONVZE WA S3¥ i1 CONV7ZE
HAupel a5 ol TdeA 98 7ttt

CNNY od3ut 374  (backward path)< feature map®] gradients
AAtek= 34 (Step DI weighte HUIOlEsH] {18 Atsk= 37
(Step 2)°2. 2 Y= F ATt Gradients AAsts #H Y A &)
#4% FY3HA convolution®] hostell 4] e ¥]= CONVel 3]datn], BN
2 ReLU7} non-CONVeol & @3ttt WeightS Julo]Edts= 34 A9,
weight gradienti= matrix multiplication® 2 Z|4FE 7] o] weight gradient=
AArst= #go] hostoll A 3™, AAFE weight gradientE  learning
rate?} 338F0] 7] weighto]l UTISFS]  weights U] Est= Aol
PIMo A 3 Eth A S 93l], weight gradient AAF 78-S CONV,
weight JUlol|E 74 S non-CONVZE A& 3tTE. CONVE} non-CONVE
7 433 W, CONV tH] non-CONVE job2] ¢Fo] W&4= CONV
el non-CONVE  AHZlat7] ozl Am, CONV W] non-CONVE
Ao mM Fhackes A 73 AR g8 ESE Fo]erh whEhA,
Tkl Step 12] CONV tiH] non-CONV 2| jobe] o] Step 22] CONV tjH]

non-CONV 2] job®] <Foll Hlal|l H=stA Zrhd, Step 19 non-CONV F
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ARE Step 2 HAIA nonCONV A2 A 7 Agstozs 24
S A7 2 S Ak AEd uieh o] Al FE Ae Haw

3l7] 9lall A=, Step 13} Step22] non-CONV jobo] 307 H x| 9=
Mz el AAetA AEuE 5 Qlojo sttt o] & QldlA = feature map
gradients  AlAtet= A4 weights  HQHolEst= g 7H9
dependency”} §lojof St} o] & 9|3l feature map gradient Zl4F Al & A
layer®] CONV2} non-CONVE 7 F3st= oAl i+19HA  layerd]
CONVS} iHA layer® non-CONVE 37 =a3tch 13 482 CONV,
BN, Activation (ReLU 3)22 TAE Azl @z w4 eA
pipelining®| ] &7 3= CONVE non-CONVE ueRITH X, ,
oW; == Z}7Z} feature map, weight®l]l t st gradients YERUY™ ¥IAES
CONV % non-CONV 3¢5 uyephdt. 59 A< CONVE non-
CONVE 59 layero] 43tc}. o], backward CONV layer®] 2 3}Q1 feature
map gradient 90X g = Wy 90X, & 202 AAET = 90X 9 A
H3A & weighto] GHlolEHY] He] w,7} & 3170l weight Qo] E
el CONV7ZF ¢kmEofof strh. ¥+ CONV2, BN2, ReLU2E 37
pipeliningd}o] =3 &}A] =W, non-CONV2°l| 31d3= BN2 % ReLU2E
A FEeA Ho| non-CONV27E E4h#] 9F0™ CONV2 %3t ¢kg 3t
T itk webA, gradientE: AlAFSHE B S non-CONV jobe] UF-E
weights HUlo]Estes #AO R o]gd = A Hrh ¥, 79 483
2ol %9 layer® CONVE non-CONVE 7 F3st= tial, i+19 4
layer®] CONV (CONV2)%} i A layer®] non-CONV (BNI, ReLU)E $H7)
T35 =\ CONV2rE &85 % & Step 27F 3 7] Step 12] non-
CONV job?] ¥H= Step2°l &4 3y 4 St}

Step 137} Step 2°] non-CONV jobs ZAstA wijiEstr] Y&
CONV tiH] non-CONV2] job®] <F ¥ oFYz}, CONVE memory access
574 Wk agefor stk olE fldl, 433 ol AlRbSt PDyy E
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g3t Step 13 Step 28] F4 PDpy #°] FLUHAEE non-CONV
2l (4.6)7 #Zol AArEM, o] F PIMelA g

= HEE 2 450 Workye ¥o|t}. PCAP

rlr

jobs vty PDpy

.

non-CONV 73 of] &3k
%2 CONV thH] non-CONVE] job2] ool &S WO = E non-CONV
AT

sk
¥

job?l & £HE PDrys FAH =4
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45 49 43 3 4

451 2438 84 74

s FHE 930, cycle accuratedt Al&E#|©]E]Ql GPGPU-Sim V4

[69]15 AF&3F3iTh. GPU T X2 NVIDIAS V1003 M]3 x5
AP435 © ™) main memory® i HBMS ARSIt 3 412 A9
AH&® GPU ¥ DRAMO| Al&Ed# ol W4ES yerdch PIMO 522
$13ll bank group 9] precharge, activation, PIM A4FS A Yot E=

DRAM WHolE F7tste] AlEdelHE 433 th Bank group”tth
4789] bank7t EA3t710l, bank group T¢1elA Fe] PIM AHE 3

Al 2% = A teepL X 4% 7HY B AT} Temporary storages 7HA] &

N

PIM Tx& idste] PIM ddAte] 840w F3d F s Fo
A A1k PIMel mappingstaitt. 2] AREE:= CNN network= <l
VGG [70], ResNet-50, ResNet-152 [53], DenseNet [71]7} A3 FH o,
input®. %=+ ImageNet [50]= 7Fd3t3ith UELA @99 Hs& 2
layer &9 2 CONVE non-CONVE 33 A3E tste] S om,
batch sizet= 322 A3 3F3I T,

¥ 4.1 GPU Y DRAM Al Edo]A
80SM, 1200MHz, 65536 registers,

SM parameters 32 threads/warp, 2048 threads,
4 schedulers per core
L1 cache 32B sector, adaptive cache (up to 128KB)
Shared memory adaptive (up to 96KB)
L2 cache 32B sector, 4.5MB
Memory model HBM, 24 channelg, 16_ bank, 652GB/s,
32B column I/O bit width, FR-FCFS

tRCD=16, tRP=16, tRAS=28, tRC=45,
Memory timing parameters (ns) tCL=16, tRRD=2, tCCDS=2, tCCDL=4,
tWR=16, tFAW=12, tWL=2
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4.5.2 Layer 3 <3 A|3F W3}

A QFsH= host-PIM F mode A3 ¢ g]Fo] oo F<lstr] 918,
7] %9 host req?] % ae3AL (NR) [63] PIM modeS %] &=
AZES 13 EE W (PD) [72]12 4 layer M E B Wk th. NRY
PDE A5, AA 3 AlFto] FHATF Hi= requeste] & Y PIM mode
A AZE gks Freke] slE #toem Adesith. Al ARER
layers< 5 networkoll Al weight filter®] 7] w2} ResNet 1 x 1,
ResNet 3x3, VGG 3x3, DenseNet 1x1%] 47}4] groupl & FF% 0,
Y group WelA layer WHE7} F5F network AroA] FHER-C
A= layerolth. 1% 49% ResNets TA%HE 7 layer H=E
CONV e} non-CONVE =248 02 (serial) 5= w2} plpehmngO]-Oﬂ
TS W] AP el 3 AR EakA o w Fgsh 499

AN
O %2 normalized o™, 3 A7 CONVE} non-CONVE  3H7

)

AlZF (B4 host® %7])¥ non-CONVEF whz 3k A7t
A PMOE w7]) 02 o] YER it
F7FA] observation®] Slth. WA, PDNR, PD, NR, bascline <=

>

o

e AIZro] Zokth PDNR, PD, NR< 742} baseline Rl 14.3%, 12.8%,
8.7%WHa Z> 3 AXts BT NRE ¢ CONV FZto] £}V
Ao non-CONVE R5F F8lsh#] B3t F9-7F Wkt NRE 74-$, bank
group® th7]&}F3L Sl host request®] =7} threshold #tH.U} Zthd 3|
bank group> A< PIM modeE F35tAl E T} o]e] wet, host request’t
A ¥ A ¥ dead locke] WAEA © v}k Layer 1, 3,4, 5,7,8,9, 11, 19, 20,
21, 22, 23, 24 & WFEY layerol A o]9} ZE Aol AT
Ae=stglxol, CONV &2t non-CONV &2 (742 channel group®]
non-CONV= Aghol &7 Eu= A5 A 3 Aol m=7]e,

o]+ NR°|] PD % PDNR tiH] Z}Z} 4.7%, 6.5%%2 71 3 A7+

¥ oy ’
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Hol= F fqlo] ¥t HEdH CONV Yol non-CONVE RF A 2|sh
3ol NR PDNREU Y2 oo Btk NRS th7] £ host
request®] TS 1183} PIM mode®| 4] host mode= 7 ¥+3tt}, whElA],
th”7] 91 host request®] <=7} threshold 2.t} 42> JElZ /F-X ¥t PIM
mode= 2] Z3}o] A o} host7} A AETE  HSE host requests
threshold %k ©]’d o= Hoksto] Aeld 4 §lo] host request®] =]
= 7kA171=dl kA7) itk PDE] A

mode®] Hul AJ7ro] AHsA Qlo] deadlock §le] CONV el non-

-, d&3le] == PIM

ftlo

£84

CONVE EF AT F UUAW, A PDNRET:E @ H5S

BAY. ol= PDi= 7] <+ host requestd & YA %7

1

ul=olth 7] F<1 hostrequest 57 Z = A2 host GPUS] warps &
© warp? H|FO] U=
W2 warp® F7F
FA %3k idle time©]
£ stk pDS}F © e

I9E PIM mode 53

W, o
o &
4
1o 8
d (¢}
of o
TR
-
rlr 5
s o
g B
= o
= =3
= W
[0)e]
2 4
S O:::%
i
O]
ok R
4 4y 32
30
rlr

0%,
ol

o\
N
=
ol
Lo
X
ol
O
X
A
K
o
rlr
)
20
4
o%
>
N
1o
o\
N
=

rE

PDNR<= t7] =<l host request®] 7} &
Algbo] Zrastr)el sh 22 AstelA o &t 5 St
FHAZ, CONV (host) tH] non-CONV (PIM)¢] A]7to] 4% PDNR

o,

g Al AT FAol Fo =, 1x1 filter®] layer®] Z-$-7F 3x3 filter

= o

ojr

layer 2.t} A5 o] Zth ResNet 2 DenseNetoll A 1x1 filter layers <
PDNR 2§ A| baseline tHH] =8 A]Zke] Zb2b 14.1%, 30.1% #H3t
Wk, 3 x 3 filter®] A9 ZH7F 6.5%, 14.4%%F hAsklth Eek x7)
layer%fﬁ% channel 4= U©]H] feature map size’} 7] non-CONV 2] H|Z0]
s7]el FRbR-ofl layerel Bl Albsk= WHlel o =¥ AZko] H

233t ResNet 1 x 1 groupoll A layer 1< baseline thH] <2
AlZro] 18.2% A3k WHH layer 11 10.5% 7FAo Z1HTh CONV thH]

non-CONVE] Aj7to] Z4==Z CONV ol non-CONVE Ay st7] el
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CONVE © o] XAAAHok sttf. T¥ % &E73F1 non-CONV

-

AlZrol AqE 3 Algbo] FhAask vl&o] ¥ Zoke S, AA Ao
7 et 2t host request®] A& 3 Ag &84 S/ a7t A&
FAETE AE ou|sith. webA, ARESEE host-PIM {F memory
scheduling o] 2= layers°] td] &4 o2 w23ty 48 U<

% gle,

453 QA3 F4 )42 non-CONV job ¥iE &I}

A
T3 A F3 AlZFoO] baseline H| 8.4%%F HASHA
AAstA Hujste] F3E B 7 ALRo] 13.4% FAskvh Job
el WE A Sk 5 A HAGolA gradients: Alitshe
7 (Step 1) weights AlIAtetal fHlo]Esk= 34 (Step 2) T HE52
non-CONV job®] & thH] CONV jobe] <ol thEZe] vls| 5 (5,

§% 0 % non-CONV jobo] E¥l 7Z$-U5F), % non-CONV job?] o thu]

_1

-

CONV job?%] o] W&4= ZIth %7] layerd = feature map®] =717

¢

3 input % output channel®] <=7} %o BN, ReLUS] <AAtaFe e
Y weights updateshi= QA A7), 7] layerd T3 AlQbeh=
job Aw] ®FHol @y olgitt. 1% 411> Step 13} Step 29 non-
CONV job / CONV job?2] *}o]& EFHTE ResNet 1x1 group & 3l %ol
AL A3, F non-CONV job?] H]F TSH AU T layer 29 -9, job
AEE Sl 174%2 AU E2 speedups HOATE WHH, ST ghol

2k layer 128 7% job AFHIE I AT FYol 1% mRWO®
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BWD CONV / non-CONV
=)
= n

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24
Layer Number
1% 411 7} layer *H Step 13} Step 2] non-CONV job tH] CONV job

o] B]& b A}o]
wu] &tk FARSHAL, VGG 3 X 3 groupoll A% layer 19i= job AEHlE

23] 20%2 A TS Bl WbA layer 202 1.3%2 A TS

4.5.4 AA Network Levelo| A2 43 A3+ ¥}

19 4122 batch size®} temporary storage (TS)E W3IAIHS U
CONV?} non-CONVE  serialatAl  F3ist -9 tid] A  network
levelo| A1 2] speedups H. o=t} PIM> non-CONVE ERlO R &}7]9,
A4 network & non-CONV H|F©o] %= network leveldl A =2 A&
Fde BT 19 4.12% batch sizeZt 32E G EH el A TS7F row
buffer =719 1/8, 1/4, 1/2 4 Wl serial 43 thH] pipeline 382
speedupe  YEFATE TS7F ZAEFSF CONVEE non-CONVE]  pipeline
TS Tl serialstA s A5 s Fs Bt dE

So] ResNet-509] 7%, TS7F 1/8, 1/4, 129 W} Z+Z} serial 53 tH]

flo

é".:

vl 3

17.9%, 14.1%, 12.2%%] speedup= Rt} TS7F 2S5 DRAM rowd
open®] WIHEA WAYEO] non-CONV  H|Fo| F7Fsttt. 4.527 oA
AFaRTol, AdEE WHES non-CONVE H|Fo] F4F F &0
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ZAalol TS7h A4S serial 3 oy & A% FAE wAr
AEAOR, TS sizet WSlHTHE ASkshs Bl fETES A >
ik,
30
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ftlo
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Ast7] Slsll, 4 PDry 9}

=
=
PDry 3F A= 2 HA PDry & 7] S8l &% iteration®] FE

-

shQlsteitt. 19 4.13% 7ZF layer 'H=E HZ PDyy #% F4 PDyy 7
A BAE debdT HAA PDry w3 FH PDry w 0.9869] A
HAE 75 2™, 41%2] NRMSE (normalized root mean square error) at=
7ER T} o]z ARYSk= PDry 7 AAYA ol 7] PDry #h= #H A PDpry
el 2AsHA 4R s= Avldn. HA PDry = TSkl 16
Ay it iteration 34 2.5l om HU teration 3G
ool qtt. webA, HZA PDry dkol & Aok AljtsteE 4 W=
gl 271 PDry w= FHAG 7HEA FEFoEA A iteration
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¥ Ao A= CNN trainings 7}5387] 93l convolution (CONV)¥}
non-convolution (non-CONV)=  Z}Z} host®} PIMOA] sAlo] T3t
WS AIRFSFI TR Non-CONVE output feature map®] channel ©H$| =
&= 7)), CONVSE non-CONVE HHZo=® 337 $la] output
feature map®| channel=S groupingdl©], channel group @ Z CONV 2}
non-CONVE  pipeliningd}©] 48 3}= training flows A|Fskol. TEsh
host?} PIM®] memory®l] Aol HIsts d3telA AA 3 A
HAarz 7] 98l hosts} PIMo] UH

group 2 AFBLS 7FA= host-PIM 3+

FN

A& WEE w7k#] Zb bank

o}

emory scheduling ¢85S

=

Aerstty, Ad Ay Aoks= WHS FFd CONVEY non-CONVE
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Al 5 & Image processing®] H|o|g HT HEES

&8 PIMeol| A E 3L lightweight GPU 7%

(

g ol HBMO logic dieol %3t GPU +x 49 A3}
7M1 Aeksttl HBM [73] 9 HMC [74]3% 22 3D stakced memory 2]
Wi el wel, logic die?t DRAM die7t =% 4= QA %o logic die®l
ZEAAML g7 v @Al 7P A Al H AT Logic dieell BA1E PIM
Z, 2ol 7Fs3 GPU 7]WEe] PIME thk3k applications <
Ae)e 4 9131, CUDA ¥ openCLY} 22 2 ¥ software development
kits (SDKs)E AF&3 = 17l 43ttt PIME Y- bandwidth=
4837 f1s A rds e S 7Y computing unit= logic
dieo| & Al8t= Zolth. GPUE parallelism 2 latency hidingS 93l 2
9 thread5S context switching$tth. W2kA  contexts= UAIE
Asl7] Yl wl F A7) register files L ZE 3}, cache 7]
ot Z7Fskt) Logic die®] W2 Aloks n#stA, o]y st & £ on-
chip SRAM logic diel 9] GPUS] FAE oHA . & =FolAe=
CNN9] convolution®} %< image processing®] ¥1#]& o= A3t
HEE Btk A& &83te] PIMo| 433 lightweightst GPU %%}
G Absk= FRE S HAF 7IHE Albsit. Adtele #H A s)
712 image processing®] memory access ¥ El ¥} data locality”’} K =% E5
processing unit®] GPUQ| thread block (2= CTA)E T3t} ol o=

7bFsdt CTA @95 7Ivtez, A dYs 83 prefetchers

gAsLS o™, GPUY Al ¥ = hardware AF¥l5& TAAIIT o] & T3
ZaSt 9 processing units= HASEO] lightweight$t R UolE =2
dos FRE F JUE=F g
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51 34d A+

5.1.1 Processing In Memory

Top-PIM [9]% 3D stacked memory®] logic die®] GPU2] SM=
AR oH, old wE PIMO AsS dSste 7S ARbsEiTh
e dlE A= PIMeOl A 3EE operation? A o F-E F<lshA|

Forom, SMe T35 PIMell A 3tatAl Wi skA] ¢Skt Xie et al. [16]>

B\

graphic rendering= 93l texture units HHASH PIM T35 A|QtslsloH,
PIMoll Ze3lA rendering d1dES WASIGT 28y, Y A=

3D rendering2t= =74 applications  7}5dtE AL FHHo®

v}

Ty o™, HAREAQl image processing YT S-S targetS E 3HA
orokth. 1 8] graph processing®ll #3E PIM TXE AT =wELR

A F T A5 image processing®l = % -&3}7] o] 5t} Panda et

o

al. [17]3= memory access patterne 2] 311, row buffer locality s A 7171

At PIMS AlQEsESITE o]el H3ll, L2 cacheZ 9] prefetching= &85

ole] we} ds F ATt Aol E uHE ATES PIMO|
Al E GPU system©l| 4 9] task scheduling 7]1¥2 #|<tsl3th TOM [61]+=
PIMol offload 2w 2] bandwidth ©]5& F73}°] instruction level®l]A]
PIM¥} host?}t scheduling= <=3J3}% ©. ™, Pattnaik et al. [58]:= workloadS

kernel ©¢] 2 regressions &3l PIMeo| 2 &3h=] m}otaldtt,
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5.1.2 GPU®| A4 9] CTA Scheduling

Kayiran et al. [75]i= application®] Z} phasev}t} 2] §Hst CTAS] <7}
GErhs Aol Feshel CTA S8 AWsAh ek PIMel BAH
GPUE resource®] AIZ &8 5 e CTAS F7F #7]el CTAE]
T7F Aoy Aol sttt Lee et al. [76], A. Jog et al. [77]% inter-
CTA localityS 83 CTA schedulers Aottt} AA53 F CTAS
shue]l SMoll &8k o 2 A4 inter-CTA localityS &-8& 4 AT, o] =
data access patterne K =84 = K3k} Li et al. [23] inter-CTA locality 2]
ARlE  EFstel AAl GPuelA AHEE e CTA  clustering
frameworks  A|QtelA T AbstE WHS [23]19F ol EHAE CTA
remapping function $l©], F 7l¢] CTARHS 7} SMol| @93t #4243}
71 & AlA g

5.1.3 GPU| A ¢] Prefetching

B2 7]E AF50] GPUA O prefetching ®HS A|F3FA T [78],
[79], [80]. Z3HF CTAZF sMell @& =X7F L AA dst7]e,
prefetch®] W 917F CTA W= A|$HE lth. Jeon et al. [81]:= CTA aware
prefetchings A|QFsFSITh 7 CTAS] leading warp”} ™A schedule ¥ <,
U2 warpeld #olE 7MEo R strideE ST 18y @Y
A= WA warpell thsh prefetchinge] %] @=th= ©@-o] Slth
mEbA 71E AFES CTA Wl warp 77F T3] B o avpzojH,
thread 57} <3k PIM GPU 370l 285 7] o Hr},
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5.2 Motivation

5.2.1 PIM GPU system®]| 4] Image Processing &1L

GPU 79 vla&4

ZE AP A V&

%7] GPUT  graphic processing= 13l  AAEAA|RF,  general
application=  *&3t7] 98l thFst moduleso]l F7FE At olel gt
module s> GPU7} logic die®] W2 9 A& Aok =5 StF7] o HA

sttt 124}, image processing®] o5 7Hedh #HS &
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CTA scheduling.
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@ SM to L2 memory traffic OSM to DRAM memory traffic

Lk L1

Conv2D Jacobi2D ConvSep DownSample  Concat Dct8x8 Denoising MatMul

1% 5.1 SMo|A L2 cache® 2] traffic?} SMol|A DRAMZC % 2]
traffic®] 8]

[
0 —

(=]
N

Normalized Traffic

(=]

SMeo]  datas FHESIY] et AE gudth. FRAE, image
processing®] data access patterns -83}7] o3t} RR scheduling©]
AHEE = A9, SMell B3 = CTAS] &A1& dataaccess pattern2} &-2}4],
oA S 7hsAd A9 patterno] AFFAAl Huk O™ 52 () x FOE
raster scan =X 2 SMvITE She] CTAZE E3H = oAE detdn. 2
A AA images WERIL, #E AAAE S CTA 9=

4

T3k= blocks  ulsth. AARGE R A= CTAY  indexE&
e H, & old SMell EREAEAE st AdA el =
CTA 0, 1, 2, 3°] ZtZ}F SM 0, 1, 2, 3¢ &t o5, SM1¢] SMOX.T}
WA st E ZA9ES T, CTA4: SMIo SFEQth o] sMej
CTA @3 w4 dFo] AJidts 2S HolErh SModl &3 4

AL 6>2>3>2 w2 A 29 52 (5)9] 4%, CTA &

_{

1o

f
ol 1%
o

application®] data access patterns 1L#sto] S|t 7k SMel ddE

gelo] e mE 12 Fastth oldd % 7t

ofr
(o

data accesst

memory = - 9] dataload &S S7HAZA T Q= 713 E AT

()
72
:
|

HERN 0o | 1
4 NEY 6 4 |5

=)}

3
7 | smi[_]
10 | 1| ReSRa Ry sve [
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& 13 14 SM3-
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19 528Mo19] CTA &1 ¢JA] (a) RR 7|RE &t ¢ A] (b) pattern
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22 9 thread. GPU= memory load®} 72 71 latencyE 74+
instructions &4 02 AHY3t7] Yo B> F9 threads 7HA] 3L Utk
Thread 7+ W& context switching% oa] m¢ = =79 register file S
7FAaL gloem, ol WA leakage AHHFS FT7HAIZITE ole] dd,
T8 thread=°] L1 cache® & -37] W&ol thread & 2 A4 <1 cache
AHE&S ¢ a1, o]= 22 cache evictions YO 7 = miss rate=
op7lstt}. 19 532 o2 image processing WA P} L1 cache miss
rates UEFATE HA A0 E 69%2] =2 miss rates Hole HS 21
T T} o] image processing®] < data locality”} L1 cache TollA] 2
A Eotal dwe gr st

L2 cache. L2 cache= L1 cache®} main memory ZFS] latency %!
bandwidth =}olE As|l=tt. 184, PIMY A$ 2 memory
bandwidthE €83 < 7] L1 cache?} memory 7} bandwidth X}o]7}
A ko 12 cachel] Ll WAL PIMO WA W HAYyg Ak 2AS

93] ojeA Bk

0.8
0.6
0.4
0.2

0

Conv2D Jacobi2D ConvSep DownSample Concat Dct8x8 Denoising MatMul
1% 5.3 Image processing benchmark= 2] L1 cache miss rate

—_

L1 cache miss rate
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5.3 A|¢k3= GPU 7]4F PIM System

5.3.1 Overview

M Felldes PIMe WA 9 dy Aok X
714} architecture S A|QFEHH, o] meAow Fasty] 9§ HA 3
Z1%o] A AlQtE o

PIM System T%. 1% 54% PIM stack® logic diel $1*3F PIM

oft

GPU T-%% uyEhditt PIM GPUE main GPU system= K %3} IE 2

AHEE R, £ AMEE X QT MemoryZb TSVE HEZ AZAE o]

>
o
I
~
=2
o

2 latency®} ¥ bandwidth® memoryl] 5+ 7}s 38ttt
Logic die®] &84 2l Aok 7S 1183}lo], SM <7, register =17], L1 cache
A7)+ AWHAQl fermi 7IWF GPUY 142 A E N0, thread® T+
1/6 0.3 7474 =] 21 t}. Image processing application®] access patterns &35}
prefetcher’} SM = g4l o] 3l © ™ memory hierarchy”’} =315 T}

PIM Programming E4. A¢t3}= PIM GPUE CUDA 7]RHES]
programming modelS AF&-3tT}t. PIM GPU®| % 33t kernele 2bi= -7}
wol AARE [58], ¥ A7 dAHS oy, TEIYWIE PIMOR
offload 3 kemels AE 8= &SItk PIM GPUE #8371 $4,
AR AlEEE kAR 5249l HA3  guidelineol Wt
applicatione X 2718 3ott}. o]E F3l| data access patterns &3

SIE% CTAZ} Berdry.

NDP GPU NDP SM
DRAM die 1

| SM | | M | warp scheduler |

NDP /! H S Register File
stack Interconnect X Access Pattern
; Network N Aware Prefetcher
toT em mem ||\ LD/ST unit
logic die Seal Ctrl «eo| Ctrl \

1% 5.4 PIM stack?} #|<t¥ PIM GPU %
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5.3.2 Access Pattern= 133 CTA &%

CTA-to-SM &
e %It
column-major 2]
st u | tile-based®] 7A-F-
stbe] smel &

©

R

2
CE
tile©|
CTA %
pattern.J
Tile-based >

W2 she] sMel

CTA7} A 23l data 949
9 558 o] A E G

Ak £
g WS e Raster scan

4%, scan kol wet row
block-based scan®]|
A5H data Y= APt =FH

gRe] 7]Hkate
F o} Row—majorﬂ-
FYU3 SMe

A imageZ7} SM 9] tile= YA 7}

TC

= AL

3}

|
- hua

=k %3 eo]

5.1 application®] access pattern®l] W&

TC -
a1

tensor 7] RHF application

TC -
A~

AHgE T AQkEhe

column-major W'Ho] MElH T
CTA &4

3}od data locality =

283 4 QA 3SFal data access patterns o5 7hsshAl Shot
Application®] 5A& &g o=24 SM U thread 7} HAastHzte
Aeos AT 7 UA gt CTA T2 ZE HAS T L2ZE Y
Ao 2 FHEUT}E (software CTA scheduling). A~XE Qo] A<l ®F CTA
schedulerS W73l CTAE SMol| 54 Az ddsts YHoRL
T4 4 Y+ (hardware CTA scheduling). 3F=<o] # Q1 wIHE
AR FEE AR Yol "tk Aol AIRE e Z =
W& &3l instruction®] TE HAAA FIHCE Hess FEANA F
UTE  ©°]F Guideline 1914 © AA3] AWEn. 2 Ao v A
FEol A= pattern-aware CTA &3S 98t 4714 guidelines A A $Hoh

SMOI SMII SMZI SM3 SMO : SM1
smo[o][4] > ____| Lo [1):(2]: (3] n!trlqij
SMI ____>_ ______ [4]: (51 [e]:[7] I < g
s2[2][6] > | EREEER! IEE?JEE7
sms |[3][7] - L o, &,

SM2 SM3
(a) (b) (c)
1% 55CTA & WY (a) row-major (b) column-major (c) tile-based
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3 5.1 Application®] access pattern®l] W& CTA & W

Data access pattern
of application

CTA allocation scheme

Raster scan Row or column major
Block based Tile based

Tensor Row or column major

Data dependent Depending on local pattern

Guideline 1< CTA-to-SM mapping= 9|8t software 7|RF WHS A A5t
Guideline 2,3,4%= PIMGPUY] 22 3tEdo] S a&%8 0% &85}
Qe R HPHS AL olslE H7] Yal Convolution 2D
A1 F9| pseudo ZEE ARESE AA7F A Al FE T

Guideline 1. SMo¢] CTA &% #H, LT EYo] CTA T WHS
shuhe] CTATES: 7} SMef| &933ttl. CTA:  for loopl® x, vy, z
29 iteration WHE FAst] o3t patternt] Z data P
w Faetth 19 5.6 AAl image’t 4719 P ow UHA 7+
= dehdth 79 569 EHS sMmiol @9

__?_
oln|x gd& st Aoz rte] SMel| dd g oA data’}

Step 2. set initial point

of the block
x =init x | Step 3.change x coordinate
y =init y | x =x + blockDim.x |
Step 1. calculate initial point per SM ..
(circle denotes initial point) ~ = @ pgf=m==—=-E————— Q ————— 1?
o + It .A N e R
height per SM ) ., : / :§
—'+ - e —— e === = =
O: calculated — P Fc=—FT]1mage  |A X =inif x .
initial point height y =init y + blOClem.y
of each SM ?A i\ Step 4.change x, y cpordinate
> \\ 4 A End
v\ blockDim.y
l¢e— Image —) N v
width \blockDim.x’
data allocated data allocated data allocated data allocated
|:| to SM 0 E to SM 1 E to SM 2 |:| toSM 3

1% 5.6 22 EH o] 7|4 row-major pattern aware CTA &% o A]
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Aelds £AE veith 19 e ANZGEe @ A
S YUEr Y, blockDim.x2}¢ blockDim.y2] U] 2} Fol5 71Xt} 3] A
Aoz ZH%Q image width X blockDim.x2] %2 row block®. %

W Eo WA, ZF sMell @dE gl %7 H3E (init x, init y)7t

X

| AFE T (Step 1). ©li= 19 5.690A4 f1oF E 7] QAT Step 20114, SMe]l
e g AMA blocke] x By HEZF WG x8 yoll ¥t
%, AT Fgol thal convolution 1Ate] ST i o tfsh
AArto]l SEEH, U blockS.E o] F 3T} Step 3+ row-major WO E
TS blockS. 2 o]Fdh= HAFE HolFErh MGy x9 @2 o block
x 3 A x + blockDimxC.Z W7 E T} Step 3= row block®] €l
o 7k 4] HES-E T Row block®] £l TESAl W, Step 484 ol
row block®.Z ©]53}9] convolution AAFS G-I} Step 400 A,
row block®] A block®] x W y 37} W5 x&} yol S TH
x, ¥) = (init_x, y + blockDim.y)7} T}, Step 39} Step 4= SM1°] &
B A wjrkA] e

B meg 9o HAdE $487] g8, (1) kemels AZHE ),

S

do  mf
il

N
e

of
12
o

o

CUDAS®] gridDim<= SM 9 sYstA d4ste] SM @ a2l CTARE
G A sttt (2) CTA 3 SME 45 Guideline 3¢ "BAIE vlg} o]
25602 73ttt (3) CTAZ} application®] access patterns el &
olFd F SAEHF for w= F7HEH. 919 VHAE ALdsta,
daglFo] A Axs FashE F
obol, thaket gl 483k &olsitt

1% 5.7 (a)i baseline 2D convolution €125 2] pseudo T =°]t}. 2D

convolution row W& Z 9] raster scan access pattern= X.©]7]l, row-
major CTA & WHUZ =7t WAEofoF ity 19 57 () 2, 3
HA ZFo|A e thread”’} 7t pixelol TFE T Convolution filter
AL 5~9 WA FoA FHET 19 5.7 (b)= row-major CTA TS

-
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CTA %Yo st convolution <AHSE S, 175 HE &
lol o= CTA Y2 o] F3shth 1084 =2 row blocks] &
Aefste] Step 37F SR ¥ A=A Febtt Sep 45 913 19F A
y7b ®AEH, "y x7b oA FolA oAl inie xE WA ETH CTA

s JEl Z=E wWASNESAR EEta, 19 57 (a)olA

73

o

ol

convolutions F33t= 5~9HA =& 19 57 b 11~15HA ==
)

sl sol, AZEYS Aol CTA &9 W2 instruction®] +5
A 4 Ao a3 57 @9 ZEE ST o, =4 CTA
scheduleri= SMe|l © ©]% CTAES o3 4 Q& u 714 CTAE
gdsitt. o] A, wiwl CTAZF A= &dd wivulth pixel Pos x, y £}
2ol blockldx R threadldx®t AT™E WG5S A2 AAtE ool g}
b, 19 57 (b)) 2ol AXE o Ao CTAVE @FH = AS dld
ol AR ALEE T, index  AlARS-
th &, AXEe] A2l CTA
Al 21t

-, SM 7} imbalance”}

o,

s

Heess 271 IAE AAS

ol

e

gt

blockDim< U3+ Aibwt 43

il
B>

—

S index AlAFel AR E = instruction®] FE 7

RR scheduling thAl AFstE WHS AFE-

i

|
s
o,

WA = Ak ol A e ® olojA 7], imbalanceE ¢F3}ol=
Zlo] FQ 3t} Imbalanced Ao ZF= AHAWHA, data’} SMoll FL3HA
Wl A kS 4 o, FRA, 7} SMol dataE A 2lsh= AlREO]
sdA & F UTh ZEu ol& AljtebE CTA &9 oA =
EAZE EHA ek Aljteke WHE imageZl SMoll A sHAl HiEE

91+ image processing applicatione EFl 02 St} TSk datas A 2]S
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1 __global _ void conv2D(image input, image output, coeff convKernel){
2 pixel_Pos x = blockldx.x * blockDim.x + threadIdx.x
3 pixel_Pos y = blockldx.y * blockDim.y + threadldx.y
4 int i, j
5 for(i = -kernel width/2; i<kernel width/2; i++)
6 for(j = -kernel_width/2; j<kernel_width/2; j++)
7 conv_Result = input[x-i][y-j] * convKernel[i][j]
8 endfor
9 endfor
10 output[x][y] = conv_Result
11}
(a)
1 __global__ void conv2D(image input, image output, coeff convKernel){
2 int height_per SM = input.height/number_of SM
3 pixel_Pos init_x = blockldx.x * input.width + threadldx.x
4 pixel Pos init_y = blockldx.y * height_per SM + threadldx.y
5 int iter_row, iter_col
6 pixel Pos x, y
7 y = init_y
8 for(iter_col = 0; iter_ col < height per SM; iter  col += blockDim.y)
9 X = init_x
10 for(iter_row = 0; iter_row < input.width; iter_row += blockDim.x)
11 for(int i = - kernel_width / 2; i < kernel_width / 2; i++)
12 for(int j = - kernel width / 2; j < kernel width / 2; j++)
13 conv_Result = input[x-i][y-j] * convKernel[i][j]
14 endfor
15 endfor
16 output[x][y] = conv_Result
17 x += blockDim.x
18 endfor
19 y += blockDim.y
20 endfor
21
(b)
1 __global _ void conv2D(image input, image output, coeff convKernel){
2 int height_per_SM = input.height/number_of SM
3 pixel_Pos init_x = blockldx.x * input.width + threadldx.x
4 pixel_Pos init_y = blockldx.y * height_per SM + threadldx.y
5 int iter_row, iter col
6 pixel_Pos x, y
7 y = init_y
8 for(iter_col = 0; iter_ col < height per_SM; iter_ col += blockDim.y)
9 X = init_x
10 for(iter_row = 0; iter_row < input.width; iter_row += blockDim.x)
11 for(int i = - kernel_width / 2; i < kernel_width / 2; i++)
12 for(int j = - kernel_width / 2; j < kernel_width / 2; j++)
13 conv_Result = input[x-i][y-j] * convKernel[i][j]
14 endfor
15 endfor
16 output[x][y] = conv_Result
17 __syncthreads
18 x += blockDim.x
19 endfor
20 y += blockDim.y
21 endfor
22 3

(©
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i

+ AZF2 memory®ll Al datag loaddlt= AlZFY QXS AIFS T
T Atk o]F, datag load Sl Al7Fo] 53] SM 7FS] load balancing®ll
FeFS v)E 4 91t} Image processing®] ¢, T2 1S Tt <
arithmetic intensity”} A& T LA F-A €t webA, dataEs loadsh=t|
2e¥E= ARrel A9 dAstth =gl SM(F AR sEE A
Fdstzlel, 2t SMeo] dataE Alsh=d AQW e AR AL Aol
A o=t} webA, SMZF load imbalance™= 712 WAYSHA] ¢kom) 54
ol AdAoZ SM F 8 AIZE 2Fol7) 1% oluiR] Als gl
Guideline 2. Syncthreads. Data locality®] <> cache &&&
TAaAA  stalls LA ZIYE, o] WA|SE7] 9]3l], shared memory 2}t
EU3HAl L1 cacheE AHEE wi= WAIH O R 782 ARESFIH o=
warpit A8 55 B8l FA8ke] data locality] A4S WA g
dHA Sl%ol, GPU= CTA 992 F7Ists AdshARt, &
CTAWro] sMell &gd A9 7 CTA: 82 999 datas A28t
Aot dA data Y9 AGE weir WA FU)HE sHA &
A5, CTA WA warp F o Ay HE=E @] data locality”}
AnstA B HAA F713F g4l loose-round-robin  (LRR) warp
scheduling®] AF&-2 % It} 18}, LRRS warpit $AEE ¢H33]
FA3HA RASHA = =tk 1% 5.8 PIM configuration & W73 &7}
YA A F71317F $lo] LRR warp scheduling= AFE-3131S wl 2} SMofA]
Alzre wel 3% instruction®] & UERH Foltk. I¥ 58 (a)©

16708 SM#} SM 3 8KB LI cache’} Y& A¢E ehdr =4

gk

warp®] FHEHE7F wWE S #Ad 3k Z7]e] schedule®
warpE -+ prefetch® datas AFE35to] w27 A4S A wt, Al7to]
Ao w2l memory traffico] 5718+ memory latency”’} 5 7}8kAl E T}
webA, ygell prefetchdt datas> <Al =&skAl Hal, sl datas

AFEEe] AAbeE warpeS prefetchs F3F o5& RA X3 A
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Cycle (x 10%) Cycle (x 10%) Cycle (x 10%)

(@) (b) (c)
1% 5.8 BAA F7137F ¢l 749 37FA] PIM configuration®l| A Al
e w2t =3 % instruction®] < (a) 16 SMs + 8 KB L1 cache
(b) 16 SMs + 32 KB L1 cache (¢) 8 SMs + 8 KB L1 cache

T3 ool Hall, PIM GPUS] 22 cache 7|12 Q18l, =¥ warpE0]
prefetch$t datai= WA schedule® warp=©ll &3l cache evictiono] Y3t
3+50] =th Cache Z7|7F AAY traffico]
Atk s =

SMo] 1o SM % cache size’} 32KB<Q!

AL Ago= warp IF

b

se7h BUSA FAE 9 58 ()9 2ol 16719
A9

aH

73-9-, cache evictions ©]
SR o} wap ¢ SE7F BAT AL BAT S Yok T
5.8 (c)¢} o] SM 7} 5959 memory traffico] A3 4

W EmAE AL BAR RS AT 5 vk

F-o % warp
ARG AN warp®] AW TS opY|ste] £HI-
2e
St 73§ oA 9 A¢E Hlasto
MM, E718= 5~10%hE 3
ok 124, PIM GPUSE o] 22 cache Z7]E 7FA 1L
AgelE 29 58 (@9 ol 5713
ol warptt S5 LA A1 7F ol ok kA, overhead ol &=
7okl MAA E713E AREskE Zlol ¢ o]5olth I¥ 57 (o)

71315 Abg3E mzolth ¥ 5.7 b)) A9 TAEAN, 17=0
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_ syncthreads() 815 F7Feto] Step 29} Step 3 Atolel s7IEE
s,

Guideline 3. CTA Z7] A74. AA3st= PIM GPUS thread T
25670=  AlgE o] glom, ahite] sMell skt CTARe] et

uwkeba], CTAS] Z17] (blockDim.x X blockDim.y)T 256°.% 17 ¥ ojof st}

Guideline 4. Shared Memory?] AME-.  GPU® shared memoryi=
AFE2}7F #Elste] AFE8F= on-chip memory©] TF. 7124, shared memory 2]
A5 §lEll A= data load?} shared memory instruction®] X A}-&%ofof
st7]e UnHFA 9l cache® 2] load®l W] instruction FE S7FAIXITH
Shared memory+= data’} WH5E[o] ARE-EA; global memory® o] 7 <+]
coalesce ™| A| &2 49 AFRETE AQFSl= PIM GPU %+ prefetching
o HHs CTA 992 53 cache? &ES F7FAF 7], coalescing
A7 Tk cache®  AMESlte Zlo] v ARHT dE =9,
ConvolutionSeperable [82] &85 2] 7%, shared memory THAl L1 cache®
AFEE 7% instruction®] G7F 28% A Sth. SFH) texture unito] U
A 2] £}

constant cache?} 7> TFE LDST unit<> read-only®|™, boundary *
A fE&slel dld wits AHEStE 2= FE

ge = 2
WS g Aol AgEn,

533 PIM GPU 7%

SM T-X. PIM GPUS] SM< A8 4l W7 Aok £33 nkSHao}
st7lell, As3 o]F 1elste] warpe] <, on-chip SRAMS| 7| &
e efoF gt

(1) Pattern-aware prefetcher : L1 cache®] &&S J7MA7]13, =2

memory bandwidth= 8317 Y3 stride 7IHFY] refetcherﬂ- SM=}t}
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A =] 1T}, Application®] access pattern©| A|QFst= CTA & W o 23
HEHSG 7], 7] GPU prefetching®} 2] history table 5= = 314
om, FFASE stride 7]HF prefetcher® = A& @S 4 Sl
WA, image 74 AI7F obd F-ZE oA Q] stride (base stride) 2} 7 Al A A 9] stride
(modified stride)7} AAHE T Image WollAl Al X wel 7714 stride
Z S Ji7F s o] Akl AREETh ¥ 5.9+ A|<QFStE pattern-aware
prefetcher®] 735 YEFAT Input® 2= image®| start address (image start
address), image®| 7] (image size), CTA dimension (blockDim.x, blockDim.y),
core®] A1 €] demand load address”} A8l T} Access pattern®] (x, y, z) 52
W-gke] whel, CTA block®] blockDim.x, blockDim.y, blockDim.z <% 3F47}
base stride® AFEETE & 59 x & Wt raster scan®E T H =
A blockDimx7} AF&¥ Tt} Prefetch’} 2% ¥ load address®] image
el Aol 91+ demand load address®ll*] image start addressE ™l k=
image sizex Y% AAFATE Base stride7t AR Ao S| AH, 3
T do] WAEEA Hetstr] flel image size?t vl WY
WA % = 7%, modified stride = base stride + image width X blockDim.y 7} base
stride T2l AFE-%ETh Stridet= demand load addressoll TS| A prefetch
address™ AFE-% ™, base stride?} modified stridex= kernel launch A
ARbE o] A e

(2) Active Warp®] 4= : Access pattern-aware CTA 3} prefetchi= data

load® QI3t stalle @&F oz HAAZIty waEbA, baseline GPUX.TH

prefetch information table

image start | image | base [modified
address size stride stride

demand % é} prefetch
load address 9 address

1% 5.9 Pattern-aware prefetcher®] -3
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X

< warp TE5% latencys HE & UTh 19 510 prefetcher”}t
d Aol warp ol WE AW AFHE YERAT warp 71 878
oA FE A3 AZFe] AT saturated = A= FAE = Qlvh

= 2567 thread)= 47 & At}

2

kA, SM G warp2] & 870 (

(3) Warp scheduler : warp 7+ =5 H|2shAl £#1817] 213H, LRR warp
scheduling®] AFEESIth  5327%2]  Guideline 2914 AWdE &
AR R FrIstE FoeEA  diyE sAEUSH, LRR  warp
scheduling= F3l ©]& H¢Hsht,

(4) On-chip SRAM =17] : Register file, L1 data cache, shared memory=

R

3H8H= on-chip SRAME| 7|5 warp T8 EHUORA AT o=

arp 57F HAagel] Wl warpE switchingdh=H] 2 Q3 register file2

<

717} Zo]E1, thread & F& cache size’} =o]57] wjFolt}. o]=
leakage 18 4 HQ WAS TAAA logic diel] AoF =S w37
Zo]3}Al st} Register®] 7]+ 8192, L1 data cache®] Z17]i= 8 KBZ
27 = At

Off-chip L2 Cache. A%t} PIM GPUi= L2 cache® AME-31A]
%=tk WA o]F=, PIM GPUS 79 off-chip DRMAZ} on-chip SRAM
P AT Al ARE L energyd AFol7F A7) wjiEo]t). HE)E, baseline
GPUY 7% DRAM access A| off-chip links EFaloF s}7]o] FQsh
YA 7F SRAMel Hl&|  10~1008] ©]% Atk [83], [84]. TRIAZE,

A r3t= CTA S+ 9 prefetcherS 53l L1 cache?] hit rate2 100%°]]
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0.8
0.6
0.4

LN
0

2 4 8 16 48

The number of active warps
1% 5.10 Warp ol wh& A8 AJ7F W)

Normalized
execution time

7M1 A 4= Q7] wiEolth. wEbAM, L1 cachedl A9 missE €3}517]
$1st L2 cached HQAJo] Zrastth AHAE, PIMS 52 memory
bandwidth B °f|, L2 cache®} main memory 7F2] bandwidth =}o]7} 7|&
GPU® #®]3] PIM GPU+= ©l 2t} whx|9to 2 ogic died] W& 9 W
Ak =S 1HT wl], L2 cache?] W WA logic diedlle] HAIE

HAA sty TSk, L2 cache®] A|AE  F3 memory hierarchys

o]
theslel = glom, MY AneF

= % B e - =
SM® . PIME] 42 bandwidths &&3t7] 93], Tt 59
SM©| PIM GPU°|| HAEojoF st} A 2 WF, oyx] ARl BF

{0

s E ook ke, ol SMO & wA/ HAAHAT T 1670
SMo] FAElom, o] 54 Fo)A o AAF] A

O
N

1o
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s4 A% A% 2 84

541 2438 84 74

AeS 38 cycle-accuratest Al EH©]E|Ql  GPGPU-Sim [45]°]
T AFREATE 4744 7] configuration> T #ZoH, O
ZFAM| 8 configuration 3% 529 7T},

e Base-8: Baseline PIM GPUZ L2 cacheE HA3til gloH

8712 SMOE FAE. . SM Tx= AnkzA el GPUgt T+

rlr

e Base-8-LT: SM <=, cache % register =17] Base-83}
FY3HAI N SM G thread 7} 256712 4
» IP-8-Base: bascline image processing PIM S .=, 256711 9] thread,
22 4712 SRAM<= 7HA M, 87 SMe.Z 4]
e IP-8: A|3t3}= image processing PIMC =, IP-8-Base®l| U3l
pattern-aware CTA allocation, prefetcher& =2
PIMS] oYA| AX L GPUWattch [46]2F CACTI [47]5 &-&3}o]
=4 ¥tk PIM stack & 256 GB/s®] bandwidthE 74|, 3D stacked
DRAMS] parameter= [48]2] #k= &8st AlEdold =3tk [48]]
m =, 3D stacked DRAM®] datapath= TF59 37HA = 7T 5 ATk (1)
row buffer®l] 4] global sense amplifier (GSAs), (2) GSAs®|~] DRAM 1/Os, (3)

¥ 52 Ade A% PIM GPU configuration

Base-8 Base-8-LT IP-Base-8
Compute | g gy 8 SMs 8,16 SMs
unit
1.4GHz, 1.4GHz, 1.4GHz,
SM 32 SIMT width | 32 SIMT width | 32 SIMT width
parameters | 1536 threads, 256 threads, 256 threads,
32768 registers | 32768 registers | 8192 registers
warp GTO (Greedy
scheduler Then Oldest) GTO LRR
L1 cache 32KB, 8-way 32KB, 8-way 8KB, 8-way
L2 cache 512KB, 8-way, 8banks none
memory
bandwidth 256GB/s
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DRAM¥} GPU A}o]9] I/O channel. ©|w, PIM GPU”} 3D stacked DRAM 2]
logic diell ?1#I3t7]¢ll, PIM GPU°|A] DRAM®l 7<% wf datapath (3)<>
AR A 9k=t) o] 1e]Ete], PIM GPU|A 2] DRAM < A oy A|+=
row activation ol #| 2} A2 (1), (2)9 Q! 3.59 pIbitZ AALE AT}
Ao Akgd HAviaES 1 537 g2 8712 thiEF Rl image
processing &ilg]550] AFE-% St} Pattern-aware CTA 4 WHel A&
gols e, 532 FA3 o] ZE=7F FAHEHTE Conv2D, ConvSep,
Denoising<>- filtering &112]5 S 2 t]3£2]Ql computer vision & 112] 50|t}
DownSample % Concat 53+ ¥ AFE¥Th  Jacobi2DE  stencil
4 E|FO R scientific computing®| A A= ARE-E T Det8x8 JPEG,
H.264, HEVC SolA AMg5+= 34 EEo]t) MatMulS deep learning %!
transformation S04 &3] AFgE T WX vla 5L EA)C iz} ol <}
ol BRRYL
e  Type 1: Memory intensived}™, SM 7+ data &7} B2 4% —
Conv2D, Jacobi2D
*  Type 2: Memory intensivest™, SM 7+ data &7} 42 4% -
ConvSep, DownSample, Concat, Dct8x8

*  Type 3: Computation intensive ¥+ -~ — Denoising, MatMul

5.4.2 In-Depth Analysis

T ol A= prefetching (PF)%} pattern-aware CTA 33 (PCAP) &
H
AT AQtshe W

counter 7]HF2S] per warp stride prefetching (PWS)Z [77], [78] . A| ¢+ Base-8-

Al
o

Aokd 7z

O+
o
ofj
M
>

stol. 3 549 157FA]  configuration©]

Oll
i
0=

iy
1o

FEFs FAHst7l 9lEl, PFE  program

PWS-PACA, Base-8-LT-PWS-PACA, IP-8-Base-PWS-PACA7} A& =] gt}

1% 5112 t}eFst configurations 2] Base-82] 4t © % normalize®

3 o 17
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3% 53 Ao A& benchmark &5
Benchmark Function Input Type
Conv2D 2D convolution 2048 %2048 1
Jacobi2D stencil operation 2048x2048 1
ConvSep seperable 1D convolution =~ 1024x1024 2
DownSample  average downsampling 2048 %2048 2
Concat multiple image Four 2048x2048 2
concatenation

Dct8x8 discrete cosine transform 1024 x1024 2
operates on 8x8 blocks

Denoising denoising using 2048x2048 3
KNN method

MatMul multiplication of Two 256 %256 3

two matrices

¥ 5.4 A3 AFE-¥ GPU configuration

Name Configuration

Base-8 Baseline NDP

Base-8-PF Base-8 with proposed prefetching
Base-8-PACA Base-8 with pattern-aware CTA allocation

Base-8-PWS-PACA

Base-8-PF-PACA

Base-8-LT
Base-8-LT-PF
Base-8-LT-PACA
Base-8-LT-PWS-PACA

Base-8-LT-PF-PACA
IP-8-Base
IP-8-Base-PF
IP-8-Base-PACA
IP-8-Base-PWS-PACA

1P-8

Base-8 with per warp stride prefetching and
pattern-aware CTA allocation

Base-8 with proposed prefetching and
pattern-aware CTA allocation

Baseline NDP with a lower number of threads
Base-8-LT with proposed prefetching
Base-8-LT with pattern-aware CTA allocation
Base-8-LT with per warp stride prefetching and
pattern-aware CTA allocation

Base-8-LT with proposed prefetching and
pattern-aware CTA allocation

Baseline image processing NDP

IP-8-Base with proposed prefetching

IP-8-Base with pattern-aware CTA allocation
IP-8-Base with per warp stride prefetching and
pattern-aware CTA allocatioin

IP-8-Base with proposed prefetching and
pattern-aware CTA allocation

S5 A%E e

30l

1]

3Fetslsl 0™, prefetching®]

450l

H# Base-82 7

A %] 21T} Base-8-PF= Base-8 TH]

3

[e)
o,
89 ¢ PACA A&

CA = A&

il

o,

o] %

o
5

<}

.02 o] &%

gAkS Bt PACA7F 485 A %%i@%pmmmﬂ g7t Yot
e A A7 A= 3kt Prefetch A& E7F Skoll® E5-38Fa,
Base-8-> T3t 9| threadE 74 F7 &3 prefetch® <Q1gh F24-§-0]
ZE YA 3k th Base-8-PACA Y] 749, Base-8 tiH] 0.558]2] &£ S
Btk ©o]= resource L7t TAS7] Wit %, Base-89] thread
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F7F 153671Q1 REH, PACAE SM 9 25671 thread® T/3¥ st 7)<
CTARFS d3l7] wjiolt}. Base-8-PF-PACAE Base-8 THH] 1.00H]2]
& FgAuS Bolow o= P8 tfH] 085819 £ Eo|t}. Prefetching ¥}
PACA7} EF AEHZUSANE &3, L2 cache® Q] He Fto]
A3tk ©]= PACA7F A& o] L2 cache?} HQ3dpA] Ak, o] 3]
ZAEE71ell L2 cacheoll A 9] &3to] WAl 7] witolt}. o]= prefetchE
A AANA deel ges vl R 53], Type 3 Wlx|vlAo] o]l Base-8-

PF-PACAT Base-8 U/H] 20%°] A& 32 X ATk Type 3 WlX|vla+=

2L
ot

-

computation intensivedt™ SM It data &7} ol L2 cache Yol
prefetch®] & ¥7} Wk oW thread &8 =2 TFAE A-so] stetatdoh

TR A 2, Base-8-LTS 7d-F prefetching?} PACA”} wh= 2 &¥ -5
B Aol FAEHNNeH, 7 488 A 52 s TS Btk
Base-8-LT-PFi= Base-8-LT tn] L1201 Ad%& HIth SM & 1536712
threadE 7}A|i= Base-8% &E] Base-8-LT+ 25671 9] threadWHS 714 7] 9]
prefetchingS &9 data load stall®] 747} Aol & 9T vlH T o]
O 3f], thread & A2 ZA<Ql cache =7]7} Base-8HE.t} ©] =A7]o, HA &3t
prefetching®] F-2}-8-©] Base-8X.t} &3} t}. Base-8-LT-PACA:= Base-8-LT
vl 105u1e] £EE HSATh Base-8-PACASt 22 Base-8-LT-PACAT
256711¢]  threadWHS  7FX]7]e] PACAE A8 %  thread 857}
ashA] ekokth. ey, Base-8-LTell L2 cache”} EA|317]e] PACAR
st A5 A HA X7} Base-8-LT-PFS] 17Xt} Qtt) Base-8-LT-PF-
PACA+= Base-8-LT thH] 191¥19] £ & R OW, Base-8H U H
A thread TF5 7HJo%E Base-87 Fd3st Ass HIUTE o=
Al
Base-8-PF-PACA®] 7d-7-9} FA3Hl, L2 cache?] EAZ <13 IP-8 tiH]
e 085U P8R T W2 oS Bt

AR R, 1P-8-Basel] F-F  Base-8-LTS A% =dsA

rfi
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prefetching?} PACA7} wW= HE&HoL: Aol FJEHoH, 1P-89
50l EE configuration % A|Y kt}. IP-8-Base-PFi= IP-8-Base UH]
10192 As& HE3Ath Base-8-LTel PF7F A&=H S o 112819 H&
Farol e Aol v B AEsL A

O O

, ©]+= IP-8-Base”}
Base-8-LTH.t} 22 caches 7}4 prefetch’} TS uf F=&o]
7171 wZolty. 184, ConvSep®] 4% PFE 2 -83}lo] L1 cache miss
rate®] 98.3%NA 39.4%% FHSIA 7], Base-8 UH] 1.36H19] &%
AHS KBl IP-8-Base-PACAE IP-8-Base thH] 1.13v12] A5 IS
B3t o]i= PACA7} Base-8-LTOl #§¥ A¢ET 52 5 FFo=E,
o]i= IP-8-Base°ll L2 cache’} 1o PACAE Q1% A5 FAto] 243
A4 97 wZo|t) IP-8-Base® PFS} PACA7} B5F A4% IP-89 4%,
IP-8-Base?} Base-8 thu] Z+ZF 2079, 117819 A5 TS H
configurations & AY > Aee HAoh dstH, PFeE PACA7F

2 AEHNS W A Fde a8 =4 AN 3 A8 e

Ao R, R WiAvpa oA AQEEE PE7E PWSHETE 2 Ao e
RSt} Base-8-PF-PACA, Base-8-LT-PF-PACA, IP-8> Base-8-PWS-PACA,
Base-8-LT-PWS-PACA, IP-8-Base-PWS-PACA thn] Z+z} 1.074], 1.074H,
L16¥] =2 s F4S BT o]i= PWSZ) image 78 AlolA 9] strides
Atz AxbskA] Eg §bE, AREskE PFE AAlOlA L] strideE

A AT 5 QA7 Rl

543 71 AT A Hln

BoAgle] numE g8, BCS [7619F [17]°] A& =T}t Base-83}
Base-8-LToll Ag5o] AgEom, (1712 S Aoz nluss

1 & 1 =1 —
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thAl, perfect L2 cache (PL) 742 A3eAt} [17]> L2 cachez 9
prefetching "'HS Aekstd om, PL 4 S A& 2SS 100%2)
prefetch &5 9} coverages 7FA 7|l [17]1¢] A3t As3 vlwst Az
&8t IP-82 Base-8H. th 2h2 WA ZhA V]| ¢ @ sSM= ®AE
T Stk weEbA, 16788 sMe ZHA= IP-16 R Al AdH I
Aelstd, 9 87FA  configuration®] A3 T} Base-8, Base-8¢
BCSE # &3t A (Base-8-BCS), Base-8°1 perfect L25 %23t 71 (Base-8-
PL), Base-8-LT?l BCSE 223t %1 (Base-8-LT-BCS), Base-8-LT®ll perfect
L2Z Z 83+ 7 (Base-8-LT-PL), IP-8, IP-16. IP-8%} IP-16S 37 A H&t=
739 IP-PIMCE ®7]35k9] ).

7% 5127 Base-8% normalize ¥ 7} configuration®] A<
HojFEn 47FA] @4o]l v o] AW Enh. WA, Aljbsk= 1p-80]
Base-8, Base-8-BCS, Base-8-PLX.TF 1.17¢] (o] 1.894)]), 1.13u9] (Hdj

1.9341), 1.028] (] 1.25¥)) =2 Ad5S AT Type 1 x| vf=ef tf3),

IP-8-2 Base-8, Base-8-BCS, Base-8-PL thH] 1.214}, 1.088}, 1.078] 2] &=
R SITh Base-8-BCS+= Base-8-PLY} H|=3 e HTH o] Type 1

rE

X wk=0] A9 =2 inter-CTA localityS 7F*17]e] BCSS &7}

E£37] wFolth Type 2 WlX|vl=9] 7%, IP-8> Base-87} Base-8-BCS

= ol
o

1 12990, 1.278909) Als< HAA Y Base-8-PL thn]af A= 1.05812]

oX
ojr

Fes B ConvSep’t AlY H2 £5 Fda BT 9]

F[[‘

N
rie

ConvSep FT=i= shared memoryE AFE-3}7]°l, Guideline 42} 7o

_

shared memory Al cache® AFE3FC ZM instruction 5 =Y F

AN7] wEolth Type 2 WX vl== SM 3t data 3-7F o] BCSS}
2ol inter-CTA localitys &8st ®WHol dmyFolx] Xty HbH,

perfect L2 cache™= memory latencyE 7 24~A] 7] 7] ]|, memory intensive$+ Type
2 MATEAY] e AR FAAATH Type3 WAL B, Ip-

82 Base-8, Base-8-BCS, Base-8-PL TthH] 0.938], 0.958], 0.928]2] A5
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B Base-8-PF-PACA
8 Base-8-LT-PF-PACA

=1P-8

B Base-8-LT-PWS-PACA
B 1P-8-Base-PWS-PACA

B Base-8-PWS-PACA

B Base-8-PACA
8 Base-8-LT-PACA

B P-8-Base-PACA

O Base-8-PF
® Base-8-LT-PF
B 1P-8-Base-PF

O Base-8
B Base-8-LT
O 1P-8-Base

NN = O
— (o]

dnpoadg

ConvSep DownSample Concat Dct8x8 Denoising MatMul Geomean
°] baseline configuration®l] %] & ] Base-8 THH]
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=
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BT Type 3 |l X v}=1=<2 computationally intensived} 7] ol IP-82] memory

traffic 744 o]5S H7] oAHJAAT, THAE B35t 8702 warpihS

rO
A

7}A]+= 1P-8¢] Base-8 7|W¥} M]3 oS B
TRHAZ, BCSe PLo] LT 74 8% A9, 1P-89 AR A5
gafol AFF3] Gttt ol AoksteE WHAQ! thread F7F A2 AFEo

71€ WHERT ¥ a849S 9u|dt) IP-8-> Base-8-LT TUHH] 2.184]

rhN

FHd 3.079)9] e 2 WA, Base-8-LT-BCSY Base-8-LT U]
0.998) (Hd 1.019))°] &% IS BT Thread®] +7F A4S -5,
prefetching $1°]+= latencyE 7571 o7 wiol, B A b=l A
BCSE As°] FA otth Base-8-LT-PL<> Base-8-LT tin] 1.3u] ()
1.52vHe] s S H T Perfect L2 cachet™ memory latencys =4
latency hidings © H7Al d}7]1ell thread 47} %] Base-8-LTo|A4] BCS
Hoh myFo|qtt. a8y 9§ A3 L1 cache® prefetchdl#] ¢k7]o] L2
cache 28] F+ AZto = QI3 % F4> Algka o]t

AH A2, [P-162 TS E = configurations .t} =2 Ad5S XAt

P

P-16<> Base-87} IP-8 thH] 1.85¥l, 1.58¥]2] Ae& HUTE Type 1
AR - IP-162 IP-8 thu] 186812 72 2ujol 7M7ke s
e BT Type 1 Wlxwi=e] A9 SM It data 3fF7F @ol
AtstE WHOE memory traffics @A o2 A 4 U7 "W,
IP-16 T3l bandwidthES &&F 02 ARESH 4= Q7] wFo|th. 18},
Type 2 WX w39] A inter-CTA locality = g8 = memory traffics
T8l AaA F glolvlel, sSM 7t 282 skl E el =kl
IP-16> IP-8 tiH] 1.36412] &% dvks S SFSAT Type 3 WX wi=9]
7d-%- computation®] 2]3l bottleneck = 3171, IP-16-> IP-8 thH] 1.8341]9]
A TS Bl 7 SM el Tk S e G ST

npxjuk o 2 - [17]7F AA 2= perfect L2 cache®] 033919 £%

SJANES Bl WbA| IP-82 Base-8-PLY} Base-8-LT-PL thH] 1.024H, 1.674)
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5.4.4 Cache Miss Rate & Memory Traffic

19 5132 Base-87 IP-82] L1 cache miss rateS YERITH P-8
Base-8 WH] 77.5% 743t miss rates E.ATF FESF A|QFS= prefetcher®]
AT 984%%F EH Q3 prefetch’t A2 Atk 1% 5.14= Base-
82 SM¥} L2 cache 7Fe] memory traffic (SM-L2 traffic)®l normalize¥ IP-8
4 Base-82] SM¥} L2 cache 7+2] memory traffic (SM-L2 traffic)®} SM}
main memory ZFS] memory traffic (SM-Mem traffic)= WEFHATE Base-89]
7d9-, SM-Mem traffice L2 cache®} main memory 7+ trafficy} FL3hH,
IP-82] 7% L2 cache”} EAI3HA] k7]l SM-L2 traffic:> 375 A ¢kt
SM-Mem traffic?} &L 3kA AHE-5 S th IP-8 SM-L2 traffics Base-8 tH]
32.4% A AT Type 1 WlXup=o] 3, IP-8-> SM-L2 trafficS Base-8
thu] 61.4% FAAZHTE AEsEA50], Type 1 WlxvlaE= SM 3F data

7k B7lel Al]tsk= CTA €7 Wio] maypa o= 25 3k3lth Type 2

ri

2AupAe] 7, IP-8> SM-L2 traffice Base-8 TH] 4.3% 7AAZTh.
Type 2 MIX|v}A 52 SM 7+ data & -7F dof, CTA &Fo = I3t gy}
ek A skA o]l th. SM-Mem traffic®] 7-$-, IP-8< Base-8 TthH] 18% 4
22 traffics EUF Base-82] L2 cachei= SME 2 main memory® 9]

Bded T HIE At P82 o]F ARbEE CTA 29 WS
S8l WAEARE, 2F sMell ddE G AANAM Y TE HI2 o=
ol WSk Xehr] wWiEolth MatMul®] 7 -9-, input matricesol| Al &Y
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EB-NDP OIP-NDP-8

1
0.8
0.6
H i |

Conv2D Jacobi2D ConvSep DownSample  Concat Dct8x8 Denoising MatMul

1% 5.13 Base-87} IP-82] L1 cache miss rate

L1 cache miss rate

o B SM to L2 memory traffic OSM to DRAM memory traffic
fis)
S
£0.8
50.6
.~0.4
£02 H H D
s 0 T T T T T
R T A - B - S I S - S - S
1 1 i
'z 8!z iz &tz Biz giz Bd8iz B8iz &8
m Z m Z m Z m Z m Z m Z i m Z o m Z
| = & = = £ & £ &
: Conv2D : Jacobi2D : ConvSep DownSample Concat f Dct8x8 E Denmsmgi MatMul :

1% 5.14 Base-82] SM-L2 traffic $f.° % normalize ¥ Base-8 % IP-82]
memory traffic
3 do] WiEEo] HEE7] wZel] SM %t data &7F ok Zeiu
o] 23l data sharingO] coalescing™] o] FL3kA] 7)o A}t WHO=
traffico] 744 FFHth IH T &5k, IP-82] SM-Mem traffic
Base-82] SM-L2 traffic®} SM-Mem traffic®] FHTF Zglow, webA

Atet= CTA &% W ol memory hierarchy WA A traffice

5.4.5 oUA] AR vl

1% 515+ 6714 configuration= 2] Base-8° normalize ¥ U A
2RSS Yebdth Perfect L22] 73-%-, main memory = YA & T
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Abstract

Acceleration of CNN Computation
on a PIM-enabled GPU system

Jungwoo Choi

Electrical and Computer Engineering
The Graduate School

Seoul National University

Recently, convolutional neural networks (CNN) have been widely used in image
processing and computer vision. CNNs are composed of various layers such as
computation-intensive convolutional layer and memory-intensive fully connected
layer, batch normalization layer, and activation layer. GPUs are often used to
accelerate the CNN, but performance is limited by high computational costs and
memory usage of the convolution. Also, increasing demand for high resolution
image applications increases the burden of data movement between GPU and
memory. By performing computations on the memory, processing-in-memory (PIM)
is expected to mitigate the overhead caused by data transfer. Therefore, a system that
uses a PIM is promising for processing CNNS.

First, prior studies exploited approximate computing to reduce the computational
costs. However, they only reduced the amount of the computation, thereby its
performance is bottlenecked by the memory bandwidth due to an increased memory
intensity. In addition, load imbalance between warps caused by approximation also
inhibits the performance improvement. This dissertation proposes a PIM solution
that reduces the amount of data movement and computation through the
Approximate Data Comparison (ADC-PIM). Instead of determining the value
similarity on the GPU, the ADC-PIM located on memory compares the similarity
and transfers only the selected data to the GPU. The GPU performs convolution on
the representative data transferred from the ADC-PIM, and reuses the calculated
results based on the similarity information. To reduce the increase in memory latency
due to the data comparison, a two-level PIM architecture that exploits both t}.l.e--
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DRAM bank and TSV stage is proposed. To ease the load balancing on the GPU, the
ADC-PIM reorganizes data by assigning the representative data to proposer
addresses that are computed based on the comparison result.

Second, to solve the memory bottleneck caused by the high memory usage, non-
convolutional layers are accelerated with PIM. Previous studies also accelerated the
non-convolutional layers by PIM, but there was a limit to performance improvement
because they simply assumed a situation in which the GPU and PIM operate
sequentially. The proposed method accelerates the CNN training with a pipelined
execution of GPU and PIM, focusing on the fact that the non-convolution operation
is performed in units of channels of the output feature map. PIM performs non-
convolutional operations on the output feature map where the GPU has completed
the convolution operation. To balance the jobs between convolution and non-
convolution in weight update and feature map gradient calculation that occur in the
back propagation process, non-convolution job is properly distributed to each
process. In addition, a memory scheduling algorithm based on bank ownership
between the host and PIM is proposed to minimize the overall execution time in a
situation where the host and PIM simultaneously access memory.

Finally, a GPU-based PIM architecture for image processing application is
proposed. Programmable GPU-based PIM is attractive because it enables the
utilization of well-crafted software development kits (SDKs) such as CUDA and
openCL. However, the large capacity of on-chip SRAM of GPU makes it difficult to
mount a sufficient number of computing units in logic die. This dissertation proposes
a GPU-based PIM architecture and well-matched optimization strategies considering
both the characteristics of image applications and logic die constraints. Data
allocation to the computing unit is addressed to maintain the data locality and data
access pattern. By applying a prefetcher that leverages the pattern-aware data
allocation, the number of active warps and the on-chip SRAM size of the PIM are
significantly reduced. This enables the logic die constraints to be satisfied and a

greater number of computing units to be integrated on a logic die.

Keywords : processing-in-memory, convolutional neural networks,
approximate computing, GPU, image processing
Student Number : 2016-20982
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