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ey Abg#o]l AR 7] wEo filter Z7] 7x7, 9x9 convolutionol] &=
Implicit GEMM Convolutiong % 83} %

Al 1 & Direct convolution

oAt HHsle A83}X g2 Direct convolution®|t}. [Z18 6-1]<F
Zol[8], rxr 2719 filter”} input channel?l C/lwHE EA)3lar, o] 23k
filter & °] output channel?] K7|5HE EA 3t} o] filters 7FA]al =
71 (C, H, W)<l iH#] o]n| Ao convolutions Z &3t} (u,v)ol X3
filter element= G .,.,, (z,y)°l $1A3 image element= D, ., , = E7I

& 4 203, convolution 14Fe] dFhe] output element?! Y, & °Fl

o} o] g F glv

IS

akry E Z§ ch.r+uy+1Gkr11,1_

e=1 v=195=1

rxr 2719 filter tile(G)¥ filter7} 2] €% input tile(D)9 #o=

_17_



=5

conventional
convolution

input feature maps K filters output feature maps

[721¥ 6-1] Direct Convolution

Al 2 A Implicit GEMM Convolution

1. Implicit GEMM Convolution &ilg]&

Conv weights: K filters, each Rx RxC Feature map: H x W x C

2 Gl

B

: g
[ 1 * Matrix multiply

e {x | i g

(RZC} x N matrix

K x N result;
reshape to output matrix

K x (REC} matrix
[Z2¥ 6-2] im2col "2 ¢] convolution
Implicit GEMM Convolution< Direct Convolution®] ¥3gd oz ¢ =1

1 Zol[9] Hp2] o 7 Wwgsle] GEMM HEH =
convolutione =3 stt}. Tl o|n| x| & WHEkslo] W] W EF F 7o

im2col ol w2 &
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AA3A &l on—the—fly W2 22 indexE A4}l convolutions <

st7] wiitell, F7H4 Q] wEe 7t HQskA] ke o] Ho] Qlth
2. Implicit GEMM Convolution 718 & # 3}

@ Tiled matrix multiplication %] -&

Matrix multiplication 3 A], oFg] Z®H[10]*§¥ Tiled matrix
multiplication& % £3}¢] Global memoryol A tiled] 3@ 3sl= dolH =
Local memory 2 ©]&3}¢] matrix multiplication= * &l s}A] ¥t} Local

memory U5 o]y A&E&AHS =doz2ZH o] e

K \
: B - <5

Local memory B

[72¥ 6-3] Tiled matrix multiplication

@ Memory Coalescing
Tiled matrix multiplication =3 *], Global memory©°l A tiledl] &3
3l HolHE loaddt A A3 output tileS Global Memory©ll store@

u} coalesced accessZ 433t}

@ HA Y tile 71} HA-T5 A7) A

Tiled matrix multiplication 3 A, HZA9 tile Z7|(TILE_M,
TILE_N, TILE_ K)&= TILE_ M 32, TILE_ N2 32, TILE_ K& 16°]t}.
g tilex & Ha2-1w0] AYstA Hed HAe Ha-aw AVE 64
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3=

3. Implicit GEMM Convolution #AY

3t A~ =7 (K, R*< C) matrix®t (R*x< C, OH x OW) matrix®] Tiled
matrix multiplications 3 TH M=K, N=OHxOW, K= R*< (). %
output tile 714 M/TILE_MxN/TILE_Nel9, & 2#= 75(GWS)
+ % output tile®] HFExHA-T15 A7[(LWS)o]t.

Implicit GEMM Convolution #34
71'do] of+= < Tiled matrix multiplication (M, N, K)
9l3-1%o0| 5l= < gk 9|3 735 0] 8149] output tile#] ]
GWS (M/TILE_Mx N/TILE_NXLWS 1, 1)
LWS (64,1,1)
TILE_M 32
TILE_N 32
TILE_K 16

[3% 6-1] Implicit GEMM Convolution 714

Al 3 A Winograd convolution

N

1. Minimal Filtering & a1¢]

Winograd Convolution® Minimal Filtering ¢ 1d8]&S 83519
convolutione F3stt}. 2% Minimal Filtering <13 5[6]2
Flm>xm, rxr)2 el 4 Qo A7 rpxrQd 22 filter tileS 7HA
i A7l (m+r—1)x(m+r—1)% input tiled] AE&3st] A7] mxm<l
outputS AlLFsHA H o)
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filter tile mxXm

(r+m—1)2 Minimal Filtering Algorithm

output tile

" )

input tile

[1%] 6-4] Minimal filtering &8 & Flmxm, rxr)9 &1} &

© 2 Minimum Filtering €188 AFE3HA] &2 7]& whale 2
Ho FAT (mxmxrxp)dl Hlal B23 w4 FE HLFoR
dT ol5E B 5 A Hrh

dE E9o] 2x9Y Minimum Filtering &gl F(2x2,3x3)2 ¢}
23 o] Aatdd 3x3 2719 filter tileS 7FAIAL 2x2 =7]¢] output
tiles 7A4tat7] faf dad 34 F= p(Fmxm, rxr)) = (m+r—1)°
= 243-1) = 1622, 7]& w4 9 36 tiy] 2250 45 Aol

o]
AA

2219 minimum filtering <382 F(mxm, rxr)< matrix SE & o}
dot ge fHow P 4

Y = AT |[GgGT] © [BTdB]| A

ge rxr 2719 filterol i, d= Z7] (m+r—1)%9 input tile, Y= =
71 mxm¢l output tile, G, B, A matrixs AFIEER TAH
transformation matrixell af g3k},

T8 4dAe] W3t A (transform)oZ FAHAEHD  input

_21_
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transform, @ filter transform, @ matrix multiplication, @ output
transform).

@D input tile¢! ¢ Fo]% input transformation matrix(B, B1)E %
& W33t= FA(nput transform:B7dB), @ filter tile?l ¢= filter
transformation matrix(@, ¢S %3] W3sl= FA(filter transform:
GgGT), @ H&9H input tiled} filter tiled element-wise multiplication
3to] output tiles T3t #4, @ output tileS output transformation
matrix(4, ANE T3 ®W3st= A4 (output transform:AyAH) o=

ch=g

r+m-—1)°?
; — —_—
1: [ Filter transform |
I \ GgGT
pep——— ! J!
filter tile a ~ mXxXm
tansformed filter tile putpat
5 X transform |
r+m—1) (r+m-—1)=2 __ AvaT )
Y . transformed
Input transform | output tile output tile
BTdB

input tile . .
P tansformed input tile

[Z1%¥] 6-5] Minimal filtering &318]5 Flmxm, rxr) 24

=
=]

2. Winograd convolution €3alg]

Minimal filtering €ilg]&-& skt filter tile®}t input tileol] t]3d}e]
output tiles AAtE=E, olE &t A7 (0 H W) olv A% A
7] (K, Cr,r)8l filterel watel =7 (&, H, W)S outputs A=
Winograd Convolutione 3% 4 3t} ol& a¥€o=z YepH ol
a3 Z2o[7]

A, filtere tile DA27F X(=(r+m—1)*)70S1 (Kx 0)71 9] filter tileE
2 olFolx dow filter tileE filter transform(GgGT)S 433}
Mt filter tileE<S scattersho] filter tilesol] A 7ghr},

input< input tile7] 8] 7}= Wak = M= Lo w (r—1)719 94
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o

7F 2399, 942 m® "HolZ input tileEE TAHC. input tile ¥
27F X(=@r+m—1))70¢ (cxPx Q)09 input tileEE o] Fo]4 Yo
H(pP=AMZ tile NF=[H/m]1, Q=7t= tile 7H5=[ W/m 1), input
transform(B7dB)S & ste] WEHE input tileES scatterdte] input
tilesoll A &gk}, ol scattersto] A &st= 2P element-wise A4F
< matrix multiplication $14Fe 2 tiAsle] GPUAA o &84 +3
stz fl&oltt. filter tilesel AF® X709 (K, €) matrix®} input
tilesol A" x709 (€ PxQ) matrixol WalAd zZ+ xHe (K, ©O)
matrix®t (€, Px Q) matrix® matrix—multiplications =3 3t} o] = A
HH FHFHor x/MY (K PxQ) matrix’7} AAAE =Y °lE output
tilesoll A &3 = 7} output tileES output transform(A4 7V A4)& 53l
#F W3 output(k, H, W)l A7gsc},
PyNETA A=, Filter =7] 3x3 convolution®l = F(dx4,3x3)E
Filter 7] 5x5 convolution®ll = F(4x4,5x5) &-83}%

5TF

|

©/c

Yo/ ol
VAL 2.

S
® §, Reform tiles from
matrices M

N
v

\
LS
\.

\

—

—"‘00 be
Pec/s
N8

o

X\

v
/

Matnx Inverse
Mult:plicatwns* el N Winograd
| Cin ‘ [ Transform
« aT-M - 4)
C k
T p i >
{ .‘. X
U‘.
m K output Feature Maps
[size: (H—r+ 1)X(W —r +1)]

[1¥ 6-6] Winograd convolution
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3. Winograd Convolution ™ X2 A}-&%F %] % 3}

[2" 6-8]9l4 HXo], Winograd Convolution®] 2+ 3t ZAIE
(input tiles, filter tiles, output tiles)E A% vwlRg QLBAELE o}

S 2HX = (m+r—12%P= [Hm], Q= [ Wm]).

- filter tile5& A7t filter tiles FE : (X, K, O)
- input tileES A& input tiles FE] : (X, C P, Q)
- output tileES A& output tiles FE : (X, K, P, Q)

filter tilesoll A€ X709 (&, €) matrix®} input tilesoll #3¥ X7
9] (¢, Px Q) matrixel WaiAd 2z XWHel (&, C) matrix®} (C PxQ)
matrix®] matrix-multiplications 3 stA Ho}. o]ZHA HWH HFH o
2 XY (K, Px Q) matrix’} Y2 A H+=d ©]= output tilesoll # 73t
S HFH o= output transformS E3] WHIslo] outputel # &3kl

C*R*S8 filter transform

T and scatter S - )
K : ‘:‘ ]
| Ho=wW

output transform

/
filter filter tiles N il Q — and gather
matrix multiplication &)

H*wW input transform C output tiles output
and scatter
L ] X put tiles

1%

input . input tiles .

[19¥ 6-7] Winograd - 7]¥ ¥

4= Winograd Convolutions 33171 “5H 93k F7F wx
H =

ol

7Fel input tiles, output tilesE©¢] wWXEZ <
= B-F7F 2Aste] Byt tupo] 2o A ofALEkS fRbE Al AT

g A B3 E Fa&3te] Winograd Convolutiong A& sjoF 3l=dl, P(A
2 tile MHE 72 B3 AYste WHIH C(channe)E 7|Fo =
T3 A st HE 27EA 7 9

ol
e
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D PAZ tile 4)E 7o 2 73 HEst= UH
PE 7|s+=o 2 Hto g H3k AHyshd, Qs yig SHAEE U5

3 ol wAHE,

~ filter tileE<S A& filter tiles FH : (X, K, O)
- input tileES A4E input tiles FE : (X, C P/2, Q)
- output tileES A& output tiles E : (X, K, P/2, Q)

filter tilesoll A F¥H X719 (K, €) matrix?} input tilesol] A &H Xx7)
o] (¢ (P/2)x Q) matrixel WsiAd  zZF x¥He (K, ) matrixe}
(C, (P/2) % Q) matrix®] matrix-multiplications 3j3tt}. o= A =
HFTHoz2 x/M9 (K (P/2)xQ) matrix7} A% <=d, ©]& output
tilesol A7&3k . output tilesol AFH 279 output tileES output
transform= %3] W335t outputel 3Pl Ao AFsC)E o=
inpu tiles®] Zyko] dFdt= FET A AFolmng Yz LEES
of el E 2 WA o= HhEste] AP st FHE outputs AlAEgHTH

o] Z A 7] input tiles®} output tileso] | Fs= vEE LEBAE I
719l Awmuro 2% Winograd Convolution ¢14Fo] 7453 @t}
C=*R*S filter transform K*C [
and scatter [ > ‘:/ —
K x {'7 P2 * Q K*P/2*Q outputtransform HY2*W'
filter filter tiles H-E"“ agaber PR
matrix multiplication -’X 1 i
i (g |
S 4 W;untfsag’éoe;m Sel PI2*Q g\* output tiles output
c S s
input wipataes
[(19 6-8] Winograd - Al £ tile 5 (P) 71202 23 A g
@ C(channel)& Z&3at= WH
CE 7l€om Wtom #3 Agsid, 283 My LEAEE Uy

3} 7o) WAL,
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~ filter tileE< A& filter tiles FE : (X, K, C/2)
- input tileE& A& input tiles FE} : (X, C/2, P, Q)
- output tileE<S A& output tiles FH : (X, K, P, Q)

filter tilesoll A &¥ x709 (K, C¢/2) matrix®} input tilesoll AFH X
Mol (0/2, Px Q) matrixel wHallA Z+ x| (K, C/2) matrix<}
(C/2, Px Q) matrix®] matrix-multiplicationg 33} Ft}. o2 A H
W HEHoR X/ (K, PxQ) matrix’} Y42 A FH+=dH, °]= output
tilesoll A sk}, o] = input tiles9} filter tilese] Awre] FFsl= F&
T AR Aol R yrA] REESC WA FLE AZE st
TAA= x/Me (K, PxQ)E output tilesol FA3 3t} HFEHo=R
output tilesell A &H Z+zFe] output tileE<S output transforms = &
H3k3te] outputoll A 3Fch o] A 7] input tiles$} filter tilesoll &
Fols WEE LHAE Z7]9 HAutnto 2% Winograd Convolution $1

Abo] b a1t}

ol

2

C*R*S filter transform K*Cr2 C/2
and scatter [: i > o'
K ::> X 1 : N
I_ p—] N * output transform H W
filter filter tiles > and gather
matrix multiplication (%) K r:b
H*W input transform C/Z P*Q
i ﬁ output tiles output
= ..
input input t||es

[72¥ 6-9] Winograd - input channel(C) 7|+ 2o 2 ®3 3¢
4. Winograd convolution g & 4 3}
Matrix 4942 W3 FA (transform)ol ™}, input transform #3

filter transform 719, matrix multiplication 712, output transform #&

= gastar 24 35tskad
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@D Global Memory &% H< AlA % Local Memory &£

input transform 7A2¢ A%, & =#=7F & input tileel 4T3t
BE S Global Memoryell Al 1ol Al H+=d|, input tile 7Hol $3H ¥ =
i wEol, 2= e FEIA ¢olos Fito] SAstA "Hn o]
£ AAs7 e, qF Y= TEHE FES A FER
vector I/OE ©]&3}4] Global Memory©ll A4 ¢]°] Local Memory©ll # 7
sto] #gIA=E 39
tw ] I L O A
7 | vector load —
| (float4) :
—Jd:datati : :
H 77 - H L
overlap - L
8 '-":\.C input ¢
input

[29] 6-10] Winograd - Global Memory &8 A #|7

@ Register A}

Tiles WH3Ha of

(BB, GgGT, ATY 4), olu

FHES H3 T AHRES A private register’} b 2 2.3}
]

o] register spilling© ek g S & ou) 3k 8

(i3
o
o
o,
=,
o\:o i
XL

A Balato] e dle] register Al

BT : 6x6 matrix d : 6x6 matrix B : 6x6 matrix

4 0 -5 01 0} 4 0 -5 01 0
0 =4 =4 1 L D 0 -4 -4 110
0 4 -4 -1 1 0| &y ; 0 4 —4 -1 1 0
0 =2 -1 21 ¥ ® 0 -2 —1 2 1 0
0 -1 -2 1 0 0 2 -1 -2 1 0
L 0 0 -5 0 1 0 50 1

CE S |

[(19] 6-11] Winograd - Register AF& % 7F4
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@ Memory coalescing, Vectorization %] -&

Global memory°l 4] input tile¥} filter tile= loads}A Y  Global
memory = output tileS store® ®, Memory coalescing %+ Vector
/OE AE3A Y. =3 bias® ©& W vector computatione %833

o},

add bias vector &
vector store

Thread: 04 1}2)  crprq o ITOYTTITI
X = H ::
Memory coalescing Vectorization

[219 6-12] Winograd - Memory coalescing, Vectorization

@ Tiled matrix multiplication %] &
Matrix multiplication 5°3 *], Tiled matrix multiplications % &3}

AT,

© HA Y tile ZL71¢} HA-T5 A7) A

Tiled matrix multiplication 3 A], FZ 2] tile Z7|(TILE_M,
TILE_N, TILE_K)& AAFF THTILE_M=32, TILE_N=32,
TILE_K=16). ¥ tiles ¥ H=-2Fo] At == AHe] J2-1
& A7) 640tk

5. Winograd convolution &

@ Input transform #

_28_
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sty input tile2 ©93te] input transformation(B7d

st~y =7t
B)S G385t 3 scatterste] input tiles(output)oll A &gk},
Input transform # '@
AHdo] 5t= A input transformation (BTdB)
71d 944 Input
#d &2 input transformation %-2-3t input tiles
Tt L=vd e ) & A#| =7} 5] tile & ]
GWS (QP,QC)
LWS @16, 16, 1)
transform 714

[3% 6-2] Input

@ Filter transform 71&

s

o FE B
S T o

st ~¥ =7 sty filter tiles W
scattersto] input tiles(output)ell # &3k}

F3le] filter transformation(GgG7)

7|'do| o= ¢ filter transformation (GgGT)
Zd A9 filter
Yy =9 filter transformation -85t filter tiles
A e} 5= Y oF A8 =7} 5fuLtbe] filter tile 2] 2]
GWS (KxC, 1,1)
LWS (128,1,1)

Filter transform # 4

[ 6-3] Filter transform 71'g

@ GEMM A4
3 ~d=7F (K,C) matrix®t (C PxQ) matrix® tiled matrix
multiplicationg F33tH M=Kk, N=PxQ, K= C). & output tile 7}
T z=d= AFGWS) = F

o

¥ XxM/TILE_MxN/TILE_No]
output tile®] 74 x YA-T25F A7(LWS)o| Tt}
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GEMM #d
Fldo] sh= < Tiled matrix multiplication
7| 9] input tiles, filter tiles
7| 2el output tiles
YA 1Fol sh= < g 91250l shte output tilex| 2]

GWS (Xx M/TILE_ Mx N/TILE NxLWS, 1, 1)
LWS (64,1, 1)

TILE_M 32

TILE_N 32

TILE_K 16

[ 6-4] GEMM 73

@ Output transform 732

st 2~ =7k U9 output tiles gatherdt %, output transform

(ATY A)3r A3Z outputel]l #] &3k},

Output transform #{'d
Z]'do| of= ¥ output transformation (AY’AT)
#Hd od output tiles
Ad &9 output
A 27t 5= Y 5t A8 =7} 81te] output tile] 2]
GWS (KxPxQ, 1,1)
LWS (128,1,1)

[ 6-5] Output transform #2

_30_



A7 AW AR 2 84

B ZoA= 2uld AE 3743} convolution?] A%S HAEES 94
A 2] gk Convolution Configuration SetsS A7|3ta Euld 3o A 2
A A AxE FAH. AP AFES 4 on A== 47 MB(7}

= 3968, Al= 2976)1 Raw ©]|P| A& A8t 3iTh,

A1 4d 2ud 4 87

_ Qualcomm Snapdragon 888
Device . )
Mobile Hardware Development Kit

CPU Qualcomm Kyro 680 CPU (8 cores)

Memory (shared) |12 GB

GPU Qualcomm Adreno 660 GPU @ 840 MHz
(ON) Android
[ 7-1] 2t 29 37

Al 2 A Convolution Configurations Set

PyNETA A F2 A] AA AF2% = convolution #Holo]e] EE
configuration(C=input channel, H=input height, W-=input width,
K=output channel) 5% 2]2~E ¢35} Convolution Configuration SetS
A sttt % 357FA] configuration®] S 743+™ convolution €id] &

E AT HaE AREsith
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no C H W Filter size K
0 4 1440 1984 3x3 32
1 32 1440 1984 3x3 32
2 32 720 992 3x3 64
3 64 720 99?2 3x3 64
4 64 360 496 3x3 128
5 128 360 496 3x3 128
6 128 180 248 3x3 256
7 256 180 248 3x3 256
8 256 90 124 3x3 512
9 512 90 124 3x3 512
10 512 180 248 3x3 256
11 512 90 124 3x3 3
12 256 360 496 3x3 128
13 256 180 248 3x3 3
14 256 360 496 5x5 128
15 128 360 496 5x5 128
16 512 360 496 3x3 128
17 128 720 99?2 3x3 64
18 128 360 496 3x3 3
19 128 720 99?2 5x5 64
20 64 720 99?2 5x5 64
21 192 720 99?2 3x3 64
22 192 720 992 5x5 64
23 192 720 99?2 X7 64
24 64 720 992 X7 64
25 256 720 992 3x3 64
26 256 720 992 5x5 64
27 64 1440 1084 3x3 32
28 64 720 992 3x3 3
29 32 1440 1084 5x5 32
30 32 1440 1084 X7 32
31 32 1440 1084 9x9 32
32 16 2880 3968 3x3 16
33 32 1440 1984 3x3 3
34 16 2880 3968 3x3 3

[3£ 7-2] Convolution Configuration Set
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A3 A AE 2

1. HA 3t wdleo] GPU WEe AMEF 54

A3 Rdeo] GPU wWEe AFE#-2 Implicit GEMM convolution A}
4 Al 2 GB, Winorad Convolution® Implicit GEMM convolutionE 3}
7 AFg Al 4 GB(Winorad Convolution®] 2 GB £ 82)%2 =A% o] &n}
Aol A A3 7hsstes H At

Optimized - GPU 0| 22| AF22f

GPU DR 2] AL 2 (Ge)

Implicit Conv Wino Conv + Implicit Conv

[29 7-1] A=A sk 2] GPU vRe] A8

2. 243 oln#] PSNR # =4

Ay} oln|x AZ=S ¢all, PyTorch 71%Fe] PyNET o ZglAlolA 2
ol of 2 A s} 3%194 A3 olu = o] PSNR %< vlaatglch i

75}, PSNR FH& 36 A=z B4 30 tlAwe] Yow Setoz
e b l, ot MYl el feluld A oluAE A
AL AEAAT
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3. Winograd Convolution #3& W2l @& A5 =4

P(H £ tile /) 7= & #3839 Winograd ConvolutionE <=3} &}
7% (wino height split)¥}, C(input channel)S 7|02 H&slo] 4=

]_

o [
ol
o

>
)
Mo rir

(wino channel split)ell ™3] convolution #|°]e]2] forward

35
v wslgch P 720w BEaa Ao By Ay nHuie

) &% A37F A9 gle] Winograd Convolutions =33t th. wabA,
H 22 A FALES futsls A fols P 7oz B33l AZsEE
T A3

Convolution layer test

B Winobase [ Wino height split Wino channel split
20

15

1.0

05 II | II ]

0.0 II II
14 15 19 20

Convolution configuration no

Faneard time {sec)

22 26 29

[¥ 7-3] Winograd Convolution &3 W2Ad] @& A5 =4
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4. Convolution &€igls ¥ A5 HEE

Direct Convolution, Implicit GEMM Convolution, Winograd
Convolution®] 4% A4S FdstA . Winograd Convolution< Direct
Convolution®] #H]3] H+ 9.628, Implicit GEMM Convolution< Direct
Convolution®] Hl&] H 3629 <£= Aol AJrk. Winograd

Convolution®] 7Hd £& H52 2

0&11

Convolution layer test
W Direct W Impiicit Wino

O AN e kG N e G

Convolution Configuration no.

v

[29 7-4] Convolution €18 F ¥ A5 HEE
5. FAs 71y A& ©E PyNET F& At

A3 wdol GPU F& A7te muldox =As9 1, CPU F&
AlZEE A AIZE wEol] Aol oA S5t 9l A ~H oA
CPUZ % AMD EPYC 75027} 270 &A= o] 3= 7ol

Y axdolAd CPUA Direct Convolution< I3 13+
28887s (8h 1m 28s), 7] F7}F4 2= OpenMPE AHE3F & A 7F
4561s (1h 76m 1s)& =4 = At}

2dld GPUY A= Direct Convolutions AFE3 F2 A 7FS 1676s
(27m 256s), Implicit GEMM Convolutiong AF&3F F2 A7+ 1024s

(17m 4s), Implicit GEMM Convolution®} Winograd ConvolutionE 3}
AFRE FE OAZFE 73Hs (12m 15s), o17]9] Memory Coalescing,
Vectorization & B A3} A &3 HF F8 A|ZHFull Opt)> 346s
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Inference time (sec)

30000

20000

10000

AlZE ] 83.4uH 9] A s ol A E

PyNET inference time

B workstation-cPu [} Mobile-GPU

288875
(8h1m 275)

1676 s

as61s 10245
(27m 56|
(1h 76m 1s) ( l (17m 4s)
CPU(Direct Conv) CPU(Direct+OpenMP+03) GPU(Direct) GPU(Implicit)

[29 7-5] H A3}l wE PyNET
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7355 346
(12m 15s) (5m 46s)
GPU(Wino+mplicit) GPU(Full Opt)
= 2
F& Azt

Workstation-CPU AMD EPYC 7502 @ 2.5 GHz (32 cores) x2
Qualcomm Adreno 660 @ 840 MHz



B oERdAE muldel A 84 /)5S %%6}% Spel 7% oA
= 2dQl PyNET RdlS mutdolA] Adstr] 9g mng]
#e] 719 2 OpenCL 7]%+¢] convolution Z 7 3} 7] < AAsEE o
mutd ol Az futetA ] f8iA B FxE WA AY
dHS Faslu, GPU Wl2gE xyas AL WA & vzg
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Abstract

Memory Management and

Optimization for Deep Learning

Model Inference on Mobile GPU

Sooyeon Kang
Department of Computer Science & Engineering

The Graduate School

Seoul National University

Image processing acceleration technology on mobile is becoming more
important day by day. Mobile is equipped with ISP(image signal
processing) and DSP(digital signal processing) for image processing
as well as CPU and GPU, so each processor processes Images
according to the image processing algorithm in charge. However, as
the 1mage processing process on mobile becomes increasingly
complex, it costs a lot of labor and money to build an ISP or DSP.
Nevertheless, there 1s a lack of development of image processing
technology using mobile GPUs that can replace ISPs. Although the
PyNET, a deep learning model that replaces ISPs, exists, the model

developed by a deep learning framework i1s impossible to infer due to
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a memory shortage problem on mobile. In this work, we proceed with
optimization to infer the PYyNET on mobile GPU. In this process, we
present various memory management techniques and convolution
optimization techniques based on OpenCL to solve the memory
shortage and latency problems that arise when inferring deep learning
models. Through optimization, we validate this by experimenting with
a model that cannot be inferred on mobile by a deep learning

framework on real mobile devices.
keywords : Mobile GPU, Deep Learning, Memory Management

Techniques, Convolution Optimization, OpenCL.
Student Number : 2012-20726
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